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Preface

These proceedings contain papers presented at the thirteenth annual confer-
ence for Astronomical Data Analysis Software and Systems (ADASS XIII). The
meeting was held during October 12-15, 2003 at the Palais de la Musique et des
Congrès in Strasbourg, and was hosted by the Centre de Données astronomiques
de Strasbourg.

1. Overview

The meeting location was near the European Parliament in Strasbourg. A large
meeting room and adjoining space for posters and demonstrations provided a
convenient layout for this large meeting. Three course meals, including French
wine, served in the conference centre promoted informal discussion over lunch,
and a short tram ride provided access to Strasbourg’s many historic and culinary
attractions.

ADASS XIII was attended by 363 registered participants from 22 countries.
The program comprised 14 invited speakers and 22 contributed presentations,
185 posters, 12 demo booths and 4 Birds of a Feather (BoF) sessions.

Key topics included ”Surveys and Large-Scale Data Management”, ”High
Performance Computing”, ”Next Generation Instrument Modeling”, ”Auto-
mated Classification and Catalog Generation”, Data Visualisation”, and ”Image
Processing”. Progress toward realizing Virtual Observatories was reported in
sessions entitled ”VO Resources” and ”Surveys, Archives and VO”, and a num-
ber of prototypes were shown in action at the demonstration booths and the
Sunday tutorial. The ”High Performance Computing” session included talks on
GRID computing and GRID-enabled services. Indeed the conference appeared
to have an emphasis on services and interoperability.

A tutorial workshop on Virtual Observatory Software and Standards was
held on the Sunday preceding the meeting. Three sessions focused on: VOTable
parsers and applications, Data Access Layer, and Web and Grid Services.

2. Organizing committees

The ADASS XIII Program Organising Committee was Todd Boronson (NOAO),
Dick Crutcher (UIUC/NCSA), Daniel Durand (CADC), Daniel Egret (Obs.
Paris), Brian Glendenning (NRAO), Tom Handley (IPAC/Caltech/JPL), Richard
Hook (ST-ECF), Gareth Hunt (NRAO), Glenn Miller (STScI), Koh-Ichiro Morita
(NAOJ), François Ochsenbein (CDS), Jan Noordam (NFRA), Michèle Peron
(ESO), Arnold Rots (SAO), Dick Shaw (chair, NOAO), Betty Stobie (Univ. of
Arizona), Christian Veillet (CFHT) and Patrick Wallace (RAL).

The Local Organising Committee was chaired by Marc Wenger, and the
members were Françoise Genova, Jean-Yves Hangouet, Sandrine Langenbacher,
Mireille Louys (LSIIT) and Laurent Michel.

We thank Susan Rose (STScI) for the final compilation of these proceedings.
ADASS XIII is pleased to express our deep appreciations for the support

of the following organisations and companies: European Southern Observatory
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(ESO), National Optical Astronomy Observatories (NOAO), Canada-France-
Hawaii Telescope (CFH), Infrared Processing and Analysis Center (IPAC), Smith-
sonian Astrophysical Observatory (SAO), National Radio Astronomy Observa-
tory (NRAO), Observatoire Astronomique de Strasbourg, Centre de Données as-
tronomiques de Strasbourg (CDS), Université Louis Pasteur, Strasbourg (ULP),

Centre National de la Recherche Scientifique (CNRS), Centre National d’Études
Spatiales (CNES), Région Alsace, Conseil Général du Bas-Rhin, RICOH and
TELINDUS CISCO.

3. ADASS Information

ADASS XIV will be held in Pasadena, CA, USA, October 24-27, 2004 and will
be hosted by the Infrared Processing and Analysis Center.

The ADASS XIII Editors

François Ochsenbein and Mark G. Allen
CDS, Observatoire Astronomique de Strasbourg

Daniel Egret
Observatoire de Paris

February 2004
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67000 Strasbourg, France (fernique@astro.u-strasbg.fr)

Anthony J. Ferro, Steward Observatory/NICMOS, University of Arizona, 933
N. Cherry Ave., Tucson, AZ 85721, U.S.A. (tferro@as.arizona.edu)

Michael Fitzpatrick, NOAO, 950 N Cherry Ave, Tucson, AZ 85719, U.S.A.
(fitz@noao.edu)

Martin Folger, UK Astronomy Technology Centre, Royal Observatory,
Edinburgh, Edinburgh, Scotland EH9 3HJ, U.K. (mfo@roe.ac.uk)

Kieran P. Forde, National University of Ireland, 15 Tudor Lawn, Newcastle,
Galway, Ireland (Kieran.forde@nuigalway.ie)

Olac Fuentes, Instituto Nacional de Astrof́ısica, Óptica y Electrónica, Luis
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Abstract.
To cope with the rapidly increasing volume and complexity of data

being generated by ESO’s public optical/infrared imaging surveys a high-
performance, end-to-end survey software system has been developed. Its
main aim is to provide a robust framework to efficiently transform raw
data into science-grade survey products. The system consists of several
tasks wrapped together into an integrated framework. These tasks in-
clude: the un-supervised reduction of optical/infrared images generated
by different imagers, the astrometric and photometric calibration of the
data, the creation of image stacks and mosaics, the preparation of catalogs
and the selection of different targets of potential interest for spectroscopic
follow-up. Since the data are meant to be public, the system also provides
an extensive description of the products and the required information for
users to assess their quality. The system has been designed to enable a
small group to monitor the un-supervised reduction and analysis of data
from multiple surveys in their entirety – from survey definition all the way
through to the release of comprehensively documented survey products
(stacked images, mosaics and catalogs) – all done by one operator from
a single desktop. While originally designed for handling survey data,
the system can also be used as a general front-end to ESO’s raw data
archive, and as such serve as a site-specific interface to the general VO
infra-structure. In this contribution the system is briefly described.

1. Introduction

Recently, there has been a renewed interest in carrying out large optical/infrared
imaging surveys. Several factors have contributed to instigate this interest: the
commissioning of several large-aperture telescopes, and the demand that this has
created for the preparation of suitable data sets matching their spectroscopic ca-
pabilities, the coming-of-age of modern large optical/infrared arrays leading to
the construction of cameras with fields of view on degree scales, and the assign-
ment of dedicated imaging telescopes. Combined, these new developments have
made multi-wavelength, digital surveys covering large areas of the sky possible.
Moreover, they represent a marked improvement in terms of speed, depth and
quality over the older generation of photographic plate surveys. In addition to
these traditional surveys, the implementation of ever-growing digital raw data

3
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archives to store data from proprietary programs by some of the major observa-
tories also offers new science opportunities. Together, these developments have
created a glut of data and currently the main challenge is how to cope with the
large increase in data volume available and allow the scientific exploitation of
these federated archives.

Fortunately, progress in IT has also been unprecedented in the past decade
and the rapid increase in computer power and storage capabilities on the one
hand, and the development of new technologies on the other, offer the means
to meet the challenge posed by the large data volumes involved. However, as
discussed below new software systems must be developed to successfully handle
the new generation of surveys, which can take the form of: 1) small area, deep
multi-wavelength surveys, involving a variety of space- and ground-based instru-
ments from different observatories; 2) wide-angle, moderately deep, legacy-type
surveys covering large swathes of the sky; 3) virtual surveys relying on archival
data. These different types of survey, combined with existing institutional infra-
structure and resources, and target audience, set the requirements that must be
taken into account in designing a suitable survey system.

At this point it is important to underscore the difference between “pipelines”
put together to reduce data from “survey systems” which are intended to provide
a comprehensive environment to define, control, reduce, analyze and monitor
the quality of data, produce a range of survey products and make them publicly
available. While the former may suffice for specific science groups with clear
objectives and a finite amount of data, the latter is required to support long-
term public surveys producing readily accessible information and self-descriptive,
quality assessed, homogeneous survey products ready for scientific exploitation.

In this contribution, the work being carried out by the ESO Imaging Sur-
vey (EIS) project (Renzini & da Costa 1997) to build such a survey system is
discussed. In addition to carrying out a large number of public surveys, this
project has been involved for the past three years in the development of soft-
ware required to reduce and administrate imaging data from imaging surveys,
involving different imagers. In section 2. the requirements for such a system are
briefly reviewed, while in section 3. some of the main features of the EIS sur-
vey system are presented. To illustrate the advantages of an integrated system,
in section 4. the operation of the system for survey work is briefly described.
Finally, in section 5. the main achievements of this development are summarized.

2. Building an Integrated System

The ESO public survey effort started in July 1997 prior to the commissioning
of VLT, and its first phase was completed at the end of 1998 with the full
release of the optical and infrared data accumulated for the EIS-WIDE and EIS-
DEEP surveys conducted using the NTT at La Silla. Besides astrometrically
and photometrically calibrated pixel maps, the release involved the delivery of
a host of survey products which included image stacks and mosaics, single and
multi-passband catalogs for stacks and mosaics, and lists of candidate clusters of
galaxies, quasars, white dwarfs and other color-selected targets, meeting all the
requirements and the main deadline set by the Public Survey Working Group,
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with the delivery taking place prior to the start of commissioning and operations
of the first VLT unit in December 1998.

These original reductions were carried out using adaptations of pre-existing
software (e.g. IRAF, Eclipse, SExtractor, Drizzle, LDAC), some by the original
authors who participated in kick-starting EIS. To facilitate the data reduction
these various modules were then interconnected using simple scripting languages.
Most of the reductions were carried out by people with considerable experience in
data processing. While successfully meeting the goals set for this experimental
project, it was carried out on a best-effort basis, the experience accumulated
during its execution and aftermath unequivocally demonstrated that unless a
proper system was available this could only be a one-off effort, unsustainable
over long stretches of time. This became abundantly clear with the start of
operations of the wide-field imager (WFI) in 1999 at La Silla and the increased
complexity of the survey strategies adopted, usually involving more than one
instrument.

In summary, the major legacy of the experience accumulated by EIS in the
first three-year long phase of the project was that it clearly revealed the scope of
the enterprise and the broad range of requirements for successfully conducting
extensive and truly public imaging surveys, which requires proper handling not
only of data but also of information, to facilitate the visualization and monitoring
of the surveys by interested users. To address these needs, since June 2000 a
major effort has been underway to develop an end-to-end, fully integrated survey
system. The main objective has been to develop a system capable of:

• sustaining un-supervised, 24/7 operation cycle over long stretches of time
required to enable the reduction of a nights worth of data from VST and
VISTA in one day

• providing a user-friendly and, as much as possible, menu-driven system so
as to minimize the need for documentation and ease the training of new
users and operators

• reducing data from different instruments (single-, multi-chip) and wave-
length domains

• producing uniform, well-documented and VO-compatible primary and de-
rived products

• providing a framework to monitor the progress of observations and reduc-
tions

• providing mechanisms for the automatic update of WEB pages to serve as
interfaces to the end-users of survey data

Other important requirements that the system had to fulfill were:

• high-throughput
• configurable algorithms
• support “versioning” of software and data products, and provide history

of the products, software and system
• flexible tools to handle and visualize system products
• self-descriptive products with quality control assessment
• highly automated, end-to-end, and integrated environment

The development of the system was split into the following parts:

1. a high-performance specially-designed C++-based image processing sys-
tem, consisting of over 100,000 lines of code, to reduce optical/infrared
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Figure 1. Schematic view of the integrated EIS survey software
system showing some of the system’s key components.
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images from single- and multi-chip instruments, referred to hereafter as
the EIS/MVM (multi-visualisation-model) system (e.g. Vandame 2002).
This system also includes advanced techniques to efficiently register (using
wavelet transform techniques) and de-fringe images, correct for scattered
light and chip-to-chip gain variations, and remove cosmic rays and satel-
lite tracks (using Hough transform), leading to cosmetically enhanced final
images, which of course depend on passband and observing strategy.

2. a Python wrapper consisting of over 250,000 lines of code, responsible for
the administration of the entire system and interfacing it to the EIS inter-
nal database (Sybase), consisting of over 100 tables, different visualization
tools, analysis plug-ins, the WEB browser, action request system (ARS)
and the ESO data flow infrastructure.

3. graphic user interfaces, constructed using Tcl/Tk, in order to allow easy
access by the user to different tasks.

4. extensive use of XML (extensible mark-up language) and SVG (scalable
vector graphics) technologies in the preparation of configuration, logs, and
WEB pages, for both internal as well as external use.

Figure 1 gives a schematic view of the various interfaces that had to be developed
in the construction of the integrated system being described.

3. The EIS survey system

The end-to-end EIS survey system consists of distinct modules, each representing
a system process as well as a possible entry point into the pipeline framework.
The system modules fall into the following distinct categories

Front-end

1. Scanner: scans the ESO Science Archive to identify exposures belonging
to one of the survey programs. When these are identified it triggers the
update of several internal tables, computes some basic properties of these
exposures (e.g. moon distance, DIMM seeing) and the nights (e.g. twilight,
lunar phase) when they were observed, reconstructs the observing blocks
used in the observations, creates (updates) night, run and survey summary
logs, in the form of XML files, which are published on the WEB prior to
data request, thus providing a real-time status report to external users.

2. Data request: requests raw data from the ESO science archive. The process
retrieves data from the storage medium, which are then sent across the
network to target directories specified by the user or set automatically
by the system resource manager by FTP, and uncompressed. After all
the data is transferred, the process sends an alert to the ARS and, if so
configured, launches the image reduction pipeline automatically.

3. Image Reduction: checks the integrity of the FITS files, the existence and
content of mandatory keywords used by the reduction package; groups
the data by night, passband, pointing and time sequence; create reduction
blocks according to well-defined and configurable rules. It then interfaces
with the C-based image processing software via XML configuration files.
At the end, it computes several attributes for the final image which are
fully described in an XML file representing the associated product log. Dif-
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ferent style-sheets are used depending from where these logs are retrieved,
with those internal to the system reporting more detailed administrative
information of no relevance to external users.

4. Data Calibration & Photometric Pipeline; separates exposures taken of
selected fields containing photometric standard stars, extracts catalogs
and matches measured stars with those available in tables of the internal
database to identify standards and recover information about them as
given in the literature.

After reduction, the final products are inspected and graded using a specialized
tool to control the quality of the products, the data are transferred to an image
repository and the raw data are deleted from disk.

Back-end
The second group of modules forms the back-end of the system from where

the results of different observations are combined into final image stacks or
mosaics, and from where catalogs are extracted, targets selected and survey
products released. The main modules are:

1. Image products: creates stack/mosaic blocks according to well-defined
rules and validation procedures from which stack/mosaic images. The pro-
cess also allows, in batch mode, to create science grade catalogs; compute
final image attributes and assign grade to final products either automati-
cally or by visual inspection

2. Catalog production: extracts single passband catalogs using either SEx-
tractor or an adapted version of DAOPHOT and PSFEX (Bertin 2003),
the latter on an experimental basis; prepares science grade single pass-
band, mosaic and color catalogs, the latter using either a reference image
(specified by the user) or by association of single passband catalogs.

3. Analysis: where analysis code will be plugged-in. This process will in-
clude matched-filter for cluster finding, mass reconstruction algorithms
from PSF distortions, photometric redshifts and target classification using
color criteria and/or template fitting.

4. Data Release: moves survey products back to ESO Science Archive; up-
dates WEB pages including the release index table and request form; links
survey products to their respective logs; creates entries in image gallery
and sends an alert to the relevant people

Again, final results can be examined using a quality control tools similar to that
mentioned above, which also allows the examination of the history of a product
and the difference between versions of the same product.

Administration

1. Administration: access to system, survey, database. WEB and action
request system tools and interfaces. From this location one has access to
data and software CVS repositories, on-line documentation, among others.

2. Observations: survey definition (strategy, regions, fields, filter, integration
time), creation of observing blocks and finding charts; extraction of subsets
of reference catalogs and other all-sky catalogs; computation of region
properties (number of bright stars, HI column density, galactic absorption,
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galactic model predictions of star counts computed using the response
function of the filters used in the observations).

The system supports different modes of operation: 1) interactive: used primarily
for testing and fine-tuning of configuration parameters; 2) automatic: allows a
process to be executed end-to-end without user intervention; 3) batch: enables
a pre-determined sequence of processes to be executed in sequence. Batches are
available both in the front- and back-end of the system, providing enormous
flexibility in its operation - some batches are ideal for un-supervised survey
operations, while others are more appropriate for end-user applications.

It is important to note that the design of the system is still in progress and
continues to evolve as more functionalities have been included as a result of the
experience gained in the operation of the system and from suggestions made by
test-users.

To each module there corresponds a graphic user interface (GUI) which
allows the user to interact with the system in the interactive mode, or to monitor
the progress of the processes in the automatic or batch mode. The individual
panels can be called from a single widget, displayed at log-in. The widget not
only provides the access to the various panels but also reports the version of the
system being used, based on the version control system CVS, and the date when
the system was last updated.

In batch mode, at the end of each process the corresponding panel is auto-
matically iconized, while the next in the pre-defined batch sequence is launched,
thus preventing overcrowding of the workspace. When a new panel is launched,
temporary disk directories are created to store all the files generated by the
process. These are automatically deleted when the panel is closed.

Each module has an interface to the system’s supporting database (hereafter
DB) and to a data access layer (DAL) which is fed by a search engine. The
latter supports generic queries to locate the data suitable to the specific process
being considered. The supported queries are combinations of survey, instrument,
passband and sky region (pre-defined in the case of surveys). The results of a
given query provide a list of entries (e.g. runs, images, catalogs) followed by
information describing them, from where the user may select any number of
entries. For entries with more than one version the user may select either the
most recent or a default version which can also be set by the user a priori. From
the DAL it will soon also be possible to apply other more generic constraints
(e.g. data ownership, dates, quality of the data) that will enable further culling
of the data accepted by a given process. These constraints will allow the system
to be used in a more generic way for different applications

An example of the layout of a panel is shown in Figure 2 which illustrates the
image reduction panel. The layout is typical of all panels with small variations
depending on the specific process. The design is preliminary and as mentioned
earlier is still evolving. The top part of the panel is split into three sections.
The first lists all the sub-processes that can be executed. It also allows the user
to set the mode of operation (batch/automatic/interactive) and, in some cases,
the type of process to be executed. In the banner of the panel one finds the
name of the process, the execution mode, the revision of the code and the user.

From the second section one can access the configuration file and the search-
engine/DAL combination, described above. The configuration is presented as
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Figure 2. Example of the GUI used throughout the EIS system. The
one shown is that of the image pipeline panel.
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an HTML form consisting of a combination of field boxes, radial and pull-down
buttons depending on the nature of the information to be provided. The con-
figuration file displayed depends on the mode of operation selected. In inter-
active/automatic mode only parameters referring to the specific process being
called are shown. In batch mode, the configuration is the collection of all con-
figurations of the processes being executed in sequence. These are shown in
distinct, superposed HTML forms. In the banner of the configuration browser,
information about the configuration file is displayed including user name, cre-
ation date and the type (e.g. last used, user’s default, system’s default). When
a process is completed and saved, the configuration file used is ingested into
the database and can be accessed from the process log, thus providing a link
between process, configuration, input data and product, which is at the core of
the versioning mechanism of the system.

Finally, on each panel a set of keys are available under the administration
section. With the exception of that labeled PANEL TOOLS, all others are
common to all panels and provide short-cuts to a variety of administration tools
for the pipeline, survey, WEB and database. Under PANEL TOOLS there is a
large variety of tools specific to each panel. The last key, labeled save is used at
the end of the process to ingest the required information into the EIS DB and
move final products to appropriate directories.

The panels also include a TTY display, where some of the more relevant
information about the process being executed is reported. In addition, on top of
the TTY one has: a status button, reporting the name of the sub-process being
executed; a progress bar, reporting the progress of the sub-process; a data rate
meter reporting the mean or the instantaneous data rate, whenever possible; and
a clock which reports the elapsed time for each sub-process. In the process log
both the mean data rate and time fraction spent on each sub-process is reported
so as to enable the monitoring of the performance of the system over time.

The lower part of the panel consists of listboxes where the results of most
sub-processes of the panel are listed. Next to each listbox there are keys that
call tasks that allow the user to examine intermediate and final products in
various ways depending on their nature. These keys are associated with tasks
to display images and catalogs, to show other listboxes providing more details
about each entry, and to convert XMLs into HTMLs and display process and
product logs. In the example shown in Figure 2, there are four listboxes listing
different runs (upper-left) and raw images (upper-right), groups (lower-left) and
reduction blocks (lower-right), a collection of raw dithered exposures that should
be reduced and stacked together, for the selected run.

4. Survey Operation Model

A key requirement in the design of the survey system has been to minimize
the need for human intervention, at the same time providing all the required
information to facilitate the monitoring of the performance of the system. For
surveys the sequence of operations is approximately as follows:

1. scan archive for exposures having a survey program-id, notify operator via
the action request system (ARS) and trigger data request one night at a
time
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2. if new exposures are identified, information describing them is immediately
ingested into the EIS database, summaries created and updated pages are
published showing the progress of survey in the WEB. Optionally, at the
end the process triggers the request of the newly arrived data

3. data for the same instrument and night are sent to all available machines
in the cluster and the image reduction process triggered. Images are pro-
cessed on a nightly basis, astrometrically and photometrically calibrated
and the operator notified via ARS to carry out the quality control. Af-
ter grading the final products these are moved to proper repositories, for
future reference and inspection, and the raw data deleted from disk, thus
allowing new data to come in

At the end of an observing season the following steps are taken:

1. define (update) new (ongoing) surveys and export new observing blocks,
as required by the data flow system of ESO, to the telescope team

2. create final stacks/mosaics, extract catalogs and select targets on a survey
basis

3. examine results and assign grade reflecting quality of the product
4. ingest and move products to repositories
5. release version 0.5 of advanced survey products

Finally, monitor the comments received via the ARSystem from external users,
and if necessary release revised versions of the final products including XML
logs showing the differences in the results and in the configuration files used in
their definition.

While new functionalities are being continuously added to the system, tests
of both the C-based image processing pipeline and the survey system have been
underway for the past two years.

The image processing pipeline has been used to reduce large amounts of data
from most ESO imagers (SOFI, ISAAC, WFI, FORS) and data from these re-
ductions have been publicly released. Since February 2001, a total of six releases
have been made illustrating the data reduction for four different surveys using
different instruments and strategies, especially in the Chandra Deep South field
(e.g. Arnouts et al. 2001, Vandame et al. 2003) and selected stellar fields (e.g.
Momany et al. 2001). The system has also had a limited distribution to external
users for tests, and extensive comparisons with reductions done using different
softwares have been made for for multi-chip optical data and infrared data (e.g.
DIMSUM). The system has also been benchmarked in different platforms (SUN,
Compaq Alphas, PCs). Currently, one Linux box running REDHAT and 2 Al-
pha running TRUE-64 are dedicated for this offline test reductions and code
development.

In parallel, tests with the survey system are being carried out using for
the moment only single chip instruments (SOFI and ISAAC). A total of about
39,000 SOFI frames, taken since 1998, and 10,000 ISAAC frames (which com-
bined total about 100 GB) have been reduced several times, in order to identify
exceptional situations and make the code robust, as required for un-supervised
reduction . These tests are being conducted using three dual-CPU (∼ 2 GHz),
number-crunching Linux boxes, which will soon be expanded to six to form the
operation environment of EIS. At the present time, different sessions (processes)
are launched on each individual system and monitored from a single desktop
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using VNC (virtual network computing) software. These sessions are being
launched manually, but hopefully soon this will be done automatically using the
system developed by the CONDOR project, which provides a resource monitor-
ing and management, and scheduling and job queuing mechanism. This hard-
ware/software environment provides an effective reduction data rate of about 0.5
to 4 Mpix/sec and can be fully operated by a single user. While the system is
essentially in operation, a lot of effort is being made to make the code uniform,
with the same look & feel, uniform and comprehensive logs and the required
tools to evaluate the quality of the suite of survey products being produced.
Several successful public demonstrations of the system in operation have been
made over the past year. Progress has been hampered by the limited resources
of the development team and the turn-around of team members.

5. Summary

In this contribution some highlights of the EIS survey system have been re-
viewed. Even though the system is a work in progress, it currently supports
un-supervised and automated operations, to efficiently reduce optical/infrared
data from single/multi-chip instruments. While originally designed for survey
operations, especially public surveys, it is currently being generalized to deal
with archival data and individual end-users.

A particular important characteristic of the system design has been to pro-
vide a general infrastructure to allow different tools to be integrated so as to
facilitate the administration of the surveys, primary and advanced survey prod-
ucts and of the system itself. It is fully integrated into the available data flow
infrastructure of ESO which will make it possible to use the same system as
a portal to the ESO Science archive interfacing it to the Virtual Observatory
infrastructure. In fact, the back-end of a survey system would greatly benefit
from VO-like tools for the assessment of the quality of the survey products.

Acknowledgments. It is a pleasure to thank all past (too many to list here)
and current members (P. Lynam, A. Mignano, V. Strazzullo, B. Vandame) of the
EIS team as well as those that continue to collaborate with the effort from their
home institutes including S. Arnouts (Marseille), C. Benoist (Nice), L. Girardi
(Trieste), L. F. Olsen (Copenhagen), S. Zaggia (Trieste).

References

Arnouts, S., Vandame, B., Benoist, C., et al. , 2001, A&A, 379, 740

Bertin, E., 2003, private communication.

Momany, Y., Vandame, B., Zaggia, S., et al. , 2001, A&A, 379, 436

Renzini, A. & da Costa, L., 1997, The Messenger, 87, 23

Vandame, B. 2002, Astronomical Data Analysis II, eds (J.L. Stark, F. D.
Murtagh) Proceedings of the SPIE, 4847, p. 123

Vandame, B. et al. 2003, A&A, submitted (astro-ph/0102300)



Astronomical Data Analysis Software and Systems XIII
ASP Conference Series, Vol. 314, 2004
F. Ochsenbein, M. Allen, and D. Egret, eds.

Palomar-QUEST: A case study in designing sky surveys in
the VO era

Matthew J. Graham, Roy Williams, S. G. Djorgovski, Ashish Mahabal

California Institute of Technology, Pasadena, CA 91125, USA

Charles Baltay, Dave Rabinowitz, Anne Bauer, Jeff Snyder, Nick
Morgan, Peter Andrews

Yale University, New Haven, CT 06511, USA

Alexander S. Szalay

Dept. Physics and Astronomy, The Johns Hopkins University,
Baltimore, MD 21218, USA

Robert J. Brunner

Dept. of Astronomy & NCSA, University of Illinois, Urbana, IL 61801,
USA

Jim Musser

Indiana University, Bloomington, Indiana, USA

Abstract. The advent of wide-area multicolour synoptic sky surveys is
leading to data sets unprecedented in size, complexity and data through-
put. VO technology offers a way to exploit these to the full but re-
quires changes in design philosophy. The Palomar-QUEST survey is a
major new survey being undertaken by Caltech, Yale, JPL and Indi-
ana University to repeatedly observe 1

3 of the sky (∼ 15000 sq. deg.
between −27◦ ≤ δ ≤ 27◦) in seven passbands. Utilising the 48-inch
Oschin Schmidt Telescope at the Palomar Observatory with the 112-CCD
QUEST camera covering the full 4◦ x 4◦ field of view, it will generate
∼ 1TB of data per month. In this paper, we review the design of QUEST
as a VO resource, a federated data set and an exemplar of VO standards.

1. A new era in astronomy

The new availability of wide-field images from Schmidt telescopes in the 1940’s
meant that astronomers no longer had to make educated guesses about where
to look to find new and interesting phenomena but were now spoilt for choice.
The advent of synoptic surveys presents more extreme opportunities; as an illus-
tration, consider the SDSS which over the course of 5 years represents a factor
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of a million increase in information over previous surveys; however, the LSST1

(Large Sky Synoptic Telescope, Tyson (2002)) will amass a SDSS every 3 nights.
Although overviews of synoptic surveys are riddled with cliches concerning

undiscovered countries and uncharted waters, the exploration of the temporal
domain results in data sets that are not just more voluminous than before, but far
richer and more complex (Paczynski 2001; Djorgovski et al. 2000). This presents
challenges to all aspects of astronomy: data gathering, distribution, reduction,
analysis, storage, archiving, dissemination and mining. VO technologies are
being designed precisely to meet these types of challenges, but to use them
requires changes in survey design philosophies.

2. The Palomar-QUEST survey

The Palomar-QUEST survey2 is a major new survey being undertaken by Cal-
tech, Yale, JPL and Indiana University employing the world’s largest astronom-
ical camera and the recently refurbished Oschin Schmidt telescope at Palomar
to observe a third of the sky (∼ 15000 sq. deg. between −27◦ ≤ δ ≤ 27◦) a
minimum of 8 times in 7 passbands to nominally twice the depth of SDSS.

The QUEST camera consists of 112 CCDs arranged in four filter strips.
Each CCD has 2400 × 600 13µm × 13µm pixels, giving a total of 161 × 106

pixels. At the prime focus of the Oschin Schmidt, QUEST covers a sky area of
4.6◦× 3.6◦ (the effective area is ∼ 10 sq. deg) and in a night can survey ∼ 500
sq. deg. Two filter sets are used: Johnson UBRI and Gunn riz, with a doubling
of Gunn z to afford extra depth.

The data rate is 2.45MB/s and with a monthly average of 10 nights’ ob-
serving, QUEST produces ∼ 1TB of data/month.

Some of the immediate science goals are searching for high redshift quasars,
strong gravitational lensing, supernovae and GRBs, and near-Earth asteroids
and trans-Neptunian objects. Obviously once there is a sufficient body of repeat
observations, searching for new types of variable object and phenomena will play
a dominant part; in particular, a rapid response mechanism to transients (see
section 4) is planned.

3. QUEST and VO technologies

As this survey is one of the first of the new breed of synoptic surveys, it is
being used as a testbed for the VO technologies which will enable astronomers
to exploit such surveys to the full. There are currently four areas of attention:

3.1. Data distribution

Different groups want to process the raw data in different ways to optimize the
detection of specific types of object. Access requirements to the data are also

1http://www.lssto.org

2http://hepwww.physics.yale.edu/quest/palomar.html;http://www.astro.caltech.edu/
∼aam/science/quest
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either near real-time or delayed. Data distribution must be secure, fault tolerant
(error checking, multiply redundant) and accountable (transaction logging).

3.2. Data processing

The nature of the data is extremely well suited to parallelization, either on
a multi-processor machine or in a more general distributed computing envi-
ronment, e.g. an advanced highly CPU-intensive pipeline would be a suitable
Grid-level application.

3.3. Data analysis

The identification of variable objects poses many problems:
• associating different observations under different conditions (e.g. seeing)

with the same identification;
• handling objects which only appear once (e.g. supernovae)
• handling moving objects (e.g. asteroids)
• optimally characterizing the variability of an object (periodic/aperiodic)
• determining the best sampling strategy to maximize the range of temporal

baselines covered
Other federated data sets will be employed in the data analysis to assist

identification, e.g. SDSS, DPOSS, 2MASS.

3.4. Data dissemination

The deployment of QUEST as a federated data set needs to support both in-
teractive and batch mode access. Access to data products also needs to be
transparent to the access rights of different users: QUEST survey team, collab-
orators and the general astronomy community.

4. Integration example: 4 minute alert of detection of transient
events

To illustrate how QUEST will make use of VO technologies in an integrated
fashion, consider one of the pipeline systems under construction (see Fig. 1 for
a cartoon depiction): this will produce real time (within four minutes of the data
being taken) alerts of transient events (e.g. supernovae). The specific processes
which need to mesh are:

• Distribution: Every 140s, 112 × 3.1MB raw fits files are produced at Palo-
mar and streamed to Caltech (at 10MB/s) where the CIT Data Broker
distributes the data to other sites, the raw image archive and the reduc-
tion pipeline

• Processing: The CIT Fast Pipeline computes a real-time flat and extracts
objects - each field produces ∼10000 objects

• Analysis: Variable and transient objects are detected by comparing the
latest observations with the fiducial sky (composed from all QUEST obser-
vations and possibly other data sets) in the master archive. They are pro-
cessed to determine whether they might be asteroids and checked against
lists of known variables. Source classification is attempted using other
federated data archives.
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Figure 1. Cartoon of the real time variable object detection pipeline
which will issue an alert within four minutes of detection.

• Dissemination: The Alert Decision Engine decides whether an alert should
be issued based on decision algorithms and all available data and posts
results to the website.

5. Conclusions

Palomar-QUEST is the prototype VO-integrated synoptic sky survey and marks
the beginning of an exciting new era in astronomy: the characterization of the
variable optical sky.
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Abstract.
The LOFAR Global Sky Model (GSM) will be an all-sky database

of some 100 million objects, with flux & polarization measurements in
the 20–200 MHz range. The primary function of the GSM is to support
LOFAR calibration and data reduction. The GSM is expected to provide
a model of all sufficiently bright sources in any given field, having enough
detail and precision to calibrate and subtract these sources and yield
residual images of the faint background. The GSM is expected to be
continuously updated and refined during LOFAR operation in a “closed
loop” of sorts. The GSM is also a valuable stand-alone data product that
can be made compatible with the VO.

The instrumental characteristics of LOFAR pose large challenges to
GSM design, some of them unique even in the field of very large cat-
alogs. Besides sheer size, this includes highly complex source models
(thus making for a very non-uniform database structure), stringent per-
formance requirements for operational use, the need to update source
models operationally, and various data management issues. This paper
will focus on some of these challenges, discuss our approaches to dealing
with them, and present a prototype GSM being developed for the LOFAR
Pilot Selfcal System (PSS).

1. Introduction

LOFAR1 is a a large, distributed radio telescope being designed by an interna-
tional consortium (ASTRON, ATNF, MIT Haystack, NRL). Some architectural
features of the current design are:

• 20–200 MHz range;
• > 100 phased array stations combined into an aperture synthesis array;
• Log-spiral configuration with a dense central core, largest baseline is ≈300

km.

The unique instrumental characteristics of LOFAR pose new challenges to cal-
ibration. This has led us to formulate a requirement for a Global Sky Model
(GSM):

1http://www.lofar.org
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• Calibration of LOFAR for any observation requires reference sources from
all over the sky, due to the extensive side lobes of the instrument.

• The GSM itself, being a very large source catalog updated over the lifetime
of the telescope, is one of the main LOFAR deliverables. As such, it will
be made available within the Virtual Observatory.

2. GSM: the next step in radio sky models

The self-calibration algorithm employed in radio astronomy is simple in essence,
but extremely difficult in the details. The basic selfcal iteration step consists of
predicting the sky, applying instrumental effects, and comparing the results with
observed data. The current record for dynamic range with selfcal is 106, achieved
at the WSRT (de Bruin 1996). The LOFAR design target is 108. A proof of
concept study will be carried out using WSRT data, which can potentially yield
107, given a sophisticated enough calibration approach.

One of the main limiting factors in the dynamic range of selfcal is accuracy
of the predict step. An accurate predict requires a sufficiently complex and
flexible flux source representation, and a complex enough Measurement Equation
(Hamaker, Bregman & Sault 1996).

• The traditional sky model – still widely used today by packages such as
AIPS2 – is a collection of CLEAN components. This approach can handle
extended sources with some success, but fails to take advantage of physical
continuity, and fails to represent variability in time. Various refinements of
CLEAN have been developed over the years to address these shortcomings.

• NEWSTAR3, the WSRT data reduction package, introduced a parame-
terized source representation (IQUV fluxes, rotation measure, spectral
index), as well as elliptical gaussians to model extended sources. CLEAN
components are still used in NEWSTAR to represent low-level extended
sources.

LOFAR (and other future instruments such as the Square Kilometer Array) re-
quires us to take the next step. This includes more sophisticated source models,
in particular spatially extended sources, as well as time and frequency variability
of all source parameters.

2.1. Some features of the LOFAR GSM

• Expected size: 100 million objects. All-sky coverage.
• Fluxes and polarizations in the 20–200 MHz range.
• Very rich with spatially extended sources. Needs sophisticated parame-

terizations, with all parameters potentially being functions of time and
frequency.

• Must support a variety of object morphologies: point sources, extended
sources as shapelets, pixons, CLEAN components, images, etc. Morphol-
ogy can change qualitatively with frequency.

2http://www.aoc.nrao.edu/aips/

3http://www.astron.nl/newstar/
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• Initially populated from existing catalogs and updated over the lifetime of
the instrument.

• One of the two main deliverables of LOFAR.

2.2. The GSM life cycle

Operationally, the GSM software must support the following life cycle:

1. For any observation, a subset is extracted into a Local Sky Model (LSM);
2. Calibration is performed, the LSM is updated with better parameters for

existing sources and possibly new sources;
3. Changes are optionally committed back to the GSM;
4. After imaging (which produces the data products), images of faint sources

may also be added to the GSM.

3. Data representation in the GSM

The question of data representation has emerged as one of the central issues
of GSM design. This representation must be flexible enough to capture suffi-
cient detail for calibration and imaging. Because of the GSM–calibration–GSM
“closed loop”, the notion of parametrized sources must be explicitly supported
by the GSM itself. Thus, what is really required is a non-uniform and extensible
source representation.

3.1. MeqTrees

MeqTrees (Measurement Equation Trees) are a mechanism being developed in
the LOFAR Pilot Selfcal System (PSS). A MeqTree4 corresponds to a math-
ematical expression. The leaf nodes represent parameters and data sources,
while nodes down the tree represent derived expressions, such as the predicted
visibility of a source in a given direction.

A MeqTree can recursively evaluate its expression, and estimate partial
derivatives w.r.t. specific parameters. Thus, a MeqTree can be employed to
iteratively solve an equation for a set of parameters. All parameters in the
tree (MeqParms) are polynomials (and in the future, possibly other smooth
functions) of frequency and time, so the actual solvables are the individual poly-
nomial coefficients.

Since any mathematical equation can be represented in tree form, PSS-4
(the current development cycle of PSS) should be able to solve for arbitrary
measurement equations. Operationally, trees are constructed from a scripting
layer, while a fast C++ kernel to evaluate and solve them. In PSS-4, the script-
ing is provided by the Glish language of AIPS++5; support for other languages
(primarily Python) will be added in future cycles.

4Strictly speaking, these are not simply trees, but rather a more general type of graph – the
directed acyclic graph (DAG); the name MeqTree is now entrenched for historical reasons.

5http://aips2.nrao.edu/docs/aips++.html
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3.2. The GSM as a collection of trees

MeqTrees provide a perfect answer to the issue of GSM data representation. To
predict the sky, we need to be able to predict the visibility contribution of each
source for a given baseline and pointing direction. This, however, may need to
be computed differently for different types of sources. By representing a source
(or rather, the components of a source, such as the Stokes I flux) as a MeqTree,
we reap a number of benefits:

• Polymorphism: all sources appear the same way (that is, as the root
node of of the specific source component sub-tree) both to the user and to
the calibration system, regardless of the details of internal representation.

• Extensibility: source structure can be represented and parametrized to
any level of complexity.

• Parallelization: trees allow for fine-grained parallelism, which is very
important considering the immense computing requirements of LOFAR
calibration.

• Rapid experimentation: trees can be torn down and rebuilt at run-time.
This allows for quick experiments with alternative source representations.

Of course, this approach also incurs a number of trade-offs:

• Computational overhead: trees require more complicated housekeeping
and data management compared to a “hard-wired” source representation.

• DB complications: this type of structure is rather difficult to represent
in a traditional relational database.

4. Development plan

An initial version of the LOFAR GSM (GSM-0), is being developed as part of
the PSS-4 cycle. This is meant as proof-of-concept implementation, thus we
have set the following modest goals:

• A homogeneous source representation borrowed from NEWSTAR, with
a fixed set of source parameters: RA/Dec, IQUV fluxes at a reference
frequency, spectral index, rotation measure. Extended sources will be
modeled by elliptical gaussians requiring three additional parameters: ma-
jor/minor axis size, and orientation.

• All parameters can be 2D polynomials of time and frequency.
• GSM-0 is stored in a simple flat table. In the background, we will work

toward a full database implementation of MeqTrees.
• Internally, PSS-4 will use fully-featured MeqTrees. These will be con-

structed on-the-fly in the GSM-0 code, using parameters from the GSM
table. Thus, we will be able to test calibration will fully featured MeqTrees,
but the structure of the trees will be hardwired in GSM-0.
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Abstract. The Data Archive and Transfer System1 (DARTS) is a cen-
tral database for the scientific data obtained by satellites of the Institute
of Space and Astronautical Science (ISAS) in Japan. We have archived
and released the data from several past and current ISAS missions2.
In the near future, the data from Astro-E2 (X-ray astronomy), Astro-
F (Infrared astronomy), and Solar-B (solar physics) will be released from
DARTS. These satellites will provide data sets much larger in quantity
and quality than previous satellites. To manage these upcoming data,
we are developing a new data management system. In addition, a new
data distribution system on ’Super- SINET’, which is an ultrahigh speed
network dedicated to academic institutes in Japan, is under construction.

1. Introduction

The DARTS project commenced in 1995 and with the public release of data
from 1997 is maintained by the PLAIN Center (Center for PLAnning and IN-
formation Systems) at ISAS in cooperation with various ISAS satellite teams.
The objectives of DARTS are 1) to archive and release the ISAS mission data,
2) to provide search engines for the data users, 3) to provide an on-line data
analysis system, 4) to provide information and links related to the data, and
5) to provide mirroring of the US and European mission data to Japanese and
other Asian scientists.

The system consists of a file server, www server, proxy server and analysis
server along with data storage devices (see Miura et al. 2000 for details). The
total data size is several Tera bytes (TB) including the mirrored data. The main
data catalogues are implemented in the Oracle database.

1http://www.darts.isas.jaxa.jp

2http://www.isas.jaxa.jp
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2. Current Services

The current DARTS services are summarized in Table 1. We have also pro-
vided mirroring services including the X-ray astronomical data of Beppo-SAX
(SAX SDC, Italy) and ROSAT (MPE, Germany), solar observation data of
TRACE and RHESSI, and CDAWeb. These data are mostly mirrored through
NASA/GSFC.

3. Future Plan

Data from the forthcoming missions will be added to the DARTS archive in the
near future.

Astro-E2 A Japanese-US X-ray astronomical satellite has been constructed
and tested for launch in early 2005. The satellite will provide excellent
spectroscopic resolution together with a very wide energy band, ranging
from soft X-rays up to gamma-rays (0.3–600 keV). The data will be pro-
cessed at ISAS and NASA/GSFC. The calibrated data will be distributed
from and archived at DARTS (at NASA/HEASARC for US observers).
The amount of telemetry data and science data will be about 1 GB/day
and a few TB for the whole mission time.

Astro-F This ambitious infrared mission is scheduled to be launched in late FY
2005. Astro-F will make an all-sky survey catalogue to much higher sensi-
tivities (50 - 100 times higher at 100µm and more than 1000 times that at
mid-infrared wavelengths), better spatial resolutions and wider wavelength
coverage than the Infrared Astronomical Satellite (IRAS). The data will
be processed at ISAS in collaboration with UK and Dutch scientists and
delivered via DARTS.

Solar-B A multi-wavelength solar mission planed to be launched in 2006. The
observatory consists of a coordinated set of optical, X-ray and EUV tele-
scopes. A new archive system, SODA (SOlar Database and Archive) based
on Java and XML software, is under development. This will provide a data
analysis platform for multi-wavelength solar observations, a central data
base for Japanese observatories, and an effective data mining system.

4. A New data storage system

To cope with future data expansion, we have been developing a system in ISAS
based on the Storage Area Network (SAN) technology. In this system, all levels
of the satellite data ranging from telemetry to public archive data are processed
and stored. The system would provide not only fast access to data, but also cost
reduction of the data administration. Fig.1 shows the system configuration.

The central data storage is a FUJITSU hard disk array (∼ 100 TB in total,
hardware-RAID) along with a Storagetek backup tape library. File servers are
FUJITSU PRIMEPOWER (Solaris) and PRIMERGY (Linux). The storage,
servers, and tape library are connected with each other by the fibre channel (G
Bits/s) switches.
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Table 1. The current DARTS services.

Missionsa target Services & Contents

Astrophysics
ASCAb x-ray telemetry data
(1993/2-2001/3) screened/unscreened eventsc

(340 GB) QL productsc

calibration data
Ginga b x-ray telemetry data (LAC)
(1987/2-1991/11) analysis software d

(34 GB)
Tenma x-ray Observation log
(1983/2-1989/1)
HALCAb radio public data
(1997/2-)
IRTS Infrared point source Catalogue
(1995/3-1995/4) spatial intensity images

Solar Physics
Yohkoh x-ray raw and reprocessed data
(1991/8-) housekeeping data

observation log
daily images

Solar and Terrestrial Physics
Geotail geomagnetosphere magnetic field data
(1992-) plasma moment data
(8 GB)
Akebono aurora orbital and instrumental information
(1989/2-) observation data e

(25 GB)

aMission name following operation period and total data size in DARTS.

bSearchable by coordinate or target name.

cThese products have been processed at NASA/GSFC.

dThese tools were prepared by Ueda (ISAS) and others.

eIncludes LEP, TED, SMS, RDM, ATV data.
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5. DARTS on the Super-SINET

Super-SINET is an ultrahigh speed network dedicated to academic institutes
in Japan and operated by the National Institute of Informatics. ISAS and the
National Astronomical Observatory (NAO) lead a sub-division of space and as-
tronomical science. A direct and fast access to DARTS and other data bases at
ISAS can be provided to several key institutes in Japan (13 sites are connected
so far). The DARTS and NAO databases are also directly connected, for devel-
oping and sharing multi-wavelength astronomical data bases. Examples of the
collaboration are jMAISON3 (Java-based Multi-wavelength Astronomical Image
Service On line) and SODA (SOlar Database and Archive).
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Figure 1. A new data management system at ISAS, including DARTS.
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Abstract. The ISO Data Archive contains products obtained by pro-
cessing the observations data through an automatic processing pipeline.
This corrects well a number of instrumental artifacts in an automatic
fashion. The final products can however be improved by processing them
further, e.g. by means of the Interactive Analysis software packages. The
resulting products are called Highly Processed Data Products (HPDP).
In a broader sense this definition includes catalogues and atlases. In July
2003, the ISO Data Archive has been enhanced with the functionality for
continuous ingestion of new data, catalogues and atlases.

1. Introduction

Five years after the end of the Infrared Space Observatory (ISO) operations, its
data continues to be an exemplary resource for scientific exploitation. To date,
over 1100 papers based on ISO results have been published in refereed litera-
ture. ISO data has yielded an abundance of exciting discoveries and many more
are still to be expected. Some papers are based on a systematic reduction of
ISO data, producing the so-called ’Highly Processed Data Products’ (HPDP).
These products include data (images, spectra etc.), which have been processed
beyond the automatic processing pipeline and/or using new, refined algorithms
and therefore have been improved to any degree compared to the legacy pipeline
products, as well as any resulting catalogues and atlases. In this direction,
projects have been undertaken by the ISO Data Centre (IDC), in collabora-
tion with the national instrument data centres, for systematic data reduction of
specific instrument modes, that will produce homogeneous sets of HPDP. The
ISO Data Archive (IDA) has been enhanced to host these new products. Ver-
sion 6, released in July 2003, has the functionality for continuous ingestion of
new data, catalogues and atlases, subject to screening by the ISO Data Centre.
All datasets are queriable and retrievable, in a user-friendly way, and are well
separated from the Legacy Off Line Processing Pipeline products. This is one
of the core activities of the current phase of ISO, the Active Archive Phase,
running until the end of 2006.

26
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2. The ingestion of Highly Processed Data Products in IDA

Reduced Data, Catalogues and Atlases can be ingested in the archive at any
time. Simultaneously with the ISO Data Archive V6 release, a campaign was
launched to get from the scientific community the results of the reduction work.
Simple procedures have been built which minimise the work of the authors for
the actual ingestion, still preserving some homogeneity in the presentation to
the archive user, by which a designated IDC contact astronomer solicit relevant
information from the author and does the actual ingestion. This happens via
a web form filled in by the IDC astronomer, with administrative and technical
information about the Highly Processed Data Products and a list of relevant files.
The metadata (author, title, abstract, etc.) is stored in the IDA database and
all the files related to a particular observations are stored in a directory named
with the observation identifier, plus a running number if multiple. Catalogues
are ingested in the archive by providing the RSSD Archive Development Team
with an associated ASCII description file containing all column descriptions,
following a simple format specification. The ingestion of HPDP is thus semi-
automatic, requiring very little human intervention for it to be visible on-line
worldwide.

3. HPDP query and retrieval from the ISO Data Archive

Simultaneous with the IDA 6 release, the ISO home page had been slightly
modified to allow for an enhancement of the HPDP visibility. The HPDP has
previously been called User Reduced Data and did not include user provided
catalogues and atlases. On the ISO Home Page1 the ISO Data Archive is easily
accessible, as well as the list of HPDP currently stored. The list is generated
on-the-fly from the IDA database.

Once getting the IDA Java applet, the user may open the dedicated Highly
Processed Data Products Panel (see Figure 1). A description of each HPDP set
can be obtained by clicking on the title. HPDP of interest can be selected via the
check box on the left. Combinations with other query panels are also possible.
For HPDP associated with a catalogue, the button ”Search catalogue” allows
to obtain a query panel for the specific catalogue. This is generated on-the-fly
from the database (see an example in Figure 2). A description of each catalogue
column can be obtained by clicking on the column title, coloured in blue (as for
any other field of the IDA).

The general ‘Execute query’ button will return a list of observations match-
ing the given selection criteria.

In the query results panel, as for any other product, the HDPD can be
retrieved directly on disk by pushing ‘Retrieve’ and selecting ‘HPDP’. For more
information and features, the HPDP button at the left of any given observation
may be clicked (if highlighted). This will lead to a new panel (see an example
in Figure 1).

1\tthttp://www.iso.vilspa.esa.es
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Figure 1. The IDA applet with the HPDP query panel open (left)
and an example of HPDP panel for a given observation (right)

An abstract will be given of all HPDP sets containing the observation. Six
buttons will be displayed on the left:

1. Data
Clicking this button will allow to download the data directly.

2. Documentation
This is generally information stored in the IDA in the form of a web page,
launched by the default browser, or a PDF file, with links to specific doc-
uments or, as applicable, to the paper(s), via the ADS service.

3. Postcard
An illustration (plot, image) of the reduced observation. This will be
obtained by automatically launching the user’s default browser.

4. Atlas
This is defined as an illustration of the observations together with other
information provided in the HPDP set, such as external SEDs, stellar
models, etc.

5. Catalogue
A new panel will be launched, pointing to the raw containing the obser-
vation. The whole catalogue may be saved on disk or printed. A search
facility is also provided (see an example in Figure 2).

6. Add Related
Clicking this button will move all observations pertaining to the given
HPDP set to the shopping basket for retrieval in one go.
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Figure 2. Examples of HPDP catalogue query panel and catalogue
display

4. Conclusion

A mechanism is fully set to allow continuous ingestion of user provided reduced
data, catalogues and atlases in the ISO Data Archive. This mechanism per-
mits some homogeneity in their presentation, although the products are quite
heterogeneous by definition. A number of special projects focussed on reducing
data from selected observing modes have already been carried out and we have
started to gather HPDP sets from the community. Systematically reduced data
will continue to be ingested in the IDA throughout the Active Archive Phase.
This is a valuable asset and will boost the scientific exploitation of ISO data by
the general astronomical community by providing readily useable scientific data
products.

The ISO Data Archive is subject to more upgrades throughout the Active
Archive Phase, such as boosting interoperability aspects (see for example Osuna
et al., 2004) or enhancing the quality information of the ISO data.

References

Kessler, M.F. et al. 2003, The ISO Handbook, Vol. 1, ESA-SP 1262

Osuna, P., Arviset, C. & Salgado, J. 2004, this volume, 129



Astronomical Data Analysis Software and Systems XIII
ASP Conference Series, Vol. 314, 2004
F. Ochsenbein, M. Allen, and D. Egret, eds.

On the Analysis of Old Objective-Prism Plate Spectra
with Modern Systems

Corinne Rossi

Dipartimento di Fisica, Universitá La Sapienza, Roma, Italy
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Abstract. Objective prism (OP) spectroscopic plates collected with
Schmidt Telescopes are a heritage of the pre–electronic Astronomy which
may still contain useful data for statistical researches, and precious infor-
mation on unrecorded peculiar events as well. Modern imaging processing
techniques may allow to extract rapidly the massive amount of informa-
tion included in a single plate. We present the results of our preliminary
analysis of a set of old OP plates collected to follow the spectral evo-
lution of a Symbiotic Nova, with special regards to the problem of the
spectrophotometric calibration and of the quality of commercial scanners.

1. Schmidt Telescopes’ Objective Prism Plates

Objective prism (OP) spectral images collected with Schmidt telescopes are a
heritage of ‘pre–electronic’ Astronomy which contain useful data for statistical
researches, and may include precious information on peculiar events as well. A
large number of OP plates are archived in the plate stores of astronomical ob-
servatories all around the world. Thanks to international initiatives (see Griffin
2001) many efforts are underway to construct electronic logbooks of the archived
material. But the problem remains of how to extract in a rapid and correct way
the massive quantity of data included in every single OP plate.

In the seventies Cassatella et al. (1973, 1975) developed in Roma a pro-
cessing technique for the analysis of OP spectra based on the use of PDS–type
microphotometers. The technique was applied to investigate the OP spectra
of the symbiotic nova V1016 Cyg (Baratta et al. 1974) and of other peculiar
objects. Modern techniques of image processing may give a fundamental con-
tribution to the matter, although to exploit fully the relatively high resolving
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Figure 1. Left: Tracings of calibration stellar spectra extracted from
an OP plate. The 103aE plate emulsion allows to cover a wide spectral
range from the Balmer continuum to Hα. The spectrograms have been
centred in order to have Hγ at pix = 200. The stellar B magnitudes are
indicated. Right: the wavelength calibrated spectrum of the symbiotic
star HBV 475 in 1969 and 1970, and of Nova Cygni 1970 in September
1970. Some prominent emission lines are marked.

power of the photographic emulsions (down to 10 µm), and, simultaneously, their
large collecting surface (up to a few thousand cm2) one needs a very expensive
hardware.

Within a National Project aiming the scientific use of old astronomical
plates, we have analysed a set of OP plates obtained during 1969–1975 to follow
the spectral evolution of the symbiotic nova HBV 475 (also named V1329 Cyg).
Our aim is to make a photometric calibration of the plates by using a number
of stars in the field with known broad–band magnitudes. Here we present the
preliminary results of our work and discuss some technical aspects.

The nova–like outburst of HBV 475 was discovered by Lubos Kohoutek in
an OP plate taken in August 1969 at the 80/120/240 cm Schmidt telescope of
the Hamburg–Bergedorf Observatory equipped with a 4◦ OP (Kohoutek 1969).
With the aim of investigating the spectral evolution of HBV 475 following its
nova–like explosion, Kohoutek collected during 1969–1975 a set of OP plates
centred on the position of the symbiotic star using 23×23 cm2 103aO, 103aD,
and 103aE plates. Casually, in late 1970 a nova (Nova Cyg 1970) exploded in
the same sky region, so that also the spectrum of the nova is recorded on several
plates of the set.

The mid and low resolution 1969 spectrum of HBV 475 has been analysed
by Crampton et al. (1970) and Baratta & Viotti (1989).
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Figure 2. Blue and visual photometric calibration of plate no. 4382
(7 September 1969). The derived blue continuum magnitude of HBV
475 is indicated.

2. Plate Digitisation and Analysis

For each plate a central region of about one square degree has been scanned using
a commercial 1600 dpi scanner (A3 size, 15.875 µm pixels). As discussed in Nesci
et al. (2003), during the scanning a special care should be taken in the luminosity
scale settings, and in the minimisation of the light scatter inside the scanner. In
the present study, the first steps of the data reduction has been performed with
the IRAF packages. For each image the plate transmission has been normalised
to the plate fog level, and transformed into Baker density: ∆ = log (fog/T-1).
A number of stars showing strong hydrogen Balmer absorption lines indicating
an A–spectral type, were selected in the image, and identified using the Digital
Sky Survey. Their photometry (and possibly spectral type) were exported from
CDS. Individual subimages were used to extract the spectrograms using the
twodspec IRAF menu. Details of the digitisation procedure and data reduction
are given in Nesci et al. (2003).

Then, the wavelength calibration was derived using a code purposely written
for OP spectrograms running outside the IRAF environment. The resulting OP
dispersion curve is: (λ - 1647 Å)(s + 567 µm) = 1.26 107 µm Å. In the absence
of a zero point in the individual spectrograms, we set s(Hα) = 2000 µm. The
reciprocal dispersion dλ/ds at Hγ is 575 Å/mm. Fig. 1 (left) shows some
examples of wavelength–calibrated spectrograms of A–type stars. The OP plate
was obtained on 1969 September 7 on a 103aE emulsion. Fig. 1 (right) shows
the spectrum of HBV 475 in two epochs and of Nova Cygni 1970 just exploded.

For the photometric calibration of the plates, we have computed the average
Baker density in a wavelength interval centred near the maximum response of
the Johnson B–filter, and compared with the Johnson’s B–magnitudes from the
Tycho–2 Catalogue (Høg et al. 2000). The results for the 1969 plate are shown
in Fig. 2 (left). For 26 calibration stars we have compared their B–magnitudes
with the average plate density in the wavelength interval 4150–4310 Å. The
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derived regression line is shown in the figure (correlation coefficient r=0.96).
The response appears linear within at least three magnitudes. The blue plate
contrast (d∆/dm) is −0.30 with a r.m.s. of 0.05. This procedure can be used
to estimate the blue magnitude of all the early–type stars in the field. A blue–
continuum magnitude of ∼12.7 was derived for the symbiotic star HBV 475 (see
Fig. 2). We have also used a larger wavelength interval that includes the Hγ
and Hδ lines, and found the same result with a slightly larger dispersion. The
corresponding blue magnitude of HBV 475 turns out to be ∼12.2, due to the
large contribution of the emission lines.

The situation is more complicate for the Johnson V–band, since its response
curve includes the green–yellow region where the plate sensitivity changes rapidly
with wavelength. In Fig. 2 (right) we plot against V the average plate density in
the wavelength interval 5400-6000 Å. It is clear in the figure that the dynamical
range is smaller, with a large dispersion for the faintest stars. The visual plate
contrast is about −0.33. We are going to extend the analysis to other unblended
stars in the field, and derive their B and V magnitude and spectral type, as
described in Nesci et al. (2003).

The next steps of our work will be the spectrophotometric calibration of
the OP plates using field stars with known photometry and spectral type, to
which we attribute the energy distribution of standard stars scaled to their B,
V magnitudes. This will allow us to study the spectral evolution of HBV 475 in
a wide energy range.

This work has made use of the SIMBAD database at the CDS (Strasbourg).
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Abstract. One of the principal objectives of the Chandra Multiwave-
length Project (ChaMP) is the optical identification and cataloging of
serendipitously detected background X-ray sources in Chandra archival
data. The ChaMP uses a program of multi-filter optical imaging of ob-
served Chandra fields to detect optical counterparts to X-ray sources. We
describe the methods used for reduction, analysis and cataloging of optical
sources in the ChaMP fields. Automated pipeline processing of the opti-
cal data includes source extraction, photometric calibration and optical
to X-ray source matching. Visual inspection tools have been developed
for quality control of the resultant source lists and for identification of in-
teresting objects for follow-up spectroscopic observations. Methods and
tools for management, presentation and access of the ChaMP catalogs
are also described.

1. Introduction

The Chandra Multiwavelength Project (ChaMP) is a serendipitous X-ray source
survey based on archival Chandra AO1 and AO2 data. The ACIS data cover
approximately 14 square degrees of sky, and are expected to provide ∼ 8000
serendipitous X-ray sources, (Kim et al. 2004a, 2004b). The sensitive, wide-
area ChaMP survey provides a X-ray source sample significantly more sensitive
than previous ROSAT and ASCA sky surveys, and a survey with greater sky
coverage than the Chandra Deep Field surveys is the only way to compile a
significant sample of high-redshift QSOs.

Chandra’s sub-arcsecond angular resolution and 1′′ celestial location capa-
bility (Aldcroft et al. 2000) is ideal for a corresponding optical survey, to allow
unambiguous optical identification of the majority of the X-ray sources. A key
component of the ChaMP is deep, wide-field optical imaging of the fields. We
use the SDSS g′, r′, i′ filters, to provide good object classification and photo-
metric redshift determination. We use the NOAO 4m telescopes (KPNO and
CTIO) with Mosaic CCD detectors to optically image the deeper ChaMP fields
and SAO’s FLWO 1.2m telescope with the 4Shooter camera to image northern
shallow fields and to measure the brighter objects in the deeper fields. Each
camera field of view is well matched to the ACIS-I and ACIS-S fields of view.
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We scale our optical exposure times to the Chandra X-ray exposure times, to
provide a uniform sensitivity to X-ray/optical flux ratios. The optical magnitude
limit for each observation is scaled to the expected X-ray flux limit for each field,
to include 90% of the ROSAT sky survey AGN at the X-ray flux limit. Individual
CCD exposures are adjusted according to moon phase to limit background con-
tribution to the exposure. Multiple exposures are stacked with median filtering
to produce single night images in each filter for analysis. Total exposure times
on each ChaMP field are tallied in database tables, using only photometric or
near-photometric data, to track imaging completeness across multiple observing
runs. We expect to match ∼ 4000 sources to r ′ ' 25, matching 90% of X-ray
sources with log fx > −14.8. Together with optical imaging, optical spectroscopy
observations are being carried out to gather an AGN and QSO sample, using
the FLWO 1.5m FAST, WIYN/HYDRA, CTIO4m/HYDRA, Magellan/LDSS-2
and MMT/BCS spectrographs. Green et al. (2004) present optical imaging and
spectroscopy details and results for six fields from the ChaMP. For these six
fields, using single-night stacked data, 55% to 78% of the X-ray sources in each
field have optical matches.

2. Data Management

Two key issues drive the design of the data management system implemented
for the ChaMP: (i) the large number of Chandra fields in the survey, and the
associated large amount of optical data, and large numbers of detected optical
sources and measured spectra, (ii) the primary project requirement to provide
full, simple access to the X-ray and optical data and results.

To meet these requirements, standard data products and database tools are
necessary, to provide pipelined data processing, automated database construc-
tion and retrieval and statistical analysis. The key features of data management
in the ChaMP are:

• Pipeline processing for both X-ray and optical imaging data. The X-ray
data are mainly with CIAO tools. The optical data are processed with
standard IRAF tools, SExtractor, IDL and Perl/PDL scripts.

• Pipeline processing is driven by Perl and shell scripts and controlled by
input parameter files.

• Intermediate data files generated by the pipeline processing are trans-
ported in RDB format between tasks.

• Final X-ray and optical pipeline products go through Verification and Val-
idation (V&V) inspection by users before ingest into the final database
archive tables.

• Product tables are archived in SYBASE. Separate database tables are
defined for X-ray observation data, optical observation data, basic X-ray
source data and optical source data, and optical to X-ray source cross-
identifications.

• WWW access to the database tables is provided through scripts that gen-
erate HTML. Tools are being developed to provide database interaction
for dynamic data selection through the WWW.
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3. Data Reduction and Analysis

To efficiently process the large number of Chandra observations in ChaMP, and
the corresponding large number of optical imaging datasets, we have imple-
mented pipeline processing techniques. Pipeline processing automates the data
reduction and analysis to the maximum possible extent and operates with stan-
dard data products for compatability with database management techniques.

Similar but not identical data reduction operations are applied to the Mosiac
and 4Shooter imaging data. Standard IRAF tools from the mscred (v4.8) nproto
and crutil packages are used for the data reduction. Basic reduction operations
are applied to (i) correct crosstalk and remove bias, (ii) flat field with dome
flats and super sky flats, (iii) remove pupil images (NOAO 4m), (iv) refine WCS
J2000 astrometry, (v) filter cosmic rays, (vi) project multiple CCDs and stack
multiple exposures into single images.

The standardized output products from data the reduction (a merged,
stacked CCD image and bad pixel list) are identical for both program field
and standard star field observations, and for Mosaic and 4Shooter observations.
A common source extraction and photometric calibration pipeline is used for all
subsequent data analysis. Source extraction is based on SExtractor (Bertin &
Arnouts 1996). Because we want a good measure of stellarity for each source,
we process the images through SExtractor twice, to first estimate and then use
the correct field FWHM. The pipeline is controlled by a modular Perl script.
Program fields and standard star fields are identified in an input parameter file
to select the appropriate processing stream within the pipeline. The processing
tasks are:

• Generate bad pixel mask image from bad/saturated pixel list
• Initial SExtractor source extraction with default FWHM
• Determine FWHM from objects with high stellarity
• Second SExtractor source extraction with correct FWHM
• Rejection of objects with invalid flux or FWHM measures
• Estimate of background rms for each object in the program fields
• Determine global background rms statistics for each program field
• Position match g′, r′, i′ object detections (1′′ tolerance)
• Identify detected standard stars from a master standard list (1′′ tolerance)
• Perform interative photometric calibration
• Apply photometric calibration to program field objects
• Position match optical and X-ray source lists for the program fields
• Estimate program field magnitude limits
An iterative photometric calibration of the standard stars is used. Standard

stars calibrated for the SDSS (Smith et al. 2002) plus standard stars from
Landolt (1992) transformed to the SDSS system are used. Four coefficents (color
coefficent, zero point, k0 and k1 extinction coefficents) are solved for, alternately
freezing and solving for two pairs of coefficients. In addition, a σ-clip (typically
2 or 3 σ) is applied to remove outlier stars from the solution. Typical rms errors
are ∼0.03 mag from > 30 stars.

Within the master optical pipeline, X-ray source products are imported
from the X-ray data processing pipeline, and the master optical pipeline performs
position matching of optical and X-ray source lists to provide the best (possibly
multiple) candidate optical matches for each X-ray source.
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All intermediate data products generated within the pipeline are trans-
ported and preserved in RDB files for simple user inspection and analysis. Di-
agnostic plots are also generated at intermediate processing stages to monitor
pipeline performance. The master pipeline logfile tracks key statistics includ-
ing source counts, FWHM, g′, r′, i′ matching statistics, photometric calibration
rms, and optical to X-ray source matching statistics. Finally, software scripts
are used for automated ingest of the pipeline products into the master optical
SYBASE tables.

3.1. Visual Inspection

Visual inspection of each ChaMP field is performed as the final step of discov-
ering optical counterparts to each X-ray source. An IDL tool, vi, provides an
interactive environment to inspect and assess the quality of the optical and X-
ray data for each source, and to verify optical to X-ray source matches. For
each X-ray source, vi displays optical (typically r ′ filter) and smoothed X-ray
images of the source field, together with summary data for the X-ray source, and
best-match optical source. Overlays on the optical and X-ray images indicate
detected source positions, sizes and processing flags, and candidate matches.

4. WWW Access

All ChaMP data are being made available through the ChaMP web site1, in-
cluding X-ray and optical field lists and field images, X-ray and optical source
lists with associated source images, and optical spectra. Also available are ref-
ereed papers describing the X-ray and optical datasets and analysis. Interactive
database query tools are being developed to assist data selection.
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Abstract. For large astronomical databases like the SDSS Science Arch-
ive, data loading is potentially the most time-consuming and labor-intens-
ive part of archive operations, and it is also the most critical: it is the last
chance to examine the data before it is published. We attempted to au-
tomate this job as much as possible, and to make it easy to diagnose data
and loading errors. We describe the sqlLoader — a distributed workflow
system of modules that check, load, validate and publish the data to the
databases. The workflow is described by a directed acyclic graph whose
nodes are the processing modules. It is designed for parallel loading and
is controlled from a web interface (Load Monitor). The validation stage
represents a systematic and thorough scrubbing of the data. Finally, the
different data products are merged into a set of linked tables that can be
efficiently searched with specialized indices and pre-computed joins.

1. Introduction

The Sloan Digital Sky Survey Data Release 1 (DR1) contains a Terabyte of
catalog data published online at http://skyserver.sdss.org/dr1. The total size
of the catalog data including backup and archive copies is about 3-4 TB, and
presents special challenges in terms of its storage and organization (Thakar et
al. 2003) as well as loading and publishing it. The load/publish process is
very time-consuming for Terabyte databases (several days to several weeks at
current disk speeds), and data once publicly distributed cannot be taken offline
or changed after it has been used for scientific publications.

Loading the data is therefore a critical step whose efficiency and success are
paramount to the timely availability and correctness of the published data. How-
ever, in reality it is often the least automated, least budgeted and planned-for
step in archive operations, and almost always takes far longer than anticipated.

Unfortunately, loading is not a one-time thing. Data errors cause reloads.
Errors in the software pipeline cause reloads. Sometimes, the fastest way to re-
design and reorganize the database is to simply reload it. So it is very important
to have a fully automated load process that can reload the entire database in
a few days with minimal supervision. Accordingly, we have developed an au-

38



sqlLoader - From FITS to SQL 39

Figure 1. sqlLoader steps represented as a Directed Acyclic Graph.

tomated loading and publishing pipeline called sqlLoader that takes the data
exported in FITS format by the SDSS Operational DB, converts it to CSV
(comma-separated values) format, then validates and publishes it to the Mi-
crosoft SQL Server DBMS that contains our catalog data. The heart of the
sqlLoader is a distributed workflow system of modules described by a directed
acyclic graph (DAG) (Figure 1).

2. Loading Process

The basic processing entity is a task A task is started when a data chunk is
exported by the OpDB. Exported chunks are converted to CSV format, and
are contained in a single directory. There are several different export types —
TARGET, BEST, RUNS, PLATE and TILING — each of which is subjected
to different tests and destined for a different database. Each task comes with a
taskID that is unique within its category.

The loading process consists of steps. The first step is to load each chunk of
data into a separate task DB, containing only a thin set of indices. Then we val-
idate the data. This includes verifying that there are no primary key collisions
and all foreign keys point to a valid record. As we find problems downstream
we add more and more tests for data ranges, sanity checks, and cross-checks
on cardinalities. We build several ancillary tables for spatial searches (HTM,
Neighbors, etc.) After the validation step we publish the data: we perform a
DB-to-DB copy, where the target is the final production database. After pub-
lishing, we make a backup of the task DB. At the very end, all the different
datasets (databases) are merged into the final (published) database in the finish
step, and indices are created for efficient data mining.

3. Validation

Validation is perhaps the most important step in the loading process. The
speed, integrity and convenience that databases offer come at a price: data once
published cannot be retracted or changed. The data must always be available
once science has been done with it, and it must be correct because publications
are based on it. The validate step in sqlLoader represents a systematic scrubbing
and sanity-check of the data, from a scientific as well as data integrity point
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Figure 2. (a) Data validation steps and (b) Distributed Loading.

of view. Figure 2(a) shows the various operations that are performed on the
data. The primary and foreign key tests are run on all the tables. The photo
(imaging) and spectro tables are tested for HTM IDs, which are 64-bit IDs used
by the Hierarchical Triangular Mesh indexing scheme. The referential integrity
of parent-child relationships for deblended image objects is also checked. Finally,
the consistency of counts of various quantities is checked.

This validation process has proven invaluable in finding numerous incon-
sistencies and errors in the data and catching them early, during the testing of
DR1 rather than after the data is published. If a chunk fails somewhere in the
load process, the operator can kill the operation and restart it. Every step of
the pipeline generates a 3-level detailed log that records the operation, how long
it took and how many errors were detected. This allows the operators to quickly
identify data quality problems, performance problems, and “stuck” tasks.

4. Distributed Loading

Loading a Terabyte or more of data is a time-consuming process even with fast
disks, and parallelization of the loading steps is a big help, especially as we get
into the multi-TB data volumes of future SDSS releases. The load, validate and
publish steps in the sqlLoader (leftmost rectangle in Fig. 1) are fully paralleliz-
able and can be executed on a distributed cluster of load-servers. Figure 2(b)
shows the setup for parallel distributed loading. The master schema is on the
loadadmin (master) server, with each loadsupport (slave) having a remote view
of the schema. Distributed loading makes use of advanced DBMS features like
linked servers with distributed views and distributed transactions. After load-
ing, validating and publishing is done in parallel, the merging of the parallel data
streams and the finish step are performed sequentially on the publish server.
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Figure 3. Loader Monitor screens showing All Tasks, Active Tasks
and File Upload pages.

5. The Load Monitor

The Load Monitor is the admin web interface to the sqlLoader. It enables job
submission, control and tracking via a user-friendly GUI. Loading jobs (tasks)
can be submitted either a single chunk at a time or bulk-uploaded with the
File Upload feature. Tasks can be monitored at several levels, and information
is available on the status of the individual files being loaded, detailed logs of
each step in the task, and separate listings of errors and warnings encountered.
Sample Load Monitor screens are shown in Figure 3 to illustrate the features
that are available. The Active Tasks listing shows all the tasks that are currently
executing. The task status is displayed as a color code for each step (export,
check, build, validate, backup, detach, merge, cleanup and finish). Amber means
the step is in progress, green means it is done, red means it failed and purple
means that the task was killed in that step. The Servers page shows status of
each server and enables individual servers to be started and stopped.

6. Conclusions

The sqlLoader pipeline is a distributed workflow system that automates the
loading and publishing of the SDSS data. It has enabled the loading for DR1 to
be completed largely as a turnkey operation with very little human intervention.
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Abstract. Through our experience using AIPS++ in the BIMA Image
Pipeline, we found that a sophisticated scripting environment is crucial
for supporting an automated pipeline. Miriad V4, now in development,
introduces support for calling Miriad programs from a Python environ-
ment (referred to as Pyramid). We are creating processing recipes using
Miriad through Python that can be used with the BIMA Image Pipeline.
As part of this work, we are prototyping tools that could be integrated
into Pyramid. These include two Python classes, UVDataset and Image
for examining the contents of Miriad datasets. These simple tools have
allowed us to recast our Pipeline using Miriad in only a couple of months.
Python recipes are used for such things as determining line-free channels
for continuum subtraction and determining if data will benefit from self-
calibration. We are currently using the Pipeline to do massive processing
of hundreds of tracks of archival data using NCSA’s Teraflop IA-32 Linux
cluster.

1. Introduction

The BIMA1 Image Pipeline is part of the BIMA Data Archive2 and is a system
for automated processing of BIMA data after they have been transferred from the
Array located near Hat Creek, CA to NCSA, ingested, and archived. This pro-
cessing includes calibration, self-calibration, continuum subtraction, and imag-
ing of target datasets and calibrators. The products of the processing are also
ingested and archived in the BIMA Data Archive where they can be retrieved
by astronomers. At this point, the processed data products are meant to give
astronomers a “first look” at their data. However, as new processing recipes are
developed, we foresee that the data products will approach publication quality
and will therefore reduce the amount of processing that the end user will have
to do on his or her desktop.

1http://bima.astro.umd.edu/

2http://bimaarch.ncsa.uiuc.edu
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We have recently re-implemented our Pipeline in Python3, using Miriad4 as
the underlying astronomical data processing engine. This paper discusses this
development and its results.

2. Importance of Using a Scripting Language

Our initial implementation of the BIMA Image Pipeline was using AIPS++5

as the astronomical data processing engine. We found the powerful scripting
language used by this package, called Glish6, to be immensely useful for quickly
and efficiently constructing data processing scripts. Thus, it was clear that we
would need a powerful scripting language for our new implementation.

Use of a scripting language provides several benefits. It provides a means of
rapid development. Because there are no compilation steps, the write → test →
debug cycle can proceed quickly. In our case, we were able to write a complex,
fully functional pipeline in only a couple of months by writing a Python layer
which calls Miriad tasks for the processing of astronomical data. In addition, a
scripting language provides a relatively easy way for end users to develop their
own recipes. Because the learning curves for scripting languages tend to be sig-
nificantly shallower than for compiled languages, the cost of code development
for end users is relatively small. Our experience with AIPS++ shows that many
users have been able to quickly implement complex algorithms using Glish. Be-
cause our goal is to have users write and submit processing recipes for the BIMA
Image Pipeline so they may be used by the larger community, it is important
that we provide a scripting language interface to allow this.

3. Why We Chose Python, the One-Stop Scripting Language Solu-
tion for All Our Data Processing Needs

We decided to use Python as the scripting language for the BIMA Image Pipeline
for several reasons. Python supports both the procedural and object oriented
code paradigms, and therefore it is easy for users familiar with one or both of
these to implement algorithms. Python has a rich, yet simple to use, set of data
types such as various types of sequences (lists, tuples, etc.) and dictionaries (of-
ten called hashes in other languages). Furthermore, Python allows these types
to be nested ad infinitum, so, for example, one could have a dictionary which
contains lists of dictionaries, integers, strings, or any combination of these. We
have found this unlimited flexibility to be quite important in our development
of recipes. Because Python is open source and has a large user community,
it benefits from having a mature collection of standard libraries. These in-
clude libraries for regular expression manipulation, system command execution,
mathematical function evaluation, XML parsing, etc. Thus, we do not have to

3http://www.python.org/

4http://bima.astro.umd.edu/miriad/intro.html

5http://aips2.nrao.edu/docs/aips++.html

6http://aips2.nrao.edu/docs/glish/glish.html
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Figure 1. Architecture of the BIMA Image Pipeline

re-invent the wheel and can concentrate on developing astronomical processing
recipes. Python provides simple but powerful mechanisms for manipulating lists
(i.e., arrays) via slicing and function mapping with its built-in map() function.
This is especially important for producing code to handle astronomical images.
In addition, Python provides a command line interface which allows for interac-
tive (and thus rapid) development, testing, and execution of code. Finally, this
language provides a means of interfacing to compiled code (e.g., C) libraries.
We plan on developing such a Python interface to Miriad libraries for improved
performance.

4. Python Classes for Data Access

One of the most important aspects of developing any data processing pipeline
is that it must be easy to access the metadata for the various datasets. In
radio interferometry, metadata are used to determine processing parameters
such as image extents and image pixel sizes, the number of spectral windows
for which images must be created, etc. To make accessing metadata simple,
we wrote two Python classes, called UVDataset and Image, which provide APIs
for access of metadata from these types of datasets. Methods allow retrieval of
such information as the number of spectral windows, system temperatures, and
antenna positions for uv-datasets and image dimensions, pixel dimensions, and
statistics for images.

5. BIMA Image Pipeline Architecture

The architecture of the BIMA Image Pipeline is depicted in Figure 1. The bip
(BIMA Image Pipeline) object holds relevant fields which are used throughout
the run by the top-level script and the processing recipes it calls. The processing
parameters are contained in a text file as name=value pairs. These parameters
control how various recipes are executed. Roles information about the various
input datasets are contained in another name=value pair text file. The roles
describe how the datasets are to be used during processing (e.g., target source,
phase calibrator, flux calibrator, etc.). The top-level script calls various process-
ing recipes in order. Most recipes take input datasets (usually the output from a
previous recipe) and create output datasets. Each recipe is essentially a Python
function which is passed a dictionary describing what processing parameters it
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should use and returns a dictionary describing its results (such as on which input
datasets it was successful, the names of the output datasets which were gener-
ated, etc.). The top-level script makes decisions based on this information such
as whether or not to run the next recipe, what intermediate datasets should be
used when the next recipe is run, etc.

6. Parallel Processing of Tracks

Using NCSA’s IA-32 cluster7 which has a peak performance of 1 Teraflop, we
have processed several hundred tracks of BIMA data. This is typically done
by processing about 100 tracks at a time using 32 processors. This processing
is controlled via a master csh script. A CPU is dedicated to processing a sin-
gle track at a time. Unprocessed tracks are held in a queue. When a track
has finished being processed, the CPU which has been freed is sent the next
track in the unprocessed track queue. In the future we plan to implement at
the Miriad level applications which have been written to take full advantage of
cluster technology. One of the first such applications we will implement will be
a parallelized version of CLEAN, which is an algorithm for deconvolving images.
Each channel of a multi-channel dataset can be deconvolved independently of
the other channels. This problem is considered to be embarrassingly parallel,
and so is a good first step to taking full advantage of modern clusters.

7. User Access of Processed Data

Users (astronomers) may access the products of processing runs in the same way
they access raw data in the BIMA Data Archive. The user simply searches our
database by keying her project id, investigator name, and/or numerous other
search parameters into a web form. The page which is returned contains all
datasets matching the query parameter(s), and from this page, the user may
download as many datasets as she wishes using our DaRT8 download client
(Mehringer & Plante 2000), or she may proceed to pages with more detailed
information and download datasets one at a time. Many types of processing
products are archived, including deconvolved wide band images and spectral
line cubes of all target sources in FITS format, calibrated target datasets uv
data which has had the continuum subtracted, calibration solutions used to
calibrate the target datasets, various plots (in Postscript format) of images and
calibration solutions.

References
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Abstract. This paper describes a method to search for cosmic strings
using their unique gravitational effect, and its implementation to the
Japanese Virtual Observatory (JVO). Grand unified theory predicts that
super-heavy cosmic strings with linear mass density of 1022 g/cm were
produced at a phase transition in the early universe. The lensing effect
by a long straight object can be characterized by undistorted double
images which are almost co-aligned in a direction of the string network
and distributed in a very large scale. Because of its large scale nature,
wide field deep survey is crucial for its discovery, and also the automatic
detection system is required to survey the large amount of deep sky data.
We have constructed databases of Subaru Suprime-Cam catalog/image
for selected areas and applied our search method on the JVO prototype.

1. Introduction

The standard theory of particle physics predicts a symmetry breaking in the
early universe and, as a result, the production of topological defects (Vilenkin
and Shellard 2000). If the defects were generated at the GUT energy, the cosmic
string can be observed as an origin of gravitation lensing (Vilenkin 1984) and
its detection can be an observational confirmation of the standard theory. The
recent observations of cosmic microwave background radiation rule out pure
topological defects model as the origin of large scale structure of the universe,
however, they still do not rule out the existence of the defects (Pogosian et al.
2003). So it is of great importance to constrain the existence experimentally.

Several gravitational lens candidates by a cosmic string have been reported
(e.g. Sahzin et al. 2003), however, none of them have not been confirmed yet.
Huterer and Vachaspati (2003) pointed out that a deeper observation of the
vicinity of the candidate event reveals several additional lensing events. They
predicts that, for a string located nearby (z < 0.5), future wide-field surveys
such as SNAP and LSST find 5 objects lensed by a string in 1 arcmin2 region,
compared to 0.1 lensed by conventional sources.

The Subaru Suprime-Cam has also a great advantage in observing the wide
field of view (30×30 arcmin2) with high sensitivity (R<26 400s exposure), so it is
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Figure 1. Definition of the weight pa-
rameter Wi,j. A pair of the solid circles
represents an object lensed by a cosmic
string. The expected directions of a cos-
mic string for each pair are shown with
solid lines. θi,j is an angle between the two
expected string directions for object i and
j. ϕi,j is an angle between the string di-
rection for i and the line from i to j. If
ϕi,j < θi,j, Wi,j = e−θi,j/θ0 . Otherwise,

Wi,j = e−(π−θi,j )/θ0 .

suitable for this research. At present, three and half years of Suprime-Cam data
are publicly available, so it is interesting to search for a cosmic string in the
archived data. In addition, the Japanese Virtual Observatory (JVO) project
has been started and will provide automatic access to the Subaru Suprime-
Cam database and also provide unified environment for the DB access and data
analysis (Mizumoto et al. 2003, Ohishi et al. 2004). We are now developing
tools to search for a cosmic string on the JVO system. The current status of
such activity is presented here.

2. Search Strategy

Features of a string lens event are characterized as non-distorted equal-brightness
double images which are aligned in the direction of the string network. So the
search strategy is simply summarized as follows: 0) Prepare an object catalog
for given images using a source detection software such as the SExtractor. 1)
Select closely located pair objects of similar brightness, color, and morphology.
Use the following parameters for selection of the pair objects: separation angle,
maximum difference of brightness for each band, maximum difference of color,
and reduced chi-square for a difference of the pair images. 2) Calculate a degree
of positional and directional coherence Cobs for a set of pair objects. The coher-
ence is defined as C =

∑
i

∑
j 6=i Wi,j where Wi,j is calculated as shown in Fig. 1.

3) Calculate chance probability for Cobs. This can be estimated by simulating
1000 sets of pair objects whose separation directions are randomized to the ob-
servational ones and by obtaining the distribution of the degrees of coherence
for them.

3. Simulation and Application to the Observational Data

We examined ability of the proposed method by simulating lens effect by a
cosmic string. The assumed string model is described as follows: 1) Three kinds
of configuration as shown in Fig. 2 (Left). 2) Mass density is assumed to be 1022

g/cm which corresponds to the maximum separation angle of 5′′. 3) The string
direction is perpendicular to the line of sight. A model of background galaxies
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Figure 2. Left: String configuration tested for the string detection
method presented here. Right: Maximum redshift of the cosmic string
detected by this method as a function of limiting magnitude (R band)
of observations.

is provided by the Numerical Galaxy Catalog (νGC) based on a N-body/semi-
analytic model with a Λ-CDM cosmology, Ωλ = 0.7, Ωm = 0.3, σ8 = 1.

In Fig. 2 (Right), maximum redshift, where cosmic string can be proved by
the proposed method in 99% confidence limit, are calculated according to the
sensitivity of the observation. We applied this method to the data of Subaru-
XMM Deep Survey (SXDS), Subaru Deep Field (SDF), AGASA 1020 eV Field,
and 2 deg2 Field. No candidates of the string lens events were detected.

4. Cosmic String Search on the JVO

Since the detection rate of the GL candidates by a cosmic string is expected to
be very small, a survey of large amount of data is crucial and development of
the automatic detection system is required. The Japanese Virtual Observatory
(JVO) is now being constructed at National Astronomical Observatory of Japan
and it will provide an interface to the Subaru Suprime-Cam database, which
enable us to do an automatic search on the whole Suprime-Cam image data.

We developed several tools to implement a GL search on the JVO prototype.
The following tools were developed: (1) JVO Query Language Editor specialized
for GL search. (2) GL candidate viewer. (3) GL candidate search engine. In
Fig. 3, schematic diagram of cosmic string search system is shown. A search
request is written in JVO Query Language (JVOQL, Mizumoto et al. 2003) and
the results are returned in VOTable and FITS format. JVOQL can be generated
by a JVOQL editor (Fig 4), which uses a web browser as an input method. On
the JVOQL editor, one can browse meta data of registered DBs and can select a
DB, a table and columns you want. The requested table is retrieved from a DB
server and pair objects are selected on the JVO system server, and the result is
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Figure 3. A schematic
diagram of the cosmic
string search system.

Figure 4. JVOQL Editor (left),
VOTable viewer (right top), GL
candidate viewer (right bottom)

saved as a VOTable. Image data are also retrieved for the pair objects as a FITS
format and the FITS images are converted to JPEG images. User can access to
the VOTable, FITS image and JPEG images through the VOTable viewer shown
in Fig 4. A color-color diagram, a SED plot and a three-color composite image
are also generated in accordance with a user’s request. Although the search
procedure described in section 2 is still not fully introduced in the current JVO
prototype, complete implementation will be done in the second version of the
JVO prototype.
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Abstract. Traditionally VLBI observations focus on a small patch of
sky and image typically a few 100 mas around a bright source, which is
often used to self-calibrate the data. High spectral and time resolution
is needed to image a larger area, in principle up to the primary beam
of the individual telescopes. The EVN MkIV data processor at JIVE is
being upgraded to make such high resolution data its standard product.
From the archive of high resolution data it will be possible to image many
sources in each field of view around the original targets.

1. Introduction

The input data rate of a VLBI processor sets the total bandwidth that can
be processed from each telescope. The output data rate determines how fine
the correlation product can be sampled in frequency and time. The frequency
resolution is important for various spectral line applications, but it also limits
the field of view (FoV) that can be imaged before bandwidth smearing sets in.
The temporal sampling also puts constraints on the FoV through time smear-
ing, which scales with baseline length and distance from the field centre. The
spectral resolution of a VLBI correlator is usually determined by the computing
power built into its hardware, e.g. the number of available lags per baseline. The
product over all available telescope pairs of spectral resolution and short visibil-
ity integration time combines into a large total output rate. There is generally a
limit on the datarate at which this can be flushed out to a standard computing
environment and saved on disk.

Both the spectral capabilities and the output bandwidth of the EVN data
processor at JIVE are being upgraded. The first by introducing recirculation
and the latter by the PCInt project. In this paper we discuss the scientific
motivation and the future data handling of this system.
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2. Scientific Justification

A VLBI dataset, if properly calibrated, has flat phase response, both in time
and frequency, for the target position. Positional offsets from the phase centre
introduce increasingly steep phase slopes. As long as these are properly sampled,
the structure of sources away from the centre can be derived without time or
bandwidth smearing. Both effects scale with baseline length (and are therefore
particularly severe for VLBI); time smearing also scales with frequency (Wrobel
1995). In a traditional continuum VLBI experiment the integration time may be
as long as 4s and typically 8× 8 MHz bands are sampled, each with 16 spectral
points. The resulting limits on the FoV can be seen in Table 1. Although the
original recordings of a single VLBI experiment hold information over the whole
field, typically only 103 out of 108 beams are imaged.

Table 1. The field of view set by integration time and spectral resolution .

Application Nsp tint Output FoVt FoVbw V12hr

[s] [MB/s] [′] [′] [GB]

Traditional 128 4.000 0.02 0.70 0.82 1
Operational max 1024 0.500 1.50 5.57 6.59 63
Phase 0 2048 0.250 6.00 11.14 13.19 253
Full system 4096 0.031 96.00 89.11 26.36 4050

There are several astronomical applications that require larger fields of view.
Galactic masers may extend over rather large areas, especially in star formation
complexes. Gravitational lenses are another case where VLBI sources may ex-
tend over a large FoV. Moreover, studies of the faint radio source population
may be done more efficiently when a large instantaneous field of view is avail-
able. A long integration at the full recording bandwidth can then be employed
to study many weak sources simultaneously. As an example we consider the
high resolution observations of radio sources in the Hubble Deep Field (HDF).
It contains many radio-sources at low flux level over a large (by VLBI standards)
field. Long integrations with the most sensitive telescopes are required to inves-
tigate their nature with VLBI. The Effelsberg beam encompasses an area much
larger than the HDF and so in principle a single observation can be used to
study the nature of each source with VLBI. This technique was explored with
the EVN at 1.6 GHz and the VLBA correlator by Garrett et al. (2001). Even
at this moderate resolution the FoV barely covers the HDF. VLBI detections for
3 sources were made at 150-350 µJy. Such studies will benefit greatly from the
upgrades ongoing in the EVN, both in recording and correlator capacity.
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Figure 1. Outline of the data flow for the PCInt project

3. Dataflow

The EVN MkIV data processor correlates inputs from 16 stations simultaneously
(Schilizzi et al. 2001). Each telescope input can handle up to 1 Gbit/s, from
Mk4 tape or Mk5 disk playback. Its computing power is based on 32 boards,
each equipped with 32 custom made chips, each producing 256 complex lags.
This yields sufficient spectral capabilities to attribute 512 spectral channels to
every baseline between 16 telescopes.

In its original configuration groups of 8 boards were controlled by an HP-RT
system, which flushed the data out on 4 parallel 10Mb/s Ethernet lines. The
first improvement to this system has recently been implemented by upgrading
the system with 8 Single Board Computers (SBC), which handle the data from
the HP-RT processors and have 100 Mb/s Ethernet to flush the data (Phase 0).
In the final PCInt configuration each rack will have two Single Board Computers
running Linux, which read the data from DSP powered serial ports. A total of
8 × 1 GB/s Ethernet connections are then available to flush out the data. The
software is set up in such a way that the data can be handled in parallel by
a set of workstations that write the data to an array of disks with fast access.
This is necessary to overcome another possible bottleneck: disk access. The
architecture can be seen in Figure 1.

In table 1 the Field of View (FoV) limits set by the bandwidth sampling
(bw) and time smearing (t) in various stages of the project are shown. The
calculations have been performed for a rather modest VLBI recording at 18cm
on 8 EVN antennas with a total bandwidth of 64 MHz (2 bit sampled). The
primary beam of a 25m telescope measures 27’. The requirements become even
more severe at higher spatial resolution (global baselines, or higher frequency).
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In the original system the data is first collected in raw correlator format.
Downstream the data is transformed into an aips++ MeasurementSet. After
local calibration and data quality control, FITS files are written. An archive of
user products and diagnostic plots is on-line through a web interface1. Initially
the data is password protected while the PI has the proprietary right.

With PCInt the data streams will increase, but similar operations on the
data are still necessary. Data quality evaluation and internal calibration must
be performed promptly. We are investigating whether this inspection can be
performed without a physical copy of the data to aips++ internal format. While
the output data will be at full resolution, the PI may receive the data at a coarser
resolution, one that is optimal for the scientific goal of his study. In a similar
way the interface to the archive will allow users to make a selection and create
a dataset at a lower resolution, possibly by averaging for a new target position.
This operation will be ported to a parallel processing environment, in order to
make such products available in an almost interactive manner.

Through pipeline processing, JIVE is already providing preliminary cali-
bration for every dataset. In order to accommodate this service for the data
archive product, the calibration data must be closely integrated. Special care
will be required for the calibration of data with a new field centre. In addition,
the projected output data rate yields datasets of such large sizes that the as-
tronomer will probably require tailor-made software and dedicated hardware to
process them. Solutions for these issues are being investigated and will involve
parallel computing. It is possible that wide field of view VLBI images will be
made as an integral part of the data processor product. Such a solution would
fit in with the Virtual Observatory paradigm.

After the successful completion of the so-called phase 0 project (Nov 2003),
the European VLBI Network welcomes proposals that use the full correlator at
0.25s read-out (6MB/s). The data flow and software for the next phase are being
tested and more capacity upgrades are expected in 2004. Then there will be a
focus on the hardware and software to process all data at the maximum resolu-
tion and compute the data product from the archive using parallel processing.
This effort has recently required funding from the EU for 2004-2007.
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Abstract. We present the archive system developed for the long term
storage and distribution of the data provided by ESA’s International
Gamma-Ray Astrophysics Laboratory (INTEGRAL). The unique proper-
ties of INTEGRAL’s data required the development of some new features
(compared to standard archive components). We give a short overview of
the main components of the system - namely the data ingestion software,
the data organization concept, the archive database, the data distribution
pipeline, and the modified Browse data access interface.

1. Introduction

In this short paper, we describe briefly the archive and distribution system of
the data provided by ESA’s International Gamma-Ray Astrophysics Laboratory
(INTEGRAL, launched October 2002). As shown in Figure 1, the entry point
of any data in the archive is the Ingest application – (1) in Figure 1 – (section
3.) and the Ingest data source is the ISDC system pipeline, see Beck, M. et al.
2004 for more details about the latter. During data ingestion, Ingest generates
various metadata which are stored in a relational database, the Archive Database
or ADB – (2) in Figure 1 – (section 4.). The standard way for the astronomical
community to access the ADB is via the Browse facility - (4) in Figure 1 –
at the ISDC, a modified HEASARC4 Browse (section 5.2.). Different methods
for triggering a distribution as well as for transferring the requested data are
available. One of them is from Browse. Once the user has selected the needed
data products in Browse, the data distribution pipeline (section 5.3.) is triggered.
The distribution pipeline builds and provides the complex dataset of all related
science and auxiliary files necessary for further analysis of observations.

1SYNSPACE AG, Rue de Lyon 114, CH-1203 Geneva, Switzerland

2Max-Planck-Institut für extraterrestrische Physik, Postfach 1312, 85748 Garching, Germany

3http://isdc.unige.ch/

4HEASARC, NASA/Goddard Space Flight Center, Greenbelt, Maryland 20771, USA
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Figure 1. A synoptic diagram of the INTEGRAL archive system

2. The Archive Data Repository

Because of the pointing-slew-pointing dithering-nature of INTEGRAL opera-
tions, each observation of a celestial target is actually comprised of numerous
individual S/C pointings and slews (S/C maneuvers to the next pointing). In
addition, there are engineering windows (no scheduled observation periods), yet
the instruments still acquire data. The ISDC generalizes all of these data ac-
quisition periods into Science Windows (ScWs). An Observation Group
(OG) is defined as any group of Science Windows used in the data analysis. The
observations scheduled in the INTEGRAL observing program will be used to de-
fine observation groups (Standard OGs). The archive data repository structure
has a high level directory structure as follows:

• scw/ contains the results of processing on a per ScW basis
• obs/ contains the results of processing on a per OG basis
• aux/ contains auxiliary data products
• cat/ contains observational catalogs necessary for data analysis
• idx/ contains ISDC index files used for fast searching of data
• ic/ contains data concerning the instrumental calibrations and operational

characteristics

See Pottschmidt, K., et al. 2002, for more details about the arhive data reposi-
tory structure.
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3. Archive Ingest

The Ingest component stores the data in the archive data repository fulfilling
four main functions:

• copying of the data sets to the correct place, the data must belong to one
of the classes mentioned above (with the exception of the index groups)

• adding the version number to the file names of the files in the scw/, obs/,
and aux/ (partially) directories, no files may be deleted

• validation, i.e., the extraction of metadata for the ADB
• indexing of the data sets (idx/ directory)

In order to accept and process ingest requests continously, there are two daemons
available: the passive ingest daemon, which looks for trigger files placed into a
predefined directory by an external process and creates the according entry in
the ingest request queue file, and the ingest request queue daemon, which looks
for new entries in the ingest request queue file. If the latter finds such entries,
the ingest tool for the requested data class will be fully executed, including all
points listed above.

4. Archive Database

The archive database as a part of the system archive and distribution system is
an intermediate agent between the users (via SQL interface, Oracle Web forms,
or Browse) and the archive repository which insures an efficient and fast access
to the data. The archive database stores two types of data (generated by Ingest):

1. administrative data related to the observations, i.e. proposal data, obser-
vation properties, and

2. metadata on the archive repository content i.e. descriptions on data files
and their locations, used in particular by Browse.

The two kinds of data are inserted in the ADB by the ADB population tool
(Browse tables are updated consequently by database triggers). The content of
the database can be viewed or updated through the web (Oracle Web Server) by
the three applications (resp.): the ADB tables viewer, the ADB tables mainte-
nance tool and the Browse tables maintenance tool (Oracle PL/SQL packages).
The status of the data access rights is maintained in the ADB. The data rights
manager allows the maintenance of the data access rights (file systems permis-
sions) according to a data rights policy defined by ISDC. The consistency check
tool performs consistency check between data files of the archive repository and
their metadata stored in the database. Actually, the consistency check is per-
formed between the database and the metadata queue after its regeneration by
Ingest.

5. Accessing INTEGRAL Archive

5.1. Direct Access

The data in the archive repository can of course be accessed directly as far as
allowed by the data access rights. In practice, this is especially of interest for
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the different projects organized in the context of the guaranteed time program:
access to those private survey data of and for the ISWT is organized via UNIX
group access permissions.

5.2. Browse

Browse is a Web application developed by HEASARC. It provides access to
the catalogs and astronomical archives of HEASARC. Browse is adopted for
INTEGRAL archive distribution through the Web. The unique properties of
INTEGRAL’s data (large field of view, coded mask imaging technique, complex
auxiliary information, multi-version data) triggered the development of some
additional features for Browse:

1. support of multiple coordinates for the same observation group and
2. support of multiple repositories for the same mission.

In addition to the option for external users of triggering the data distribution
pipeline via the modified Browse facility (available soon).

5.3. Data Distribution Pipeline

The data distribution pipeline distributes proprietary and public data products
to several classes of astronomical community users (PI guest observers, ISWT
members, general public), (800 Mb/ day). Management and control is provided
by an OPUS environment which allows:

1. processing of up to seven distribution requests simultaneously,
2. handling of FTP, DVD and DLT requests in an independent way,
3. handling of simultaneous copy and verification processes.

The ISDC routinely triggers the distribution for PI guest observers as soon as
their observations are completely processed. The distribution pipeline creates
compressed data files (tarred and gziped) containing the related repository sub-
sets. Depending on the method specified in the distribution request (proposal
administrative data), these files can then either be transferred via FTP or on
hard media.

6. Conclusion

The INTEGRAL archive system is in production at ISDC (as well as at ISOC)
since November 2002 without major problems. About 6 GB are archived for
every ~3day revolution of INTEGRAL. Up to now the distribution of PI guest
observers data is almost 100% completed. The future challenges include the
performance improvement of each of its components, in particular Browse.
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Schaaff

Centre de Données astronomiques de Strasbourg (CDS), Observatoire de
Strasbourg, UMR 7550, 11 rue de l’Université, 67000 Strasbourg, France

Abstract. VizieR is a database containing about 4000 astronomical
catalogues with homogeneous descriptions. The major part of the cata-
logues is stored in a relational database but the large catalogues contain-
ing over 10 millions rows are stored as compressed binary files and have
dedicated query programs for very fast access by celestial coordinates.
The CoCat (Co-processor Catalogue) project main goal is to parallelize
the VizieR large catalogue treatments (data extraction, cross-matching)
for reducing the response time.

1. Introduction

The VizieR catalogue service (Ochsenbein et al., 2000) is currently implemented
on a Sun 4-processor server. In the recent years the competitivity of PCs dra-
matically increased, with very high performances and ever decreasing costs, and
in many circumstances, clusters of Linux PCs are replacing the big standalone
servers. In the VizieR case, the current load is high and it was urgent to choose
between a complete replacement or an additional server.

2. Organisation of the Catalogues

VizieR catalogues are divided into two categories: standard and large catalogues,
where large catalogues are defined, somewhat arbitrarily, as having more than
107 rows. Catalogues with up to a few million records are managed by a standard
relational DBMS, while each of the larger catalogs has a dedicated query program
which retrieves the records corresponding to a some circular or rectangular region
around a position in the sky. Some details about the methods used to store the
large catalogues and their performances, in terms of speed and disk usage, are
given in Derriere et al. (2000); the current list of these large catalogues is given in
Fig.1. It should be noted that both “standard” and “large” catalogues share the
same metadata descriptions — the VizieR interface simply translates the user’s
requests either into SQL queries, or into some customized set of parameters
interpretated by the dedicated query program.

58



Large VizieR catalogues 59

Acronym Rows Title of the Catalogue Size
×106 Gbytes

GSC-1.1 † 25 The HST Guide Star Catalog, Version 1.1
(Lasker+ 1992)

0.3

GSC-1.2 25 The HST Guide Star Catalog, Version 1.2
(Lasker+ 1996)

0.3

GSC-ACT 25 The HST Guide Star Catalog, Version GSC-
ACT (Lasker+ 1996-99)

0.3

USNO-A1.0 † 488 The PMM USNO-A1.0 Catalogue (Monet 1997) 3.3
USNO-A2.0 526 The USNO-A2.0 Catalogue (Monet+ 1998) 3.5
USNO-B1.0 1046 The USNO-B1.0 Catalog (Monet+ 2003) 39.4

GSC2.2 456 The Guide Star Catalog, Version 2.2 (STScI,
2001)

43.3∗

APM-North 166 The APM-North Catalogue (McMahon+, 2000) 10.1
UCAC1 † 27 The UCAC1 Catalogue (Zacharias+ 2000) 0.4
UCAC2 48 The UCAC2 Catalogue (Zacharias+ 2003) 1.6

2MASSIpsc † 162 The 2MASS Catalog Intermediate Data Release
(IPAC/UMass, 2000)

12.1

2MASS-PSC 741 The 2MASS All-Sky Catalog of Point Sources
(Cutri+ 2003)

40.8

DENIS-P † 17 The DENIS database first release (Epchtein+,
1999)

3.4

DENIS-2 195 The DENIS database (DENIS Consortium,
2003)

14.2

† obsolete version of the catalog
∗ no attempt was made to compress the GSC2.2 catalog

Figure 1. The large catalogues in the cluster (version October 2003)

3. Which architecture?

As the Sun server is becoming overloaded we decided to move the set of large
catalogues to a Linux cluster (the CoCat cluster). It then becomes easy to
increase the computing power or the storage capability at a very low cost; it
represents also a flexible solution for the future evolutions.

A wide range of free or commercial clustering tools is available. We started
with a new free clustering tool package, CLIC1 (Cluster LInux pour le Calcul)
which makes use of the MPI library (Message Passing Interface) and is based
on the Mandrake Linux 9.0 distribution. The CoCat cluster involves one master
node and five slave nodes (Fig 2).

4. The Dispatcher

Tools like MPI are designed to run parallelized CPU-intensive tasks on a cluster,
but in the CoCat case it is necessary to dispatch a large number of queries
(typically 105–106 daily requests) and their results. The large catalogues being

1http://clic.mandrakesoft.com/
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Figure 2. The CoCat cluster.

stored in a compact form, it was possible in a first step to replicate the data
(about 200Gbytes) on each node. With the increasing number of increasingly
larger catalogues it will be necessary in the near future to distribute the data over
several nodes, and it will become mandatory to describe on which engines which
part of which catalogue can be accessed: this role is devoted to the Dispatcher,
running on the master node, and illustrated in Fig. 3.

5. The first tests

The first tests showed that the performances are not as high as expected: the
overhead of the MPI library is large compared to the time required by the
actual execution of the requests initiated by the Dispatcher. The CLIC package,
while easing up the installation of the system and the applications on the cluster
nodes, requires an identical hardware configuration of each node: this introduces
a severe lack of flexibility in the management and the evolution of the cluster.

We are currently testing new configurations for a more performant Dis-
patcher, where each node is considered as an independent resource and where
the Dispatcher assigns the tasks according to its knowledge of the current load
on each node. Such a method seems to work well in the current situation where
all catalogues are present on each node, but in a near future we will have to take
some important decisions about:
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Figure 3. CoCat global architecture

• which strategy to adopt about splitting the very large catalogues and how
to distribute catalogue subsets on the different cluster nodes

• whether it would be useful to dedicate one or several nodes to specific tasks
(e.g. cross-matching)

• whether it would still be useful to implement a parallel processing (e.g. for
cross-matching large catalogues) in the dispatcher.
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Abstract. After the release of the successful WFPC2 associations, the
CADC, ST-ECF and STScI are now working on joint pipeline software
to produce associations of images from the HST’s Advanced Camera for
Surveys instrument.

Although the basic approach is very similar to the WFPC2 associ-
ations (Durand et al., 2004) there are some fundamental differences be-
cause of the high level of geometric distortion of the ACS optics. The core
of the ACS association pipeline will perform image combination using the
Drizzle method and hence there will be no need to constrain the position
angle of associated observations as was done with WFPC2. Our goals are
the production of high quality products for the HST archive users and
eventual ‘publication’ of these products within the Virtual Observatory.

1. Introduction

Associations are groups of images taken of the same region of the sky and with
compatible instrument modes which can be combined to create a useful static
high-level science data product for access through an archive interface. The
CADC and ST-ECF have already collaborated on the production of associations
of images from the Hubble Wide Field Planetary Camera 2 (WFPC2) (Micol
et al. 2000) and are now working on defining similar products from the Ad-
vanced Camera for Surveys (ACS). This paper outlines how these associations

1Current address: STScI, 3700 San Martin Drive, Baltimore, MD 21218, USA

2Affiliated to the RSSD Division of the European Space Agency
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will be defined, combined and designed for future access through the Virtual
Observatory.

Associations greatly facilitate archive browsing and are intended for im-
mediate science usage as great care is taken to ensure faithful astrometric and
photometric products. Associations are also uniform and well described and
include supplementary products such as weight maps and appropriate PSF im-
ages.

2. Definition of Associations

For ACS the definition of associations is more relaxed than that for WFPC2 as
more sophisticated software is available for the image combination stage. We
require only that observations were made with the same filter and that they
are within a specified radius of each other on the sky (currently 480 arcsecs).
They may come from different programs and there are no roll-angle restrictions.
This definition, which may be extended, includes as subsets the standard STScI
associations which are defined on the basic of observation plans made at Phase
II, but also allows for many other, more extensive, data groupings.

3. Pipeline Processing

A pipeline is being assembled to automate the preparation of ACS associations.
The first step is the construction of the associations from the observing log. This
step also involves the deconstruction of the STScI associations which group
datasets from the same proposal and visit. Data files for the association are
then run through the standard CALACS pipeline, using the best reference files,
and drizzled (Fruchter & Hook 2002) to remove geometrical distortion. Shifts
between images are then determined, either through catalog-based approaches or
by using cross correlation. The cosmic-rays and other defects are then detected
and flagged and the images stacked into clean combined data products, either
using the MultiDrizzle script (Koekemoer et al. 2002) or using the artificial
skepticism method developed by Stetson.

Once a clean combined image has been produced by the pipeline the image
contents will be characterized and source catalogs created. It is also intended
to create appropriate PSFs for objects in the image using Tiny Tim (Krist
1995) to simulate point objects in the input frames and to combine them to
create appropriate output PSFs by repeating the drizzle commands with the
PSF images.

The final stages of association processing are the saving of all output prod-
ucts and the ingestion into the CADC storage system and subsequent publication
within the Canadian Virtual Observatory and others.

4. Statistics

As of July 2003 there were more than 3000 ACS associations defined, having a
total of more than 22000 members. Table 1 shows the histogram of how many
associations have a certain number of members. A very complex association is
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Figure 1. An Example of a Complex Association of ACS Images.
Observations of fields close to the globular cluster NGC104

shown graphically in Figure 1. At present the full processing of a three member
association takes about 40 minutes on a 1.8GHz Linux machine with 2GB of
memory. This includes the conversion of POD files to RAW files and processing
through CALACS and MultiDrizzle.

5. Quality Assessment

Quality assurance is a very important step. Photometry obtained from cata-
logs of association data products will be compared to external catalogs available
in published results. Absolute astrometry will be limited to the precision of
available catalogs (e.g., GSC2) but relative astrometry will be much more pre-
cise. Detailed comparisons of the relative merits of MultiDrizzle and Stetson’s
‘artificial skepticism’ methods will be made.

6. Conclusions

Once the ACS associations are made available, probably in Summer 2004, the
pipeline will allow us to make available deeper and more uniform data products,
offer a faster turn-around time for delivery and make ACS products available
through the Canadian and other virtual observatory access points.
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Table 1. ACS Association Statistics
Images Assocs Images Assocs Images Assocs Images Assocs

2 1211 23 7 45 2 86 2
3 378 24 18 46 1 92 3
4 378 25 6 48 4 103 1
5 132 26 5 50 6 116 1
6 190 27 6 51 2 120 2
7 46 28 5 52 4 134 1
8 189 29 4 53 1 140 1
9 39 30 7 54 1 149 1

10 77 31 2 56 2 172 1
11 26 32 27 58 1 211 1
12 50 33 4 63 1 278 1
13 12 34 4 64 7 584 1
14 21 35 5 66 1
15 12 36 6 67 1
16 52 37 5 68 1
17 12 38 5 70 2
18 18 39 1 72 2
19 3 40 6 73 1
20 16 41 2 76 1
21 9 42 2 78 1
22 6 44 3 82 1
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Abstract.
Distributed storage is the technique of storing a single data set across

multiple hosts. This paper focuses on massive localized systems for dis-
tributed storage which are directed at overcoming the capacity and per-
formance limitations of single-host, or monolithic, storage systems. Fur-
thermore it will focus on applications in astronomy and draw examples
from several existing astronomical distributed storage systems.

1. Methods

Several aspects of distributed storage systems are described. Where appropriate,
examples from existing storage systems are given. For this paper distributed
data storage systems at five astronomical facilities were surveyed.

Table 1. Example Systems Surveyed

Location Aggregate Capacity Number of Nodes

CFHT 18 Terabytes 12
CADC 55 Terabytes 21
SDSS 44 Terabytes 24
JAC 11 Terabytes 21
ESO 20 Terabytes 15

2. Cost

Central to leveraging the cost benefits of a distributed storage system is the
relationship between the base cost of a host platform and the point at which it
becomes impractical to add additional low cost local storage.

For example, the lowest cost class of random access storage device today is
the IDE disk drive. As inexpensive disks are added to the base system, the cost
per gigabyte will tend to decrease until capacity approaches four terabytes, at
which point the cost per gigabyte is about $2.60. As capacity grows past this
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point the cost per gigabyte starts increasing because the size of the disks and
the number of attached disks begin to require specialized equipment.

This “sweet spot” depends on changing market conditions and can be pe-
riodically recalculated in an effort to determine the optimum node size.

3. Scalability

Scalability is perhaps the most liberating quality of a distributed storage system.
Capacity can be dynamically added or removed and nodes are not limited to a
previous design strategy so expansions can also take advantage of the moving
sweet spot mentioned earlier.

A well designed system can scale in a perfectly linear fashion. That is to
say that there is no upper limit to the maximum capacity of such a system.
Furthermore, the cost/capacity relationship is also linear. Given the estimates
of three terabytes at $2.60 per gigabyte we could estimate a 100 terabyte system
today would cost roughly $260,000 and consist of about 25 nodes.

4. Data Tracking

Data tracking is simply the maintenance of a single point of reference for the
location of all the elements in the data set. Two common ways of accomplishing
this are through the use of a database and the use of a virtual file system.

A database provides a great deal of interpretive flexibility. A database also
requires some kind of interface for clients to look up the location of data. Some
software might need to be modified to the use the database interface.

A virtual file system symbolically represents the entire data set in a hier-
archical fashion similar to a normal file system where each data point is a link
to the actual data on a storage node. An advantage of a virtual file system is
that users do not need to be retrained since the file access mode is familiar.
Multiple virtual file systems can represent the same data set differently to suit
particular applications. For example, one virtual file system might represent the
data organized by instrument and another might represent the same set of files
by program ID.

The choice of database or virtual file system depends primarily on the usage
pattern of the data set. For example, the CADC is an archive and a self contained
system in the sense that the only clients of the storage system are the CADC
themselves and software written by the CADC to access the system. In this
situation it is most reasonable to track the data in a database as it will be faster
and more flexible for specialized interfaces. At CFHT, a diversity of engineers
and pipelines use the storage system so a more traditional data representation
is desirable.

5. Data Organization

Every distributed data storage volume consists of a collection of subvolumes
located on the storage nodes. Each storage node may host one or more sub-
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volumes. Data organization is the method used by the system to store the files
across the subvolumes.

At one extreme the system might treat each file as a distinct data element
and disperse them serially or pseudo-randomly across every available subvol-
ume. On the other extreme, the system might only recognize classes of data as
elements. For example, the system at SDSS tracks stripes of observations as di-
rectories. Under each directory is raw and processed data not directly managed
by the storage system. JAC’s WFCAM storage system organizes each extension
of the camera onto a dedicated subvolume, with another dedicated subvolume
for the processed data of each extension.

Such high level organization of data is attractive because it is less compli-
cated to design and manage. It only works well however when the data itself is
fairly well organized or homogeneous. It is less practical for a system which is
managing diverse data types or data from multiple instruments.

Table 2. Data Organization

Location Data Organization Data Set Type

CFHT file heterogeneous
CADC file heterogeneous
SDSS subdirectory homogeneous
JAC subvolume homogeneous
ESO file heterogeneous

6. Redundancy

Some order of redundancy is a necessity in a massive storage system. Even if
the data can be easily restored from an archive, the administrative overhead and
operational downtime of responding to the inevitable failures can be impractical
unless there is some layer of protection. The two most common techniques are
data duplication and the use of internally redundant subvolumes.

In data duplication each data element is stored twice. The higher level
system takes care that each copy is on a different subvolume and preferably on
a different node. In this way the loss of any single subvolume and perhaps any
single node will not result in the loss of any data from the overall collection.
This is a simple and effective method but also costly, the storage system must
be essentially twice the size of the data set.

One alternative is to make the subvolumes internally redundant, for example
by using RAID level 5 arrays. Such an array can tolerate the loss of any single
member disk with a usable capacity of c(n-1) where c is the capacity of the
smallest disk and n is the number of member disks. In other words the cost of
redundancy decreases as the number of disks in the array increases.

This tendency of RAID level 5 arrays to be rather large is the basis of the
cost/risk trade off. A data duplicating system will tend towards using the small-
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est possible subvolume - usually a single disk, whereas an internally redundant
subvolume will tend to be as large as possible - usually eight or more disks.
While an internally redundant subvolume is less likely to fail, if it ever does fail
the effect is more likely to be catastrophic.

The purpose of the storage system is usually the deciding factor. If it is
an archive, as in the case of ESO and CADC, then data duplication is really
the only appropriate method. The other systems are used for data processing
and operate in parallel with an archive, for which purpose internally redundant
subvolumes are adequate.

Table 3. Redundancy and Subvolume Type

Location Redundancy Type Subvolume Type Primary Purpose

CFHT internally redundant RAID 5 analysis
CADC data duplication single disk archive
SDSS internally redundant RAID 5 analysis
JAC internally redundant RAID 5 analysis
ESO data duplication single disk archive

7. Conclusion

While the technique of building storage clusters at this scale is relatively new and
the underlying technology in a state of rapid change, sound design methodologies
can be developed. Existing systems provide examples of design considerations
and a proof of concept for future systems.
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Abstract. The Green Bank Telescope (GBT) currently outputs its raw
data as a suite of binary FITS files, approximately one per component
device on the telescope, which are then consolidated and pre-processed
before being written into an AIPS++ Measurement Set for more exten-
sive analysis. This design decision by the GBT project had essentially
restricted astronomers to a single data analysis package and reduced the
productivity of those who prefer other analysis packages. To maximize
the scientific returns from the unique features of the GBT, and to support
a broader cross-section of observers’ backgrounds and interests, work is
being done to combine raw GBT data from the disparate FITS files into
a variety of standardized FITS file formats such as SDFITS and CLASS
FITS. Here we describe prototyping exercises that were initiated during
the summer of 2003 for the purpose of identifying how to make GBT
data more readily accessible to a wider variety of data reduction tools.
Although further refinement is needed to support the standard observing
modes of the GBT in a production capacity, early results from the inves-
tigation demonstrate the feasibility and applicability of the approach.

1. Background

At present, a typical data set resulting from the Robert C. Byrd Green Bank
Telescope (GBT) is composed of individual FITS files for each device required
for an observation (e.g. the antenna, LO, backend) as well as a log (also a FITS
file) which indexes all of the device files according to scans. GBT data can
be assimilated into the AIPS++ DISH utility by using the AIPS++ d.import
command, or by using the gbtmsfiller command, called from the UNIX command
line. Either step transforms the raw data into a representation that is sensible
from the astronomical perspective.

Because the GBT was designed to produce its raw data as a collection
of FITS files, it is a challenge for any data reduction package to combine the
information for analysis. To fill data into an AIPS++ Measurement Set, the
development team spent up to two years resolving issues associated with the
data itself, and was eventually able to produce the gbtmsfiller routine which is
in use today. Prior to the launch of the GBT data accessibility exploration, IDL
users (for example) had to follow a similar process independently, writing their
own modules to extract and pre-process relevant information from the collection
of GBT FITS files. Users of other packages are still faced with this barrier.
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The demand for greater accessibility has been expressed within NRAO as
well as by visiting observers. Several astronomers at Green Bank have expressed
a desire to process data in IDL, making use of IDL modules relevant to as-
tronomers that have been developed by third parties. Engineers working on the
Precision Telescope Control System (PTCS) project (a major initiative currently
underway which will provide the pointing, collimation and surface accuracy re-
quired to allow the GBT to operate effectively at 3mm – see papers in this
volume by Constantikes 689 and Marganian 724) do much of their analysis in
Matlab and need to access data from astronomical observations within the Mat-
lab application. Requests have also been made to allow ready data reduction
within the CLASS, Classic AIPS, and Mathematica packages.

2. Goals and Objectives

The primary goal for this effort is to make GBT more readily accessible to
various data analysis packages. It is understood that each package has its own
unique strengths and limitations, and not all packages may be able to reduce
all types of GBT observations. However, with a clear understanding of what is
possible with each package, an astronomer will have greater leverage in choosing
the tool that best suits his or her needs for a particular investigation.

This is not exclusively a data format issue, although knitting together the
disparate FITS files currently produced into one cohesive structure is one im-
portant step to enable many of the data paths. The intention is not to create a
new, all-encompassing data format for the GBT, but to arrive at a reasonable
representation that will make it straightforward to transition to future, stan-
dardized single dish data formats. (One possibility is the MBFITS specification
that is under discussion by ALMA.)

Meeting several objectives will facilitate the accomplishment of these goals:

• Find an easier way to get data out of FITS files. This step has been
accomplished through the development of FITS Query Language (FQL1);

• Extract the preprocessing steps from gbtmsfiller and then rewrite them in
Python, so they can be used by multiple programs;

• Validate the preprocessing components against previously verified parts of
gbtmsfiller;

• Use the Python preprocessing components to generate a unified represen-
tation for GBT data;

• Reduce basic continuum and spectral line observations; plot them using
various analysis packages and examine for correctness.

Once this process is complete, we will be able to verify the consistency of
scientific results between data analysis packages (e.g. IDL vs. AIPS, AIPS++
vs CLASS, CLASS vs. IDL); until now we have not had two or more pack-
ages with which cross-comparisons can be performed. Being able to perform
cross-comparisons will aid the process of commissioning data reduction for new

1http://wiki.gb.nrao.edu/bin/view/Data/FitsQueryLanguage
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Figure 1. A continuum 21-cm map, completed as an assignment in
the 2003 Single Dish Summer School held in Green Bank, was produced
in both IDL (top) and AIPS++ (bottom) with similar results. Note
that the color scale for the two images is different.

capabilities on the GBT, ensuring that errors are captured well in advance of
live observations using a new device.

3. Prototyping Exercises

Three types of data were evaluated during the initial exercises: continuum data
taken with the Digital Continuum Receiver and spectral line data from both the
GBT spectrometer and spectral processor.

As it is a powerful language with the array handling needed for working with
GBT data, Python was chosen as the programming language for all accessibility
prototypes. It has a reasonably quick learning curve – skilled software engineers
in Green Bank with no prior knowledge of Python were able to produce useful
results within 2-3 days of beginning to work with the language. Additionally,
several ALMA prototypes are being written in Python, indicating that Python
could become a core competency among software engineers throughout NRAO.

Proof of concept exercises have been performed using IDL and Matlab ex-
periments are in progress (Figure 1). These experiments take advantage of the
FITS Query Language to create an intermediary data format based on SDFITS.
The next phase of prototype work to be completed by the end of the year will
explore data accessibility by other analysis packages.
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4. Accessibility Strategy

Making GBT data accessible to additional data analysis packages is being done
in a staged approach, aligned with demand from visiting observers and other
development priorities of the GBT project. IDL is being targeted immediately,
because of the strong demand that has been expressed by visiting observers
and local astronomers alike. Accessibility of GBT data to Matlab is also being
addressed at the present time to support critical PTCS experiments. In the
next stage, access to CLASS will be investigated to support a wider audience
of radio astronomers, and accessibility to AIPS will be explored, in part to
support research for GBT development projects now in their earliest stages.
Mathematica, which has the fewest identified users to date, will be explored
once solutions are in place for other packages which are used more widely.

5. Current Status and Future Plans

On November 24th, 2003, the beta version of the SDFITS generator was re-
leased for wide internal review. Continuum data from the DCR, as well as
spectral line data from both the spectrometer and the spectral processor, are
fully supported. File sizes are somewhat smaller than the total size of the raw
data files, and much smaller than equivalent MeasurementSets. The output in
the SDFITS files has been validated against the AIPS++ filler and is at least
as accurate, although performs much more slowly. Future plans include making
the preprocessing components used to generate the SDFITS files fast enough to
replace the AIPS++ filler, so that data to be reduced in most data reduction
packages will be preprocessed by the same, uniformly validated components.

The GBT project does not intend to provide dedicated support to users of
all the packages described herein; however, limited hands-on support for select
packages such as AIPS++ and IDL will be available. The intent is to provide
sufficient documentation that all of the options, while making it possible for any
observer to be able to easily use the data analysis package of their choice.

Up-to-date information on this project can be found online at
http://wiki.gb.nrao.edu/bin/view/Data/WebHome.
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Abstract. The Data Manager for NOAO Pipeline system is a set of
interrelated components that are being developed to fulfill the pipeline
system data needs. It includes: (1) management of calibration files (flat,
bias, bad pixel mask and xtalk calibration data.); (2) management of the
pipeline stages’ configuration parameters; and (3) management of the
pipeline processing historic information, for each of the data products
generated by the pipeline.

The Data Manager components uses a distributed, CORBA based
architecture, providing a flexible and extensible object oriented frame-
work, capable of accommodating the present and future pipeline data
requirements. The Data Manager communicates with the pipeline mod-
ules, with internal and external databases, and with other NOAO systems
such as the NOAO Archive and the NOAO Data Transport System.

1. Introduction

The NOAO Pipeline is a parallel and distributed system that processes observa-
tions from the two NOAO 8K-square CCD wide-field mosaic imagers in near real
time. It performs basic CCD reduction, instrumental features removal, astro-
metric calibration, and zero point calibration (Pierfederici 2004; Valdes, Miller,
this conference).

The core of system is composed of several processing modules, which are
connected to form sub-pipelines. The OPUS1 system is used to control the
process execution environment for each of the modules.

The Data Manager is a subsystem of the NOAO Pipeline that provides
several data management services to the system. These services include storage
and retrieval of calibration files, management of pipeline module configuration
parameters, and recording of processing information.

2. Architecture

The extensibility of the Data Manager has been an important goal in the design,
in order to facilitate integration of new services as the pipeline system evolves

1http://www.stsci.edu/resources/software hardware/opus
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and new requirements arise. Therefore, the Data Manager contains several com-
ponents implemented as distributed CORBA objects.

Figure 1 presents the overall architecture of the Data Manager. The sys-
tem is structured in three layers: the Interface layer, the Service layer, and the
Resource layer. The Interface layer exposes the Data Manager services to the
clients by calling the appropriate component(s) in the Service layer upon receiv-
ing a request. The Service layer, on the other hand, uses the components in the
Resource Layer to access a number of internal services, such as persistent data
in relational databases, and file storage in multiple repositories.

The Interface layer is composed of the following subsystems:

• DMSocketRouter: Receives requests from the pipeline modules through
a lightweight socket based protocol. Request processing is asynchronous
and concurrent, which enables the handling of a large number of connec-
tions and achieve good performance.

• DMOpusBlackboards: An experimental interface, designed to exploit
the benefits of the blackboard architecture and components of OPUS, to
integrate the Data Manager with the rest of the system. This feature
provides another method of communication with pipeline modules.

• DMAdministration: Exposes interfaces for administration GUIs used
by system operators.

The subsystems in the Service layer implements the “business logic” of Data
Manager operations. The services are based on a rich object-oriented data model
that is maintained in a PostgreSQL database. The subsystems of this layer are:

• DMCalibrations: Exposes interfaces for the management of calibration
libraries.

• DMParamManager: Maintains a set of configuration parameters for
each pipeline module.

• DMHistorian: Allows the system to keep a record of all relevant variables
needed to review the pipeline processing history, and to address provenance
issues for pipeline-generated data products.

• DMConfiguration: It maintains a model with the overall current con-
figuration of the pipeline system. The pipeline modules can be dynam-
ically chained together at run-time, using an XML based configuration
system. The XML configuration feeds the DMConfiguration subsystem’s
data model, and this information is stored as part of the processing prove-
nance of the generated data products with each pipeline run.

The Service layer uses components from the Resource layer, which is composed
by the following subsystems:

• DMFileRepositories Maintains collections of files stored in multiple
repositories, organized in hierarchical directories on the file system. Main-
tains a catalog of stored files.

• DMDBManager Provides access to relational databases. This compo-
nent is divided in two parts: the interface with the DBMS, that provides
persistence services to objects in the upper layers, and maintains a pool
of database connections; and a set of stored procedures that are used for
processing within the database.

• DMLogger Provides logging services for all other components of the Data
Manager.
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Figure 1. Overall architecture of the Data Manager system.

DMExtResources Accesses external resources such as external catalogs,
the NOAO Data Transport system, and the NOAO Science Archive.

3. Conclusions

The NOAO Data Manager is being developed as part of the NOAO Pipeline
project, with the goal of providing an extensible, robust, and high performance
solution for the data management needs of the pipeline system, as well as to allow
the integration of other NOAO systems that depends on the data generated in
the pipeline executions, such as the NOAO Archive system.

The NOAO Data Manager is being developed using distributed object mid-
dleware and relational databases. These technologies provide the necessary
framework over which this application can be successfully constructed.
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Abstract. The aim of the pilot-project ”Digital Access to Aero- and
Astrophotographic Archives - D4A” is to preserve the historic-scientific
information contained in the aerial photographic archives of the National
Geographical Institute and the Royal Museum of Central Africa, and in
the astrophotographic plate archive of the Royal Observatory of Belgium.
In collaboration with the astronomical institutes of the Vrije Universiteit
Brussel and the Universiteit Antwerpen, and AGFA-Gevaert, a world-
leader in photographic matters, the goal is to acquire the necessary know-
how, hardware and software to digitise the information contained in the
photographic plates, as well as the associated metadata. The project set
out to offer the results to the public and to make them directly usable
for scientific research through the modern techniques of the information
society. A digital catalogue is under construction as well as an air-bearing
digitiser of high geometric and radiometric resolution and precision. This
digitiser will be housed in a temperature and humidity stabilised clean
room with adjacent archive room.

1. Introduction

Digitising a photographic image can be done:

• ’on the fly’ (using a digital detector moving with constant speed in one
direction with respect to the photographic plate, i.e. scanning) or

• ’on the step’ (using a digital detector at rest with respect to the photo-
graphic plate).

The digital detector, a CCD (Charge Coupled Device) or CMOS (Complemen-
tary Metal Oxide Semiconductor) based camera can have:

• only one pixel (zero dimensional),
• a row of pixels (one dimensional) or
• an array of pixels (two dimensional).
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For most astronomical applications, overlapping digital sub-images can be
used. Bright stars in the overlaps are used to tie up the whole image and to
transform the measured X and Y positions on the image into celestial α and δ
coordinates. Aerial photographs need to be digitised as raster images, requiring
an accurate stepping with an exact number of pixel sizes in both the X and Y
directions. The digital image can be stored as a tiled file countaining the indi-
vidual footprints as sub-images. The accuracy of the photographs depends on
the type of emulsion used, the type of supporting layer (glass plate or polyester
film), the optical quality of the instrument used, the exposure time, etc. As-
trophotographic images can have a density range of 5 (i.e. a grey scale or density
ranging from 1 to 100,000) and sub-micrometer stellar position accuracy.

2. Commercial Scanners

Commercial colour scanners normally use three one dimensional CCD rows for
simultaneously creating on the fly a red, green and blue (RGB) digital image.
Each CCD row usually has an adjacent CCD row that is covered up. The
electrons created by the infalling light on the exposed CCD rows are, at the end
of each integration or exposure, quickly clocked to the adjacent blacked CCD
row and read out by clocking them into the ADU (Analogue to Digital Unit)
converter at the end of the row. As the detector moves at constant speed in
one direction during the integration, a part of the image that is captured by an
individual pixel also falls on it during the next integration, while the time the
light coming from a point of the original image is projected on a pixel also varies.
Hence, the way traditional scanners work means some of the finer details of the
image are smeared out over the neighbouring pixels, creating a soft looking
digital image. Most commercial scanners also apply an image ”sharpening”
filtering in order to make edges look sharper. The level of detail in astro and
aerial photographic plates requires a very high optical resolution and precision
to produce high geometric and radiometric accuracy in the digital copy, and
precludes the use of commercial scanners for the digital archiving process.

3. The D4A Digitiser

The D4A project will develop a two-dimensional plate digitiser that will operate
on the step in order to create a precise digital optical copy of the original image.
A photographic image is made up of an irregular distribution of developed grains
of varying sizes whereas a digital image consists of equally spaced and sized
square or rectangular pixels. In order to capture the level of accuracy of the
analogue photographic images as closely as possible, a digital detector is needed
with at least a 10-bit ADU (Analogue-to-Digital converter Unit) read-out and
a pixel size of about 5 micrometers (J.-P. De Cuyper et al. 2003). The huge
number of exposures requires the use of an electronic shutter. We will mount
the digital camera above the plate, perpendicular to its surface, and use an air-
bearing open frame XY table to allow us to position the plate with a geometric
accuracy of some ten nanometers. A two-sided 1:1 telecentric lens will be used
to ensure that, if the original image is not perfectly flat, the introduced error
will only slightly enlarge the projected image of a point source, while keeping it
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isotropic and without displacing it. The part of the footprint of the telecentric
objective used will be limited to its central part where the distortion is less than
a pre-defined maximum. In this way an ’optical’ contact copy of the original
image onto the digital detector will be achieved. In order to be able to reach
and maintain a high geometric and radiometric accuracy, the digitiser will be
placed in a climatised clean room, at a temperature of 18◦C ±0.1◦C (1σ) and a
relative humidity of 50% RH ±1% RH (1σ).

The D4A digitiser will be able to digitise photographic greyscale and colour
images and spectra on glass plates and polyester film sheets as well as on film
rolls to an extremely high level of precision. (See also the notes on SuperCosmos
(N.C. Hambley et al. 1998) and on StarScan (L. Winter and E. Holdenried,
2001)). The photographic plates will be put emulsion side up in a square plate
holder with an opening of the same dimensions. Through the use of pneumatic
cylinders, the plate holder is pushed up to bring the outer edge of the emulsion
in contact with an equally sized counter pressure plate, in order to put the top
of the emulsion layer in the focal plane of the digital camera. For thin glass
plates (Schmidt plates, etc.) and film sheets or rolls the plate holder contains
a supporting glass with a groove on the sides. The thin plate or film is put
flat by pumping the air away between the plate/film and the supporting glass
plate after lifting the plate/film against the counter pressure plate. For the
transmissive illumination a diffuse light source will be used. In order to allow
the digitisation of colour images a RGB filter wheel will be placed in the light
way. A neutral density filter wheel is used to regulate the light intensity in
function of the density level of the photographic image.

In order to automatise the digitisation process in the most stable possible
conditions, a film roll transport system mounted on two opposite sides of the
inner open airbearing frame will fully automatically spool the film roll to put the
next image above the plate holder and next to the granite table a turntable and
a plate holder stack is foreseen, operated by two pneumatic arms to exchange
plates or film sheets.

4. Climatised Archive Room

Photographic plates consist of a distribution of (silver) grains embedded in a
gelatine layer fixed on a glass plate or polyester sheet. As such, they are very
sensitive to changes in temperature, relative humidity (RH) and chemicals, and
are at great risk of degradation, such as chemical reactions from fingerprints,
humidity causing destructive fungi and so on. Most photographic collections
were/are stored in conditions that are far from being ideal. In order to improve
the lifetime of its astrophotographic plates, the Royal Observatory is construct-
ing a climatised plate archive that will be kept at 18 ◦C and 50 % RH and that
is large enough to become an international plate archive center.

5. Benchmark

The most essential quality parameter of a measuring machine is its stability.
Hence the benchmark procedure has to include a very simple test, which mea-
sures the stability of the machine: A target (for example a dot) is moved into the
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center of the field of view ( FOV) of the digital camera and a number of pictures
are taken, while the XY-table is hold on that position under servo. Analysing
the images, in fact centering the dot and measuring its position with respect to
the digital detector, will reveal thermal movements, jitter and mechanical noise
in the system. In addition we get an estimate of the centering error of the dot.
This test is called static repeatability, as the position of the XY-table is not
being changed.

The next important test is the dynamic repeatability. The machine is moved
in a repeated pattern and a different point of the dot plate is put in the center
of the FOV each time the position changes. After the whole plate area has been
covered, we start again with the first point. The better the machine can go back
to the same position after one pattern has been covered, the better its dynamic
repeatability. Important for the pattern is to choose at least two points, that will
make a back and forth motion possible, to get a measure for the bi-directional
repeatability during this test as well. The proposed minimal pattern will consist
of nine points, the center, corners and midpoints between the corners of a square
that covers most of the measuring area of the XY-table.

The last and very conclusive test of any XY-table is the measurement of
a calibration plate with known accuracy. This would be a measurement of
a, geometrical very precise, chrome dots on glass plate. This measurement
determines the metric accuracy of the machine as compared to a normal (in this
case the geometric dot plate). Another way to do this test is to use a calibration
laser. Both results should be compared to give the best understanding of the
behaviour of the machine. The systematic errors found can then be corrected
by tabulating them into the positioning software of the XY-table.

6. Testing

In order to determine their applicability depending on the introduced geometric
and radiometric deformations this project will also study in detail:

• the technique of first making an analogue copy on roll film,allowing unat-
tended all time scanning,

• the photochemical cleaning of plates containing fungi or ageing deteriora-
tions.

Acknowledgments. This pilot-project is financed by the Belgian Federal
Science Policy Office (Project I2/AE/103).
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Abstract. ALMA software, from high-level data flow applications down
to instrument control, is built using the ACS framework. The common
architecture and infrastructure used for the whole ALMA software is pre-
sented at this conference in (Schwarz, Farris, & Sommer 2004).

ACS offers a CORBA-based container/component model and sup-
ports the exchange and persistence of XML data. For the Java program-
ming language, the container integrates transparently the use of type-
safe Java binding classes to let applications conveniently work with XML
transfer objects without having to parse or serialize them.

This paper will show how the ACS container/component architecture
serves to pass complex data structures, such as observation meta-data,
between heterogeneous applications.

1. XML Data by Value

In any distributed software system, it is vital to reduce the number of fine-
grained calls accessing remote data. The usual strategy is to pack together
some cohesive set of data items and transmit them over the network at once.
This has been described in the J2EE Transfer Object Pattern1 , or in (Fowler
2002). The gained performance has to be traded in for a somewhat compromised
OO design though.

Transporting groups of data by value not only helps avoid network conges-
tions and improve overall system performance; migrating such data from one
machine to another also decouples the two computers, which adds to the ro-
bustness of the system. If the computer which originally supplied the data goes

1http://java.sun.com/blueprints/corej2eepatterns/Patterns/TransferObject.html
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down, the other machine will not be affected if it has retrieved all required data
by value before.

Since ALMA software will be implemented in various languages (currently
C++, Java, Python), CORBA was chosen as the middleware the ACS frame-
work is built upon. There are several possibilities to transport data by value
using CORBA. In the past, for the sake of language independence, CORBA ar-
chitecture focused on remote service invocations or by-value transport of simple
data types (primitive data or structs of primitive data); recently it has started
to offer a means for transporting more complex data structures by-value, using
CORBA value types2.

For several reasons we decided to use XML as the format for ALMA transfer
objects:

• XML avoids difficulties with CORBA’s built-in types described in (Schmidt
& Vinoski 2001);

• XML as a serialization format can be used not only to send data by value
between applications, but also to store that data persistently in a file or a
database;

• XML schema allows for data declaration (constraints etc.) more powerful
than those available using CORBA value types;

• XML data can be logged directly, and can easily be injected manually into
the software system, for example for running unit tests, or to mimic an
application that has not yet been built.

ALMA subsystems specify their interfaces in CORBA IDL. To send simple data
by value, the built-in data types of CORBA can be used. For more complex,
usually hierarchical data, the data definition can be provided outside of the IDL
in an XML schema file, and has to be referenced in the IDL. Thus the architec-
ture lets ALMA developers choose between sending data through efficient binary
CORBA transport, or using somewhat slower, but more powerful XML plain-
text transport. The latter option is expected to be chosen for nested structures
such as an observing project and its scheduling blocks, where the size is less
than 100 kB.

XML transport is realized in IDL with a CORBA struct containing a
string for the serialized XML, plus complementary administration meta data,
e.g. a unique ID.

Very large data structures should be broken up into smaller groups, each
described by its own XML schema. For example, the observing project, the
proposal, and the scheduling blocks are each modeled separately. A balance
must be found between quickly accessing large parts of the data tree in one
call, and not transporting too much data at a time when only a part of it is
needed. The resulting separate pieces of XML data reference each other using
their unique IDs.

2http://www.omg.org/cgi-bin/doc?formal/02-06-41
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Figure 1. Generated binding classes seen in the Eclipse IDE.

2. XML-Java Binding Classes

XML binding frameworks generate native language binding classes from XML
schemas as part of the build process. The binding class instances form in-
memory representations of XML documents that belong to the schemas. In
Fig. 1 we see the classes compiled from the scheduling block schema.

Applications are written against the type-safe accessor and manipulator
methods of these binding classes, thus getting coerced by the compiler to follow
any changes in the data model, defined in the schemas.

Note that with the standard representations of XML (such as DOM), ap-
plication code would contain generic calls like addChildNode instead of add-
PhaseCalTarget, thus defying compile time checking.

ACS harnesses Castor3 for XML binding. Another potential candidate,
SUN’s JAXB4, unfortunately lacks the ability to serialize and parse incomplete
XML data. For C++ and Python, we have not yet found satisfactory binding
frameworks.

3. Transparent Serialization

ALMA software is written as components that run inside ACS containers, as
described in (Schwarz et.al. 2004). Each component specifies and implements
one CORBA IDL interface; the methods of that interface may use XML data
as parameters or return values (see section 1.). However, with a straightforward

3http://www.castor.org/xml-framework.html

4http://java.sun.com/xml/jaxb/
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Figure 2. Classes with XML data. To the (green-)shaded classes,
XML data appears as binding classes, to others as serialized strings.

approach, both the client and the component implementation would encounter
XML as a string rather than as a collection of binding class instances.

In Fig. 2, we see the “Transparent-XML” interface, which ACS generates
using a custom IDL compiler. It resembles the output of the standard IDL com-
piler (“Operations-IF”), except that binding classes are substituted for XML-
strings. Independently of each other, the component or one of its clients may be
programmed against that interface. The container will in this case receive the
“flat” XML string from the CORBA ORB, instantiate the appropriate binding
classes in its mapping layer, and pass them on to the application.

The tedious task of XML parameter conversion is removed from the appli-
cation code, and the developers can trust the compiler that at runtime no XML
data of unexpected format will be received. The component developer does not
even need to know that XML is the underlying interchange data format.

Communication between collocated components can be shortcut by their
container, so that binding class instances are passed without going through the
serialization-parsing cycle.

Our ADASS poster is available at http://www.eso.org/projects/alma/
develop/acs/OtherDocs/ACSPapersAndSlides/index.html. It contains dia-
grams that will further illustrate the technique.
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Abstract. The Atacama Large Millimetre Array Observatory (ALMA)
is an international collaboration between Europe and North America to
build a synthesis radio telescope that will operate at millimetre and sub-
millimetre wavelengths. Other papers in this conference outline the over-
all ALMA Software design and cover various aspects of the software sys-
tem. In this paper we describe the subsystem that will provide the As-
tronomer’s main interface to observing with ALMA: the Proposal and
Observation Preparation subsystem. Tools to handle Proposal and Ob-
serving preparation for the world’s major telescopes are of course now
commonplace (HST, Gemini, VLT, UKIRT, JCMT to mention a few),
and we will build on the experience of those tools, but the ALMA tele-
scope will present some novel challenges. We will outline the technical
side of the subsystem, how it integrates fully with the overall ALMA soft-
ware system, and also describe our proposed solutions to the challenges
of the user-interface side of the system: the major requirement we have
to fully support the needs of advanced users, those expert in submillime-
tre aperture synthesis observing, and novices, who may know very little
about the domain.

1. The Goals and Challenges

It is intended that the ALMA Observatory will have an Observing System similar
to that used by most of the world’s major ground-based Observatories: prepara-
tion of proposals and observing will be supported by software, the observatory
itself will operate mostly in a queue-scheduled mode, and some level of process-
ing will be performed automatically on the data at the observatory, the final
data products arriving in an archive. This is outlined in Schwarz et al (2004).

Despite being inspired by the “cradle to grave” systems of other observato-
ries, the ALMA software system does have some novel and complex challenges:

• We intend to implement a single tool - the ALMA Observing Tool (OT)
- to support the users’ preparation of both proposals and observing, and
also to support the review process
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Figure 1. Package Diagram

• We support those who are new to mm/submm interferometry (with no
intended offence, novices) in addition to experts, those who are very famil-
iar with the details of such observing, some of whom will form the ALMA
scientific support, and who will use the OT to create new observing modes.

• The OT must provide feedback on the resources required, on the optimal
weather (and its likelihood), and an estimate of expected data quality.

• All projects submitted from the OT must be technically correct, i.e. ALMA
can execute them successfully.

• The output from the OT must obviously be compatible with the ALMA
Observing System. This system is driven by Scheduling Blocks (SB). The
SB is the “atom” of observing with ALMA. Most observing is expected to
require the execution of many SBs.
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Figure 2. A view of the Observing Project tree

Thus the OT must provide a top level, goal-oriented, astronomical view of ALMA
(e.g. mapping area, frequency, rms noise), and then transform that information
into the data required to drive a complex instrument (a collection of optimised
SBs). Finally, it must remain flexible to support the changing operation of the
telescope as the knowledge of best use changes, and it must be able to accom-
modate future changes in computing technologies in response to the demands of
the astronomical community.

2. The Solutions

Figure 1 shows a package diagram for the ALMA Observing Tool, and the server-
side support required by it. Some key design features can be noted:

• Astronomical input is captured within a Program definition (Figure 2):
1. Multiple Regions of Interest (ROI) lie within a Target Space
2. Each ROI consists of a TargetArea definition and one or more Spec-

tralSetups (receiver and correlator).
• Observatory Experts supply encapsulated domain-specific knowledge.
• A Program Generator service converts astronomical input to SBs lying

within a recursive hierarchy that allows for very complex programs.
• Another Service supplies technical Validation of Programs.
• The generated content may be directly edited by experts.
• Traditional separation of business data and editors allowing different views,

particularly interactive visual editing as an option to forms-based input.
• Use of the ALMA Common Software (ACS) to provide access to server-side

(observatory) services, e.g. ProjectRepository.
• Persistence of the information via entities bound to the XML Schema.
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3. The Technologies

The Java programming language was chosen for implementation, partly for
portability but also for commonality with other ALMA system.

CORBA IDL is used to define the functional interfaces between observatory
subsystems meshing with the ACS use of CORBA, facilitating distribution of
server side components. ACS implements the OMG’s Component Container
Model.

XML Schema provide data interface definitions and binding classes are gen-
erated using the Castor tool as part of the ACS framework (Sommer et al, 2004).
This also supports the persistence requirements. Ultimately persistence is im-
plemented by the Archive subsystem (Wicenec et al, 2004).

A number of common tools are being used during the design and implemen-
tation of the software, some notable ones being Doxygen for class documentation
JUnit for unit testing, and the Eclipse IDE for development. We strongly rec-
ommend these tools.

4. The Status

After some initial conceptual work the subsystem workpackage began in June
2002. The Preliminary design passed review in March 2003, and the first of a
series of incremental Critical Design Reviews was passed in June 2003.

An early prototype proved the architecture of the system, and the first
internal release of the system (October 2003) demonstrated integration with the
rest of the ALMA software, by creating and storing simple SBs that could be
queried and used by the Scheduling subsystem.

Annual incremental CDRs, major and minor releases for system integration
will lead to a “beta” release of the OT scheduled for 2006, when it is proposed
that a significant number of testers will have access. The system will be ready
for use in mid-2007 in time for interim observing with the telescope.

Acknowledgments. We are very grateful for Steve Scott’s (OVRO) con-
tributions to the concept and early design, and to Leonardo Testi (Arcetri) for
his continuing interest and advice.
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Abstract. In this paper we describe the ALMA Prototype Pipeline
Project, a joint ALMA Computing IPT / NRAO Interferometry Soft-
ware Division initiative to develop a Python based pipeline processing
capability for ALMA.

1. Introduction

The primary function of the ALMA science pipeline is to automatically calibrate
and image ALMA interferometry data and store the reduced data in the ALMA
science archive. The ALMA pipeline system will provide the processing heuris-
tics, in the form of Python scripts, and the software infrastructure required to
execute the pipeline in the ALMA computing environment. The data reduc-
tion modules will be provided by the AIPS++ group. The ALMA prototype
pipeline project is a joint ALMA Computing IPT / NRAO Interferometry Soft-
ware Division initiative to develop a Python based pipeline processing capability
for ALMA using the ALMA Common Software (ACS) framework and AIPS++
data processing modules.

2. The Science Pipeline Requirements

The pipeline software infrastructure must support:
• reuse of legacy science software
• an average data rate of 6 MB / second
• development, maintenance, and testing by scientific staff
• deployment at multiple sites with varied computing resources

To meet these requirements the pipeline architecture must:
• be open, distributed, and component based
• support a powerful scripting language
• provide robust error handling and logging systems
• be portable, scalable, and efficient
• handle resource allocation transparently
• be compatible with the offline reduction system
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Figure 1. The logical view of the science pipeline architecture.

3. The Science Pipeline Architecture: The Logical View

Figure 1 shows the logical view of the ALMA science pipeline. The ALMA
scheduler issues a pipeline processing request. The heuristics lookup module se-
lects the appropriate pipeline application script. The pipeline application script
is queued for execution by the pipeline executor. The pipeline application script
retrieves the required input data from the ALMA archive, calls the AIPS++
components to do the actual processing, and writes the pipeline results to the
ALMA archive. When processing is complete the pipeline executor issues a
pipeline processing complete event to the ALMA scheduler. The pipeline con-
trol module and GUI provide mechanisms whereby the pipeline operator may
intervene in pipeline execution. The CORBA based ACS system manages com-
munications between components of the pipeline, and provides basic lifecycle
management, event notification, logging, and error handling services.

4. The Science Pipeline Architecture: The Physical View

Figure 2 shows the physical view of the ALMA science prototype pipeline. The
interfaces to the ALMA scheduler and archive are not part of the prototype
pipeline project and have been omitted from the figure. The heuristics lookup,
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pipeline executor, pipeline control, and pipeline application modules from Fig-
ure 1 will be implemented in Python. The pipeline application modules may be
executed as Python commands (Python CLI) or wrapped as ACS components
and run inside an ACS Python container (Python script as servant). The two
AIPS++ C++ modules may be executed as Python commands (the Python
CLI) or called from within Python pipeline application scripts. The pipeline
control GUI will be written in Java (Java GUI). ACS will manage communi-
cations between the pipeline objects and provide basic services and tools (e.g.
Object Explorer). The prototype pipeline architecture is open and will support
importing visualization tools and data reduction components from other systems
in the future.

5. The Prototype Pipeline Development Plan

The primary goal of the ALMA prototype pipeline project is to develop a Python
based pipeline processing capability for ALMA using ACS to execute AIPS++
data processing components. A simple VLA 8 GHz GRB survey data pipeline
will be used to drive the prototype pipeline development effort, help focus
AIPS++ component development, and demonstrate pipeline processing capa-
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bility. The final prototype pipeline will be scripted in Python using AIPS++
C++ components. The project development plan is divided into three phases
A, B, C. The goals and current status of each phase are summarized below.

• Phase A Goals
• Demonstrate basic task execution including messaging.
• Connect some key AIPS++ components to ACS.

• Phase A Status: Complete
• AIPS++ vlafiller, constants, quanta, and imager ported to ACS.

• Phase B Goals
• Add remaining data processing components required for GRB use

case.
• Demonstrate a basic Python scripting capability for the AIPS++

components.
• Demonstrate a Java client capability for AIPS++ components.

• Phase B Status: In progress
• Python test scripts written for vlafiller, constants, quanta, and im-

ager.
• Ports of remaining major AIPS++ components underway.

• Phase C Goals
• Implement and test prototype VLA GRB pipeline in Python.
• Run the pipeline as a servant.

• Phase C Status: In progress
• ACS team have implemented Python as servant capability IN ACS.
• GRB use case development completed.

6. Current Status and Future Plans

The prototype pipeline project is on track to meet its primary goal of providing a
Python based pipeline processing capability for ALMA. The prototype pipeline
design already satisfies the first three requirements outlined in section 2. The
processing efficiency issue is being successfully addressed by the AIPS++ group.
A secondary goal of the prototype pipeline project is to evaluate ACS for use
as a future analysis framework. This effort will address longer term issues of
portability, scalability, resource allocation, and compatibility with the off-line
system.

More information about the ALMA ACS, pipeline, and offline systems
(AIPS++) can be found at the ALMA TWiki site at:

http://almasw.hq.eso.org/almasw/bin/view/Main/WebHome

Acknowledgments. We are grateful to T. Cornwell for proposing the mi-
gration of AIPS++ to ACS and developing the migration plan. We would also
like to acknowledge the hard work of the protopipeline team members Dong-
shan Guo, Darrell Schiebel, Raymond Rusk, Wes Young. Finally we thank the
ALMA ACS team and Dave Fugate in particular for rapid development of the
ACS Python capabilities.
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Abstract. ALMA will produce enormous data rates and volumes. In
full operation it will generate up to 60 MB/s of scientific data and in ad-
dition auxiliary and logging data with frequencies down to 48 ms. These
data have to be made persistent as early as possible after their produc-
tion. Consequently the archive is placed at the very center of the ALMA
data flow system and all other subsystems utilize the services provided.
In addition to these services the archive subsystem has to implement the
standard archive functionalities for PIs and archive researchers and it is
probably the first archive to have VO compliance written in the science
requirements. This paper gives an overview of the design and implemen-
tation and the current status of the ALMA archive subsystem.

1. ALMA Archive Design

The ALMA Archive design is built around two main concepts: to provide generic
information services and to act as a passive archive. Generic information services
are common archive functionalities like store, update, retrieve and query. These
methods are implemented on the lowest level in the XMLStore and the Moni-
torStore using an XML(-aware) database supporting XPath. The BulkStore is
implemented as a scalable file store like the ESO NGAS1 (Wicenec, Knudstrup

1Next Generation Archive System
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Figure 1. Schematic view of the ALMA Archive subsystem. The
‘Fast Data Channel’ Bar on the left connects the three subsystems
Correlator (main data provider), QuickLook pipeline and Telescope
Calibration pipeline with the archive. As depicted here the ALMA
archive foresees access to the data through different data models, de-
pending on whether the user is part of the observatory data flow system
or an external archive user or the VO system.
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& Johnston 2002) where the ’store’ method is implemented as a direct streaming
interface using VOTable2 based multipart/related messages. Retrieval of files
from the BulkStore by other subsystems will only be done through the XML-
Store. A passive archive does not carry out any ’business’ logic on the data items
it holds and in particular it does not know about the semantics of the data. The
semantics (cross references, relations) of the business logic reside in the data
models (Observatory Data Model and Science Archive Model). The data model
layer of the archive is implemented as second level meta data, i.e. a data model
is kept in the database as a document containing references to meta data which
in turn are describing data objects in the BulkStore or the MonitorStore. The
active logic (e.g. program tracking, scheduling, archive request handling) are
solely responsibility of the other subsystems, where the ALMA Science Archive
is seen as a separate subsystem here.

2. The Archive as a Central Repository

Centralization in the sense of the ALMA Archive does not mean that there
is exactly one place where the archive is located, but rather that all ALMA
subsystems are using the Archive as an area for persistent storage. A schematic
view of this is shown in the figure below.

For performance reasons there are interfaces directly between subsystems
and to the archive. The meta data describing observing projects is kept in a
hierarchical structure of XML documents. Some levels of this structure are not
referencing any ’real’ data, but are necessary to describe the project correctly.
Every document will be stored in the archive as an entity with a unique entity
ID. Some of the leaf nodes of this tree contain the actual correlator data, which
is also stored as an entity with a unique ID.

Like this every data item, be it meta-data a data model or correlator bulk
data is treated the same way and the core archive can be implemented to provide
very generic functionality only. The core archive is depicted by the lowest level
in Figure 1. The interfaces to the three stores are very similar, the XMLStore
and the MonitorStore are based on the same code. ’Normal’ subsystems do not
interact directly with this layer, the exception is the Correlator subsystem which
needs to stream data into the archive at a very high rate. The other subsystems
interact with the data model layer above the core archive as this layer provides
more specific interfaces which are usually even implemented using type safe
XML binding classes in Java automatically generated from XMLSchema files
using Castor3.

Our very basic prototype archive browser is using an Apache Tomcat4 ap-
plication server and Java servelets and we are looking into IBM WebSphere and
database integrated webservices as well. This kind of technology is also dis-

2VOTable: XML Format for Astronomical Tables, http://cdsweb.u-strasbg.fr/doc/VOTable/

3http://castor.exolab.org/

4http://jakarta.apache.org/tomcat/
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Figure 2. Schematic view of the ALMA data flow. The proposal
and program preparation follows a standard two phase process. SB
stands for ‘Scheduling Block’ which is the smallest entity handled and
scheduled by the ALMA system.

cussed in the various VO working groups as it is capable of providing external
interfaces for distributed systems.

The ALMA Archive science requirements list VO compliance as a very
generic term, while international VO efforts converge on standards and ap-
proaches. We are actively involved in the VO discussions and development, in
particular in the area of the VOTable standard where we are trying to expand
the VOTable definition to be useful for interferometric data. In addition we are
involved in the definition and implementation of data models for interferometric
(UV-plane) data in general and radio/sub-millimeter data in particular.
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Abstract.
The requirements for the archiving of ALMA observation data are

challenging: Not only are the expected rates of observation and monitor
data extremely high (0.5 TeraByte/day), there is also the need to archive
metadata about projects, proposals, observations, scheduling blocks, etc.
in a flexible way that allows for changes in the structure of these data
over the years.

The ALMA archive is divided conceptually into three parts: (1) The
BulkStore for the very observation data, (2) the MonitorStore for monitor
data collected by all instruments, and (3) the XMLStore for metadata
about observation and monitor data. The entities in the three distinct
stores are highly interrelated.

We will give an overview over the architecture of the ALMA archive
with a special focus on XML storage. XML (eXtended Markup Language)
was chosen not only as format for communicating data in the ALMA
computing infrastructure, but also for archiving data, since it provides
the required flexibility needed by the ALMA archive: XML is designed
to represent semistructured data, i.e. data whose structure is irregular,
changing over time or even unknown. This makes it the format of choice
for software that has to work over many years, when changes in the
underlying data structures are unavoidable.

1. Introduction

The ALMA Archive stands in the center of the ALMA dataflow: Most ALMA
subsystems exchange data in the form of XML documents (for metadata) or
binaries (for monitor and observation data) via the Archive (Wicenec, A. et al.
2004). XML is the format of choice for representing and exchanging data in the
ALMA computing infrastructure. This makes it easy to change the structure of
data, a circumstance unavoidable especially in the first years of operations. This
flexibility has to be paid by the higher effort for storing XML persistently: Stor-
age technologies for XML data are by far less mature as they are for relational
data as elaborated in the following sections.
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2. The Architecture of the ALMA Archive

As illustrated in Figure 1, the interface of the ALMA Archive provides three
access ways for storing (1) observation data, (2) monitor data, and (3) meta-
data. Internally, these three kinds of data are distributed to two storage areas:

A
R
C
H
I
V
E

observation data monitor data metadata
eg. scheduling blockeg. temperatureeg. images

XMLstorebulkstore

Figure 1. The ALMA Archive

observation and monitor data go to the bulkstore, whereas the metadata is sent
to the XMLstore. Note that observation data as well as monitor data always
have a header containing metadata, which is stored in the XMLstore, too.

The bulkstore essentially consists of NGAS, a scalable file store (Wicenec, A.
et al. 2002) allowing for efficient storage and retrieval of mass data on magnetic
disks.

All metadata like scheduling blocks, observing proposals, etc. as well as the
metadata for the very observations is stored in XML format in the XMLstore.
Since the observing tool, supporting investigators in preparing an ALMA obser-
vation, is required to run locally, i.e. disconnected from the ALMA computing
environment in general and the ALMA archive in special, two versions of the
XMLstore are implemented: one in the central archive with full functionality,
e.g. recovery, and the local archive, a lightweight XML database running on lap-
tops of investigators preparing an observation. Data from the local and central
archive are synchronized on the investigator’s demand.

3. XML and Semistructured Data

The data model for semistructured data (Abiteboul, S. et al. 1999) has been de-
veloped to overcome the limitations of relational data: semistructured data may
have a schema that is irregular, changing over time, unknown, or not existent
at all. Therefore semistructured data can live without a schema, containing a
sort of a semantic description in each data field itself.

Semistructured data is modeled as a labeled directed graph, or, for simpler
cases, as labeled tree. The left part of Figure 2 illustrates this with the example
of an article having an id, a title and a sequence of possibly nested sections.
Content is represented in the labels of leaf nodes. In contrast to a relational
modeling, different articles may have a varying number of sections, may have
an optional author etc. We can also observe that the tree contains some kind of
semantic description in the form of the node labels.
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id1234 An example... This is... Other... sec

sec sectitle@id

article

Even...

  <sec Other sections may follow...

    <sec> Even nested ones. </sec>

  </sec>

</article>

  <sec> This is the first section </sec>

  <title> An example for XML </title>

<article id='id1234'>1

2 3 4 5

6

Figure 2. Semistructured data as a tree (left) and XML (right)

In the last years, the eXtended Markup Language (XML; W3C 1998), an
instance of the semistructured data model, pervaded all areas of software in-
dustry as a means to represent and exchange data in a flexible way. Figure 2
shows on the right a small XML document that corresponds to the tree on the
left side. Every XML document can be modeled as semistructured data: An
element (<sec>. . .</sec>) corresponds to a node in a tree, with the children of
the node being represented as nested subelements.

There are two notions of schema for semistructured data and XML: descrip-
tive schemas are structural summaries describing the structure of a collection of
XML documents in the form of a collapsed tree. Structural summaries can be
easily adapted, if documents are changed or added to the collection. Structural
summaries, as illustrated in Figure 3, are often modeled as DataGuides (Gold-
man, R. and Widom, J. 1997): nodes in the original collection are represented
as one common DataGuide node if they are reachable by the same sequence of
node labels (e.g. the two sec nodes 4 and 5 of figure 2). In real-world cases, a
DataGuide is smaller by several orders of magnitude than the original document
collection. Normative schemas are essentially context-free grammars describing
the hierarchichal nesting structure of XML elements (DTD or XML Schema).
An XML document is called valid if it conforms to the structure described by
an XML schema or DTD.

@id

article

title sec

sec

2 3

6

54

1

Figure 3. A DataGuide for the example in Figure 2

4. Querying and Indexing XML in the ALMA Archive

The World Wide Web Consortium (W3C) is defining query languages for XML
for different application scenarios, e.g. XQuery. All query languages are based
on XPath (W3C 1999), a language for specifying locations in XML documents.
XPath’s syntax is derived from expressions used in operation systems for refer-
ring to files, as can be seen in the following examples:

article/sec
article[title="Interesting"]/sec
article//sec



100 Meuss, Wicenec & Farrow

The first of the above examples points at all nodes being sec-nodes and
children of an article-node. The second example selects sec-nodes being chil-
dren of article-nodes that have a title-child reading “Interesting”. The last
example selects all sec-nodes that are descendants of an article-node.

XML documents can be stored in either a native XML database (Tamino,
Xindice, etc.) or an (object-)relational database enhanced by XML capabilities.
We chose to use Xindice for the local archive and DB2 with XML Extender for
the central archive. DB2 provides the possibility to store XML documents as
CLOBs in columns with dedicated parts of the documents being redundantly
stored in additional “side tables”. XPath-like expressions are used to specify
which parts of documents are copied into side tables. A side table may be
equipped with a standard relational index for improving on access performance.

This approach of DB2 has a major flaw: side tables can only be accessed
by SQL queries, whereas we would like to query the original documents with
XPath queries. IBM plans tackle this problem in future releases, but for the
moment we are going to implement a workaround based on DataGuides in order
to compute the (non-trivial) translation of an XPath query into the correspond-
ing SQL query involving side table accesses: Instead of using a DataGuide as
descriptive schema, we store in its nodes information about which parts of the
documents are stored in which side tables and their datatypes: Each node of
the DataGuide is annotated with the name of the side table and column where
the respective content was moved to. Given an arbitrary XPath query, we can
use this DataGuide to check whether the XPath query can be evaluated with
the help of side tables and how the corresponding SQL query should look like.
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Abstract. On-line calibration consists of calibration operations per-
formed to maintain the ALMA observing system properly tuned to suc-
cessfully execute the planned observations. The results are used in quasi-
real time by the observing process, but also as input by hardware quality
control, by the dynamical scheduler, and by the Science Pipeline. Among
processing operations are the calibration of the atmospheric absorption,
of phase radiometric correction, of pointing scans, of phase and amplitude
reference measurements, ... We describe the developments as planned and
the options taken so far.

1. Introduction

On-line calibration consists of calibration operations that are performed to en-
sure that the ALMA system is and remains properly tuned to successfully exe-
cute the observing projects as they are scheduled. Many of these calibrations are
to be reduced on a short time scale (0.5 second), so that the calibration results
are made available to the observing process (Control Subsystem) which, in
those cases, is waiting for those to continue and acquire data.

Results are also used by the Scheduler, which needs to be kept informed,
as the quality of the calibration is one of the main factors determining which
project is best observed at a given time, and by the Executive Subsystem, to
maintain a proper hardware quality control.

Results are displayed and used by the Quick Look Pipeline and stored
in the Archive for further use in the Science Pipeline which will prepare the
final science results.

On-line calibration is implemented by the Telescope Calibration Sub-
system of ALMA Computing.
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2. Calibration Operations

We outline here the main calibrations to be performed:

2.1. Atmosphere calibrations

At frequent intervals (1-10 min), we need to compute atmosphere-corrected sys-
tem temperatures, to be used later, by the quick-look and science pipelines, to
scale raw data into antenna temperature scale. These system temperatures need
do be calculated for every ∼ 100 MHz frequency interval within the 8 GHz wide
instantaneous passband. At this occasion we compute also receiver tempera-
tures, optical depths, and other atmospheric parameters. The actual calibration
mode, including the hardware device being used, is being planned by the Science
team. This calibration needs previously measured side band ratios as input.

We will also need specific measurements to calibrate the Water Vapour Ra-
diometers (WVR). From those we will derive path length correction coefficients
to be used in real time by the Correlator Subsystem to apply an on-line path
length correction to visibility data, at ∼ 0.5−1.0s intervals, prior to integration.

Both calibrations will use the atmospheric library (ATM) developed at IEM
(Madrid).

2.2. Phase calibration

At regular intervals, phase calibrators (point sources) are observed. This can
be very frequent (∼ 20s) when the atmosphere is not stable, e.g. when observ-
ing at high frequencies. For each phase calibrator observation, we will measure
the rms phase fluctuations as a function of baseline length to qualify the atmo-
sphere, for instance by determining a seeing parameter. Using the last few such
measurements, we will determine a provisional calibration curve, to be used by
the Quick Look pipeline to prepare an on-line display of the science result. The
goal is also to compare data with and without path length correction, in order
to determine the on-line path length correction validity, and refine empirically
the correction coefficients.

2.3. Amplitude calibration

At less frequent intervals amplitude calibrators will be observed. On these we
will measure antenna efficiencies as a quality check, to get an early warning on
phase de-correlation, pointing or focus problems, receiver problems. Using the
last few measurements, we will determine a provisional amplitude calibration
curve (to be also used by the Quick Look pipeline). Also comparing data with
and without applied path length correction will give information on the validity
of the on-line path length correction.

2.4. Pointing and focus measurements

Reference pointing will be needed at typically at ∼ 30 min. intervals to obtain
the required pointing accuracy (0.6′′). These measurements will be made on
point sources, at most a few degrees from the target. We will use five-point,
cross or circular scanning, interferometer mode measurements to determine col-
limation offsets for each antenna. Similar but less frequent measurements will
be used to determine focus offsets in axial direction.
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Sets of pointing measurements on sources in very different directions will
be used to determine the pointing model coefficients by means of a least square
fits. We may also determine quite frequently a local pointing model, to be used
for e.g. 2 − 3 hours, as an alternative to the more frequent reference pointing
measurements.

2.5. Side band ratios measurements

Side-band ratios will need to be measured at regular intervals (receiver re-
tunings), even when the image sideband is separated or rejected electronically, in
order to determine the system temperatures. This is essential e.g. for precision
single-dish spectroscopy. Measurements will use a strong continuum source in
interferometer mode; the ratios will be sampled at ∼ 100MHz frequency inter-
vals.

2.6. Delay measurements, antenna position determinations

These less-frequent calibrations are needed whenever hardware connections are
made (delays) or when antennas have been moved in the continuous array recon-
figuration scheme. They use strong continuum sources in interferometer mode.
The delay calibration need spectral information (with a resolution depending
on the delay errors; The antenna position calibrations need a number of sources
across the visible sky.

3. Interfaces and Packages

The following table summarizes the interfaces between on-line calibration and
the other parts of ALMA Software:

Subsystem Description Subsystem
Executive → Lifecycle, parameter tuning
OffLine → Off-line execution
Control → Inform that new data is available
Control → Observation Meta/Auxiliary data

Correlator → Observation Channel Averaged Data
Correlator → Observation Spectral Data

Publish Results (new observing parameters) → Control
Publish Results (quality parameters for scheduling) → Scheduler
Publish Results (new calibration data) → QL Pipeline
Publish Results (quality data) → Executive
Archive Results (all kinds) → Archive
Error, Alarm → ACS

4. Issues

Science requirements, in particular in the area of calibration, will still evolve in
the near future, as the calibration plan is still being finalized, as for instance
the best use of water vapour radiometry and of fast-phase referencing can only
be determined after first on-site testing. As a consequence the developers will
work in close collaboration with the Science team. In the mean time tests of the
calibration software will proceed using both simulated data and data from the
antenna prototypes.
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Figure 1. The package structure of On-line calibration software.



Part 2. Image Restoration
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Abstract. High-resolution astronomical images can be reconstructed
from several blurred and noisy low-resolution images using a computa-
tional process known as superresolution reconstruction. Superresolution
reconstruction is closely related to image deconvolution, except that the
low-resolution images are not registered and their relative translations
and rotations must be estimated in the process. The novelty of our ap-
proach to the superresolution problem is the use of wavelets and related
multiresolution methods within an expectation-maximization reconstruc-
tion process to improve the accuracy and visual quality of the recon-
structed image. Simulations demonstrate the effectiveness of the proposed
method, including its ability to distinguish between tightly grouped stars
with a small set of observations.

1. Introduction

The physical resolution of astronomical imaging devices such as space telescopes
is limited by system parameters such as lens aperture and CCD array properties
and by physical effects such as the atmosphere and the interstellar/intergalactic
medium. However, such systems typically do not take a single snapshot of a
celestial body, but rather collect a series of images. Due to mechanical vibra-
tions of the instrument and movement of the satellite relative to the body being
images, the images collected are all slightly different observations of the same
scene. Superresolution image reconstruction refers to the process of reconstruct-
ing a new image with a higher resolution using this collection of low resolution,
shifted, rotated, and often noisy observations. This allows users to see image
detail and structures which are difficult if not impossible to detect in the raw
data.

Superresolution is a useful technique in a variety of applications (Schultz &
Stevenson, 1996; Hardie, Barnard, & Armstrong, 1997), and recently, researchers
have begun to investigate the use of wavelets for superresolution image recon-
struction (Nguyen, Milanfar, & Golub, 2001). We present a new method for
superresolution image reconstruction based on the wavelet transform in the pres-
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ence of Gaussian noise and on an analogous multiscale approach in the presence
of Poisson noise. To construct the superresolution image, we use an approach
based on maximum penalized likelihood estimation. The reconstructed image is
the argument (in our case the superresolution image) that maximizes the sum of
a log-likelihood function and a penalizing function. The penalizing function can
be specified by an ad hoc smoothness measure, a Bayesian prior distribution for
the image (Hebert & Leahy, 1989; Green, 1990), or a complexity measure (Liu
& Moulin, 2001). Smoothness measures include simple quadratic functions that
measure the similarity between the intensity values of neighboring pixels, as well
as non-quadratic measures that better preserve edges. Similar penalty functions
result from Markov Random Field (MRF) priors. Complexity measures are usu-
ally associated with an expansion of the intensity image with respect to a set of
basis functions (e.g. Fourier or wavelet) and count the number of terms retained
in a truncated or pruned series (Saito, 1994; Krim & Schick, 1999); the more
terms (basis functions) used to represent the image, the higher the complex-
ity measure. Many algorithms (e.g. Expectation-Maximization algorithms, the
Richardson Lucy algorithm, or close relatives) have been developed to compute
MPLEs under various observation models and penalization schemes.

Wavelets and multiresolution analysis are especially well-suited for astro-
nomical image processing because they are adept at providing accurate, sparse
representations of images consisting of smooth regions with isolated abrupt
changes or singularities (e.g. stars against a dark sky). Many investigators have
considered the use of wavelet representations for image denoising, deblurring,
and image reconstruction; for examples, see Mallat, 1998, and Starck, Murtagh,
& Bijaoui, 1998. The proposed approach uses an EM algorithm for superreso-
lution image reconstruction based on a penalized likelihood formulated in the
wavelet domain. Regularization is achieved by promoting a reconstruction with
low-complexity, expressed in terms of the wavelet coefficients, taking advantage
of the well known sparsity of wavelet representations.

The EM algorithm proposed here extends the work of Nowak & Kolaczyk,
2000, and Figueiredo & Nowak, 2002, which addressed image deconvolution with
a method that combines the efficient image representation offered by the discrete
wavelet transform (DWT) with the diagonalization of the convolution operator
obtained in the Fourier domain. The algorithm alternates between an E-step
based on the fast Fourier transform (FFT) and a DWT-based M-step, resulting
in an efficient iterative process requiring O(N log N) operations per iteration,
where N is the number of pixels in the superresolution image.

2. Problem Formulation

In the proposed method, each observation, yk, is modeled as a shifted, rotated,
blurred, downsampled, and noisy version of the superresolution x. The shift and
rotation is caused by the movement of the instrument, and the blur is caused
by the point spread function (PSF) of the instrument optics and the integration
done by the CCD array. The downsampling (subsampling) operator models the
change in resolution between the observations and the desired superresolution
image. If the noise can be modeled as additive white Gaussian noise, then we
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have the observation model

yk = DBSkx + nk, k = 1, . . . , n

where D is the downsampling operator, B is the blurring operator, Sk is the shift
and rotation operator for the kth observation, and nk is additive white Gaussian
noise with variance σ2. By collecting the series of observations into one array, y,
the noise observations into another array, n, and letting H be a block diagonal
matrix composed of the n matrixes DBSk for k = 1, . . . , n, then we have the
model

y = Hx + n. (1)

Similarly, if the noise is better modeled a Poisson, then we have the model

y ∼ Poisson(Hx). (2)

From the formulation above, it is clear that superresolution image recon-
struction is a type of inverse problem in which the operator to be inverted, H, is
partially unknown due to the unknown shifts and rotations of the observations.
The first step of our approach is to estimate these parameters by registering the
low-resolution observations to one another. Using these estimates, we recon-
struct an initial superresolution image estimate x̂. This estimate is used in the
third step, where we re-estimate the shift and rotation parameters by registering
each of the low resolution observations to the initial superresolution estimate.
Finally, we use a wavelet-based EM algorithm to solve for x̂ using the regis-
tration parameter estimates. We begin by describing a wavelet-based method
for the Gaussian noise model, and follow that by a discussion of a multiscale
technique for Poisson data. Each of these steps is detailed below.

3. Registration of the Observations

The first step in the proposed method is to register the observed low-resolution
images to one another using a Taylor series expansion. This was proposed by
Irani and Peleg, 1991. In particular, let f1 and f2 be the continuous images
underlying the sampled images y1 and y2, respectively. If f2 is equal to a shifted,
rotated version of f1, then we have the relation

f2(tx, ty) = f1(tx cos r − ty sin r + sx, ty cos r + tx sin r + sy).

where (sx, sy) is the shift and r is the rotation. A first order Taylor series
approximation of f2 is then

f̂2(tx, ty) = f1(tx, ty) +
(
sx − txr − tyr

2/2
) ∂f1

∂tx
+
(
sy − tyr − txr2/2

) ∂f1

∂ty
.

Let ŷ2 be a sampled version of f̂2; then y1 and y2 can be registered by finding the
sx, sy, and r which minimize ‖y1− ŷ2‖2

2, where ‖x‖2
2 =

∑
i x

2
i . This minimization

is calculated with an iterative procedure which ensures that the motion being
estimated at each iteration is small enough for the Taylor series approximation
to be accurate; see (Irani & Peleg, 1991) for details. This method was applied
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(a) (b)

Figure 1. Image registration results. (a) True shifts (black), initial
shift estimates (hollow), and final shift estimates (gray). (b) True ro-
tations (black), initial rotation estimates (hollow), and final rotation
estimates (gray).

to the earth image data in Figure 2. The sixteen true shifts and rotations are
displayed in black in Figure 1, and the results of this registration method are
displayed in hollow circles and bars.

After the registration parameters have been initially estimated using the
above method, we use these estimates to calculate an initial superresolution
image as described in Section 4.. This initial image estimate is then used to
refine the registration parameter estimates. The method is the same as above,
but instead of registering a low resolution estimate, y2, to another low resolution
estimate, y1, we instead register it to DBS1x̂. The results of this refinement
are displayed in gray in Figure 1. From these plots, it is clear that the Taylor
series based approach can produce highly accurate results. However, in low SNR
scenarios, where confidence in registration parameter estimates may be low, the
estimates can be further refined at each iteration of the proposed EM algorithm,
as discussed in the following sections.

Note that the motion model considered here encompasses only shift and
rotation movement. When recording still or relatively still objects distant from
the imaging device, this model is sufficient. More sophisticated models are an
area of open research.

4. Multiscale Expectation-Maximization

Maximization is facilitated within the EM framework through the introduction
of a particular “unobservable” or “missing” data space. The key idea in the
EM algorithm is that the indirect (inverse) problem can be broken into two
subproblems; one which involves computing the expectation of unobservable
data (as though no blurring or downsampling took place) and one which entails
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estimating the underlying image from this expectation. By carefully defining the
unobservable data for the superresolution problem, we derive an EM algorithm
which consists of linear filtering in the E-step and image denoising in the M-step.

The Gaussian observation model in (1) can be written with respect to the
DWT coefficients θ, where x = Wθ and W denotes the inverse DWT operator
(Mallat, 1998):

y = HWθ + n.

Clearly, if we had y = Wθ+n (i.e. if no subsampling or blurring had occurred),
we would have a pure image denoising problem with white noise, for which
wavelet-based denoising techniques are very fast and nearly optimal (Mallat,
1998). Next note that the noise in the observation model can be decomposed
into two different Gaussian noises (one of which is non-white):

n = αHn1 + n2

where α is a positive parameter, and n1 and n2 are independent zero-mean
Gaussian noises with covariances Σ1 = I and Σ2 = σ2I − α2HHT , respectively.
Using n1 and n2, we can rewrite the Gaussian observation model as

y = H (Wθ + αn1)︸ ︷︷ ︸
z

+n2.

This observation is the key to our approach since it suggests treating z as missing
data and using the EM algorithm to estimate θ.

An analogous formulation is possible for the Poisson noise model. In this
case, photon projections can be described statistically as follows. Photons are
emitted (from the emission space) according to a high resolution intensity x.
Those photons emitted from location m are detected (in the detection space)
at position n with transition probability Hm,n, where H is the superresolution
operator from (2). In such cases, the measured data are distributed according
to

yn ∼ Poisson

(
∑

m

Hm,nxm

)
. (3)

In this formulation of the EM algorithm, the missing data is defined as z =
{zm,n}, where zm,n denotes the number of photons emitted from m and detected
at n. The complete data are Poisson distributed according to

zm,n ∼ Poisson(Hm,nxm).

Hence the observed data y in (3) are given by yn =
∑

m zm,n. Additionally, were
we able to observe z = {zm,n}, the direct emission data for each location m is
given by sums of the form

∑
n zm,n ∼ Poisson(xm). Therefore, if z were known,

we could avoid the inverse problem altogether and simply deal with the issue of
estimating a Poisson intensity given direct observations.

From these formulations of the problem for Gaussian and Poisson data,
the EM algorithm produces a sequence of estimates {x(t), t = 0, 1, 2, . . .} by
alternately applying two steps:
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E-Step: Updates the estimate of the missing data using the relation:

ẑ(t) = E
[
z|y, θ̂(t)

]
.

In the Gaussian case this can be reduced to a Landweber iteration (Landwe-
ber, 1951):

ẑ(t) = x̂(t) +
α2

σ2
HT

(
y −Hx̂(t)

)
.

Here, computing ẑ(t) simply involves applications of the operator H. Re-
call that H consists of shifting, blurring, and rotation (which can be com-
puted rapidly with the 2D FFT) and downsampling (which can be com-
puted rapidly in the spatial domain). Thus the complexity of each E-Step
is O(N log N).

In the Poisson case, this step is reduced to

z(t)
n,m =

ynx̂
(t)
m Hn,m

∑
` x̂

(t)
` Hn,`

,

which can also be computed in O(N log N) operations.

M-Step: Updates the estimate of the superresolution image x. In the Gaussian
case, this constitutes updating the wavelet coefficient vector θ according
to

θ̂(t+1) = arg min
θ

{
‖Wθ − ẑ(t)‖2

2

2α2
+ pen(θ)

}

and setting x̂(t+1) = W θ̂(t+1). This optimization can be preformed us-
ing any wavelet-based denoising procedure. For example, under an i.i.d.
Laplacian prior, pen(θ) = − log p(θ) ∝ τ‖θ‖1 (where ‖θ‖1 =

∑
i |θi| de-

notes the l1 norm), θ̂(t+1) is obtained by applying a soft-threshold function

to the wavelet coefficients of ẑ(t). For the simulations presented in this
paper, we applied a similar denoising method described in (Figueiredo &
Nowak, 2001), which requires O(N) operations.

In the Poisson case, the M-Step is equivalent to photon-limited image
denoising. In practice, this commonly consists of performing maximum
likelihood estimation, but these estimates are known to diverge from the
true image after several iterations. The denoising can also be accomplished
using the Haar-based maximum penalized likelihood estimation method we
developed in Willett & Nowak, 2003; the MPLE function employed here
is

L(x) ≡ log p(y |
∑

m

z(t)
m,n) − 1

2
pen(

∑

m

z(t)
m,n) log n, (4)

where p(y |x) is the Poisson likelihood of observing photon counts y given

intensities
∑

m z
(t)
m,n and pen(

∑
m z

(t)
m,n) is the number of non-zero coeffi-

cients in the Haar-based multiscale representation of
∑

m z
(t)
m,n and n is the
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total number of photons in the observation vector y. In maximizing this
function, the resulting reconstruction will be one that has a relatively high
likelihood value as well as a relatively low complexity Haar representation.
This denoising procedure is a bottom-up tree pruning algorithm which
requires O(N log N) operations.

In both the Gaussian and Poisson noise cases, the proposed method has the
advantage that the M-step is a denoising procedure, and the multiscale methods
employed here are both near-minimax optimal.

In low SNR cases, where confidence in the initial estimates of the shift and
rotation parameters may be low, the proposed algorithm can be modified by
simply inserting an additional step in which the parameter estimates are updated
based on the current estimate of the superresolution image x̂(t), as described in
the previous section. Similarly, if the blurring operator is only partially known,
its parameters can also be updated at each iteration of the proposed algorithm.
The resulting scheme is not a standard EM algorithm, but it is guaranteed not
to decrease the penalized likelihood function.

5. Simulation Results

We reconstructed two superresolution images to demonstrate the practical ef-
fectiveness of the proposed algorithms. A sample low-resolution satellite image
of earth is displayed in Figure 2(a). Sixteen such 64× 64 images were generated
using an original 256 × 256 image (Figure 2(c), with values ranging from 0 to
255), which was shifted and rotated by a random, subpixel amount, distorted by
a 4×4 uniform blur, and contaminated with additive white Gaussian noise with
variance σ2 = 1/2. The superresolution image in Figure 2(b) was reconstructed
using the wavelet-based EM algorithm described above for α2 = σ2 = 1/2. In
the simulation, the estimate is initialized with a least-squares superresolution
estimate of relatively poor quality. While not presented here, experiments have
shown that the proposed approach is competitive with the state of the art in
superresolution image reconstruction.

In our second simulation, we studied the effect of the proposed method on
an image of stars. The original image is displayed in Figure 3(c). The data
for this simulation was generated using the same procedure as for the Earth
image. Note from the sample observation image in Figure 3(a) that several
stars are indistinguishable prior to superresolution image reconstruction, but
that after the application of the proposed method these stars are clearly visible
in Figure 3(b). The superresolution image in Figure 3(d) was generated using
the same procedure but with only two observation images. Clearly the quality
of this result is less than the quality achievable with more observations, but
significantly more stars are distinguishable in the output than in any one of
the observations. This implies that the proposed method may be useful even
for small sets of observations. Finally, Figure 3(e) displayed the output of our
multiscale method for Poisson noise. In the case, the mean photon count was
527. As in the Gaussian case, the improvement in resolution is significant.
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(a)

(b) (c)

Figure 2. Superresolution results for earth image. (a) One of 16
observation images (64× 64), contaminated with Gaussian noise, σ2 =
0.5 and a 4 × 4 uniform blur. (b) 256 × 256 result. (c) True high
resolution image.

6. Conclusions and Future Work

In this paper we present a multiscale approach for superresolution image recon-
struction in the presence of either Gaussian or Poisson noise. This approach uses
several shifted, rotated, blurred, noisy observations to construct a new image
with higher resolution than any of the observations. Because of the multiscale
complexity regularization used in the the EM reconstruction algorithm, our ap-
proach is robust to noise. This is demonstrated for several practical examples.
Notably, we demonstrated that stars which are irresolvable in any individual
observation can be clearly distinguished after superresolution image reconstruc-
tion, even when using only two observation images.

Future work includes speeding the convergence of the proposed method
using a new technique described in (Salakhutdinov & Roweis, 2003) and a more
Bayesian approach in which the shift and rotation parameters are integrated out
of the problem formulation. In addition, there are several questions still to be
addressed, including: How does the blur radius impact reconstruction quality?
How much can resolution be recovered at what accuracy? How can the proposed
multiscale methods be extended to optimally process data collected by photon
detector cells with spatially varying sensitivities? Despite these open areas of
research, however, we feel that wavelet-based superresolution has the potential
to make a significant impact on astronomical imaging.
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(a)

(b) (c)

(d) (e)

Figure 3. Superresolution results for stars image. (a) One of 16
observation images (64× 64), contaminated with Gaussian noise, σ2 =
0.5 and a 4 × 4 uniform blur. (b) 256 × 256 result. (c) True high
resolution image. (d) 256 × 256 result obtained using only two 64 ×
64 observation images. (e) 256 × 256 result obtained using 16 64 ×
64 observation images contaminated with Poisson noise; mean photon
count per observation image = 527.
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Abstract. Aperture synthesis radio telescopes measure the Fourier tran-
sform of the sky brightness distribution. However the Point Spread Func-
tion (PSF) of such telescopes has significant and widespread side-lobes,
which needs to be deconvolved from the images. Existing deconvolution
algorithms can be thought of as decomposing the image into a set of delta
functions (scale less basis). This uses more degrees of freedom than nec-
essary and is not optimal for extended emission. In this paper we present
an iterative scale sensitive deconvolution algorithm for radio interfero-
metric imaging, which attempts to minimize the degrees of freedom used
to represent the signal (spatially correlated pixels).

1. Introduction

A radio interferometric telescope incompletely measures the visibility function,
at discrete points. The Fourier transform of the visibility function, called the
Dirty Image (ID), is the convolution of the true image (Io) with the telescope
Point Spread Function (PSF)

ID = FT (V oS) = Io ? B (1)

where (B) is the PSF, S the visibility sampling function and V o is the observed
visibility.

The goal of deconvolution algorithms is to estimate a sky image model IM ,
such that the model visibility V M = FT −1(IM ?B) fits the observed visibility to
the extent allowed by the noise. A generalized model image IM can be expressed
as a linear sum of Pixel models

IM =
NM∑

k=0

Pm( ~pk) (2)

where P ( ~pk) is the pixel model, ~p are the parameters for the amplitude, location
and the shape of P . The problem of optimal deconvolution then reduces to
solving for IM with a minimal set {~p} allowed by the data.

The current popular image deconvolution algorithms (Karovska, 2002), like
CLEAN (and its variants (Clark, 1980; Cornwell et al., 1990) and MEM (and its
variants (Cornwell&Evans, 1985)) model I o in a scale-less basis (delta functions).
Such algorithms also require regularizes to avoid over-fitting (which results into
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spurious compact sources in the image). Usually, this regularization is done via
a user defined maximum number of components or/and global estimate of the
noise in the image. Extended emission, which is at a very different scale than
a compact component, is broken up into delta functions and later smoothed
to suppress the high frequency errors made in such a representation. However
since delta functions are at a scale smaller than even the resolution element,
this results into the well known breaking-up of extended emission problem. In
this paper we describe an algorithm which decomposes the sky image into pa-
rameterized Adaptive Scale Pixel (Asp) model. The parameters of the Aspen
are determined using non-linear minimization. The algorithm is sensitive to the
local spatial scale as well as the local signal-to-noise ratio.

2. Algorithm

The functional form for the Asp used in this paper is a symmetric two dimen-
sional Gaussian. The algorithm searches for the locally best fit Asp to the Dirty
Image, by estimating the location (xk, yk), amplitude (Ak) and the size (σk) of
the Asp.

The dirty image is smoothed to a few scales ranging from the smallest to
the largest expected scale. A global set of Aspen, {Po} is maintained and a new
Asp added to this list at each iteration. The model image is computed using
this set and Eq. 2. The image decomposition into Aspen basis then proceeds as
follows:

1. At each iteration, compute the model and residual visibilities as V R
i =

V M
i − V o, where V o is the observed visibilities. Compute the residual

image IR = FT (V R) and smoothed versions at a few scales.
2. Locate the peak among all the smoothed versions of IR. Use the location,

amplitude and the scale at which the peak was found as the initial guess
for the new Asp Pk. Set {Po} = {Po}+ Pk.

3. Make a sub-set of Aspen {Pi} which will maximally affect the convergence.
4. Simultaneously solve for the parameters of this sub-set such that χ2 =∑ |V o − V M

i |2 is minimized.
5. Goto Step 1 till IR is noise like.

Ideally, all the Aspen determined in the earlier iterations should be kept in
the problem at each iteration. However since the computational load scales
strongly with the number of Aspen in the problem, the speed of convergence
is significantly improved by adaptively dropping those Aspen which may not
affect the χ2 at the current iteration. Since the scale of the local Aspen is also
adaptively determined based on the local signal-to-noise ratio (SNR) and the
active set of Aspen determined in previous iterations are kept in the problem,
the number of effective parameters used to represent the final image is minimized.

The set of active Aspen is determined by applying a threshold on the length
of the vector of the first derivatives of the χ2 with respect to all the parameters
(pi) of each Aspen Pk Dk =

∑
i[(∂χ2/∂pi)

2]1/2. Dk is computed for each k at the
start of each iteration and all Aspen with Dk < Do are dropped from the problem
at that iteration. Since this is done at the beginning of each cycle, mistakes in
this estimate for the active set of Aspen are corrected in later iterations. This
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Figure 1. Figure showing the results of the Asp deconvolution on a test
image. The left panel shows the original model image used. A 600 Asp model
of the image after deconvolving the PSF is shown in the right panel. The
scale of the right image is adjusted to show the low level noise as well.

however implicitly assumes that the χ2 surface has the same curvature along all
axes. Ideally, the active set should be determined by thresholding the covariance
matrix, which is computationally expensive. Since the value of the off-diagonal
elements and the structure of the covariance matrix is strongly dependent on the
side-lobe levels of the PSF, the active set of Aspen can be estimated by using
an Aspen decomposition of the PSF and its significant side-lobes. Such a PSF
decomposition (Bhatnagar&Cornwell, 2003) appears to model the distant but
significant side-lobes of a typical PSF well. Use of such an approximation for the
PSF to compute approximate covariance matrix is being currently investigated.

3. Results

Several tests were done using simulated model images (not shown here) which
were convolved with PSF for typical VLA observations and then deconvolved
using the above algorithm. The algorithm was found to be sensitive to lo-
cal scales and even overlapping components with varied scales were separately
detected. Consequently, the model image was represented with many fewer
degrees of freedom compared to other scale-less or multi-scale algorithms (Hold-
away&Cornwell, 2001).

A VLA observation of M31 was used as a more realistic test case. The best
available deconvolved image was used as the “ideal” model image. The model
image was then convolved with a PSF corresponding to a typical VLA C-array
observation. The resulting dirty image was then deconvolved using the above
algorithm. The original model image, and the model image from this algorithm
are shown in Fig 1. The Asp model in the right panel is composed of 600 Asp.
For similar dynamic range, the multi-scale (MS) Clean used ∼ 8000 components.
The scale-less Clean algorithm required about a factor 10 more components than
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even MS-Clean, and did not do as well as Asp or MS-Clean in terms of residual
noise and fidelity.

4. Conclusions

Image deconvolution can be treated as a search for a model image, which when
convolved with the PSF, minimizes an objective function (e.g. the χ2). The
model image is represented as a parameterized function, which is estimated by
the deconvolution algorithms. Since the residual image provides the update
direction in an iterative scheme, a parameterization which fundamentally sepa-
rates noise from the signal (the sky emission) will always produce better results in
terms of dynamic range and fidelity. Correlation length (or equivalently the scale
of emission) is one such parameter which strongly separates the noise (which is
fundamentally scale-less) from the signal. The algorithm presented here uses
scale as one of the parameters and given the PSF, attempts to separate noise
and signal using the Adaptive Scale Pixel (Asp) model. It is sensitive to the
local scale of emission and SNR and is shown to perform better even for complex
images with a range of scales. The reconstruction is optimal at all scales using
minimum degrees of freedom compared to other algorithms. Heuristics used to
eliminate insignificant Aspen, which adaptively changes the dimensionality of
the problem at each iteration, are shown to be effective. Other, possibly more
effective methods for this using an estimate of the covariance matrix are being
explored. Also, a pixel model with a tighter support constraint, with also con-
venient mathematical properties is also likely to improve speed of convergence.
Work is in progress to incorporate these improvements in the algorithm.
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Abstract. This papier presents an overview of SAADA, a tool designed
to allow astronomers to easily create their own databases from archival
files (images, spectra, tables, ...) or from imported data. It aims to make
the process of database creation as automatic as possible. Its functionality
will include java code generation, data loading, automatic web interfacing,
and some interoperability features. Correlation links between records can
easily be set up by astronomers in order to add scientific content to the
database. Data can either be accessed with the automatic Web interface
or by handling persistent objects. Through an API, SAADA will be
able to interoperate with external databases (using of VO standards). It
will also be able to achieve queries including constraints on correlation
patterns.

1. Introduction

The increasing capabilities of both hardware and networking offer the possibility
to astronomers to easily organize their own data in local databases. Neverthe-
less, setting up such databases remains difficult, especially for the complex and
heterogeneous data used in astronomy. The presented development, SAADA,
(Système Automatique d’Archivage de Données Astronomiques in French, Hap-
piness in Arabic) aims at making the deployment of local databases easier.

SAADA is not a database system but a database generator. Databases
created by SAADA will be hereafter refered as SAADA-DBs. All SAADA-DBs
rest on the same branches of a common data model, but have their own object
layers (API and Web interface) and their own relational bases.

The architecture of the SAADA-DBs tries to take advantage of both rela-
tional and object worlds. Object model is convenient to deal with heterogeneous
data and to provide a simple API whereas relational database model is a mature
solution to share large sets of information and to manage concurrency, transac-
tions and roll-backs. A SAADA-DB is an object layer using a SQL RDBMS as
repository. The goal of SAADA is to create a database system ready to use (a
SAADA-DB) just by analysing input data and by applying some rules given by
the data owner. SAADA relies on freeware, standard compliant, multiplatform
and object oriented programming. SAADA is totally written in Java using num-
ber of public APIs (J2EE- Flanagan 1999). The purpose of this paper is more
to explain the architecture of the SAADA-DBs than to describe the structure of
SAADA itself (Figure 1).
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Figure 1. SAADA

2. Features of a SAADA-DB

A SAADA-DB can host tables, images, spectras and time series. Data are
grouped in named collections (e.g. STARS, GALAXIES) set up by the owner.
Once a new SAADA-DB is created and its data set loaded, it can be accessed
through a web interface using servlets. The web interface provides browsing
facilities and an editor for complex queries. It has functionnalities similar to
those of the XCAT-DB interface (Michel 2004). A Java API allows database
users to handle records in Java instances. The API is read-only by default but a
specific mode can be used by the SAADA-DB’s owner to set-up persistent links
between data (e.g. cross-match). The API has not been designed to load data.
This task is dedicated to the dataloader module by reading local products or by
querying some external databases.

3. Architecture of a SAADA-DB

Below is a short description of the SAADA-DB modules. The organization of
all SAADA-DB components is shown in Fig 2.

- API specific: Generated API including classes modelling the persistent
data.

Data loader: Module used to load data from the input files/streams.

-- Module servlet: Automatically generated web interface.

- Module web wervice: This module handles database accesses by web
services.

- Object cache: Achieves the conversion of relational data into persistent
objects.

- API generic: Low level persistence functionalities.

- High level query engine: Query optimizer.

- Module update: This module is in charge of updating persistent objects.
It can not create new objects but it can modify some attributes such as
correlation links between instances.

- Open modules: Built out functionalities.
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Figure 2. SAADA Architecture

4. Auto-configuration

One of the most useful property of SAADA , its auto-configurability, allows
astronomers to create their own databases without writing any line of code
in Java or SQL. With SAADA, database owners must just set a few rules at
configuration time which specifies the mapping between input data and classes.
Input data are identified by directory names, filename masks or some inner
keywords. The collection in which data must be stored are also specified at
configuration time. From this configuration file (XML) and from the input data
checking, SAADA is able to build SQL tables and Java classes which together
are going to form the new SAADA-DB.

5. Object-Relation Mapping

As all SAADA-DBs are built on the top of the same data model, the object
mapping is quite simpler than for any other general purpose Object-Relationnal
system. This simplicity added to considerations on low level functionality and
on performances lead us to choose to develop our own object mapping layer.
The mapping mechanism is classically (Rahayu 2000) based on the use of object
identifiers (OIDs). From any OID SAADA is able to:

– determine the table where the object is.

identify the object class.

–– retrieve the instance content.
With a single OID, any data record can be retreived either in the relational
world or in the object jungle (or vice-versa). OIDs are unique within a given
SAADA-DB.

6. Performance fonctionnalites

6.1. Object Cache

The object cache is the hot spot of the system. It is in charge of transforming
table records into Java instances and especially to minimize databse accesses.
Its setup has a fundamental impact on global performance. Objects are handled
by OIDs, their content is not read; but the first time an attribute is accessed,
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the cache is invoked to build the full instance. Objects no longer referenced by
the application are removed from the cache by the JVM garbage collector only
when the memory heap is full.

Complex objects are built into the cache by applying a lazy-loading strategy
(Kircher 2001).

6.2. Query Engine

Queries are processed by a separate module. The query optimization obviously
has a significant impact on the global efficiency of a SAADA-DB. Users queries
are translated into SQL queries including some built-in functions taking in ac-
count their complexity. Further local computation on SQL query results can
be achieved before returning the final result. Queries only return sets of OIDs.
Object contents can only be delivered by the cache. SAADA systematically im-
plements into SAADA-DBs some specific features necessary to speed up queries.
All data will be for instance referenced on a sky pixel map (e.g. Qbox, Page
2002) and specific indexes are setup for the processing of queries including con-
straints on correlated data patterns.

7. Development Status

A SAADA-DB is under test. It includes all of the basic functionnalities (cache,
web interface). This prototype is built by a piece of software hosting the
main modules of SAADA (auto-configuration, data loader). The first public
distribution will be released in spring 2004. SAADA status can be seen at
http://saada.u-strasbg.fr/
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Abstract. Mining large quantities of uncalibrated archives, for specific
sources can prove to be a hard task. Even an automated search engine
able to use an archive metadata (instrument, a filter, exposure time...)
is not completely sufficient. Indeed, without calibration it is difficult to
know whether an interesting source can be seen on images without actu-
ally looking. Here, we show how a “reversed” exposure time calculator
can be used to efficiently process the database-stored image descriptors of
the ESO/Wide Field Imager (WFI) archive, and compute the correspond-
ing limiting magnitudes. The end result is a more scientific description of
the ESO/ST-ECF archive contents, allowing a more astronomer-friendly
archive user interface, and hence increasing the archive useability in the
context of a Virtual Observatory. This method is developed for improv-
ing the Querator search engine of ESO/HST archive, in the context of
the EC funded ASTROVIRTEL project.

1. Introduction

With the increasing number of large-scale surveys in various wavebands, as-
tronomers find themselves with more data than they can actually deal with.
While so much available data makes multi-waveband studies easier, the logistics
problems faced in this area are twofold: finding out which datasets amongst the
archives are of interest for a specific study, and then comparing heterogeneous
data coming from different sources. Though this paper’s interest lies with the
former, references concerning a data mining approach of the latter can be found
in Voisin (2002) and Voisin & Donas (2001).

The ST-ECF/ESO archive, physically stored in Garching, Germany, is typ-
ical of this data ‘mine’ too huge to efficiently parse by usual queries. It contains
more than 10 terabytes of scientific data obtained with the ESA/NASA HST,
with the ESO NTT, VLT and with the Wide Field Imager on the ESO/MPI
2.2m Telescope, and keeps growing at a rate of 4.5 terabytes per year. Thus, a

125
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simple multi-waveband study of a source in a given sky area could easily require
the analysis of 50 to 100 images, from various telescopes using various filters.
Of course, depending on the type of source studied, some/most of those im-
ages might prove of no interest as the depth/filter can prevent the source from
being seen on the final image. It might also happen that the sky region the
scientist is interested in proves to have been observed in an insufficient number
of wavebands for conductiong the study. This manual archive ‘mining’ work
proves to be time consuming for the scientist, especially as a lot of data in
the ST-ECF/ESO archive is uncalibrated, and makes multi-waveband research
inefficient on a larger scale than a few sources.

The ASTROVIRTEL project (Pierfederici et al., 2001; Micol & Pierfederici,
2004), supported by the European Commission and managed by the ST-ECF
on behalf of ESA and ESO, aims at enhancing the scientific return of the ST-
ECF/ESO Archive, by focusing on the creation of tools and methods allowing
one to efficiently access archives as virtual telescopes. Among those tools, a
search/query engine called Querator (Pierfederici, 2001) has been developed with
this multi-waveband idea in mind, making it easier to parse through the whole
ST-ECF/ESO archive and find specified sky regions that have been observed
in a minimum number of wavebands. This is currently used for multiple data
archive studies such as the one presented in Ó’Tuairisg (2004).

Though one of the problems is solved, the other one (images of unsufficient
depth, poor filter for a specific source) is only slightly improved. Querator,
through the use of observation metadata (telescopes, generic filters, exposure
time...) allows the user to give constraints on the images he wants to get. But
these constraints proved to be difficult to use, hence the need for a simpler, more
generic approach, such as specifying the faintest magnitude of the objects we
want to see in the images. As the images are uncalibrated, limiting magnitude
information is not available. Our approach is to use intrument simulation (a
reversed exposure time calculator) for computing this value.

2. Mining Archives with Querator

Querator is a search engine developped at the ESO in the context of the AS-
TROVIRTEL project. Querator is a search engine addressing the need for as-
tronomers to get multicolour image data. Linked with the naming engine SIM-
BAD, Querator can be given either a sky box, an object name, or a list of objects,
and is then able to process the entire ST-ECF archive for every corresponding
image matching a number of user-defined constraints. Main constraints available
for the user to fix are:

• instrument used for the observation, to select in a list of all ESO and
HST instruments for which images are stored in the ST-ECF archive,

• minimum exposure time of observations to include,
• start time of the observation. Here a minimum/maximum date or a date

range can be specified,
• wavelength of the observations. This can be a specific, a list or a range

of wavelength,
• minimum filter number in which the area has to be observed for Quer-

ator to return images,
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• filter type lets the user select all filter types or restrain search to broad/-
narrow bands.

Though those constraints make it possible to narrow an image search, it is
still difficult to use Querator to look for sources of a known spectral type and
of a known magnitude. Indeed, if one doesn’t want to get lots of images not
deep enough to sort out, the only way of doing a pre-selection is to select a
large enough minimum exposure time. But this value alone is very difficult to
apprehend as it depends on other observation parameters.

3. From Exposure Time to Photometric Magnitude

To compute a limiting magnitude without reprocessing the whole ESO archive
images, we chose to use the ESO exposure time calculator. This instrument
simulation tool is generally used before observations for computing the minimum
exposure time required for getting a specific signal to noise ratio on sources
of a given spectral type/magnitude. The main formula used by the ETC for
computing the number N of counts a source will give is:

N =
F.∆i.T.E.S.Ωi

P

where N is the number of electrons per bin, F is the incident flux, ∆i is the
filter band width , T the total exposure time, E the efficiency, S the telescope
surface, Ωi is the solid angle subtended by the integration element, and P the
energy of one photon. A signal to noise ratio S/N can then be computed as:

S

N
=

NObj√
NObj + nbin.NSky + nbin.RON2 + npix.DARK.T

where RON is the contribute to the detected counts due to the Read Out
Noise, DARK is the similar term due to the dark counts, nbin is the number
of integration bins to evaluate the DARK contribute to S/N , and npix is the
number of integration pixels to evaluate the RON contribute to S/N .

Considering that we know the exposure time T , and that we fix a minimum
signal to noise ratio, we can rearrange the formula for computing a minimum
flux FObj a source should produce as:

FObj =
S
N

2.a.T
.

[
S

N
+

√
( S

N

)2

+ 4.c

]

with a and c such as:

a =
∆i.E.S

P

c = nbin.a.FSky.T.Ωi + nbin.RON2 + npix.DARK.T

From this minimum flux, we can then compute a corresponding theoretical
limiting magnitude for the image. Sources fainter than this magnitude should
theoretically not be seen. Computing magnitudes by this method is far easier
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than doing it by reprocessing the entire image, and it can be done for the entire
archive at a small computing cost. Once Querator has been tuned for taking
this information into account, it will be possible for uninteresting images to
be discarded directly by the search engine, instead of returning them to the
user. Of course, the multi-waveband aspect has to be taken care of, so the
reversed ETC (or LMC for Limiting Magnitude Calculator) is able to convert
magnitude between bands for various known spectral types. Finally, in case of
missing metadata, the LMC can simulate some values (sky brightness according
to moonphase, airmass tables for telescope locations...), at the price of a loss of
accuracy.

4. Conclusion

So far, the LMC is only processing images of a few instruments, due to the low
availability of metadata on some other archives. An observation metadata ‘data
model’ is actually under construction, and should be designed in accordance
to the IVOA interoperability requirements. Another interesting thought is the
question whether the LMC should just be used for computing limiting magni-
tudes that Querator would then use, or if the LMC should be entirely plugged in
the search engine, and compute limiting magnitude information ‘on-the-fly’. The
latter would definitely be the more interesting since it would allow the user to
fix herself the signal-to-noise ratio she’d like to have on certain sources, but this
might require too much computation, and delay further the query answering.
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Abstract. The ISO Data Archive (IDA) and XMM-Newton Science
Archive (XSA) were already providing some support for inter-operability
from external archives and applications to the IDA and XSA. These ser-
vices allow to directly access IDA and XSA metadata and data products
without going through the archives usual user interfaces. These services
have been adapted to existing VO standard, in particular the SIAP (Sim-
ple Image Access Protocol). This paper describes the way ESA, as a data
(ISO and XMM-Newton) provider has adapted his system to the VO
without modifying the internal metadata and data repository structure.

1. Introduction

Within the ESA’s Science Operations and Data Systems Division, the Archive
Development Group in Villafranca, Spain is responsible of developing and main-
taining ESA Scientific Archives. In particular, the ISO Data Archive (IDA)
and the XMM-Newton Science Archive (XSA) have been developed using the
same flexible and modular 3-tier architecture which have allowed them to be
inter-operable with other astronomical archives and applications.

The standard way of accessing these ESA archives is normally through a
powerful and similar Java interfaces ( IDA2 XSA3) where users can interactively
query, visualize and retrieve the observations and sources’ catalogues of these
missions.

In the recent months, IDA and XSA existing inter-operability services have
been adapted to comply to the new VO standards, in particular the SIAP (Sim-
ple Image Access Protocol). The archive modular architecture has made this
adaptation relatively easy, without requiring to modify the way the archives are
internally organized.

2. Inter-Operability System Before the VO

For several years already, the IDA and XSA have offered some inter-operability
services which allowed external archives or applications to bypass their standard

2http://www.iso.vilspa.esa.es/ida

3http://xmm.vilspa.esa.es/xsa
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Figure 1. ISO Postcard Server

user interfaces and access the archives catalogue and products without requiring
human intervention. Furthermore, the IDA and XSA user interfaces are also
accessing remote archives (ADS, SIMBAD, NED, IRAS, . . .) to provide links to
relevant information for the end user. An example of such service is described
in Figure 1 describing how the ISO Postcard Server is accessed from various
archives.
Nonetheless, this access mechanism has some drawbacks:

• there is no real access to the metadata, but only to the data products
(quick look data or scientific data products)

• the interface has to be defined on a case by case basis, by giving the
required metadata to the external archive

Therefore, it has been decided to develop a system that could give access to
both archives metadata and data products. This was initially provided by the
new system Archive Inter-Operability which was developed for ISO and XMM-
Newton.

Later on, VO inter-operability working groups defined the SIAP (Simple
Image Access Protocol) which provides the following major functions:

• Image Query (access to metadata)
• Image Retrieval (access to data products)

3. New AIO Architecture for the VO

With the existence of our AIO system to provide inter-operability to our archives
and the advent of the SIAP, it appeared natural to us that the AIO system should
be adapted to be able to support SIAP standard. We did not want to build
a completely new SIAP system beside our existing AIO, but rather building
an extra layer on top or our AIO to support SIAP requests. The resulting
architecture is described in Figure 2.

Normal project clients (such as the IDA and XSA Java user interfaces) are
interfacing with the Project Business Logic. This Business Logic, also called
middle tier allow transparent access to the metadata and the data products. If
the organization of the data is modified, the clients do not have to be modified
as this is dealt with by the Business Logic.
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Figure 2. VO AIO Architecture

The AIO provided an extra layer of abstraction for other clients to access
metadata and data products, bypassing the standard user interfaces. As a new
client, the AIO interfaces with the Project Business Logic.

Furthermore, an extra layer has been added to allow clients to make SIAP
requests through the AIO system.

Finally, all clients (normal user interfaces, AIO system, other VO clients)
can access the metadata and data products through the same final interface
which is the Project Business Logic.

To provide ISO and XMM-Newton metadata and data products to the VO,
the internal existing systems (user interfaces, Project Business Logic, database,
data products repository) did not have to change at all.

4. Translation Layers

To allow the existing systems to be re-used to support VO standards (SIAP,
VOTable), translation layers have been built to translate VO SIAP specific re-
quest into known requests to our existing systems.

A SIAP Image Request is translated into an AIO metadata request, which
then is transformed into a Database Request (standard SQL query). The Data-
base Request is then returned as the result of the SQL query, but is then trans-
lated into a VOTable as per the SIAP standard. For the results to be also
viewable, we have added two more formats of the results (ASCII and HTML).

Similarly, a SIAP Product Request is translated into an AIO product re-
quest, which then is transformed into a product request to the existing data
repository. The products are then returned in a URL stream for the SIAP client
to make use of it. If wanted, the products can also be returned on a FTP server.

The translations are made through the translation layers using XML files.
Metadata query can be made based on UCDs as per SIAP format, but it will
finally be translated into an SQL query based on our existing database structure
(table and column fields) which are of course not in UCDs.

All is illustrated in Figure 3.
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Figure 3. Translation Layers

5. Conclusion

Thanks to an already modular and flexible 3-tier architecture design of the ISO
Data Archive and XMM-Newton Science Archive, it has been quite easy to adapt
our existing inter-operability system for them to support VO standards (SIAP,
VOTable).

The use of translation layers between the various parts of the systems has
proven to be very appropriate as it allows to support VO standards without
necessity of modifying your existing database and data products repository. You
can then allow searches on UCDs without having to modify anything in your
existing database.

All this development has been performed with JAVA JSP and Servlets cou-
pled with XML which have proven to be a good suite for developing this type
of application.

This system is very flexible and although originally designed to provide
Simple Image Access, has also been improved to provide access to ISO and
XMM-Newton spectra using exactly the same mechanisms.

Full documentation about how to use these services can be found at:
• ISO : http://pma.iso.vilspa.esa.es:8080/aio/doc
• XMM-Newton : http://xsa.vilspa.esa.es:8080/aio/doc

Acknowledgments. The authors would like to acknowledge the rest of
the ESA RSSD VILSPA Archive Development Team who have participated in
the IDA and XSA development : John Dowson, Jose Hernandez, Inaki Ortiz,
Guillermo San Miguel and Vrata Venet as well as the ISO and XMM-Newton
Archive Scientists, Alberto Salama and Matteo Guainazzi.
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Chandra FITS Dictionary
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Chandra X-Ray Center/Smithsonian Astrophysical Observatory

Abstract. Well-defined data and metadata specifications are funda-
mental for the operation of large observing facilities. We have collected
the complete body of FITS keywords, as used in Chandra data products,
into a dictionary database that provides easy access to their use and
meaning. We present an account of the functionality of the dictionary, as
well as a description of the database design and details of the tools which
display the dictionary.

1. Introduction

Well-defined data and metadata specifications are fundamental for the operation
of large observing facilities. For the Chandra Data Archive almost all data
products are in FITS format, following a stringent set of conventions concerning
the data formats and header construction. The header keywords form the core
of the metadata for our archive, therefore a proper understanding of the rules
and conventions that govern their meaning and usage is essential to a correct
interpretation of the data.

We have collected the complete body of FITS keywords, as used in Chandra
data products, into a dictionary database that provides easy access to their use
and meaning. As such, it provides metadata on the metadata. This is of obvious
interest to our users, but also, and particularly, for facilitating multi-mission data
analysis. In addition, such dictionaries are invaluable as an aide to projects and
missions that are in the process of defining their metadata conventions. Finally,
the Virtual Observatory also has a clear need for electronic access to metadata
definitions.

2. The Dictionary

The Chandra X-ray Center (CXC) FITS dictionary was designed to provide gen-
eral definitions of the approximately 300 keywords. In addition, the dictionary
also provides more detailed definitions of keywords as they are used in the more
than 250 distinct types of FITS files produced in the processing of Chandra data.
All definitions include a detailed definition, a descriptive string describing the
keyword, and a datatype. To complete the definition, the format, units, max-
imum and minimum values, allowed values, default values, and notes on usage
of a keyword are included where appropriate.

133
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Figure 1. Snapshots of the search and browse screens.

In order to accommodate the various needs of users, the CXC FITS web
interface gives users three forms of access to the dictionary.

Search by keyword: This page returns general definitions that apply to all
CXC data files. Wildcards can be used in the search. If an exact match
cannot be made, close matches will be returned. A list of filetypes using
the keyword is also returned. See Figure 1 for a snapshot.

Browse the database: This page allows the user to browse the database by spe-
cific filetype. The keyword definition that is returned will be specific to its
use in that filetype. For keywords that contain an index (eg., HDUCLASn),
each value for the filetype is returned. For keywords that come in groups
(eg., TTYPEn, TFORMn, TUNITn, etc.), a link is provided to a table
giving the full group definition for the filetype. See Figure 1 for a snap-
shot.

Generate schematic FITS headers: This page generates a schematic FITS
header for a selected filetype. The schematic includes the keywords, default
values, FITS comments, datatypes, and formats for each HDU contained
in the header. See Figure 2 for a snapshot.

3. The Database

The CXC follows a stringent set of conventions regarding header construction.
A filetype is composed of one or more Header-Data Units (HDU). Each HDU’s
header contains a set of components. These components consist of fixed sets of
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Figure 2. Snapshots of the generate header screen and a sample header.
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Figure 3. Diagram of the relationship (one-to-one or one-to-many)
between the columns used to join tables in the database. The dotted
lines are links between the usage note table and the rest of the database.
The dashed lines are links between the reference table and the rest of
the database.
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keywords. In addition, each filetype may contain additional keywords. There are
also ordering requirements for header components and keywords. As a result,
the dictionary database became quite involved. The database layout is loosely
based on the keyword database design used by the Space Telescope Science
Institute. See Figure 3 for a diagram of the database structure. The tables
fall into three categories: those which define the keywords to varying degrees of
specificity; those which provide locations of keywords within headers; and those
which provide references for the information within the database.

4. Conclusion

The database and dictionary interface are mostly mission-independent, possibly
requiring minor revisions to one table in the database and several queries in the
CGI script to reflect a mission’s categorization of its FITS files. As such, we
offer our package to any project that has a need for this facility.

Acknowledgments. This work is supported by HEASARC grant 16613384
and NASA contract NAS8-39073 (CXC).
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Abstract. The SuperCOSMOS Sky Survey ( SSS1; Hambly et al., 2001)
consists of digitised scans of Schmidt photographic survey material in a
multi–colour (BRI), multi–epoch, uniformly calibrated product. It covers
the whole southern hemisphere, with an extension into the north cur-
rently underway. Public online access to the 2 Tbytes of SSS pixel data
and object catalogues has been available for some time; data are being
downloaded at a rate of several gigabytes per week, and many new sci-
ence results are emerging from community use of the data. In this poster
we describe the terabyte–scale SuperCOSMOS Science Archive2 (SSA),
which is a recasting of the SSS object catalogue system from flat files into
an RDBMS, with an enhanced user interface. We describe some aspects
of the hardware and schema design of the SSA, which aims to produce
a high performance, VO–compatible database, suitable for data mining
by ‘power users’, while maintaining the ease of use praised in the old
SSS system. Initially, the SSA will allow access through web forms and
a flexible SQL interface. It acts as the prototype for the next generation
survey archives to be hosted by the University of Edinburgh’s Wide Field
Astronomy Unit, such as the WFCAM Science Archive of infrared sky
survey data, as well as being a scalability testbed for use by AstroGrid,
the UK’s Virtual Observatory project. As a result of these roles, it will
display subsequently an expanding functionality, as web – and later, Grid
– services are deployed on it.

1. Relational Model for the SSA Data

The photographic material used in the SSA comprise the SERC J/EJ, ER/AAO–
R and I original surveys along with first epoch R data from the ESO–R and
POSS–I E copies in the southern hemisphere; ultimately, the northern hemi-
sphere will be included via POSS–II J, R and I copies with POSS–I E copies
again providing early epoch R data. Hence, 8 single colour surveys on 3 different
field systems (ESO/SRC, POSS–I and POSS–II) make up the source material.
The rest of the schema follows from the several individual colour/epoch plates in

1http://www-wfau.roe.ac.uk/sss

2http://thoth.roe.ac.uk/ssa
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each field, each plate giving rise to a set of detections, some of which are flagged
as spurious (eg. Storkey et al. 2003), and all of which are merged into multi–
colour, multi–epoch sources (merging allows computation of colour–corrected
magnitudes and proper motions). In this way, all information concerning the
source photographic material, its measurement on SuperCOSMOS and subse-
quent processing by in–house software is available as metadata in the schema,
in addition to the parameterised detection and source attributes. The raw data
volume is dominated by two tables: the Detection table contains 3.7 billion rows;
with 228 bytes per row, it is 0.86 Tbyte in size; the Source table contains just
over 1 billion rows; with 246 bytes per row, it is 0.26 Tbyte in size. So the raw
data volume is a little over 1.1 Tbyte before adding in DBMS overheads such as
indexing.

2. Hardware Design

The hardware design of the catalogue server for the terabyte scale SSA is based
around maximising IO bandwidth in order to service user queries as fast as
possible. The SSA catalogue server uses a Tyan Thunder PC motherboard
based on dual Xeon processors (2.8 GHz) and an associated Intel chipset. The
bus architecture of the motherboard incorporates three independent PCI–X (64
bit, 133 MHz) busses for the highest potential aggregate IO bandwidth. Other
aspects of the science archive hardware design that are relevant to maintenance
of Tbyte data volumes include 1 Gbit/s LAN connectivity and an Ultrium–II
LTO tape backup facility (encpasulated in on Overland 30–slot library system)
which is capable of backing up Tbytes in several hours.

Design of the disk subsystem is important for high aggregate IO applica-
tions. We have experimented with a number of disk array configurations along
with tests using different interfaces (IDE and SCSI) and different controllers
(hardware RAID, fibre–to–IDE, Ultra–SCSI etc). Our findings were in agree-
ment with those of others (eg. Gray et al. 2002) in that hardware RAID fault
tolerance comes at a significant performance cost – a simple design based around
software striping over multiple Ultra–SCSI channels yields the best IO perfor-
mance at reasonable cost. Hence, our SSA catalogue server employs four dual
channel Adaptec Ultra320 SCSI controllers on each of the three external and
one on–board PCI–X motherboard interface slots. We have attached four Sea-
gate 15 krpm, 150 Gbyte Ultra320 SCSI disks to each of the eight controller
channels – measurements using MemSpeed show that individual disks sustain
nearly 60 Mbyte/s read/write speed on a single channel, but also that software
stripe IO performance saturates at around 200 Mbyte/s (ie. 4 disks). The 32
disks yield 4.8 Tbyte of storage that is arranged in four logical volumes of 1.2
Tbyte each with 8 disks (one on each independent SCSI channel) used in each
stripe set. Because there is no fault tolerance in this design (ie. this is a RAID0
configuration), we are mirroring database files on a separate system in addition
to backing up on LTO–2.
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Figure 1. Database picture of the SSA tables generated in MS SQL
Server.

3. OS, RDBMS and Software

Implementation of the SSA leans heavily on developments in science archiving
for the Sloan Digital Sky Survey at Johns Hopkins (Gray et al. 2002 and refer-
ences therein). The SSA is deployed within Microsoft SQL Server running on the
Windows 2003 Server operating system. Figure 1 illustrates the full SSA schema
as implemented within SQL Server; primary keys and foreign key relationships
between the tables are shown. Some software from the SDSS SkyServer design
have been used, most notably the 2d spatial indexing scheme known as Hierar-
chical Triangular Mesh3. We have used Windows software striping as described
previously to set up high IO bandwidth disk arrays, and have additionally used
file groups to distribute all large database files across the logical devices.

4. Data Loading

Small data files are easily imported into RDBMSs like SQL Server using comma–
separated ASCII files. However, for terabyte volumes, numerical data files for-
matted in this way become impractically large. We have designed a binary
loading scheme for the SSA that uses native format files (ie. 4 byte floats occupy
4 bytes in the ingest files; short integers occupy 2 bytes etc). This has enabled
efficient transformation, transfer and ingest of the data stored in the pre–existing
SSS flat files. The native binary files are typically less than 1/3rd the size of
their ASCII equivalents making staging and network transfer significantly easier.
Furthermore, loading of the native files is much faster. We employed a minimally
logged, heaped load using BULK INSERT within SQL Server, attaching primary
key constraints after the loading process has finished.

3http://www.sdss.jhu.edu/htm
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5. User Interfaces

Currently, user access to the SSA is via browsable web forms. These action
Java servlets which parse the query, connect to the MS SQL Server and re-
trieve and format the results set. Features of the interface include choice of
traditional radial search, form–filled and free–form SQL queries and a catalogue
cross–match facility; choice of output formats (HTML table summary, comma–
separated ASCII, FITS binary and VOTable) with complete control over re-
turned attribute sets; and links to the existing SSS pixel image facilities. Future
enhancements to the SSA will include deployment of web services as alternative
client access points, and ultimately Grid services as we enter the next phase of
science archiving at WFAU: implementation of the WFCAM Science Archive.

6. The WFCAM Science Archive

The next large scale imaging datasets that will be curated and archived at
WFAU will be the survey programmes undertaken with WFCAM, a large for-
mat infrared imager for the UK Infrared Telescope UKIRT. Because the UKIDSS
survey programme4 is more complex than the legacy Schmidt surveys, the re-
lational model for the associated science archive (hereafter, the WSA5) is far
more complicated. Furthermore, curation of the programmes (eg. source as-
sociation, final photometric calibration, computation of derived quantities like
proper motion) will be database–driven and will take place within the RDBMS
(unlike analogous procedures for the SSA). Other features of the WSA relational
model include provision for database driven products, eg. difference images, im-
age stacks and image mosaics; and provision for pixel re–analysis given master
lists of positions and apertures (ie. SDSS–like consistent image analysis across
all colours available in a given field). WSA development also includes investiga-
tion of scale–out issues for 10s to 100s of Tbytes of data, eg. choice of horizontal
(clustered) versus vertical (multiprocessor) hardware scaling; spatial indexing,
eg. HTM versus others, eg. HEALPix; and investigation of other enterprise class
RDBMSs, ie. DB2 and Oracle.

Acknowledgments. We would like to thank Jim Gray and Alex Szalay
for much advice and help concerning design and implementation of the SSA.
Funding for WFAU is provided by the UK PPARC. We acknowledge software
and support from the Microsoft Development Network Academic Alliance.
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Abstract. Recent large catalogs have revolutionized our ability to do
astrometry with CCD images. The recently published FITS World Coor-
dinate System standard has provided a standard way of parameterizing
that astrometry, and the WCSTools and SExtractor software packages al-
low the automation of the “plate-fitting” process. We have amassed 1728
15′ × 30′ CCD images of a portion of the northern sky. After matching
image point sources to objects in each of the catalogs and fitting world
coordinate systems to them using the IMWCS program, we find mean
residuals between observed and catalog star positions of between 0.′′09
and 0.′′25 for the latest catalogs.

1. Introduction

In the last few years, several motivations for acquiring sub-arcsecond astrom-
etry of faint astronomical sources have arisen. Surveys and studies of specific
objects at radio and X-ray wavelengths require exact optical or infrared posi-
tions to identify optical counterparts. Small aperture spectroscopes such as the
300-fiber MMT Hectospec require input positions better than a half arcsecond.
The usual method of acquiring positions for faint, uncatalogued objects is to
match the brighter stars in a CCD image to one of the deep catalogs which have
been developed over the past 20 years by the Space Telescope Science Institute,
the U.S. Naval Observatory, and the 2 Micron All Sky Survey. Table 1 shows the
history of those large catalogs. At the same time, standards and software for as-
sociating image pixels with sky positions as world coordinate systems have been
developed, culminating in two papers (Greisen & Calabretta 2002, Calabretta &
Greisen 2002) and a software package which utilizes Calabretta’s WCSLIB with
real images (Mink 1997, Mink 1999, Mink 2002).

As more and more optical images were matched to catalogs, the question
of the accuracy of the positions of objects in the catalogs arose. We set out to
compare how well various catalogs fit a large set of images.

2. Data and Analysis

As part of the CfA Century Survey of galaxies (Geller et al. 1997), 1728 15 by 30
arcminute CCD images of a portion of the northern sky over the north galactic
pole were taken as 216 exposures by the 8-detector, one-degree-square MOSAIC
camera (Muller et al. 1998) on the KPNO 0.9 m telescope in 1998 December
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Table 1. Growing Astronomical Catalogs
Year Catalog Number of Sources Reference
1989 HST Guide Star Catalog (GSC I) 25,541,952 Lasker et al. 1990
1996 USNO-A1.0 Catalog 488,006,860 Monet 1996
1998 USNO-A2.0 Catalog 526,280,881 Monet 1998
2001 GSC II Catalog (2.2.01) 998,402,801 McLean et al. 2000
2002 USNO-B1.0 Catalog 1,036,366,767 Monet et al. 2003
2003 2MASS Point Source Catalog 470,992,970 Cutri et al. 2003
2003 USNO UCAC2 Catalog 48,366,996 Zacharias et al. 2000

and 1999 January and processed as described in Brown et al. 2001. A correction
was made for distortion across the wide field and a world coordinate system was
fit to objects in the images found by SExtractor (Bertin & Arnouts 1998) using
WCSTools and the GSC-I catalog. The resulting image catalogs, with image
coordinates and approximate right ascension and declination, became the raw
data for our study.

The uniformity of the images and the fact that they cover a portion of the
sky well away from the dense star fields of the galactic plane made them ideal
for automatic star matching. Unix shell scripts written for each catalog set up
an initial FITS header for each of the 1728 images with the center being the
mean position of the objects found in that image.

The WCSTools imwcs program was then run on each image. The IMWCS
program fits the same number of brightest catalog objects and brightest image
objects limited by whichever there were fewer of; with these wide field images,
the number of catalog objects in the field was usually the limit. The IMWCS
program fit all eight parameters of the FITS WCS tangent plane projection to all
of the catalog-image matches in the field. The program made three additional
iterations per image following an intial fit. The second fit used the refined
parameters which might have changed the position and size of the catalog section
to be matched. In the two final passes, the tolerance in the catalog-image match
was reduced by half each time to eliminate both bad matches and objects whose
catalog positions did not match their actual positions. The goodness of a fit for
an image is judged by the mean radial offset between the position of the objects
in the image mapped to sky coordinates through the fit world coordinate system
and the catalog position of the closest object, which is almost always within one
arcsecond.

3. Results

The means of the individual image offsets were used to compare how well each
catalog matched the sky as captured by our 1728 CCD images. The GSC-I
was used as a baseline, despite the fact that it matched 25 or more stars in
only 353 of the 1728 images. Figure 1 shows the distribution of mean Catalog-
Image positions in arcseconds. Table 2 shows how many catalog stars were
found in each images as a range and an average, how many catalog stars were
fit to image stars, as a range and an average for each catalog and the range of
mean (Observed-Catalog) radial offsets per image, and the mean and standard
deviation of that mean for the entire data set.
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Figure 1. Distribution of image-catalog radial offsets.

Table 2. Fits of Various Catalogs to 1728 Images.
Catalog Catalog Stars Matches fit Image-Catalog (arcsec)

Range Mean Range Mean Range Mean(Sigma)
GSC-I 26-61 35.78 25-64 34.16 0.168-0.654 0.321(0.085)
USNO-A2.0 119-454 258.52 78-353 189.10 0.301-0.457 0.368(0.024)
GSC-II 90-752 226.73 87-378 179.16 0.123-0.343 0.196(0.043)
2MASS PSC 93-365 171.06 86-331 153.26 0.154-0.347 0.220(0.024)
B1.0/id=2 136-1125 586.50 51-661 418.47 0.182-0.523 0.267(0.030)
B1.0/id=3 136-957 528.38 62-653 382.16 0.181-0.479 0.251(0.029)
B1.0/id=4 136-654 365.13 116-555 309.98 0.155-0.430 0.223(0.023)
B1.0/id=5 109-409 227.89 98-375 205.14 0.136-0.326 0.192(0.021)
UCAC2 40-72 51.52 40-69 48.80 0.054-0.159 0.091(0.015)

The GSC-I based on plates from the 1980’s does better than the USNO-A2.0
which is based on plates from the 1950’s, probably due to the motions of stars in
the intervening years, though the shorter exposures of the GSC-I may also have
given better centers. The more recent GSC-II, 2MASS PSC, and USNO-B1.0
catalogs all are based on the Tycho-2 astrometric reference catalog (Høg, et al.
2000), and give similar results. When the USNO-B1.0 gave worse results than
expected, it was filtered by the number of plates (POSS I red and blue, POSS
II red and blue, and N) on which the object was found. Thus the most recent
catalogs all cluster around 0.′′2 mean offset. Only 303 images were fit to the
recently-released UCAC2 catalog which covers our field, but it is incomplete, so
the automatic matching algorithm does not work perfectly. The mean offset was
0.′′1, tightly clustered as the standard deviation and Figure 1 show, half that of
the other catalogs. This shows that detector nonlinearity is not an issue above
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0.′′1, at least for these CCDs, and that there is room for improvement in the
astrometry of current deep all sky catalogs.
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Abstract.
The Chandra Data Archive is distributed at three physically remote

locations, two of them in Cambridge, MA and a third in Leicester, UK.
Each installation operates local hardware and a locally configured soft-
ware release. The data are stored at a single location or in synchronized
copies at multiple locations. The architecture enables processes to access
the installation that is closest to the user or another installation if the
first becomes overloaded or unavailable. This paper presents the archive
architecture for the multiple installations. We explain the mechanisms
that synchronize the data and we analyze the differences in data holdings
across sites. We discuss how the software release is configured to operate
at each installation and how users are routed to an installation depend-
ing on their profile. Finally, we describe the load balancing and failover
mechanisms built into the archive.

1. Introduction

The Chandra Data Archive contains data from observations in the form of
telemetry and data products. It also contains catalogs and operational data
like observing proposals, mission planning schedules and Chandra users’ infor-
mation. The archive serves both as a storage area for existing data and as an
active data store interacting with daily Chandra X-ray Center (CXC) operations.
The large number of archive users may generate a heavy load at peak times or
may request large data transfers to remote, slow networked locations. Opera-
tional processes that access the archive may require continuous availability of
the data regardless of potential heavy load or system downtime. In order to ad-
dress these needs, the archive was designed to operate at multiple installations,
each of which is configurable to the needs of different groups of users.

2. Archive Installations

A single archive installation consists of an RDBMS server that manages databases
and one or more archive servers that manage files. The server software is con-
figurable at runtime to operate at a specific installation. An installation can
operate with all or a subset of the archive data holdings. A number of archive

145



146 Zografou et al.

SAO

web server/
proxy server

web server/
proxy server

internet HEAD network

Backend applications

Client applications

Middle-tier applications

replicate subset replicate subset

LEDAS network

LEDAS OCC

Archive SQL Archive SQL ArchiveSQL

Server Server(s) Server Server(s) Server Server(s)

  client  client   client

Figure 1. Archive Installations

installations can operate simultaneously at the same or at remote locations.
They differ by the IP address or the port of the servers.

Archive installations are currently in production at three different locations
(Figure 1). The SAO and OCC installations are at the Center for Astrophysics
(CfA) and at the Chandra Operations Control Center (OCC), within the High
Energy Astrophysics Division (HEAD) network in Cambridge, MA. The LEDAS
installation is at the Leicester Database and Archive Service (LEDAS), in the
UK.

3. Replication Mechanism

The replication is one-directional. Data are entered in the archive at a pri-
mary installation and are replicated to secondary installations. The primary
installation is the one nearest to the data production site.

The Sybase ASE 12.5 SQL and replication servers are used for the storage
and replication of relational data. The replication server monitors the activity
of the SQL server at the primary installation and repeats recorded transactions
at the subscribing secondary installations.

Data files entered in the primary archive server cause entry of metadata in
the primary SQL server. When a row of metadata is replicated to a secondary
SQL server it triggers a call to the secondary archive server to transfer the data
file from the primary archive server (Figure 2). The archive server is a Sybase
12.5 Open Server application and can receive RPC calls from the SQL server.
It is also a Sybase 12.5 Open Client application, which allows it to connect to
the primary archive server and retrieve files.
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4. Data Location

Data are stored at single or multiple locations according to their type.
All data are stored at their primary installation where they are ingested in

the archive by data production operations. For example, the OCC installation
at the site where telemetry is received and processed, is the primary for telemetry
and pipeline products; the SAO installation at the site where the User Support
group is located, is the primary for proposals and user information.

Frequently accessed data are replicated to one or more installations in order
to provide better network access to users and decouple them from CXC opera-
tions. In this category belong the high-level data products which are accessed
by remote clients and are replicated to SAO. The public subset is also replicated
to LEDAS.

Mission-critical data are replicated for continuous availability, in case the
primary installation fails. Mission Planning data can be accessed by operations
at both the OCC and SAO installations.

A list of datatypes and their location is available to clients connecting to the
archive servers. The list points to two installations for each replicated datatype
or a single one for non-replicated data. The installation names are parameters
that are set for each client at runtime.

5. Software Configuration

All client, server and middle-tier components are bundled in the same archive
software release. All backend server installations need to run the same release
version for components that affect replicated data.

The software, including the backend and middle-tier servers and all their
clients, is configured at runtime by a number of parameters. The server pa-
rameters determine the archive installation where the server runs. The client
parameters determine the archive installations where the client connects. The
configuration for all known archive installations is included with the release run-
time environment. Each server or client process is automatically assigned a set
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of parameter values. The values are stored in environment variables and are
determined by the user ID for the backend servers and by the IP address for
clients. For middle-tier Java servers, the values are stored as properties when a
release is installed. The same properties are also used to configure remote Java
clients.

6. Failover and Load Balancing

Clients browse and retrieve data at their nearest available installation. If this
is not available because of failure or heavy usage, they failover to a different
installation, if it exists for the requested data. A client may failover at the
beginning or at any time during a session and fallback to the first installation if
it becomes available during the same session.

7. Conclusion

The OCC and SAO archive installations, both within the CfA subnet, have
been operating successfully since the Chandra launch, serving end-users and
operations. More recently, the LEDAS installation was added to provide closer
access for users in Europe.

With the growing size of the public archive, there is interest in establishing
more installations to reach users in Asia and other parts of the world. While
the mirror archives fulfill all the initial requirements, they are costly to establish
and operate. Furthermore, they include features like proprietary rights checking,
user authentication and operations support which are not needed in a public
data archive. A simplified approach for remote archive installations is currently
under development. In this approach, a remote archive is a public FTP directory.
Clients use the primary installation to browse the contents of the archive and to
submit retrieval requests. The primary installation forwards the request to the
FTP server installation nearest to the user. The first FTP archive installation
already exists at the CfA. More FTP archives in Europe and Asia are planned
for the near future.

Acknowledgments. This project is supported by the Chandra X-ray Cen-
ter under NASA contract NAS8-39073.
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Abstract. The current development of globally accessible astrophysi-
cal data systems is increasingly embracing Grid computing concepts, with
data description and formatting standards such as VOTable and Uniform
Content Descriptors providing a basis for system-system interoperability.
To date, a diverse set of database management systems have been used
for catalogue storage within these systems. We present a Virtual Obser-
vatory service for the HI Parkes All Sky Survey, implemented on an IBM
Lotus Domino R6 database management system. Domino’s distributed
computing architecture, with in-built support for replication and cluster-
ing, sets it apart from more general database systems as being inherently
suitable for Grid computing applications.

1. Introduction

The neutral atomic Hydrogen (HI) Parkes All Sky Survey (HIPASS), undertaken
in the period 1997 to 2001, has previously been described in ADASS proceedings
(Barnes 1998; Barnes et al. 1998). Since completion of the survey, HICAT —
a catalogue of all sources detected in the southern sky images — has been gen-
erated and lists the basic integrated HI properties for more than 4,300 galaxies
(Meyer et al. 2004). One of the primary tasks of the Australian Virtual Obser-
vatory (Aus-VO) in its first year of operation (2003) has been to publish HICAT
and make it available to astronomers around the world.

We present an overview of HICAT after migration onto a Lotus Domino R6
backend. Brief implementation details, general and Virtual Observatory service
facilities available and future system directions are covered. The functionality
shown has been tested with Microsoft IE 6, Lotus Notes 6.0.3 and Lotus Domino
Designer 6.0.3. VOTable output is compliant with VOTable version 1.0.

2. HICAT Virtual Observatory Service on Domino

The HICAT Domino database currently stores 4,329 source documents, each
with 172 data fields. Of these 172 data fields, 34 have been assigned Uniform
Content Descriptor parameter equivalents and associated VOTable metadata.
Over the Web, survey data is presented to users through the Domino view applet,
allowing view column resizing and sorting on a user-selected column. The Web
interface is presented in Figure 1. In addition to displaying source data through
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Figure 1. The Web interface to the HICAT database.

an applet, the HICAT database is able to return source data in VOTable format.
This is done through use of a combination of VOTable-compliant Notes forms
and Notes agents able to dynamically generate VOTable-compliant content. The
VOTable 1.0 Document Type Definition is stored within the HICAT database as
a Notes page, ensuring any VOTable validity checks are independent of external
resources.

Both a general parameter comparison search and conesearch facility are
provided in the HICAT database, and the database has been full-text indexed
to optimise search operations performed on document fields containing non-
numeric data. In Figure 2, a sample of VOTable source code returned from the
search facility is given. The HICAT database responds to HTTP GET queries
and returns results in VOTable format. An example of this type of query is

http://www.hicat.org/HICAT.nsf/HICAT?SearchView\&Query=FIELD+
VELOC〉7000+AND+FIELD+ID\ NUMBER〈5000,

where an example domain name has been used and a simple search based on
general velocity and source id values has been sent.

It is proposed that future versions of the HICAT database reserve VOTable
result sets for responses to remote HyperText Transfer Protocol (HTTP) GET
data queries, and use eXtensible Stylesheet Language (XSL) to respond to all
other data requests. A custom HICAT XSL stylesheet designed for use with
VOTable content has been tested successfully in the HICAT database. This
stylesheet presents data in a format meeting far more guidelines associated with
rapid user comprehension of results (Shneiderman 1998) than raw VOTable for-
matting. The eXtensible Stylesheet Language: Transforms (XSLT) process that
does this is shown in Figure 3.
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Figure 2. Sample VOTable document generated by the HICAT
search facility.

Figure 3. Improving data presentation through XSL transformation
of VOTable content.

3. Dynamic User-Customisable Interface

The HICAT Virtual Observatory system uses a number of techniques to present
its dynamic views and result sets. For example, Common Gateway Interface
QUERY STRING variable, general parameter and name-value pair (Hoey 2003)
parameter passing, and LotusScript WebQueryOpen and WebQuerySave agents
all feature. Manipulation of the Domino NotesView object is also employed
— release 6 Domino databases allow read-write programmatic access to the
IsHidden property of the NotesViewColumn class. We have taken advantage
of this feature to reduce database size and design complexity by using a single
database view, but allowed users effective access to this object property. Instead
of including a series of general-purpose views in an effort to satisfy a wide range
of users (Nolen 2001), every user may customize the HICAT view they see to
their own needs by entering hide/display preferences on an Options form. The
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WebQuerySave event of this form triggers a Notes agent that then toggles the
visibility of columns in the HICAT view accordingly.

In addition to providing a Web-based interface to HICAT, the Domino HI-
CAT database has provision for limited use by Lotus Notes 6 clients. Accessing
the database through a Notes client gives access to every data element of every
catalogue source and provides a facility for importing new data. Other miscel-
laneous HICAT database information and settings may also be reviewed from
within the Notes client, such as database size, number of documents, access
history, et cetera. In the interest of user interface consistency between browser
and Notes client interfaces, selected Web forms have been emulated with Notes
pages within the Notes client.

4. Grid Computing on Domino

Domino servers can be joined within a network into Domino Internet Clusters to
provide a series of native Grid computing features, such as distributed comput-
ing, high-availability and high-performance computing, and user- and database-
level security (see eg. Hardenburgh 2002; Kirkland 2000; Lamb & Lew 1999).
Domino also provides native cluster management features, a cluster analysis tool
in Domino Administrator, recording of cluster activities in the Domino Server
Log and additional cluster configuration details in its Cluster Database Direc-
tory (Hardenburgh 2003). The HICAT Virtual Observatory service database is
currently available to be deployed as a series of replicas on such a cluster.

Acknowledgments. We thank M. Meyer and M. Zwaan for providing HI-
CAT in advance of its publication. We are also grateful to IBM for providing
software through the IBM Scholars Program.
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Abstract. We describe here the functionalities and contents of the
OMC data server, a facility developed at LAEFF to provide access to
the data generated by the OMC (Optical Monitoring Camera), an instru-
ment on-board the INTEGRAL satellite, designed to obtain V-Johnson
photometry.

1. Introduction

The ESA’s space observatory INTEGRAL (INTErnational Gamma-Ray Astro-
physics Laboratory) was launched on October 17, 2002. The OMC (Optical
Monitoring Camera) is one of the on-board instruments, designed to obtain
V-Johnson photometry from the prime targets of the two INTEGRAL gamma-
ray instruments (15 keV-10 MeV) with the support of the X-ray monitor (3-35
keV). OMC offers the first opportunity to make long observations in the optical
band simultaneously with those at X-rays and gamma-rays. This capability is
particularly important in high-energy astrophysics where variability is typically
rapid and unpredictable and will provide invaluable diagnostic information on
the nature and the physics of the sources over a broad wavelength range. A full
description of the OMC instrument is given in Mas-Hesse et al. (2003).

Since January 2003, LAEFF1 is developing a scientific archive, containing
the data generated by the OMC, and an access system capable of performing
complex searches. A remarkable point is the existence of visualization and anal-
ysis tools, available from the user’s interface, aiming at optimizing the scientific
return of the OMC data. The system is opened to the scientific community since
November 2003 and can be reached at http://sdc.laeff.esa.es/omc. At the
time of writing the system contains 56106 light curves, each of them processed
using three different sampling times (1, 630 and 5000 seconds).

2. Functionalities

The main functionalities of the system are outlined below.

Archive Search: The OMC catalogue (Domingo et al. 2003) comprises 504819
objects. The query to access the archive is made by means of an HTML fill-

1http://www.laeff.esa.es
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Figure 1. Search capabilities of the OMC Data Server.

in form which permits to perform queries by object name, coordinates, object
type, V-magnitude range, date of observation, number of points of the light
curve and/or sampling time (see Figure 1). The output data may be ordered
by object name, coordinates, magnitude or date and time of observation. Two
output formats are available: HTML or ASCII.

The system has a built-in name resolver utility which makes possible to
query the archive using any of the object names provided by SIMBAD. The
name resolver gives more than three million and a half identifications for the
astronomical objects contained in the OMC catalogue. The full list of the names
associated to a given object can be obtained by simply clicking on the target
name in the output form.

The archive contains both public and private data (which becomes public
after a period of time) and both types of data can be accessed through the web
interface. Security and privacy of the private data are assured in two ways:
user authentication and encrypted data transfer. There are several types of user
profiles, each of them with different data access policies.

Results from Search: The following utilities are provided in HTML output
format to the users with proper access rights (Figure 2):

Plot utility: A browse plot of a light curve can be generated on-the-fly by
clicking on the corresponding link (Figure 3).

Fits Header Display: Links are provided to display the FITS headers of each
requested light curve file.
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Figure 2. Result of the search displayed in Figure 1

Data Retrieval: Light curves may be retrieved individually or in groups. If
a single light curve is requested, it is delivered as an uncompressed FITS
file. Multiple light curve retrieval generates a packed file in either tar.gz
or zip format.

On-line Help: Help on a specific keyword can be obtained by simply clicking
on it.

Help-Desk: A Help Desk facility to channel questions and to provide contin-
uous support to users of the archive is provided.

3. Future tools

A variety of data analysis tools are being developed and will be available in the
near future. The aim of these tools is to provide added-value functionalities to
the system giving the ability to perform data analysis tasks remotely.

Setting of the extraction window size: The extraction is presently per-
formed using a window of 5 × 5 pixels wide centered on the object. This setting
is not optimum, for instance, for crowded fields where stars falling within less
than around 50′′ from the target source will contaminate the extraction region.
Furthermore, crowded fields will induce a highly structured background lead-
ing to lower photometric accuracy which is of relevance, in particular, for faint
stars. To cope with all possible scenarios the system will offer the possibility of
an on-the-fly data processing with different choices in the size of the extraction
window.

Setting of the sampling time: The OMC processing pipeline samples the
observations at three different intervals: 1, 630 and 5000 seconds. These sam-
ples come from the combination of consecutive integrations of different duration
(currently in cycles of 100, 100, 30, 100 and 10 s). Nevertheless, monitoring of
fast variable objects would require shorter values (even down to 3s) whereas light
curves of faint objects with long-term variability would be improved if longer
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Figure 3. Browse plot of the resulting light curve.

samples are chosen. As for the case described in the above paragraph, subse-
quent releases of the OMC data server will incorporate a facility to perform
on-the-fly data processing according to the sampling time selected by the user.

Time series analysis: The operation of INTEGRAL from a high orbit allows
a continuous observation (only interrupted by the radiation belts crossing) for
periods of several weeks giving a unique photometric capability that cannot be
addressed from ground-based observatories. Our aim is that the OMC data
server also provides information in the frequency domain. Given the diversity of
the OMC targets (AGNs, X-rays binaries, gamma-ray burst, eclipsing binaries,
pulsating variables, ...) and the variability patterns (long/short-term variations,
mono/multi-periodicity,...), a detailed study on the techniques to be applied in
each case must be performed.

Data mining. Light curve characterization: Even though the OMC data
server allows making queries by object type based on the classification provided
by SIMBAD, it is clear that this classification can be greatly improved with the
use of the OMC data. Given the vast amount of data to be handled, classifi-
cation procedures based on the visual inspection by experts are not adequate
and data mining techniques must be used instead. We are presently working
in a neural network system to classify light curves of periodic variable stars.
The network will be trained with the HIPPARCOS light curves and, in a first
step, it will allow for the automatic classification of eclipsing binary stars with
a further extension to other types of variable stars (e.g. pulsating variables).
The system is designed to perform a unsupervised topological mapping based
on morphological proximity among the light curves.
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Abstract. We present the Skysoft project. Skysoft is a YAASD (Yet
Another Astronomical Software Directory), but with a different overall
approach.

To be useful, Skysoft needs to be a long–lived project, setting little
pressure for maintenance, imposing a very low nuisance level to the de-
velopers community, and requiring a low maintenance cost. Our aim is to
design Skysoft as a community–supported directory, to which everyone
can contribute, both developers and end–users.

1. Introduction

Skysoft1 is an astronomical software directory, but with a peculiar overall ap-
proach. Our choice is to design this site as a community supported direc-
tory. All people can contribute, with software news, user’s views, comments
and bugs/refuses notifications. Developers should post a brief description of
their product, with the classification which can ease the search and retrieval of
software projects.

2. What is Skysoft site about?

Skysoft is designed as a community supported directory. The idea is that, like a
chat session, content remains timely because of frequent user interaction. Users
and developers are invited to contribute with software news, user’s views, com-
ments and bugs notifications. This site is designed so that software developers
acquire more visibility because of astronomical context. Developers can post
a brief description of their product, with the classification which can ease the
search and retrieval of software projects.

1http://www.skysoft.org
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3. Why not a traditional site?

Traditional sites, such as ASDS2 and ASCL3 are valuable, and widely used.
But we think they are most useful in the standard context of mainstream data
analysis and reduction, where ten-twelve applications do 95% of the work, and
remain there for many years. It is difficult for traditional sites to easily accom-
modate new ideas, new approaches for less-used telescopes+instruments. For
instance, during data mining, we have found several interesting approaches to
the same specialized problem (not addressed by mainstream tools), but which
were rewritten over a decade by different groups, each without knowledge of
others’ efforts.

We propose a faster and more flexible approach as a complement to tradi-
tional sites. Also we do not need to have all the expertise in all the fields Skysoft
covers: it is enough that such expertise resides in the users’ community!

4. What is the Skysoft approach and what are its possible advan-
tages?

Skysoft is intended to be built by the community which uses it! If you think
that Skysoft lacks some information you deem useful, just add it! Many others
can benefit by your (minimum) effort! Plus you gain publicity for your work!

Our aim is to build a site useful for astronomers and instrument developers,
and to make this utility widely available, easy to use, and up-to-date with the
latest developments. We cannot cope with the enormous amount of information
and expertise needed. But the community as a whole has all the necessary
competence! If we all share our 2 cents of informations, we will build a site more
useful for everybody.

We started with a small amount of software we found in the net, just to
boostrap the site. The selection was rather arbitrary, based on our own knowl-
edge. Obviously, we have missed important informations: please add it and help
us to improve the site! We are ready to add a newsletter, an event calendar,
some discussion lists, and more.

5. So do I absolutely need Skysoft?

No. Everything which is available at Skysoft site can be found using other
Astronomical software collections, or asking Google, or asking some colleagues
and friends. But wait, my last Google interrogation returned 112000 documents!
A more specialized site can help speed up things significantly!! We aim to be a
first choice in search process!

2http://asds.stsci.edu

3http://ascl.net
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6. Present structure

The Skysoft Software Database has been structured as a tree. This structure is
wrong in our view: the software has a structure by far too complex to be repre-
sented in such a bidimensional way. Consideration of Database implementation
and ease of consultation led us to strip down such a complexity.

Here there is the database structure at the time of last modification. By
the dynamic nature of Skysoft approach, this can be outdated.

• Data reduction and Handling
Large general packages

add-on for large packages
Data Handling and Display
Data Conversion
Statistical packages
Utilities

• Data Archiving
Databases
Query Languages
Structure Organizer

• Astronomical Tools
Large Tools collections
Sky maps
Coordinate conversion
Celestial Ephemeris
Observations planning
Physical simulation and modelling

• Developer’s Tools
General Tools
Device Drivers
Human Interfaces
Data Handling libraries
Data Archiving libraries

• Management
Time allocation
Telescope pointing
Project management

• Didactic Tools
Digital Orreries
Learning tools
Amateur’s tools
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Figure 1. The Skysoft front page
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Abstract. KUG is a catalog of ultraviolet-excess galaxies which have
been detected on two- or three-color Kiso Schmidt plates. From 1984 to
1993, the first KUG survey selected 8104 objects in about 5100 square
degrees, and the second KUG has already selected 1642 objects in about
300 square degrees. We present a combined list of both surveys, together
with its analyses comparing other catalogs and databases.

1. Introduction

The KUG survey has begun 1984 as a project of selecting ultraviolet(UV)-excess
galaxies and compiling a catalog, with the Kiso 105-cm Schmidt telescope, by B.
Takase and N. Miyauchi-Isobe. Its first series has been compiled into a catalog
(by CDS, VII/179A) listing 8104 objects in about 5100 square degrees (Takase
& Miyauchi-Isobe 1993).

Figure 1. KUG survey areas.
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It was succeeded by its second series project, by N. Miyauchi-Isobe and H.
Maehara, and the second one has already selected 1642 objects in about 300
square degrees (Miyauchi-Isobe & Maehara 2003).

In the course of follow-up observations of KUGs (e.g., Maehara et al. 1987,
Tomita et al. 1997), it is clarified that the majority of them are spiral or irregular
galaxies with intense star formation in their nuclei, bars, disks, or outer regions.
These samples give us clues to the understanding of triggering mechanism of
star formation, and of the evolution of some types of galaxies. In addition,
Seyferts, LINERs, and active galaxies with some peculiarities are included as
minor groups of KUGs, being a fainter extension of Markarian galaxies.

The whole surveyed areas and selected objects are shown in Figure 1 (Right
map – northern hemisphere, its left end – 0h of right ascension, and its top –
6h).

The KUGs are detected on the ultraviolet(U) and red(R) double exposed
103a-E plates, as bluer galaxies than A-type stars, by eye-inspection. The cat-
alog contains the positions, the brightness, and the morphological types which
are eye-estimated in the Palomar Sky Survey Print (PSS).

The second survey will continue until finishing 14 areas already taken on
the Schmidt plates.

2. Preliminary comparison with the SDSS DR1 catalog

Recently the SDSS Data Release 1 (DR1) has been published (Abazajian et al.
2003). It contains a catalog of galaxies in which the objects were determined
by a software pipeline (Lupton et al. 2001). It seems worth comparing these
results, one is determined by eye-inspection and the other by software algorithm.

Figure 2 shows the KUG objects (red dots), and SDSS DR1 galaxies (blue
dots) which are sampled in accordance with the magnitude and color ranges of
KUGs.

Figure 2. SDSS DR1 galaxies over KUG objects.
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A sample figure of overlapping areas is shown in Figure 3. The area is
A0225 of Kiso division system, whose right ascension and declination limits are
shown below. Red squares denote KUG objects, and blue dots SDSS galaxies.

Figure 3. SDSS DR1 galaxies over KUG objects in A0225 area.

In plotting the figure, we first select SDSS’s u, g, r data of galaxies whose
positions coincide with those of KUGs, and then examine their magnitude and
color (i.e. u− g and g − r) ranges statistically.

Taking account of these ranges, we select the SDSS galaxies from the
database by sqlcl.py script. Adopted SQL instructions are as follows:

SELECT ra, dec, u, g, r, i, z FROM Galaxy
WHERE (g>11.3) and (g<17.5) and

(g-r>0.2) and (g-r<0.9) and
(u-g>0.5) and (u-g<2.0) and
(ra>128.9) and (ra<137.5) and
(dec>47.1) and (dec<52.7)
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3. Discussion

As seen in Figure 3, there are lots of SDSS galaxies not identified as KUG
objects. Inspecting these unidentified objects on our Schmidt plates and on
DSS-II database, we will be able to investigate the characteristics of algorithm
used in SDSS galaxy selection, from the eye-inspecting points of view.

Acknowledgments. The authors express their hearty thanks to all the
staffs of Kiso Observatory for their devoted services to every observation and
measurement.
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Abstract. The prototype version of the Korean Astronomical Data
Center (KADC)’s database server is presented. The first dataset is from
the Bohyunsan Optical Astronomy Observatory (BOAO)’s 1.8m optical
telescope. The total amount of the data is about 400 GB and these
data are obtained during 1997 Sep – 2002 Dec by using 1K CCD, 2K
CCD, and medium-dispersion spectrograph. The prototype version of
KADC database has two modes for the users : (i) user can look through
the list of titles of observing runs, observation logs, and parameters of
each FITS files, and (ii) user can search data by typing object name,
coordinates and search box size, etc. The FITS format files for target ob-
jects together with all accompanying files for processing can be obtained.
In KADC database, the search process is being operated by SQL using
metadata-table which contains information of FITS header parameters.
This archive is the first astronomical database made in Korea, which will
be expanded for the Taeduk 14m radio telescope data and future projects
such as Korean VLBI Network (KVN, to be completed in 2007) and 8m-
class large optical telescope which is currently being designed.

1. Introduction

The Korean Astronomical Data Center (KADC)1 was established in 2002 as a
new department in Korea Astronomy Observatory (KAO)2, the national obser-
vatory of the Republic of Korea, and has performed the principal axis in giving
birth to the Korean Virtual Observatory (KVO)3 in February 2003 (Kim et
al. 2003). As a first mission of the KADC/KVO, we are building databases
of astronomical data produced by telescopes in Korea. In this paper, we intro-
duce the prototype version of KADC using the Bohyunsan Optical Astronomy
Observatory (BOAO)4 1.8m optical telescope data.

1http://kadc.kao.re.kr/

2http://www.kao.re.kr/

3http://kvo.kao.re.kr/

4http://www.boao.re.kr/
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Figure 1. The Bohyunsan Optical Astronomy Observatory (BOAO)
1.8m optical reflecting telescope.

2. KADC Archive

BOAO is located at the summit of Mt. Bohyun, south-eastern part of Korea,
at the altitude of 1,162m. It is founded on April 1996 and has 1.8m reflecting
telescope (Figure 1) as the main facility. Using the ∼400 GB data obtained by
this telescope during 1997 September to 2002 December, we have constructed
an archive. The database is consisted of photometric (using 1K CCD and 2K
CCD) and spectroscopic (using medium-dispersion spectrograph) data and the
number of FITS files exceeds 80,000. The first web service is being made by
1997 to 2001 data.

Figure 2 shows the main page of this BOAO data archive. Primary search
criterion of object name or coordinates (with search box size) can be used to
search for the data, and secondary optional search criteria of observation date,
observer(s), data type, and/or instrument are also useful for obtaining concrete
data. The search process is being operated by SQL using metadata-table which
contains information of FITS header parameters. There are also JPG images
for preview and re-sorting options for each table column are provided.

Figure 3 shows a sample of search result page, from where the data can be
uploaded to the FTP site for further downloading in FITS format (Figure 4).

3. Future Works

The current prototype version of KADC will be expanded to contain the data
produced by other Korean telescopes, such as those obtained from Taeduk 14m
radio telescope, YSTAR (Yonsei Survey Telescopes for Astronomical Research)-
NEOPAT (Near Earth Object PATrol) project, and Galactic plane CO survey
(l = 60 − 180) project using the Seoul National University 6m radio telescope.
Data from telescopes that will be built in the near future (e.g., Korean VLBI
Network; KVN) and data from satellites launched by international cooperation
(e.g., Far-ultraviolet IMaging Spectrograph (FIMS), Galaxy Evolution Explorer
(GALEX)) will also be used.
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Figure 2. The main web page of the KADC BOAO database server.
User can search data by typing object name, coordinates and search
box size, etc.

Figure 3. The KADC web page showing the search result.
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Figure 4. The web page showing the ftp directory and the files ob-
tained from the previous searches.
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Abstract. Optical identification of the SS sample of the RC radio
source catalogue was impossible without the use of additional astronom-
ical resources. The volume of information for each source grew from the
100 bytes for each RC-catalogue row up to 10MB including radio and
optical observations, information from catalogues and surveys, data pro-
cessing results and files for Internet publication. Such work pushes us
to find a solution for integration of heterogeneous data and realization
of the discovery procedure. The experience gained in this project has
allowed formalization of a procedure for distant radio galaxy discovery in
the subject mediator context.

1. Introduction

The BIG TRIO (Goss et al. 1992, 1994) project to investigate distant radio
galaxies was carried out at the Special Astrophysical Observatory of RAS. The
list of objects for research consisted of radio sources from the deep survey of
the sky strip observed with RATAN-600 (Parijskij et al. 1991, 1992). 104
radio galaxies were selected from the 1145 objects in the RC catalogue. The
candidates were selected by radio source parameters including steep spectra and
FRII morphology (Parijskij et al. 1996). Most of the RC catalogue radio sources
have flux densities between 5 and 50 mJy. 10% of sources have a steep spectrum
(α ≥ 0.9) and 70% have double radio structure. VLA observational data (NRAO,
USA) were used in making more precise radio coordinates. Data from the MIT-
GB (Griffith et al. 1991), the FIRST (Becker et al. 1995) and the NVSS (Condon
et al. 1998) surveys were also used for obtaining additional information about the
structure of the radio sources. The candidates are identified with galaxies with
magnitudes up to 24-25 in R band using observations from the 6-m telescope of
SAO RAS. The fields were tied to secondary astrometry standards defined by the
DSS-II survey and USNO-A2 catalogue for optical identification of radio sources
(Verkhodanov et al. 2000). Overlaying of optical and radio images was done for
75 sources. The results of optical identification of radio sources are published in
the web archive of the information system “Evolution of radio galaxies”1.

1http://sed.sao.ru/rc archive.html
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2. Information Resources

The data and resources used in this work are listed below:
1. The initial information is observational data. Observations were carried

out by RATAN-600, the 6-m and VLA telescopes with the following data
volumes: RATAN-600 - 100MB; the 6-m telescope - 4000MB; VLA -
500MB. The data are from observation data archives SAO RAS, VLA
(NRAO, USA); observation files are in the FITS format;

2. Information from astronomical web resources dealing with data processing
(digital surveys and catalogues: DSS-I, DSS-II, FIRST, NVSS, USNO-
A2.0);

3. Data processing results. About 2600 files (40 files per object) were pre-
pared for the web archive. A 2-5 arcmin sky area was processed per source.
The information volume per source increases from 100 bytes (the RC cat-
alogue row) up to 10MB for all the necessary data for the processing;

4. Astronomical software: MIDAS (ESO, Germany), GAIA (Starlink, UK),
WCSTools (SAO, USA);

5. Web resources: the European Southern Observatory2, Centre de Données
astronomiques de Strasbourg3, the Harvard-Smithsonian Center for As-
trophysics4, the National Radio Astronomy Observatory5, the U.S. Naval
Observatory6, the Starlink Project7.

3. Data Integration

In this work we have assembled a collection of information for each object in
our sample, integrating data from a diverse range of resources. This collection
is being utilized by a collaborative team for research into the nature of radio
sources. Organizing and providing access to such a collection is a non trivial
problem. There are sites, where actualization of heterogeneous data is at a high
level, for example the Oracle company8. It would be desirable to use such a
DBMS warehouse to organize our data collection, where web publication and
access to the information are implemented. Designs for such a data warehouse
are diverse. The basic task for such warehouse design is addition of new types
of data.

The implementation of Web access to our heterogeneous archive data (radio
and optical) for source identification, and for obtaining information about the
processing of the observations, has also been an exercise of integrating archives

2http://www.eso.org

3http://cdsweb.u-strasbg.fr

4http://cfa-www.harvard.edu

5http://www.nrao.edu

6http://ad.usno.navy.mil

7http://star-www.rl.ac.uk

8http://www.oracle.com
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and addition of new formats. We find it necessary to have semantic represen-
tation of the data content (meta data definition) and to use this as the basis
for integrating data of different formats. Recognizing the need for such services,
we have developed an interface to observational data archives as a means to
federate these archives. A prototype is available at interface9 for access by date
to heterogeneous local observation archives. For other request types (by coordi-
nates, tools etc.) a table with the mappings of observation parameter keywords
to the relevant table columns and their UCDs (Derriere et al., 2003) is provided.
Furthermore we plan to implement access services to the observation data ac-
cording to IVOA specifications and formats (SIA specification 2002; Williams et
al. 2002).

4. Discovery Distant Radio Galaxies by a Subject Mediator

The procedure of compiling a radio source sample from the catalogues is well
enough completed. The resulting collection is an essential resource for research
into the properties of early galaxies. The collection includes spectra, luminos-
ity functions, morphology, starburst history, and clustering, all of which are
necessary for checking theories of galaxy formation.

The appearance of new deep radio surveys enables compilation of samples
with optimized selection criteria for detecting large numbers of radio galaxies
with z ≥ 3, and for research of more precisely defined classes of objects. On the
basis of our experience of the optical identification of RC-sources we have formal-
ized a procedure for discovery of distant galaxies. We have defined the necessary
information resources, selection criteria and procedures, and the astronomical
software required. For sampling the necessary information from heterogeneous
digital collections the application of the technology of the intellectual mediators
is provided. The subject mediator supports representation and access to the
information. The conceptual scheme of the mediator defines the interface for
interaction with the user during problem solving. The mediator allows decisions
to be made on how to integrate diverse information at a semantic level. At the
level of the mediator it is possible to present and simulate the different infor-
mation (metadata, images, programs and processes). For association of diverse
data models a special approach involving mapping of different data models and
meta information to a canonical model will be utilized with the help of a few
steps to specify the data model.

Acknowledgments. The work is supported by the Russian Foundation for
Basic Research, grant N 03-07-90032.
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Abstract.
Computer-assisted catalogue-merging utilities are the natural exten-

sion to manual methods used by astronomers to merge information from
different catalogues in the pre-VO era. Recognizing which columns rep-
resent the same physical quantity is important not only to combine two
or more tables, but it is of prime importance when the aim is to recognize
sources with similar physical characteristics in an N-dimensional param-
eter space, ie, true data-mining. AstroGrid’s Data Federation Research
Group studied the problem of merging columns from two or more sources
(VOTables) based on their meta-data in order to merge the results of
several cone-searches or from cross-match of catalogues. The results pre-
sented here are relevant in future usage within the VO.

1. Introduction

The problem of merging information from diverse sources is not a new one,
astronomers who have prepared compilation catalogues are familiar with the
issues, and their way to solve the problem should shed a light on the methods
we devise for the future, when the data avalanche arrives.

Today’s data-centres may hold several thousands catalogues, some with a
few columns, others with hundreds of columns; some with a few data points,
some with zillions of data points. The astronomical literature is populated with
tables which tend to cluster according to their content, therefore, there will be
cases where the intersection between a set of catalogues is empty, for example:

RA Dec Vmag B-V
hms dms mag mag

ObjectID SpType XFlux z
Jy

The more interesting cases are those where the intersection is not empty.
The question of whether two quantities are equivalent or not is not a simple one
to answer though. Let us consider the following situation:

RA Dec Vmag Flux X z
hms dms mag mW/m2 kpc

RAB1950 DecB1950 XFlux z
deg deg Jy

this example is the worst case scenario. RA and Dec can be identified as similar
quantities, but they are represented in different units, and worse, they may
represent values for different equinoxes. The case of Flux X and XFlux is
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worse, we don’t have enough information about what they represent and the
units are different. Are their units scalable? The case of z is no better. The
first one is a distance, but what does the second one represent? Redshift? A
relative distance?

The solution in the case of manual merging is to resource to additional in-
formation, table captions or the paper itself. Currently, catalogues are detached
from some of these pieces of information, even if a standardized description
(ReadMe) file is attached to them.

Modern day merging requires an additional piece of meta-data: the UCDs or
Unified Content Descriptors (Ortiz et al. 1999, Ortiz 2000). The following
scenario (where a descriptor is added to each column) is better:

RA Dec Vmag Flux X z
hms dms mag mW/m2 kpc

pos.eq.ra,main pos.eq.dec,main phot.jhn.v phot.flux.x phys.distance

RAB1950.0 DecB1950.0 XFlux z
deg deg Jy

pos.eq.ra,main pos.eq.dec,main phot.flux.x redshift.hc

Better, but not perfect. However, it is clear that by using UCDs it is
possible to recognize the quantities which are the same much more easily than
before. z does represent different quantities; X fluxes share the same UCD but
have different units. The case of RA and Dec is still ambiguous.

Note that UCDs act as another piece of meta-information attached to each
column in a catalogue telling us the most likely nature of this quantity.

Reality shows us that in many cases authors choose to represent quantities
in linear scale while others use logarithmic scale. Currently there is nothing
contained in a VOTable to tell us in which scale a quantity is measured: we
may have to rely on the column explanation, or the name (logMass as opposed
to Mass), or in Vizier (http://vizier.u-strasbg.fr/cgi-bin/VizieR) the
use of square brackets around the units. There is no standard today, yet data
scale needs to be part of a column meta-data

The ambiguities do not end there: some quantities are represented with
a zero point subtracted; particularly worrisome is the case of the dates, in
which it is not rare to see “date” measured from 1950, 1975, 2000, the author’s
favourite equinox, or the date of the first observation in a run. We suggest that
a zero point should be present in the meta-data (or data-model).

2. Experimental setup

To investigate the full-scale problem based on facts and large numbers, we de-
cided to download the meta-data from one of the largest catalogue collections
available today: Vizier, from the Centre de Données de Strasbourg (CDS).
Vizier holds about 10000 tables with nearly 125000 columns, most of them with
attached UCDs. The lessons learned should be applied to fully automatic and
computer-assisted methods to merge information.

In our first approach we selected a set of catalogues based on their meta-data
(at the table or column level), to obtain the list of used UCDs. We arbitrarily
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picked UCDs from the list and produced the list of the columns associated with
them; the units used were of particular interest. This showed that in some cases,
quantities tagged with the same UCD were measured in different units, mixed
linear and log scale or had different zero points.

We found out that the most reliable solution to determine if two units were
equivalent was to use dimensional analysis. Each unit can be represented as a
combination of SI components (kg, m, s, etc), therefore one has the situation:

unita = factora × SIeqa

unitb = factorb × SIeqb

if SIeqa = SIeqb, then the two units are equivalent and there is a conver-
sion factor between both of them (factora/factorb), if not, the quantities likely
represent something different. We used the CDS program units, by François
Ochsenbein (http://cdsweb.u-strasbg.fr/viz-bin/Unit) to obtain the SI
conversion factors and equivalences.

3. Results

Our experiment with the meta-data proved that: a) UCDs in combination
with units is highly reliable to determine if two columns represent the same
quantity, b) federating/matching is possible even if the units do not coincide,
c) dimensional analysis should be used to determine the equivalence of two
quantities when the units do not coincide.

It is also clear that: there are no “politically correct” units to measure a
quantity, users should become involved in the process of combining information
from various sources and eventually, all meta-data should be made available to
them in future tools to develop (column names, units, explanations, UCDs, and
others to come). Automatic merging is possible, but there are many cases in
which only humans should decide how and what to merge.

In order to provide a much more complete picture to those who want to
merge information some key pieces of meta-data are still missing, and we should
seriously consider to incorporate them to registries as their presence will make
the situation clearer for users and developers. The most important ones are: type
of representation (linear/log scale), presence of a zero point, scale factors
(some services absorb this in the representation of the units), equinox/epoch of
equatorial coordinates (some provide this within resulting VOTables and it can
be combined with UCDs to determine equivalence of equatorial coordinates),
and finally, minimum and maximum value of any given column (already
proposed in IVOA documents).

Some other important issues we discovered include: i) a significant number
of catalogues contain object identifiers but no coordinates. These catalogues will
be invisible to positional search engines despite how important many of them
are. ii) UCD assignation method should be more rigorous as the task is difficult
when column explanations are cryptic or ambiguous. iii) The units used to
measure proper motion in RA are very important to compute precession, yet,
the cos(δ) factor is present in some and absent in others cases without clear
indication in the description files.
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4. Impact on “Urbe et Orbi” queries and future work

A side effect of our experience is that a number of issues concerning generalized
queries to VO services came to light. Let us consider the following request:
Select all entries where UCD(REDSHIFT) is between 0.5 and 1.7 and
UCD(RA) > 10 Retrieve UCD(RA) UCD(DEC) UCD(REDSHIFT)
UCD(BRIGHTNESS)
this request makes sense for an astronomer, but this type of query needs a lot of
translation and interpretation for an automatic system to answer it. The critical
aspects dealing with this query have to do with picking up the catalogues which
contain the relevant information and satisfy the user constraints.
• UCD(REDSHIFT) is between 0.5 and 1.7 is relatively easy to interpret,
REDSHIFT probably means heliocentric redshift so we can look for columns
which represent that quantity and select the points where the value is between
0.5 and 1.7. • UCD(RA) > 10 is ambiguous. RA in which equinox? Should
we assume J2000? What is 10? 10 hours, 10 radians or 10 degrees? What
value should be passed to the DBMS? If the number 10 is passed bare and it is
interpreted in “local units”, the results will be mixed between degrees and hours.
Units should then be attached to the query. We should say UCD(RA)
> 10 hours. • Assuming a set of ”standard” units is dangerous, as we will
never agree how to measure things (metric vs imperial is a good example).
Users should express quantities in whatever units they please, as long as there
is a layer which provides translation. • Registries (or other component of VO)
should then take care of converting these units to those which each catalogue is
measured in before passing the query to the DBMS or services should accept
queries in which each quantity is represented by a number and its units internally
translating the query. • Column names are unique in a catalogue, UCDs are
not. How do we select a column among several which have the same UCD?

Several groups are currently working in the area of data-merging with dif-
ferent emphasis and perspectives, (Page, 2004), (Adorf et al., 2004), and other
groups around the world. What seems to be very important is to have some
working prototypes which will allow us, together with users, to identify the
most relevant issues. The problem of merging data is not a simple one to solve
and there is no unique solution, but it is absolutely relevant to fully exploit the
possibilities that the VO opens, as it also applies to studies in the time domain.
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Abstract. We discuss the redesign of the SkyQuery architecture, orig-
inally built as a simple proof of concept for dynamic federation of astro-
nomical archives. In keeping with the Virtual Observatory philosophy of
hierarchical services, the design of Open SkyQuery is based upon higher
level services extending the basic functionality of the current VO stan-
dard, the ConeSearch. Open SkyQuery implements the VO specifications
for data access, retrieval and spatial join. Data are published via Web
Services called SkyNodes providing a rich functionality including foot-
print coverage. SkyNodes are discovered through the VO registry. We
propose to have at least two levels of SkyNode compliance (Basic and
Full). We will also provide templates for publishing data into a SkyNode.

1. Motivation

With the advent of large CCD detectors, the way astronomy is done changes
rapidly. Because of the exponential growth in the size and speed of the silicon
chips, new surveys are expected to have significantly higher data rates. These
survey projects become both the authors and publishers of their data (Szalay et
al. 2002). In this exponential world, only 10% of all astronomical information
is available in central archives at any given time. In order to have access to
all up-to-date observations, we need to find a way to federate geographically
separated astronomical archives.

Current sky surveys such as SDSS, 2MASS, DPOSS have proven that dis-
coveries are always made at the boundaries when going deeper or using more
colors. By covering different wavelength ranges, surveys can very well comple-
ment one another if one finds a way to combine them. In the past, crossmatching
of many catalogs was prohibitively complex and expensive. The Virtual Obser-
vatory and Open SkyQuery in particular are to make it simple and affordable.
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Figure 1. The SkyQuery web site currently provides access to 10
catalogs, altogether close to one terabyte (1TB) online astronomical
data.

2. The Prototype SkyQuery

The prototype SkyQuery was built last year in six weeks as a feasibility study
(Budavári et al. 2003, Malik et al. 2002). It used a hierarchy of XML Web
Services to implement a distributed query system that provided seamless access
to SDSS, 2MASS and FIRST data. Since the launch of the SkyQuery web site,
many other catalogs have become available (Purger et al. 2004) including the
Isaac Newton Telescope’s Wide Field Survey (INTWFS), IRAS, NVSS, 2dF,
PSCz, 2QZ and Rosat, see Figure 1.

3. Building on Virtual Observatory Standards

The SkyQuery architecture is being redesigned to utilize the recently emerging
VO standards such as the VOTable, the Astronomical Data Query Language
(ADQL; Yasuda et al. 2004), the VO Query Language (VOQL) and the VO
Registry services (Greene et al. 2004). The data are going to be published by the
SkyNodes that implement XML Web Services to extend the basic functionality
of the ConeSearch.
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Figure 2. Open SkyQuery architecture: Basic and Full IVOA Sky-
Nodes are discovered dynamically in the VO registry by the SkyQuery
portal.

4. Open SkyNode

We propose to have three layers of VOQL building on top of one another, see
also in Yasuda et al. (2004):

• VOQL1–ADQL: ADQL and VOTable to query a single node
• VOQL2–SkyQL: SQL-like query language and federation system
• VOQL3–Sky???: a future query language

The SkyNode is essentially the implementation that provides the necessary ser-
vices, i.e. automatic crossmatching and participation in federated queries called
SkyQL. They may publish only a small amount of data, i.e. a single FITS file or
an entire survey such as SDSS. We distinguish between at least two levels in the
implementation of the SkyNode: Basic SkyNodes confirm to the Layer-1 spec-
ifications. They know how to execute ADQL requests to query their own data
and return the results in VOTable format. Full SkyNodes support all methods
required to be part of a federated query (Layer-2). Advanced versions will also
implement footprint services in order to work out dynamically their intersection
when used in the same SkyQL query. For large surveys, it is essentially a must
to implement a sky indexing scheme as well, such as the Hierarchical Triangular
Mesh (HTM; Kunszt et al. 2001) for quick lookup and spatial joins.

Figure 2 illustrates the Open SkyQuery architecture and shows the relations
between the components.
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5. SkyQuery Strategy

In order to ensure fast response, one needs to optimize the query plan. Our sim-
ulations show that the simple sequential execution proves to be optimal because
today the wire speed is the limiting factor. One needs to arrange the SkyNodes
in ascending order of the number of matching records so that the least amount of
data is transferred. This simplifies the logic of the portal significantly. However,
the SkyNodes are designed to deal with more complicated query plans, so that
the system may be enhanced easily later on. Another possible enhancement
might be the asynchronous data flow (O’Mullane et al. 2004).

6. Concluding Remarks

The emerging Virtual Observatory infrastructure makes it possible to develop a
new generation of astronomical tools. These online tools promise to be easy to
use and to open new dimensions for scientists.

Open SkyQuery is just one of the first steps. Its catalog services will enable
us to analyze geographically separated IVOA archives, a.k.a. SkyNodes, as if
they were part of the same dataset. As of today, the VO building blocks are
already in place to make Open SkyQuery a reality.

Acknowledgments. SkyQuery is supported by NSF Awards 0122449 and
9980044, and NASA AISRP awards NAG5-10742 (2001) and NAG5-12092 (2002).

Links

http://www.skyquery.net/

http://skyservice.pha.jhu.edu/develop/vo/adql/

http://www.ivoa.net/twiki/bin/view/IVOA/IvoaVOQL

References
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Abstract. We discuss the design and implementation of a scheme en-
abling authors to refer and link to on-line datasets available from astro-
nomical archives. This will provide the readers of electronic papers with
direct access to the data discussed therein. The software tools used to
create and maintain links from published papers to the datasets make
use of Web-Services-based technology. The system has been designed in
collaboration with the NASA Astrophysics Data Centers, the American
Astronomical Society, and the University of Chicago Press, and will be
maintained by the NASA Astrophysics Data System. More information
about this project is available at: http://vo.ads.harvard.edu/dv.

1. Introduction

This paper describes the Dataset Verification and Linking efforts underway
among the NASA Archives and Data Centers, the American Astronomical So-
ciety (AAS), and the University of Chicago Press (UCP, publisher of ApJ, AJ
and PASP). This activity has taken place under the auspices and guidance of
the NASA Astrophysics Data Centers Executive Council (ADEC), and aims at
fulfilling the promise of further integrating the astronomical literature and the
on-line data it is based upon.

The NASA Astrophysics Data System (ADS) is developing the tools needed
by publishers and users at large for both dataset verification and linking through
stable, top-level services that can be maintained for the foreseeable future. Links
created to datasets from on-line manuscripts will always refer to a dataset via
a URI created using a well-defined identifier, and the URI will be turned into
one or more URLs in real-time by a central resolver provided by the ADS. This
will provide a high level of reliability and persistence to the links, as well as
providing an upgrade path into any future Virtual Observatory (VO) efforts in
this direction. Dataset citation, verification and linking will work as follows:

• Astronomy data centers and archives will start attaching permanent dataset
identifiers to the data they distribute.

• Astronomers will write papers referencing the dataset they have used in
their research. As per the instructions given to them by the AAS, they
will start using the appropriate markup to identify datasets in the papers
they publish.

• During the publishing pipeline, UCP will extract the identifiers and send
a query to a central dataset identifier service (hosted by the ADS) to find
out if (a) the dataset is valid and (b) a URL can be associated to it.
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• The central dataset identifier verification service will query a number of
(relevant) datacenters using its own protocol, will cache the results, and
will return a status flag indicating if a dataset is known or not.

• For the dataset identifiers that are known, URLs can be built by using the
base URL of a dataset identifier resolver and the dataset identifier itself,
e.g. http://vo.ads.harvard.edu/dv/DataResolver.cgi?ADS/Sa.CXO#15. If
the verification is successful, UCP will include such a URL in its on-line
article.

• When the article goes on-line, a user clicking on the link associated with
the dataset will be taken initially to the URL above. What happens next
depends on whether the ADS has one or more datacenters claiming to have
data relative to this dataset (there could even be different mirror sites for
a given data center). If only one final URL is available for the dataset in
question, the resolver will simply forward the user to it. If more than a
single URL is available, a simple menu listing all the information we have
about the available links will be displayed.

ADS will take the responsibility of maintaining services that are aware of all
relevant datacenters that may have datasets available on-line, and datacenters
profiles indicating which datasets are available from each of them.

2. Dataset Identifiers

In order to allow easy integration of this effort in the emerging VO framework,
the ADEC has decided to adopt a syntax for the dataset identifiers which is
consistent with the current International Virtual Observatory Alliance (IVOA)
Dataset Identifier draft (Plante et al 2003). This adoption will facilitate inte-
gration of these identifiers and the tools that manipulate them in the VO.

2.1. IVOA Identifiers

According to the IVOA Identifiers Draft, the general URI format for an individ-
ual identifier is a string of the kind: ivo://AuthorityId/ResourceKey#PrivateId.
While we refer the reader to the draft for a full explanation of the syntax, a few
things are worth pointing out:

• Use of the ivo:// scheme denotes the fact that the rest of the identifier
should be interpreted as a string abiding by the IVOA Identifiers spec-
ification, and that the identifier and the resource it refers to have been
registered with an IVOA-compliant registry.

• AuthorityId is a naming authority registered within the IVOA community;
the use of this string within the identifier establishes a namespace within
which the rest of the identifier can be considered unique. In general, the
AuthorityId does not need to correspond to a specific institution but rather
to an entity that has been granted use of the namespace.

• ResourceKey is a name for a resource that is unique within the namespace
estabilished by the AuthorityId. In general it will correspond to a unique
resource made available to the VO by or on behalf of the AuthorityId.
A typical example of a ResourceKey in this context is a data collection
generated by a particular project or mission.
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• PrivateId represents a unique string within the ResourceKey and it denotes
a particular dataset belonging to the collection.

2.2. Using Dataset Identifiers in the Literature

Given the fact that much of the VO infrastructure is still under design and
development, the ADEC has decided on a specific recommendation for referring
to dataset identifiers in the astronomical literature. The general form of these
identifiers is: ADS/FacilityId#PrivateId. Comparing these identifiers with the
general IVOA syntax we can make the following observations:

• No protocol scheme has been specified. This is due to the fact that until
IVOA-compliant registries are available, and AuthorityIds can be estab-
lished by them, it would be incorrect to claim that these identifiers are
in fact IVOA compliant. However, it is to be expected that these identi-
fiers can be resolved as IVOA identifiers in the not too distant future by
a simple syntactic operation.

• The AuthorityId string “ADS” has been specified. This simply recognizes
the current role of the ADS in managing the namespace used for these
identifiers, in the absence of a community-wide namespace granting au-
thority. It does not suggest nor imply that the ADS controls or manages
the dataset itself.

• The ResourceKey token will be interpreted as a Facility. An ever-growing
list of facilities is maintained by the ADS. Data centers should contact the
ADS should they need to register new entries.

• The PrivateId string can be anything that the data center desires, with the
provision that the identifier string as a whole should abide by the general
syntax of a URI, as required by the IVOA identifiers specification.

3. Generating Dataset Identifiers

All Data Centers and Archives which provide public access to their data should
structure their databases and interfaces so that when a particular dataset is
released to the public, it is uniquely tagged by an identifier ID created as dis-
cussed above. Users who download such a dataset should be made aware of the
identifier associated with it and how it should be referenced in the published
literature. In order for a datacenter to ensure that the identifiers it is generating
comply with the syntax endorsed by the ADEC, the following must occur:

1. The identifier is in the form ADS/FacilityId#PrivateID
2. The FacilityId has been registered with the ADS and is listed in the table

of known facilities
3. The PrivateId is a unique identifier within the FacilityId, and its associa-

tion with the dataset will not change.
4. A profile for the datacenter has been registered with the ADS, and Fa-

cilityId has been listed as one of the resources that the center has data
for.

5. The datacenter provides a dataset verification service which will be used
to verify the validity and location of identifiers published in the literature.
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Once a datacenter has published a dataset ID, it should provide access to it.
This should be a human-readable page on its web server displaying the dataset’s
relevant metadata and offers the user the option to download the dataset itself
in some form or fashion. It is left up to the datacenter to decide what to do
if and when a revised version of a particular dataset is published. In general,
however, it is understood that access to the latest revision of a dataset should
be an option if not the default.

4. Providing Data Verification Capabilities

In order to promote an open framework that can be used for the distributed
verification of dataset identifiers across data centers, the ADEC ITWG (Inter-
operability Technical Working Group) has created the specification for a SOAP-
based web service. The corresponding WSDL file can be used to generate client
and server interfaces to the service. Each datacenter providing data verification
services should provide and maintain a service that abides by this specification.

In order for the ADS to coordinate the verification and linking of dataset
identifiers to the appropriate datacenters, it is necessary for the datacenters to
provide some basic metadata about its data holdings and services. While it is ex-
pected that the appropriate metadata will one day be made available by a public
VO registry, its format and access methods are at this time not available. As an
intermediate solution to the problem, we require that the data centers maintain
a simple profile which will provide the ADS with the necessary metadata to
maintain a central verification service that fans out queries to the appropriate
datacenters (during the verification phase) and links to the individual datasets
(during the link resolution phase).

The data center profile is a simple XML document that lists the data center
name and description, the name and email address of the person responsible for
the maintenance of the profile, the URL of the web service to be used for dataset
verification, and the list of facilities that the datacenter has data for. The central
verifier service will only attempt to verify and link a dataset identifier with a
datacenter if its profile indicates that the datacenter archives the appropriate
data collection.

To facilitate the deployment of verification services, the ADS also developed
a PERL toolkit that greatly simplifies the creation of a compliant web service.
Among other things, by defining a few variables and installing a simple CGI
script based on this toolkit a system manager will be able to automatically
define his/her site’s profile described above. For more information, please see
the project’s description available at http://vo.ads.harvard.edu/dv.

Acknowledgments. The NASA Astrophysics Data System is funded by
NASA Grant NCC5-189.
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Abstract. We present easy-to-use web applications and XML Web Ser-
vices to search, plot and manage spectral energy distributions and filter
profiles. We provide keyword search, advanced query forms and SQL
interfaces to select spectra and band passes that may be retrieved in a
variety of formats including XML, VOTable and ASCII. All SDSS DR1
spectra had been loaded into a database as well as the entire 2dF catalog
that adds up to half million SEDs but registered users can upload their
own data making it available for the rest of the community and are free
to modify or delete them at any time. Scientific services allow to build
rest-frame composite spectra out of selected spectra. The filter profile
database has a growing collection of photometric filters and the same
search interfaces. Using the spectrum and filter profile core services, we
plan to build higher level services to help astronomers create color-color
diagrams, simulated catalogs and to estimate distances to extragalactic
objects.

1. Introduction

The Virtual Observatory (VO) is an Internet based system to federate the large
astrophysical archives without centralization by defining communication stan-
dards to allow astronomers and astrophysicists to access data in an easy manner
from different sources and incorporate them into their scientific applications
(Szalay & Gray 2001).

The VO Community has already built several data services containing and
publishing photometric data and images. We present Web Services that publish
spectral energy distributions1 (SEDs) in the wavelength range which should have
been organized in a VO compliant way.

1http://www.voservices.net/wave/
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Figure 1. Screenshots from the website at http://voservice.net/wave.
Left picture shows a resultset of a spectrum query, the right picture
shows the advanced query form.

2. Virtual Observatory Services

2.1. Spectrum Services

The database contains SDSS DR1 and 2dFGRS spectra (almost half a million).
Registered users can upload their own spectra. SDSS spectra are calibrated
and can be used to calculate synthetic magnitude and color when convolved
with filter curves. Search functions: keyword, redshift, ConeSearch, advanced,
SQL. The ConeSearch uses Hierarchical Triangular Mesh indexing (Kunszt et
al. 2001).

The library provides functions to resample, redshift and normalize spectra.
Composite spectra generation with different templates for near galaxies and
QSOs (median, average) and convolution with filter curves to calculate magni-
tude and color are also available. A graphical module is built for visualizing
SEDs on graphs and to plot color–color diagrams.

2.2. Bandpass Services

The database contains the band passes of the main astronomical instruments
used in large scale surveys. Users can upload their own filter profiles and search
for keyword and advanced criteria. Native SQL search is also available.

Functions are provided to resample and normalize filter curves. Convolution
with spectra (magnitude, color calculation) and visualization on graph are also
available.

3. Implementation Details

3.1. Data representation and DB schema

We built a relational database of SEDs and implemented effective search algo-
rithms as well as common spectrum and bandpass manipulation functions in
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Figure 2. The structure of the server-side software layers.

the form of XML Web Services. Our implementation may be considered as a
prototype of a VO standard of XML representation of astronomical data in the
wavelength domain. Although we worked out this new data model and schema,
our web service supports the overall Virtual Observatory standard VOTable
format.

The schema was defined on the basis of SDSS spectra which today consists
of 250 thousand SEDs, but we didn’t want to limit the database to the SDSS
and built an expandable database where users can register, modify or delete
their own spectra and filter band passes.

3.2. Platform and tools

The server–side modules are implemented on Microsoft‘s .Net platform using
the C# language. On the server-side different modules are communicating via
native .Net calls, but all essential functions of the libraries are exported via the
XML Web Services and can be called by any SOAP client. The web site also
uses native .Net connection instead of SOAP calls to speed up displaying query
results. Figure 2. shows the structure of the server–side software layers.

The database server is a dual Xeon processor PC running Windows 2000
and Microsoft SQL Server 2000. The size of the database is over 45GB, the
response time of an advanced query is under 1 second.

3.3. Web interface

We designed an easy-to-use web interface for the services to provide human
readable output to ordinary users.

All basic functions can be accessed from the web interface, spectacular
graphs can be generated on-the-fly.
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4. Sample Client

A downloadable sample client is written in C# using the .Net web service client
and Windows Forms for the graphical interface. This tiny client doesn’t contain
any intelligence, that is all operations — like composite calculation or graph
generation — are performed on the remote server and not on the local computer.

The downloadable source code demonstrates how to query the spectra data-
base, retrieve spectra and send them to the graph generator function.

The sample client can be downloaded from the web site of the service, under
the “downloads” menu.

5. Web addresses

You can access the web service on the Internet:
http://voservices.net/wave.

To access other Virtual Observatory Web Services visit
http://voservices.org.

To learn more about XML and Web Services visit
http://msdn.microsoft.com/webservices/ or
http://java.sun.com/webservices/.

6. Summary and Future Works

The main goal of the system is that band passes of the astronomical instru-
ments are also available in the database and the web service provides functions
for calculating synthetic magnitudes, thus you can generate virtual photomet-
ric catalogs, which would be useful in instrument design for simulation or in
photometric redshift calculations.

In the future the system is intended to be able to deal with data in the
time domain, which is useful for super nova search. Additional services, such as
on-the-fly synthetic spectrum generation based on several models are also under
development.

Acknowledgments. The project was supported by the MTA-NSF grant
124. and partly supported by the Hungarian Scientific Research Fund: OTKA
T037548.
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Abstract. Federating or combining astronomical datasets frequently
leads to new discoveries, for example when cross-matching source cata-
logs. In database terms this requires a spatial join between tables. Two
algorithms for spatial joins (pixel-code and R-tree join) were compared,
and the performance of three DBMS (DB2, MySQL, and PostgreSQL)
was evaluated using large source catalogs.

1. The Problem

Valuable information often arises when one combines or federates astronomical
datasets. An important case is that of cross-matching two (or more) source
catalogs to find information about each source in different wavebands or at
different epochs. The usual matching criterion is the coincidence of celestial po-
sition (within limits of the error regions), but additional criteria may be required
where there is still ambiguity. In database terms cross-matching requires a spa-
tial join between tables, which requires spatial indexing. Relational database
management systems (DBMS) are designed to execute joins on integer or string
types, and only a few cope with joins on approximate celestial positions. We
have compared two spatial join algorithms:

• Join using the true spatial indexing built into some DBMS. These mostly
use the R-trees of Guttman (1984), the astronomical value of which was
noted by Baruffolo (1999).

• Join using the pixel-code1 algorithm (Page, 2003). This allows any DBMS
to be used, as it only requires an equi-join of integers, but requires several
more processing steps.

We also compared the performance and ease of use of three DBMS. Our short-list
arising from earlier work2 was:

• DB2 (from IBM) - a commercial product (but free to many academic
users), with an optional Spatial Extender using a multi-level grid file in-
dexing system. Version 8.1 was used in this investigation.

• PostgreSQL - an open-source object-relational DBMS with R-tree index-
ing built-in, which is becoming more widely used in astronomy. Version
7.3.4 was used.

1http://wiki.astrogrid.org/bin/view/Astrogrid/SkyIndexing

2http://wiki.astrogrid.org/bin/view/Astrogrid/DbmsEvaluations
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• MySQL - another open-source relational DBMS already widely used by
astronomical data archive sites. The latest release, V4.1.0, supports spatial
indexing using R-trees.

Notes:
1. These tests ran on a 2.2 GHz Intel Xeon system running Linux.
2. Each DBMS was optimized only as suggested in the introductory docu-

mentation. Large books on performance tuning are available for DB2, and
perhaps expert tuning would have produced faster times.

2. Indexing: 1-d versus 2-d

Until recently only a few DBMS supported true spatial indexing. As a result
many astronomical data archives, where the most advanced service is a simple
cone-search, have managed by indexing just one coordinate. This is usually
declination as it helps to avoid the wrap-around problem at 0 hours right ascen-
sion. Indexing on one axis becomes increasingly inefficient as dataset size grows.
The results below show the elapsed times when using PostgreSQL to perform a
cone search on the entire 2MASS point-source catalog of 470,992,970 rows using
either one or two-dimensional indexing and with two different areas of sky:

Indexing method 0.01 deg2 2.0 deg2

Declination index (B-tree) 156.7 secs 1639.7 secs
Spatial index (R-tree) 1.2 secs 2.2 secs

It was also notable that repeating the same query reduced the R-tree times to a
few milliseconds, while those using B-trees were almost unchanged (because so
much of the table had to be scanned sequentially). Since a join between tables
is conceptually similar to a performing a large number of cone-searches, true
two-dimensional indexing is clearly vital.

3. Pixel-code versus R-tree Join

Using PostgreSQL, we were able to compare the pixel-code algorithm with a join
based on R-trees. In the new tests we matched varying chunks of the USNO-B
catalog with sections of 2MASS covering a similar part of the sky.

Rows Pixel-code R-tree index
618,275 88 secs 54 secs

1,833,202 406 secs 161 secs
5,322,501 1150 secs 553 secs

17,202,108 4623 secs 1964 secs

The R-tree is seen to be about twice as fast as the pixel-code method for
the largest datasets, and (as shown in Figure 1) the speed gap widens with
increasing dataset size.
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4. DBMS Ease of Use

These DBMS all claimed to support at least the entry level of the SQL-92
standard, but in practice many differences were found, e.g. in the data types
they supported, the formats accepted for bulk loading of data, and in SQL
syntax, especially for handling spatial data. In particular:

• DB2 installation and configuration was exceptionally hard, one really
needs a DB2 guru on hand. There are three user interfaces, all very user-
hostile. No satisfactory way of representing nulls in an external data file
could be found: if none exists this is a rather severe drawback when ingest-
ing astronomical datasets. The spatial indexing system required the data
range at each level of the grid file to be specified, in contrast to R-trees,
which adapt automatically to any data range.

• MySQL was easy to install and use, but conformed less to the SQL stan-
dards. There appeared to be no external format for spatial data, so all
data files had to be converted into very verbose INSERT statements, which
also made data loading very slow.

• PostgreSQL was easy to install and use, and had good standards confor-
mance, but a few irritating features, for example an index will be ignored
if one fails to execute an ANALYZE statement after it is created, or if there is
data type mismatch e.g. between a double constant in a selection expression
and a real column index.

5. Relative Performance

These three DBMS appeared to run at similar speeds on most simple SQL
commands, but diverged somewhat on complex operations. The table below
shows the total time to perform the pixel-code join (load data, create indices,
perform 2-way and 3-way joins).
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DBMS Time
DB2 383 secs
MySQL 427 secs
PostgreSQL 355 secs

Spatial joins using R-tree indexing were also tested on larger datasets (3.6 million
rows of USNO-B, 5 million rows of 2MASS):

DBMS Time
MySQL 5223 secs
PostgreSQL 1645 secs

Here PostgreSQL was significantly faster; its spatial data facilities are also much
easier to use. We intended to test DB2’s more complex multi-level grid file as
well, but the intractability of the product and its licensing system prevented
completion in the limited time available.

6. Conclusions

• PostgreSQL handled astronomical spatial data very well, and was in all
respects a full-featured DBMS with good performance and ease of use.

• MySQL’s features were more basic, but it was also easy to use. Although
it performed well on simple queries, it was slower on complicated ones. Its
spatial data facilities were hard to use and showed poor performance.

• DB2 was a large package with a wealth of features, but was exceptionally
difficult to install, configure, and use. Its performance (without expert
tuning) was generally similar to PostgreSQL.

The R-tree algorithm was not only faster and simpler, it was more flexible as
the matching radius can be changed more easily. Since high quality DBMS
supporting R-tree indexing are available from both free and commercial sources
there seems no reason to adopt a slower more complicated algorithm for the
spatial join. With join speeds over 10,000 rows/second, it is feasible to join an
entire X-ray catalog (such as 1XMM) with a large optical or infra-red catalog
in just a few seconds, once the necessary index has been created.

For further details of our DBMS evaluations see
http://wiki.astrogrid.org/bin/view/Astrogrid/DataDocs
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Abstract. This paper discuss the ISDC’s experiences with our Data
Access Layers (DAL). Now that Integral has launched and we have a year
of operational experience we can more fully evaluate DAL’s benefits for
Integral as well as potential benefits to other missions. ISDC’s DAL was
designed to solve problems anticipated by the combination of Integral’s
4 instruments, wide fields of view, many instrument modes, and new
pointings approximantly every half hour. This would mean that any
sensible scientific data analysis would process hundreds of individual files.
Selecting and managing these files was seen as a large and unnecessary
overhead to push off to the scientist and DAL and DAL3 have generally
allowed scientists to work while remembering only one file name.

1. Introduction

Integral Science Data Centre (ISDC) has written 3 layers of libraries on top of
CFITSIO (Pence 1999) for data access. DAL (O’Neel, Jennings, Rohlfs, & Pal-
tani 2000) is the data access layer designed to encapsulate CFITSIO and is not
ISDC specific. The top layers are called DAL3 and they consist of ISDC specific
functions which are both instrument independent and instrument dependent.

1NASA/GSFC, Labortory for High Energy Astrophysics and SP Systems, Seabrook MD

2Now at Max-Planck-Institut für extraterrestrische Physik, Garching, Germany, Email: Lau-
rent.lerusse@mpe.mpg.de
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DAL3IBIS

DAL

DAL3GEN
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DAL3JEMX DAL3OMC
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CFITSIO

http

DAL3SPI

ftp Memory Files

Figure 1. The Hierarchy of DAL libraries.

All of the software described in this paper can be downloaded from the ISDC
Download Page1 and the structure can be seen in Figure 1.

2. DAL Libraries

2.1. CFITSIO

The lowest layer in our system is CFITISO. CFITSIO is a fast efficient, easy to
use library for reading and writing FITS files. CFITISO has the ability create
FITS files from ASCII templates and this feature is used heavily by ISDC in
order to produce a consistent set of products. Programs only fill in existing
keywords and columns in precreated files.

2.2. DAL

Built on top of CFITSIO is ISDC’s Data Access Layer or DAL. DAL is a mission
independent library written in ANSI standard C that can be called from C,
C++ and Fortran. It allows one to build up structures of FITS extensions in a
way which is independent of the disk layout of your data but which matches the
scientific processing needs for that data. Once this is done you can easily find and
select different data structures by name and not just by position, independent
of the file location on disk.

In order to build these structures DAL uses FITS binary tables called DAL
Groups (Jennings, D., Pence, W., Folk, M., & Schlesinger, B. 1997). These
groups, which are analogous to disk file directories, consist of FITS binary tables
with 6 predefined columns. Entries in these 6 columns point to other FITS
extensions either in the same file, in other files, or to remote systems using FTP
or HTTP. Since these groups are nothing more than FITS extensions it is possible
for groups to point to other groups allowing one to build hierarchies which match
the science needs of the mission. An example showing DAL grouping is shown
in Figure 2.

1http://isdc.unige.ch/index.cgi?Software+downloads.
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Figure 2. DAL Grouping Structures.

2.3. Instrument Independent DAL3 Libraries

Integral, like many other multi-instrument missions, has mission specific but in-
strument independent routines. These are stored in our two libraries DAL3AUX
and DAL3GEN. DAL3AUX is the library which gives programs easy access to
attitude, orbit, and time correlation data. DAL3GEN contains the indexing
functions described later as well as support functions for Integral software.

2.4. Instrument Dependent DAL3 Libraries

In order to allow programmers to write more consistent programs and standard-
ize certain operations which might be difficult, ISDC wrote a an instrument
specific library for each instrument. These libraries call routines in DAL3GEN,
DAL3AUX, and DAL but give programmers an easier interface to the instrument
data. Since Integral event data is stored in multiple tables, one of the primary
purposes of these libraries is to make data selection with cfitsio selection strings
easier across multiple tables for different instrument modes.

3. Indexing functions

Index groups expand upon the DAL groups concept above to allow for easy
selection of scientifically interesting data. This is done by adding columns to
the DAL group which contain the value of interesting keywords in the FITS
tables pointed to by the DAL group. For example, if each of your files has a
TSTART and TSTOP keyword listing the start and stop time, one would add
columns named TSTART and TSTOP to the DAL index group. Then when you
added this file to the index the TSTART and TSTOP columns would be filled
with the values of the TSTART and TSTOP keywords from the header of your
data extension. An example index table is shown in Figure 3.

Once the index is built one can easily select, using CFITSIO selection
strings, data which matches your criteria for subsequent processing. In this
way you don’t have a large mass of data you have a simple table which allows
queries for selection.
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TSTOP =1107.33
MODE = ’POINT’

Table 1

MODE = ’POINT’

TSTART=1107.42
TSTOP =1108.87

Table 2

TSTOP =1111.42
MODE = ’SLEW’

TSTART=1105.27

Table 3
TSTART=1109.18

TSTOP

Table1 1105.27 1107.33 ’POINT’
Table2 1107.42 1108.87 ’POINT’
Table3 1109.18 1111.42 ’SLEW’

Name TSTART MODE

Index Tables

Figure 3. DAL Indexing.

4. Lessons Learned

4.1. Successes

• It is likely that without DAL and the DAL3 libraries the ISDC software
would have been slower to write and less reliable while running. Most low
level operations are quite standardized in both DAL and DAL3 and these
routines have been heavily tested in daily operations.

• DAL has allowed us to make all of the tools very flexible from the run
time perspective. Most of the time the scientist only has to specify one
file, a group, and the rest of the data is found by searching that group or
its subgroups.

• We have been pleased with the overall performance of DAL and CFITSIO
even on our slow 300MHz operational processing systems.

• It is very useful to to have the whole processing chain in FITS. Many tools
such as ftools can easily examine any FITS file in our processing system
allowing easier debugging and analysis.

4.2. Difficulties

• Scientists who wrote much of ISDC’s software had some difficulties with
the abstractions presented by DAL. This was solved by user education
similar to the education required when one moved from flat ASCII or
binary files to FITS files.

• Since DAL decides when to open and/or close physical files it was not
always obvious when an operation was efficient and when it was slow.
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Abstract. ASTROVIRTEL3 has concluded its three-year life cycle. A
review of the last two cycles is presented. The program selection process
was instrumental in ensuring that the tools and methods developed for
the successful PIs were general enough to be reused by a wider com-
munity of users of the ESO/ST-ECF archive. It will be here shown
how such goal was achieved. The programs of the last two cycles will
be described touching upon scientific and technical requirements, techni-
cal challenges (quite typical for any astronomical archive) technical and
scientific achievements. The overall exercise of hosting scientific inves-
tigators with quite spread scientific interests has been very effective in
revisiting and augmenting various ESO/ST-ECF archive functionalities
and scientific products. Some of the developed tools and methods are
already integral part of the ESO/ST-ECF archive, while some others
are still being optimised before becoming operational. ASTROVIRTEL
forced the developers to look into both the HST and ESO archives, each
with its own peculiarities, and come up with solutions as general as pos-
sible. Furthermore, ASTROVIRTEL has also played an important role in
the Virtual Observatory phase A study, particularly in the area of data
centres inter-operability and scientific requirements.

1. The ASTROVIRTEL work flow

An introduction to ASTROVIRTEL, along with the description of its first cycle,
can be found in Pierfederici et al. (2001). Here we describe the selection process
and the support provided in the last two cycles, and present the programs that
were allocated ASTROVIRTEL time.

1now at NOAO, Tucson, Arizona

2now Istituto Nazionale di AstroFisica, Viale del Parco Mellini n.84, 00136 Roma, Italy

3ASTROVIRTEL is a project supported by the European Commission under the ’Access to
Research Infrastructures’ action of the ’Improving Human Potential Programme’, FP5 contract
No. HPRI-CT-1999-00081
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1.1. Selection Process: the importance of the by-products

Call for proposals for cycles II and III were respectively issued in April 2001
and 2002, with a deadline fixed to mid June. In cycle II 12 proposals were
received, 11 in cycle III. After issuing a report on the technical feasibility, the
program selection panel, composed of 8 European astronomers,approved 5 pro-
posals in cycle II and 4 in cycle III. The judgment was based not only on the
scientific merit of the proposal, but it had to take into consideration the value
that the technical development involved in the planned activities could bring
to the ESO/ST-ECF archive and to its community of archive researchers. In
other words, by-products of the scientific investigations had to be indicated and
described in the proposals (e.g., new procedures for improved calibration, or,
development of a pipeline to measure the seeing onto WFI images, or, develop-
ment of more scientific-oriented archive search engine) and had a lot of weight
in the selection process.

1.2. The support provided

The Principal Investigator and collaborators of the accepted programs were in-
vited to ESO for a first visit, for the definition of the User Requirements, and for
defining and scheduling the deliverables during the 1 year of granted support.
Development and scheduling were revised on the way, via telecons and during a
second visit. In the third and last visit, at the end of the year, each project was
declared concluded, and a final report was issued. The small number of accepted
proposals has to be compared with the limited amount of resources available ( 1
FTE for the actual development).

1.3. Cycle II & III Programs

Barbieri: Search for Trojans of Saturn, Neptune and Uranus
DeGrijs: Evolution and environmental dependence of star cluster luminosity
functions
Erben: Gravitational lensing studies in randomly distributed, high galactic lat-
itude fields
Ortiz: Variability detection in Wide Field Imager mosaic data
Prusti: Luminosity functions of young stellar clusters
Deharveng: Triggered massive-star formation
Golden: Long term optical variability of catalogued ultra-cool dwarfs
Kuijken: High proper motion stars in the solar neighbourhood
Pauli: 3D kinematics of white dwarfs

2. Excerpt of Challenges, Archive Improvements and Achievements

The scientific subjects of the various programs spanned from the formation and
evolution of the solar system, to the determination of cosmological parameters,
passing by star clusters evolution and stellar variability and kinematics.
Looking at the ESO/ST-ECF data holdings from so many different scientific
points of view has certainly been an exciting and inspiring experience. Through-
out the entire ASTROVIRTEL project various lessons were learned, some more
obvious than others. The first (obvious) lesson is that the astronomers need
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a scientific description and characterisation of the archive contents. It is less
obvious to know what kind of characterisation they need, which sometimes can
be quite program specific. Among the others there is the need of removing the
‘data flow signature’ from the data; that is, the data provider should describe
in scientific terms what an observatory specific keyword and its value mean. A
simple example is a filter name; a filter name should be expanded to a band
pass description and throughput, keeping track that at different times the same
filter name could actually mean a different filter throughput if it was changed
without renaming it.

A more complex example is the name of a camera/observing mode which
implicitly (via handbooks) describes the field of view, the sensitivity, the geomet-
ric distorsion, and many other parameters. In general, a search engine based on
a data model describing telescope, instrument, camera, detector, readout elec-
tronics, etc., would allow any astronomer, even the one not unusually exposed
to a given observatory (e.g., an X-ray astronomer looking for optical data), to
easily identify instruments and data of interest.

In the following we highlight various capabilities that we have implemented
in order to help the ASTROVIRTEL teams, and later the generic ESO/ST-ECF
archive user.

A simple data model for ESO and HST instrument filters was implemented
and it is now used by the Querator search engine; users can specify list of
wavelengths or wavelength ranges, or even use standard scientific band passes
names (e.g., B,V,R,I, Halpha, etc.) and the system will restrict such query to
those instrument filters which better resemble the input band passes.

Querying an archive, especially a multi-instrument archive, using exposure
times is not a precise way to identify data with desired depth, or signal to noise
ratio. In cycle III (Voisin 2004) we have started implementing a Limiting Mag-
nitude Calculator (LMC) in collaboration with the Exposure Time Calculator
group of ESO (Ballester 2004). It will allow to associate to each image in the
ESO/ST-ECF archive (starting with the Wide Field Imager) an estimate of
the limiting magnitude given the overall sensitivity and parametrisation of the
telescope/instrument/filter/detector and given the start time of the observation
by which the sky brightness (Moon dependent) is evaluated. This will allow
archive queries using the limiting magnitude at an assigned S/N ratio as an
input parameter.

A pipeline that measures the seeing onto the archived Wide Field Imager
images was developed; the pipeline stores the seeing measurements in a database
that is used by the Querator search engine. At the same time the pipeline stores
a preview image of the observation.

Another aspect where improvements were required regarded the archive
search engine. Apart from adding the ability to treat different coordinate sys-
tems (ecliptic and galactic coordinates), the new requirements brought us to de-
velop and potentiate a multi-colour search engine with the ability of uploading
input files for a predefined user sample of objects, or with the ability to inter-
operate with existing external facilities in order to build on-the-fly a sample of
objects of given characteristics and to use such sample to query the ESO/ST-
ECF archive. Querator was interfaced with both the (now expired) ADC cat-
alogue collection and with the Lyon Extragalactic Database. A query of the
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type: all WFI and NICMOS images observed in at least two filters out of the
U,B,V,R,I,H,J,K of any spiral galaxy closer than 30Mpc having a declination
less than +20 degrees and a galactic latitude less than -20 degrees can be for-
mulated within a single HTML form. Improvements (UCDs, VOTable, VOQL)
will be needed in the way Querator and LEDA inter-operate.

The observing logs of the various observatories usually list only the indi-
vidual available raw images, that is, they do not list the products that could
be obtained by combining dithered or otherwise overlapping images. Hence, a
search engine which makes use of the observing logs is not able to identify prod-
ucts satisfying given conditions (e.g., deeper than a given magnitude). To help
better the user, it is necessary to describe as much as possible the possible prod-
ucts not the raw images. Hence, the individual raw images have to be associated
in groups; the the metadata resulting from the association process is the main
information that the user need to see. While for some HST instruments associa-
tions (and products) were available (Durand 2003), for various ASTROVIRTEL
programs the Wide Field Imager associations were generated.

Designing and implementing a facility to allow a personalised digital view
of selected objects of interest was another interesting area of development (PI
Prusti). The idea is to keep track of the evolving knowledge (publications,
observations, measurements) of objects of interest (the members of Chameleon
I and II nebulae), through the examination of publications (manually done by
the PI) or by looking at the history of changes within SIMBAD (via software
updates), supporting PI criteria and history of PI decisions.

3. Conclusions

The scientific achievements of the ASTROVIRTEL cycles are summarised in the
list of scientific papers published by the ASTROVIRTEL teams. The up-to-date
list can be found on the ASTROVIRTEL web site4.

ASTROVIRTEL, enabling improved access to existing data centres, helped
the participating teams in reaching their scientific goals. Thanks to ASTROVIR-
TEL, the ESO/ST-ECF archive can now offer to its archive community enhanced
services. Moreover, ASTROVIRTEL provided the first scientific requirements
to the Astrophysical Virtual Observatory project.
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Build Your Own SkyNode!
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and István Csabai1

Abstract. SkyQuery is an excellent VO prototype application that
marries Web Services technology with emerging VO standards to enable
dynamic cross-matching queries between different VO-enabled archives.
The archive data is stored in databases that are published online as Sky-
Nodes.

As the available data from Sky Surveys and new digital archives
rapidly multiplies every year, more than 80 percent of the data will ex-
ist outside of large data centers at any given moment, making it very
important to have dynamic cross-identification tools like SkyQuery.

Loading an entire survey like 2MASS or SDSS into a database in-
volves making decisions about issues like data formats and indices for
tables. We describe the process of loading such a large amount of data
into a relational DBMS (SQL Server) and generating a sky index using
the Hierarchical Triangular Mesh (HTM), which provides a really fast
way to find objects. This can be easily done even for a large survey like
the 2MASS All-Sky Data Release (150GB uncompressed, 471M objects)
in as little as 2 days including the required computation time for HTM.

1. Building a SkyNode

1.1. Preparing The Data

Sky Surveys usually provide data to the public in a form of ASCII or FITS files
and their brief descriptions. Using these descriptions we are able to understand
the structure of the files and the data types included in them. If we would like to
load this data in a database, we’ll have to create a representation of the survey
data types suitable for our database system. This means a database schema and
a parser to convert the files to our format.

Most of the time we don’t need to deal with lot’s of different tables, it is
enough to make only one or two tables for all of our data (see an example of
a more complex schema in the next section, Fig. 2). This table (PhotoObj or
SpecObj) will hold all the data we can find in the public files (but with SQL data
types) completed with an identity primary key (ObjID) column. The best way
to make this “create table” script is to write a description after every column as

1Dept. of Physics of Complex Systems, Eötvös Loránd University, H-1117 Budapest, Hungary

2Dept. of Physics & Astronomy, Johns Hopkins University, Baltimore, MD 21218, USA
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a comment. By doing this, we’ll be able to generate important metadata to our
tables and functions later on.

Our next step is the file conversion. In order to load our files into a database,
the clearest way is to convert them into a character delimited (CSV) format using
the new data types and our symbol of a NULL value. Additionally, we must
include our coordinates in a float type J2000 format as well (ra, dec), because
the HTM coordinates will be calculated from these values. If we couldn’t find
any sample code bundled with the public data, we can still start thinking about
using regular expressions with our parser.

Figure 1. Metadata of the 2dFGRS SkyNode at SkyQuery.net

1.2. Creating The Database

SkyNodes are using HTM2 coordinates to index (htmID) and locate survey
objects. The HTM2 code that will calculate an htmID in the database is realized
by an extended stored procedure, which must be installed on the server. Our
next step is to create the database that will hold all of our survey-related data
(130%-150% of the uncompressed data size). To avoid huge transactional logs,
this database should use Simple or Bulk-logged recovery model. By now we
are ready to create the structure of our new SkyNode by executing our “create
table” script and the ones that are required by every SkyNode (e.g. HTM2,
neighbor and matching functions).
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At this point we have a fully functional database without a row of data.
To fill it up, we can use “bulk load” with the converted CSV files, or advanced
(graphical) tools (e.g. Data Transformation Services in SQL Server). After this,
the HTM coordinates will be calculated and loaded into a separate table by
using a function of the installed extended stored procedure.

To speed up the searches in our node, we should create additional indices
and define relationships between our tables (e.g. between PhotoObj and HTM
tables using ObjID)

1.3. Publishing The Node

If we would like to work with data from several different surveys, it is really
necessary to have some kind of description about the actual data we are using.
If we write comments to every new object (tables, columns, functions) in the
SQL scripts, we are able to generate and load this important metadata into our
database (Fig. 1).

In order to make a SkyNode, our last two steps are creating a user to
access the data and set up the web service using a modified configuration file.
Our user must have permissions to SELECT from the tables, and EXEC the
stored procedures. The SkyNode configuration file must include the user name,
password and a few lines of description (name, location, ..).

Figure 2. Database schema for the 2MASS All-Sky Data Release

2. The 2MASS SkyNode

With it’s more than 471 million objects the 2MASS All-Sky Data Release is a
bit more challenging to handle. The Data Release includes 3 different type of
“catalog” (Point Source Catalog, Extended Source Catalog, ScanInfo), which
makes the database schema more complex (Fig. 2). Even if we have a more
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complex database, the biggest problem is still the time required to load the data
and calculate the coordinate based indices. Using the new HTM2 code to create
the htmID indices came up to be a surprisingly fast solution. After about 36
hours of parallel loading and computing time on 2 dual Xeon processors, we had
a 2MASS database in the SQL Server.

3. New SkyNodes at SkyQuery.net

New, final data releases from great surveys made a good choice to extend the
list of SkyNodes this year. After about one month of work, the following new
nodes were set up at SkyQuery.net:

• FIRST (2003 April 11 release)
• IRAS (point source catalog)
• 2dFGRS (APM Source and Spectra data )
• 2QZ (full catalog)
• NVSS (full catalog)
• PSCz (full catalog)
• 2MASS (All-Sky Data R., Point and Extended Source Catalog, ScanInfo)
To find more information about SkyNodes and SkyQuery, or to download

prepared SQL scripts visit the following pages:

http://www.skyquery.net
http://skyserver.elte.hu/skynode
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Abstract. Many astronomical datasets consist of diverse and complex
data collections (images, catalogs and spectra) of arbitrary size that cover
any region on the sky. The purpose of Atlas is to provide uniform access
to such collections, using a common interface. We define a set of files to be
generated for each collection (image metadata, a list of source tables, etc.)
and some standards for how data should be organized and referenced and
how collection ‘Home Pages’ should be structured. Atlas is a single CGI-
program that can be used to search, subset and present any collection’s
data to the user via the web. This method of organizing and presenting
the data makes it easy to update the data without major modifications
or upgrades to the system or software.

Atlas also has a ‘mode’ to serve image data using the National Virtual
Observatory (NVO) Simple Image Access Protocol (SIAP). We will also
show how NVO protocols and standards should be extended to support
a variety of complex data collections.

Atlas can be found on the NASA/IPAC Infrared Science Archive
(IRSA) website:

\bfhttp://irsa.ipac.caltech.edu/applications/Atlas

1. Introduction

In future, IRSA will serve complex datasets consisting of set of images, source
catalogs and spectra in specific regions of the sky. With the aim of reducing
development and maintenance costs, IRSA has developed a single application,
Atlas, for querying and accessing these data. Atlas is highly extensible, and
supports data sets of any size or complexity. It also supports NVO Simple
Image Access Protocol (SIAP).

2. Design

Atlas is a single CGI program written in C. It takes advantage of the component
based architecture at IRSA and re-uses many existing modules. These same
tools are also heavily used by other IRSA services and applications. There is
a substantial amount of code-reuse in this design. The design is data-driven,
instead of software-driven. Descriptions of datasets (metadata) are used for
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Figure 1. Atlas processing flow

searching data. If a new collection is added or updated in Atlas, we simply
(re-)create the metadata instead of changing the software. The Atlas basic
processing flow is depicted in Figure 1.

3. User Interface

User interfaces for all the data sets served through Atlas are similar. Each Atlas
Data Collection has its own Home Page; this is usually customized to the data
providers needs. This page typically has: a sky image with a color overlay of the
areas covered by that data set, a data collection description and informational
links, and a search form. The user can search for data by either clicking on the
image sky map within an area shown to contain data or by entering a coordinate
in the “Coordinate/Object” field. The top left hand side of Figure 2 shows the
Atlas user interface for one collection.

3.1. Results

Search results are HTML template-driven; the results for all data collections
have a similar look and feel. A typical search results page contains “footprints”
of resulting data rendered on an a background image of the sky. These query
results for all data types are listed in tabular form as a summary of what was
found. There are several download and retrieval options for metadata, catalogs,
spectra and image data on the results pages. The process of searching is iterative:
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Description of the data collection

User Interface Results

Search form

User can use interactive tools like this PlotApplet
to further view their spectral dataset

Search

User can click on the map
or fill out the form to 
activate a search

Catalog, spectra
and image meta-
data returned

"Footprints" of resulting data
on ISSA background map

User can fine-tune and re-submit
the search form or click on the
image map to recenter/resize

Figure 2. A sample Atlas User Interface for a data collection is shown
above. The top left panel is a Home Page which has a visual repre-
sentation of the data collection coverage, information material and a
search form. The panel on the right shows the search results page; data
coverage is shown for the request box search of the sky, along with an-
other search form and a list of the data available for download. The
user can fine-tune their search, re-size or start over. They can down-
load data and use interactive tools like OASIS and the IRSA plotting
applet to further explore the dataset.
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the results page is similar to the Home Page where the user started the search
– they can fine-tune their search or start over from the results page.

There are many options to download the results. The data collections are
served in a number of different formats depending on what was provided to
IRSA. Every available format is displayed as a download option on the results
page. Some of the download options include:

• Catalogs: ASCII IPAC format
• Spectra: ASCII, GIF, PS, PNG
• Images: FITS, JPG, metadata

IRSA also provides a method of viewing the images, spectra and cata-
logs using the interactive JAVA tools OASIS (Good et al. 2003) and the IRSA
PlotApplet.

4. Future Plans

Atlas was released in October 2003 and is being expanded to meet data-provider
demands as well as user feedback. The first release serves nine different data
collections, which have various combinations of image, catalog and spectral data.
The sizes of the datasets vary from collections of only several hundred to over
50,000 sources/spectra/images.

In 2004 IRSA plans on the following upgrades to Atlas:

• Access SIRTF science data sets using NVO SIAP.
• Serve SIRTF Ancillary Legacy Data Collections.
• Add access control (i.e. passwords, proprietary periods)
• Add postage-stamp GIF previews of FITS Images
• Implement SQL-like searching capabilities on metadata

5. A Challenge for the VO

This work has revealed the need for extensions to the SIA protocol to support
data collections and a broader range of file handles, not just URLs. For instance,
Atlas is able to serve a variety of data from one collection; however, only the
resultant image data can be served through the VO, using SIAP. We feel that
the VO data access methods need to be able to describe data collections (images,
spectra and catalogs).

Acknowledgments. We are very grateful to Anastasia Laity for helping us
put together the poster for the conference.
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Abstract. After releasing the first version of the new HST WFPC2
associations in November 2002, the CADC, ST-ECF and STScI are jointly
releasing Version 2. This presentation will discuss the software pipeline
steps that were put in place to construct these associations, and the
quality tests we will perform on them. Our goals are the following: Firstly,
to make available higher quality products for scientists using the HST
archives. Secondly, to translate all the necessary parameters used for the
processing into a data model for inclusion in the Virtual Observatory.
We will then present the different products which are accessible to the
potential user.

1. History and definitions of associations

The WFPC2 associations concept was started back in February 1998 by an ST-
ECF based team (Micol et al., 1998). Their goals at the time was trying to
combine images originating from very similar pointings in order to minimize
the number of cosmic ray hits on the final image. Since that time, multiple
enhancements to the basic algorithm were brought up by CADC and ST-ECF,
working jointly on this problem. The first joined releases occurred in November
2001 and then in November 2002 (Micol et al., 2000). At present, the team is
working toward a final release which, with the help of another team based at
STScI, should generate very high quality products ready for ingestion into the
Virtual Observatory.

The current (released) associations are defined following these simple rules:
(1) an association includes observations grouped by filter and observing pro-
gram; (2) these observations occupied the same position on the sky (within 100
Wide Field Camera pixels, or 10 arc seconds); (3) finally, the observations were
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obtained with the spacecraft at the same roll angle within 5 arc seconds (in order
to avoid rotation of images when stacked).
The actual release is available at CADC5, ST-ECF6 and STScI7.

2. Goals

In order to produce reliable high quality products for the final release of the
WFPC2 associations, we put together the following requirements:

1. The associations will facilitate archive browsing.
2. They should be ready for science usage, i.e. the should be well calibrated

photometrically and astrometrically.
3. They should be well described, with their processing history present in

their headers.
4. They should be as deep as possible, given the fact that all the pipelines

are running unattended.
5. Proper error propagation should be implemented
6. Weight maps should be available.
7. Powerful processing facilities required (21,000 stacks × 30 minutes each).
8. Enhanced metadata for data mining should be available for each data

products (see below).

3. The WFPC2 association pipeline

3.1. Association discovery

The very first step of our WFPC2 pipeline is to run a discovery agent to iden-
tify and classify the associations. This somewhat complex process looks into
the HST observing log and, according to the specified association rules, group
together individual observations. This process runs every week automatically.
Sometimes some associations got destroyed while more are created, depending
on the availability of new or otherwise re-archived observations. The “center”
of an association is defined as the deepest exposure of the group. Of course this
process is running only on public datasets.

3.2. Shift Finding

Next, we need to find the relative shift between every observations part of a
given association. This process is quite CPU intensive and consists in:

1. Masking the strongest cosmic rays using a Sextractor based algorithm
2. Running a 2-D cross-correlation and find the maximum and its error of

the resulting array
3. Comparing the different shifts finding method (WCS, Jitter info and 2-D

cross-correlation) and store the best ones

5http://cadcwww.hia.nrc.ca/wfpc2/

6http://archive.eso.org/archive/hst/wfpc2 asn/3sites/

7http://archive.stsci.edu/hst/wfpc2/



WFPC2 Associations Pipeline 211

3.3. Association Products

Once the shift values are available, we then run the following steps to create the
final products:

1. On each observation, we run OTFR, the calibration pipeline using latest
software and calibration files (including warm-pixel correction)

2. Then we shift the images using standard IRAF tasks
3. Once all images have been registered to the master image, we stacked them

using Stetson’s artificial skepticism algorithm (Stetson, 1989)
4. For the astrometric correction we search for matching objects between the

image and the USNOB2 catalogue. From the matched list, we compute a
linear shift in RA and DEC and apply it to the product.

5. Then we augment each product image with relevant information about the
processing history like the version of each modules and packages used and
other important processing parameters, like the number of stars identified
for the astrometric correction.

6. Finally, the different products are ingested within the CADC storage sys-
tem which is accessible through a special procedure from ST-ECF and
STScI). At this point in time, the association is accessible through all
partner web site.

4. Quality assessment

Quality assessment of the WFPC2 associations is an important but difficult part
of the project. For these images to be useful for research, they must be verified
to be photometrically and astrometrically accurate. For the first release of the
WFPC2 associations, we limited our tests to only a few hundred images. The
results of these tests are presented on the joint CADC / ST-ECF / MAST web
interface. We will perform these and additional tests for the second release:

4.1. Photometry test

1. Comparison between instrumental magnitude between final stack and in-
dividual exposures.

2. Comparaison with already published material.

4.2. Astrometry test

Automated astrometry tests are not possible. When the astrometric correction
is performed within the pipeline, a measure of the correction accuracy as well
as the number and the list of known stars is available within the header of each
product. Since the internal precision of the USNO2 stars is not sufficient to
provide the perfect solution for a given WFPC stack, trying to estimate each
solution more accurately is impossible. From our first release, we estimated that
the astrometric correction error was essentially equivalent to the internal error
of the USNO catalogue after examining a subset of images with known USNO2
stars. We will perform the same test on the second version.
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4.3. MultiDrizzle

Another test which we will perform on the second version of the products will
involve comparing them with versions produced using the new STSDAS task
multidrizzle (Koekemoer et al., this conference). In principle, the images pro-
duced by multidrizzle and the associations pipeline should be equivalent, and
thus difference would indicate flaws in either the multidrizzle or associations
pipeline software. A set of multidrizzled images has already been produced by
MAST, and is awaiting comparison with the corresponding images produced in
the second release.

5. Virtual Observatory publication

For the WFPC2 associations extra steps are actually running at CADC to allow
us to publish the products within the Canadian Virtual Observatory (CVO).
Similar steps are being taken within our collaborating institutions. In addition
of publishing the product itself (space, time and wavelength parameters) in
the CVO, we are running other steps to augment the information on those
products: (1) an image characterisation software measures some basic statistical
parameters like total flux and ratio of extended objects over point sources; (2)
the position and the flux of each source are measured on the image.

6. Conclusions

The second release of the WFPC2 Associations will be made available to the
public soon by CADC, ST-ECF and STScI. Richer metadata will be available
for deeper and better calibrated products for WFPC2. Better uniformity will
ensure better usage and inclusion within a Virtual Observatory in spite of the
pointing mode nature of these products. The working group is applying a similar
technique for creating ACS associations (Hook et al., 2004)
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Abstract. Numerical and bibliographical Databases in Atomic and Mol-
ecular Physics are essential for both the modelling of various astrophysical
media and the interpretation of astrophysical spectra provided by ground
or space-based telescopes. We report here on our current project con-
cerning the access to Atomic and Molecular Physics Databases within
the Virtual Observatories, addressing the organisation/access of data for
specific astrophysical applications and the use of standards for interoper-
ability. As an example we present the current status of a numerical and
bibliographical database concerning collisional ro-vibrational excitation
rate coefficients of molecules (http://basecol.obs-besancon.fr)

1. Presentation

It is important to make atomic and molecular data widely available in interre-
lating databases with VO projects; this would allow:

• uniqueness of data used in astrophysical models
• automatic access to these data from web applications developed for spec-

trum analysis or modelling
Different steps have been identified in order to organise access to atomic and
molecular data for astrophysical needs:

1. identify specific needs for specific applications;
2. “validate” the relevant atomic and molecular data (precision, origin of the

data: chain of errors);
3. get the data into a suitable scientific and technical format;
4. semantic definition of the data.

Point 1 was started with the organisation of a workshop
(http://wwwusr.obspm.fr/~vo-phys/PAGE-VO/ATELIER/titre.html), where
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physicists and astrophysicists from various areas (solar physics, stars, planets,
interstellar medium) met. The following conclusions can be drawn:

• data used in different models come from heterogeneous sources; they are
either extracted from different databases (HITRAN, GEISA, VALD, CHI-
ANTI, NIST, TOPbase, ...) or calculated by the user.

• The data are not always reliable and the chain of errors is not known.
It is clear that a dedicated organisation of atomic and molecular data would be
of the utmost interest. We set up a discussion forum on the subject at
(https://maillist.obs-besancon.fr/wws/info/vo-physique).
A follow up of the project can be found on
(http://wwwusr.obspm.fr/~vo-phys/PAGE-VO/main.html).

2. A case study: the scientific preparation of HIFI (HSO) and ALMA

In view of the scientific preparation of the HIFI instrument of the Herschel
Space Observatory (HSO) (http://www.sron.nl/divisions/lea/hifi/) and
of ALMA (http://www.alma.nrao.edu/), particular needs have been pointed
out for:

• data on collisional ro-vibrational excitation of molecules
• data on millimeter and submillimeter spectral data.

These questions are addressed respectively by the
Basemol (http://www.lra.ens.fr/~pcmi/herschel-alma.html) and (Astro-
spec) working groups.

2.1. The BASECOL database and related projects

In this framework, different groups have been set up to carry out calculations
on collisional ro-vibrational excitation of molecules and to build a related bibli-
ographic and numerical database.
This database, called BASECOL (http://basecol.obs-besancon.fr) is de-
voted to collisional ro-vibrational excitation of molecules by colliders such as
atom, ion, molecule or electron. We have constituted a national working group of
molecular physicists involved in the calculations of ro-vibrational cross-sections,
in order to ensure the continuity and the quality of the database. We are cur-
rently enlarging the collaboration to the international molecular physicists com-
munity.

2.2. Current Status and future plans

We are primarily focusing on collisional systems of interest for various astro-
physical media. The database is composed of several parts:

• a bibliographic database (papers are read and associated to very precise
keywords),

• calculated collisional rates or cross-sections,
• information on the molecular data used in the cross section calculations,

various informations on ro-vibrational excitation of molecules.
For systems of astrophysical interest, we will:

• provide full information on the chain of errors of the data and give some
recommendations
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• continue to update the content of the bibliographic database, as well as
introducing new choices such as references on excitation of molecules col-
liding on a surface

• put on line all the calculated rate coefficients found in the literature and
provide fits of these rate coefficients.

Access is currently available via a classical WEB interface with an interactive
query page for the bibliographic database. An interactive access to the colli-
sional rates and cross-sections is underway.

We are also addressing the issue of compatibility of the output of the database
within the framework of the Virtual Observatories, in relation both with WEB
tools for spectral analysis and with other databases such as the UMIST Database
for Astrophysics (http://www.rate99.co.uk/) and the Cologne Database for
Molecular Spectroscopy (http://www.ph1.uni-koeln.de/vorhersagen/).
We have created a discussion forum at
(https://maillist.obs-besancon.fr/wws/info/web-collision).
The BASECOL database will be used both in the modelling of astrophysical ob-
jects (such as the model of Photo-Dissociation Regions (PDR) currently available
at (http://aristote.obspm.fr/MIS/)) and in the interpretation of observed
spectra (CASSIS) for HSO: analysis of observations for the search of new species
and the determination of physical conditions.

2.3. Use of standards for interoperability

Definition of data: UCDs
We are currently addressing the semantic definition of the Atomic and Molecular
Data, in collaboration with CDS, that is, by defining UCDs
(http://cdsweb.u-strasbg.fr/doc/UCD.htx) related to atomic and molecular
data. Both the BASECOL database (http://basecol.obs-besancon.fr) and
the MOLAT database (http://molat.obspm.fr) of the Paris Observatory are
going to be used to test the UCDs.

The work in progress is the following:
• go through the existing UCDs and simplify the structure (remove useless

UCDs)
• Work out new UCDs, in particular for molecular physics
• As an example: atomic and molecular processes could appear in different

levels: “AT” and “MOL”, instead of one level “AT”, as it is at present.

Representing Physics data in VOTable
VOTable (http://cdsweb.u-strasbg.fr/doc/VOTable/) is an XML standard
which was especially designed to transfer astronomical data in tabular form. In
molecular physics, the data that are often data cubes (or even “hypercubes”):
for instance the effective collisional rate coefficients as a function of initial and
final quantum numbers and temperatures. To be able to represent these data
in VOTable, we need some kind of “projection” mechanism to place data cube
“slices” into VOTable’<TABLE>s. Two solutions can be considered:

• put slices contiguously in one <TABLE> using repeated <FIELD>s; this so-
lution has been used for some molecular data available in the CDS Vizier
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catalogue service [see table 4 of catalogue VI/51 about collisional excita-
tion rate of H2CO from (Green 1994)];

• put one slice in one <TABLE>; then all <TABLE>s must have the same
<FIELD>s.

In both cases, we need a further analyser next to the VOTable parser in order to
join data of the same type belonging to either different <FIELD>s or to a given
<FIELD>s in successive <TABLE>s.
To gather people interested in these matters and share experiences and questions,
a Birds of a Feather session has been organised (Dubernet 2004).

Contacts

Astrospec (contact: adam.walters@cesr.fr)

CASSIS (contact: adam.walters@cesr.fr)
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Abstract. We present the general characteristics of a database for bi-
nary and multiple stars from all observational categories, specifically de-
signed to address the awkward topics of the identification of stellar com-
ponents. BDB is based on a modular architecture to allow the easy in-
tegration of data from various sources. We describe in particular the set
up of connections with other double star databases through the Internet.
Additional tools are being developped for the processing of image data.
The implementation of standards for the connection of BDB with Virtual
Observatory projects is reviewed.

1. Introduction

Why a SIMBAD-like database for double and multiple stars?

• to put together the various data of all types of double stars (Fig. 1),
• to avoid the well known difficulties specific to binaries:

confusions between systems, components, measurements, identifiers, ...
• to show the multiple belonging of a system to the different types of binaries

(Fig. 1),
• to give an easy and simultaneous access to ALL data relevant to any object.
• more than 50 % of the stars in a large neighbourhood of the Sun belong

to double or multiple systems.
The number and diversity of binary stars support the need for the creation of
a database that cross-refers and compiles data about the various observational
categories (Oblak 2001).
What is sought through BDB is to set at the disposal of the community of stellar
astronomers, the query tools necessary to retrieve numerical or image data over
the Internet.
BDB has been developed since 1995.
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Figure 1. The categories of double stars in term of angular separation
given in arcseconds and astronomical units.

2. The Computing Structure of BDB

BDB is managed through the /rdb relational data base management system. A
CROSS files supplies the cross-identification between the different identifiers of
a given component of a double star. An internal unique order number, called
BID, is also assigned to the star.
A second file MAIN supplies the type of the binary system, the number and the
2000 equatorial coordinates (Fig. 2).
Each local or remote set of data (catalogue, images, ...) is accessed separately by
the query scripts allowing easy integration of new data, updates, corrections, ...
The MAIN field gives the basic information on the stellar systems : the type of
the system or the number of the components.

3. Astronomical Content of BDB

Catalogues of the following observational categories of binary stars are avail-
able through the database : visual, spectroscopic, interferometric and photo-
metric. More detailed informations can be found on the data base web site :
http://bdb.obs-besancon.fr/.
Photometric measurements in the three photometric systems (UBV, Strömgren
and Geneva : 1995 for the moment) were also integrated in BDB.
The BDBJAVA tool has been developed to compare numerical data from several
catalogues with the Digitized Sky Survey and CCD images (our own observa-
tions of a European Network) of visual binaries (Fig. 3).
Thanks to computing links with external databases, BDB gives the possibility to
access data from the SIDONIE visual binary database (Observatoire de la Côte
d’Azur, France), IAU’s SB9 spectroscopic database (Brussels, Belgium), Cracow
data base of eclipsing binaries (Poland) and the Simbad database (CDS).
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Figure 2. General computing scheme of BDB and the computing
organisation of BDB. the CROSS field contains the identifiers taken
from the various catalogues CAT1, CAT2, ...etc.

4. Development Perspectives

Besides the continous integration of new data specific to all observational cate-
gories, short-term developments focus on two axes:
1) interconnections with other databases
2) the output of data in XML format, especially for interoperability purposes;
a first experimental implementation was made using the Astrores DTD. The
work will now be turned into the new VOTable scheme (Ochsenbein et al. 2002)
which was defined in the framework of developments for the Virtual Observa-
tory initiative. Concurrently, other standards will also be considered, especially
UCDs - Unified Column Descriptors - (Derrière et al. 2002).

5. Conclusions

Thanks to its structure and to its development scheme, the BDB data base
allows now to raise the ambiguity that is very often met when one has to deal
with binary stars. It could play a useful complementary role to CDS’SIMBAD
in supplying data specific to binary stars.
BDB can turn out to be a useful tool for forthcoming projects such as GAIA.
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Figure 3. Example from BDBjava : comparison between numerical
data and images from DSS and CCD.

References

Derrière, S., Ochsenbein, F., Ortiz, P. 2002, “UCDs: Metadata for the V.O.”
in “Toward an International Virtual Observatory, Scientific Motivation,
Roadmap for Development and Current Status” Springer-Verlag, ESO
Astrophysics Symposia, (in press), eds. K.M. Gsrski and P.J. Quinn

Oblak, E. 2001, “Quelques bases de données d’étoiles doubles et multiples”,
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Abstract. We present the main new features of the Aladin interactive
sky atlas (version 2.0, November 2003). The Aladin tool is able to query
a remote server providing new VO DAL1 outputs and to interpret the
result. Aladin is able to build a metadata tree from the description of
a dataset, in order to easily browse through all data available in a sky
region on a server or in a local folder. It is now possible to interface
Aladin to other Java applets in a standard way, and this has been applied
to VOPlot. In addition, Aladin can now parse VOTables from various
origins. It is also possible to recalibrate the astrometry of images, using
different astrometric reduction methods, or to create manually a new
calibration using a reference catalogue. Other miscellaneous changes have
been implemented.

1. Introduction

The AladinJava tool was first released in 1999 long before the VO efforts started.
Version 2, released just after ADASS 2003 meeting is a major new release imple-
menting several new features and enhancing the role of Aladin as a VO portal
(Figure 1). Several new developments described here have been initiated for the
AVO prototype.

2. Compatibility with VO standards

The emerging VO standards are already implemented in Aladin, allowing users
to access VO image and data servers, immediatly available in Aladin by describ-
ing these servers in the GLU registry.

2.1. VOTable

VOTable has been the first IVOA standard. Defined as an XML DTD, VOTable
is intended to provide a common standard for astronomical tables, or table sets.
A light VOTable parser, SAVOT2, has been implemented in Java and integrated

1Data Access Layer

2http://simbad.u-strasbg.fr/public/cdsjava.gml
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Figure 1. RGB image built from 3 plates (ESO/R, SERC/SR, and
SERC/I) with Tycho2 catalog overlay and a filter displaying the proper
motions for the faint stars in the Trifid nebula field.

to Aladin. It allows to access various servers of astronomical catalogues, as well
as metadata descriptions such as SIA and IDHA servers (see below)

2.2. ExtApp interface

This Java interface between two collaborative applications describing how to
transmit data, how to select astronomical objects allows one to integrate external
tools into Aladin, as long as they are able to cope with VOTable, e.g. VOPlot
(Figure 2) - VOPlot is a VO-India/CDS collaboration (S.Kale et al, 2004) -

ExtApp makes easier collaboration with other projects. Miscellaneous ap-
plications have been tested, but not yet retained in the public interface.

2.3. Data Access Layer protocols

Strong effort has been made in the IVOA to provide standardized access to
images available on the WEB. SIA protocol3 standardizes the image request
and image retrieval methods. SIA compliant servers provide metadata for the
images in VOTable format. Developped in parallel to SIA, and based on the
IDHA data model4, IDHA VOTable used in the AVO scientific demonstrations
provides more structured metadata. Aladin is now able to request both DAL
compliant servers and to interpret the outputs (see next section).

3http://www.us-vo.org/news/simspec.html

4http://cdsweb.u-strasbg.fr/idha.html
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Figure 2. VOPlot drawing (proper motion compared to BT-VT) for
Tycho2 objects displayed in Figure 1

3. Metadata Tree browser

This feature organizes image metadata in a uniform way , allowing to browse
huge datasets and select data within them. Currently the only condition is that
MetaData are provided in IDHA VOTable or SIA protocol format. Data in
local directories will appear in the same coherent structure. The metadata tree
feature makes Aladin a strong data integrator (Figure 3).

4. Access your own data

In addition to this user directory “autoscan”, it is also possible to read “hand
made” local metadata documents (SIA or IDHA compliant) and to describe
in the GLU dictionnary any server returning either VOTable or SIA/IDHA
VOTable. Using these descriptions, the Aladin software generates dedicated
dialog boxes for each server.

5. Other new features

• Online reduction
This dynamical computing feature allows to fix wrong astrometric solu-
tions, to achieve compliance between astrometric solutions of a set of im-
ages, to compute solutions for uncalibrated images and convert XY posi-
tions catalogues to World coordinates.

• Value scaling facility
In previous versions of Aladin the “autocut” facility provided appropriate
value scaling for most of the images. In this version we added to this
“autocut” the possibility of choosing the extrema of the scaling interval.

• Help menu to write filters
The filter facility implemented in the previous main release was lacking
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Figure 3. Metadata tree provided by Aladin server in the Trifid neb-
ula field displayed in Figure 1

a user-friendly way of writing new filters. A popup menu provides now
assistance to the user in this task.

• New script commands to manipulate stack folders
The script facility allows automatic command executions. It is useful for
large data sets processing. This scripting facility has been extended to
allow stack folder manipulation.

6. General remark on the software

All the developments described in this paper are fully available in both the
applet and standalone versions. They are compatible with Java Virtual Machines
version 1.1, the proportion of which among installed browsers begin still 60%.

Acknowledgments. The authors acknowledge support by French Research
Ministery ACI Grid for IDHA and by EC founded AVO for DAL and metadata
tree implementation. They thank Mark Allen, Mireille Louys and André Schaaff
for various collaborations
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Abstract. PostgreSQL, the open-source ORDBMS, is one of the best
solutions for science. Compared to several available commercial and non-
commercial database engines, it appears to be the most versatile. Exten-
sibility is the most remarkable feature of PostgreSQL – it allows to de-
velop custom data types, queries and indexed access methods, optimized
for specific tasks. We present two contribution modules for PostgreSQL:
pgSphere, offering the capability for dealing with geometrical objects in
spherical coordinates, and pgAstro, based on the pgSphere, providing
astronomy-specific functions and methods

1. What is PostgreSQL and why we’re using it?

PostgreSQL is an object-relational database management system (ORDBMS)
based on Postgres v.4.2, developed at the University of California at Berkeley
CS Department. PostgreSQL provides SQL92/SQL99 language support and nu-
merous powerful features making it well-suited for different scientific and techno-
logical tasks. A lot of object-relational concepts assisting in modern commercials
were pioneered in Postgres.

The main concepts and features of PostgreSQL are:
• rapidly developing open source freely distributed DBMS
• SQL support and object-relational concepts
• simple and handy front-end interfaces for different software platforms
• extensibility of the DB server functions, i.e. developing of custom data

types and data access methods
These features allow PostgreSQL to be used in different scientific projects.

At present it is being used in the following projects related to astronomy:
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1) HyperLEDA database, http://leda.univ-lyon1.fr/, a part of MIGALE project.
2) SAI Astronomical Databases, http://www.sai.msu.su/database.html
3) TASS, The Amateur Sky Survey, http://www.tass-survey.org/
4) MAPS, Minessota Automated Plate Scanner, http://aps.umn.edu/

Usually scientific objectives imply the dealing with data types different from
integer and floating point numbers, strings, timestamps and money, provided
by the standard SQL. For example, many of astronomical and astrophysical
tasks require effective operation with celestial coordinates. This implies the
2D indexing of the positions on sphere to achieve high performance on large
datasets. Unfortunately, no standard solution exists for this problem in modern
DBMSs and there is no standard data types even for 2D objects on cartesian
plane. So, the extensibility of the DBMS becomes the most valuable feature.
Let’s consider several database solutions available on the market to compare
them and conclude about their suitability for astronomy:

• Oracle is a market leader. It is full featured database solution, it is exten-
sible and high-performance, it has support for user-written data types and
access methods and for GiST access methods, but it is very expensive.

• MS SQL Server has similar feature set, but it can be used for Windows
only. SDSS project successfully uses this DBMS. It is also quite expensive.

• DB2 (Informix). It is another example of full featured solution, and it is
used in several astronomical projects, such as NED. Again, it is expensive.

• Sybase is similar to DB2 by the abilities, it is traditionally used in many
astronomical applications.

• MySQL is open source RDMBS with a reputation for efficiency. But is
not extensible and feature set is rather poor. Anyway it is quite cheap
solution for static datasets.

• PostgreSQL is open source and easily extensible, has extremely rich feature
set, supports GiST access methods. Unfortunately, many of its features
are poorly documented

So, PostgreSQL is the only extensible free open source DBMS solution.

2. Extensibility of PostgreSQL

As noted before, the extensibility becomes the most important feature of the
DBMS to be used in science. PostgreSQL provides very wide possibilities for
extending the database and adopting it to the raised objective.

1) PostgreSQL allows to create user-defined functions and aggregates in the
upper layer using SQL or one of the available procedure languages. This feature
is quite common for the most of the DBMSs. Also it is possible to create custom
data types and use these high level functions for dealing with them.

2) PostgreSQL provides a powerful functionality for so called back-end pro-
gramming. This allows developer to create functions in a low-level language
(i.e. C), compile them and load dynamically into the running database server
as shared objects. Binary code usage increases the performance dramatically.
Moreover, the standard interface to GiST (Generalized Search Tree) is provided
to create custom data types with indexed access methods and extensible set of
queries for specific domain experts not a database one.
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GiST was implemented in an early version of PostgreSQL by J. Heller-
stein and P.Aoki, more details is available from “The GiST Indexing Project”
(http://gist.cs.berkeley.edu/) at Berkeley. As an “university” project it has a lim-
ited number of features and was in rare use. Since version 7.1 of PostgreSQL
the GiST was taken up by Oleg Bartunov and Teodor Sigaev. Current imple-
mentation of GiST supports:

• Variable length keys
• Composite keys (multi-key)
• provides NULL-safe interface to GiST core

But GiST cannot be used to implement such well known multi-dimensional
indexing methods as Hierarchical Triangular Mesh, because HTM is a kind of
Space Partitioning Trees. More general index structure called SP-GiST (Aref et
al.) exists for dealing with SP-Tree algorithms. It also can be implemented as
extension to PostgreSQL.

Several extensions to PostgreSQL based on GiST interface exist. They’re
described here: http://www.sai.msu.su/˜ megera/postgres/gist/ We’ll emphasize
the pgSphere extension, useful for astronomy more then the others.

3. pgSphere project and concepts of pgAstro

We have developed pgSphere contribution module, http://www.pgastro.org/cgi-
bin/wiki.pl?pgSphere for PostgreSQL using backend programming and GiST in-
terface. It is distributed under BSD license. It introduces data types for geo-
metrical objects on a sphere and access methods for them. The project is hosted
by Gborg, http://gborg.postgresql.org/projects/pgsphere

pgSphere provides the following functionality:
• input and output of spherical data (points, circles, polygons, ellipses,

boxes) in several formats (radians, degrees, DMS, HMS)
• containing, overlapping and other operations for spherical objects
• various input and converting functions and operators
• calculation of circumference and area of spherical objects
• spherical transformations
• indexed data access methods for spherical data types

Hence it is possible to do a fast search and analysis for objects with spherical
attributes, using PostgreSQL. For instance it is possible to manage data for
geographical objects on the Earth or astronomical catalogs conveniently using a
SQL interface. The main goal of pgSphere is to provide an uniformed access to
spherical data.

Several performance tests were made with different datasets. We used Ty-
cho catalog and its parts to compare the performance of GiST R-tree based
algorithm implemented in pgSphere to 2-column B-tree index on celestial co-
ordinates. The selection of objects within 6 by 6 degrees area from 106-record
dataset takes about 2 ms using pgSphere and 17 ms using 2-column B-tree. More
details about the benchmarks are available in the full electronic version of this
paper at http://www.sai.msu.su/˜chil/ADASSXIII poster.pdf

PgSphere is close to the first stable release now, and we hope to finish it
available before January 2004. Now it can be downloaded from CVS repository.
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Using pgSphere module it becomes possible to solve some astronomical tasks
using SQL queries.

We are introducing pgAstro contribution module, distributed under GPL2
license. It will be a set of tools on SQL-layer and backend layer devoted to
astronomical tasks. Two possible applications are clear now:

1) Positional astronomy. Some astrometric functionality will be included,
for instance, it will be possible to do cone search for a given epoch and equinox
taking into account proper motions to calculate precession and nutation on the
fly, to check if the given object belongs to the given constellation etc.

2) Coordinate based cross-correlation. This task is important for identifying
objects in different catalogs.

4. Conclusions

From the given examples PostgreSQL appears to be the most versatile DBMS
solution for astronomy and astrophysics. It is easily extensible, has powerful
set of features well comparable to leading commercial database solutions. The
fact that PostgreSQL is freely distributed open source software indicates a very
important advantage. Many people can create contributions useful for scientists,
which is hardly possible with any commercial database solutions.

The further features of PostgreSQL will include XML support. It may be
very useful for many VO applications and tools.

Acknowledgments. Our development is supported by the Russian Foun-
dation for Basic Research, projects #02-07-90222 and #03-07-06116. Also we
greatly appreciate PostgreSQL community, TASS Amateur Sky Survey working
group, especially Robert Creager and Chris Albertson. Great thanks to ADASS-
XIII organizing committee for financial support, provided to complement our
attendance the conference.
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Abstract. The Information Bulletin on Variable Stars is a bulletin fully
available in electronic form. We are working on converting the text, tables
and figures of the papers published into a database, and, at the same time,
making them accessible and addressable. IBVS Data Service will provide
information on variable stars — like finding charts, light curves — and
will be VO compatible. Other services could link to individual figures,
data files, etc. this way.

The Information Bulletin on Variable Stars is a small journal publishing
papers in the field of stellar variability research. It is now available electronically,
from the first issue of 1961, in ASCII text or LATEX source format as well as
PostScript (Holl 1988).

1. Searching for information

Users of IBVS can either find papers by looking at the tables of contents, by
using the simple string search facilities offered by the IBVS website or using
ADS and SIMBAD.

Although locating papers using bibliographic metainfo (author, publication
year, journal, etc.) works well, finding specific pieces of information – like an
identification chart for a variable, recent ephemeris for another, or all the pub-
lished minima (info in the paper body) is a problem. Experience / experiments
show that simple search facilities are not good at this. Using key combinations
like:

“TZ Ari” + “finding chart”

will either return a number of other articles or it may miss the paper containing
the chart altogether. Popular search engine image finding results are similar.

To get better results we must be able to find specific information in the body
of a paper. Though software with more intelligence built in might help, we think
the solution is to store the papers in a structural/semantic format (O’Donnell,
1993), achieved by metainfo and mark-up. While marking up archival mate-
rial is a tedious job, it can be done with small journals, like IBVS. We have
started working on building a figure metainfo database. For the future, a care-
fully constructed LATEX style file is the solution (IBVSephemeris, IBVSfigKey,
IBVSdataKey macros). Using this metainfo better search forms can be built.
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2. Structural and semantic parts of a paper

It is often desirable that parts of a paper should be accessible and addressable.
As the case of Agosti (2003) shows, figures should be re-usable, one should be
able to compile a catalog using figures from published papers, linking to the
source.

IBVS intends to make specific parts of its papers addressable and accessible.
So, for example, GCVS can refer to a finding chart, or ephemeris, using a link
to the given piece of information. The chart will reside on the journal’s server,
the figure can appear on a GCVS result page, together with proper reference to
the source. For addressing, standards should be established based on existing
ones like the ASU (Albrecht et al., 1996) and the bibcode (Schmitz et al., 1995).

3. IBVS as a database

IBVS has accumulated large amounts of information. From a different viewpoint,
it can be considered as a database. Carrying further the example used above,
IBVS has a large collection of finding charts – and light curves, ephemerides,
observed minima times, observational data files, etc. These fitted with metainfo
and marked up, we can compile an atlas of finding charts, or lightcurves. And,
by using IBVS facilities, one might collect all minima published in the journal
on a given eclipsing binary (Holl, 2002).

The quantity of such information in IBVS is not always large enough to
make a useful catalog, and the material is certainly not homogeneous. We will
provide such a catalog for the users of IBVS, but it is really intended to be
used by other services. Catalogs might pick and use charts or other pieces of
information they want, and omit those not relevant (or good enough) for them.
On the other hand, other services might put together information from different
sources – like IBVS and AAVSO. So services like Aladin, OASIS (Good, 2003)
or SIMBAD, might give flags to variable objects with further external info, like
light curves. The problem of name resolution has to be be solved, for which we
intend to use Sesame provided by CDS.

The more metainfo is needed – while papers have to be prepared by the
authors – the more difficult the task of the authors will be. A possible solution
for this problem would be to provide tools for the authors to prepare and/or
check their manuscripts. An experimental tool is described in Holl, 2003.

4. Journals and observational data

Data on which IBVS papers are based often come from small observatories.
Such data are usually not available like data from big surveys. This data is
mostly photometry – small tables in the form of text files (but might be spectra,
etc. occasionally.) It is desirable to make those data available along with the
papers. IBVS does allow electronic-only publication of such data files. Though
the number of such files is small yet, it is expected to grow. It might reach the
size of a database used on its own merit. A more probable scenario, though, is
that it will be used through the Virtual Observatory. There are many variability
surveys, offering photometry. The future user would like to gather data from
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all available sources, using VO techniques. So IBVS will present observational
data in VOTable format.

Data files will be supplied with metainfo, including keywords. We will try
to standardize formats to a certain level – but still we will require authors to sub-
mit plain text files. These will be converted to VOTable format automatically.
Manuscript submission tools will have VOTable output too.

5. Summary

We will introduce the IBVS Data Service, which will be intended primarily for
other service providers, making IBVS data accessible to/through their facilities.
Though it will be usable locally, and based on the same metainfo/markup, better
local search facilities could be built.

With the new IBVS Data Service we might channel observational data from
small observatories to the VO. We think that some of the ideas described here
might be applicable to other electronic journals in astronomy.

References

Agosti, D., 2003, Nature, 424, 727

Albrecht, M., Barylak, M., Durand, D., Fernique, P., Micol, A., Ochsenbein, F.,
Pasian, F., Pirenne, B., Ponz, D., Wenger, M., 1996,
http://vizier.u-strasbg.fr/doc/asu.html

Good, J.C., Kong, M., Berriman, G.B., 2003, in ASP Conf. Ser., Vol. 295,
ADASS XII, ed. H. E. Payne, R. I. Jedrzejewski, & R. N. Hook (San
Francisco: ASP), 89

Holl, A., 1998, in ASP Conf. Ser., Vol. 145, ADASS VII, ed. R. Albrecht,
R. N. Hook, & H. A. Bushouse (San Francisco: ASP), 474

Holl, A., 2002, iAstro/IDHA workshop, Strasbourg
http://journals.eecs.qub.ac.uk/tc13/iAstroWebPage/
Strasbourg02/Holl.pdf

Holl, A., 2003, in ASP Conf. Ser., Vol. 295, ADASS XII, ed. H. E. Payne, R. I.
Jedrzejewski, & R. N. Hook (San Francisco: ASP), 321

O’Donnell, M.J., 1993,
http://people.cs.uchicago.edu/~odonnell/Scholar/
Technical papers/Electronic Journal/description.html

Schmitz, M., Helou, G., Lague, C., Madore, B., Corwin, G.G.Jr., Dubois, P.,
Lesteven, S., 1995, Vistas in Astronomy, 39, 272



232 Holl

1.) SOURCE

- Text : † were scanned and OCR-ed, stored in ASCII text files;
∗ are in LATEX source.

- Figures: † were scanned, stored in PS and JPEG;
∗ are stored in PS and JPEG.

- Data: stored in simple ASCII text format.

↓

2.) MARKUP & METAINFO

- Figures: † metainfo (including figure keywords) added and stored in
auxiliary files together with captions.
∗ metainfo is stored in the LATEX text of the paper
(IBVSfigKey)

- Text info: † information from the paper body text (like ephemerides)
are extracted to auxiliary files, tables restructured and
outfitted with metainfo, stored in text files.
∗ marked up with LATEX macros

- Data: are converted to a standard text format, with metainfo
(including data keywords) in the header.

- Biblio: Bibliographic metainfo is available for all issues in ADS
tagged format.

↓

3.) IBVS DATA SERVICE - LOW LEVEL

Scripts will serve individual figures, tables, data and other pieces of informa-
tion (ephemerides) together with metainfo and links to the original paper.
Bibliographic metainfo of the paper will be added here. Data and tables
will be converted to VOTable format on-the-fly. The input parameter is the
IBVS standard filename.

↓

4.) IBVS DATA SERVICE - HIGH LEVEL

Stars are identified with standard GCVS names (if there is one), and a hash
table is created with all the files available on a given object. Scripts will
serve information on stars, object names will be resolved using the Sesame
service of CDS.

Figure 1. Construction of the IBVS Data Service († denotes archive
issues, ∗ modern issues).
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Abstract. We present a project of an Information system on binary
stars (ISBS). The main goal of the system is to collect information on
masses and other astrophysical parameters of components of binary/mul-
tiple systems. A first version of ISBS will contain astronomical data
catalogues, related to observations of eclipsing binary stars. An interface
will provide access to the summary description of the catalogues either
by GCVS identifier or by evolutionary type. The ISBS will allow user to
make statistical investigations as well as to obtain data on a particular
binary system. The majority of the included catalogues are presented
in machine readable form for the first time. It is likely that ISBS will
be merged naturally into the Russian Virtual Observatory and into the
Besancon database on binaries.

1. Introduction

Eclipsing binaries represent one of the most numerous type of binaries. Indepen-
dent stellar mass and luminosity determination is possible only for components
of eclipsing binaries, with the spectrum lines of the two components. They
represent only some 5% of all known eclipsing binaries. So, for statistical in-
vestigations it would be advisable to estimate fundamental parameters (such as
mass and radius) for eclipsing binaries with unknown spectroscopic elements.

That was a goal of authors of early catalogues (Brancewicz & Dworak 1980,
Svechnikov & Kuznetsova 1990). But the number of known eclipsing binaries
increases constantly; current version of the General Catalogue of Variable Stars,
GCVS (Kholopov et al. 1985-1988; see also http://www.sai.msu.su/groups/clus-
ter/gcvs/gcvs/ for living edition) contains about 6250 eclipsing binaries, in com-
parison with some 5000 systems in the 1988 version (this statistics does not
include variables discovered in large surveys, like OGLE). Observational data is
collected in a number of other catalogues, devoted to various types of eclipsing
binaries.
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Figure 1. Close binaries evolutionary scheme. m1 - initial mass of
more massive component, in solar mass; a - initial semi-major axis,
in solar radius; m2 is adopted to be approximately equal to m1. The
figure is taken from Yungelson & Massevich (1982)

In this paper we present a project of an information system on binary stars.
Our main goal is to collect information on masses and other astrophysical param-
eters of components of binary systems. ISBS will allow user to make statistical
investigations as well as to obtain data on a particular binary system. A first
version of the system will include data on eclipsing binaries. Future versions
will include data on visual, spectroscopic and other types of binaries (allowing
to determine astrophysical stellar parameters of components), particularly, data
on evolved close binary systems (Cherepashchuk et al., 1996).

2. Classification of eclipsing binaries

Primaries in close binary stars can undergo Roche lobe overflow during various
stages of their evolution. Cases A and B indicate systems where mass trans-
fer starts at core hydrogen burning stage and at hydrogen shell burning stage,
respectively. Fig. 1 illustrates mass transfer cases on the mass — separation
diagram.

Eclipsing binaries in the ISBS are classified according to the following
scheme, introduced by Svechnikov (1986):

DM — detached main sequence systems, where both components are main
sequence stars, which do not fill their inner Roche lobes

SD — semi-detached systems, where the more massive component is a main
sequence star, and the less massive secondary component is a subgiant which
fills (or nearly fills) its Roche lobe

DS — detached systems with a subgiant secondary, where the less massive
subgiant component distinctly does not fill its Roche lobe

AR — detached systems with two subgiant components, where both stars
do not fill their Roche lobe (AR Lac-type systems)
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CE — contact systems of early spectra, both components are close to their
Roche lobes, and the spectrum of the more massive component is not later than
about F0

CW — contact systems of W UMa-type with periods shorter than 0.5 days
and where the spectrum of the more massive component is later than about F0

DW — systems, similar to W UMa-stars, where both components do not
fill their Roche lobes, and their physical characteristics are similar to those of
CW-systems (short-period RS CVn-type systems)

GS — systems with at least one supergiant or late type giant.

We assume that, depending on age, separation between components and masses,
mass transfer in a system of Case A can be observed as a DW-, CW- or CE-type
system, while in a system of Case B mass transfer can be observed as a AR-,
DS- or SD-type system (a few exceptions are possible). GS-type systems can
undergo Roche lobe overflow during helium burning stage (Case C, not shown
in Fig 1). DM-type systems do not (yet) undergo Roche lobe overflow and,
during their evolution and depending on separation between components and
their masses, can belong to any of the three cases.

3. Catalogues of binaries

The first version of the ISBS will include catalogues of eclipsing binary stars
and will give access to the summary description of the catalogues and to cat-
alogue data. Stars from the following catalogues will be included in the first
version of ISBS: Catalog of orbital elements, masses and luminosities of close
double stars (Svechnikov & Bessonova 1984); The catalogue of approximate
photometric and absolute elements of eclipsing variable stars (Svechnikov &
Kuznetsova 1990); The catalogue of orbital elements, masses and luminosities
of detached main-sequence eclipsing variable stars with known photometric and
spectroscopic elements (Svechnikov & Perevozkina 1999); The catalogue of or-
bital elements, masses and luminosities of detached main-sequence eclipsing vari-
able stars with known elements of photometric orbit and unknown spectroscopic
elements (Perevozkina & Svechnikov 1999); The catalogue of photometric, ge-
ometrical and absolute elements of semidetached eclipsing binary systems with
known spectroscopic orbits (Surkova & Svechnikov 2004a); The catalogue of
photometric, geometrical and absolute elements of semidetached eclipsing bi-
nary systems with known photometric orbits and unknown spectroscopic orbits
(Surkova & Svechnikov 2004b); The catalogue of photometric, geometrical and
absolute elements of contact binary stars of the early spectral type (Bondarenko
& Perevozkina 1996); Massive close binaries with early-type components of main
sequence catalogue. Observed characteristics (Polushina 2004); Catalogue of
pre-contact, short-period RS CVn-type systems (Dryomova 2004); Catalogue of
astrophysical parameters of binary systems (Malkov 1993); Stellar mass cata-
logue (Belikov 1995); Age and metallicity estimates of intermediate mass stars
in eclipsing binaries (Kovaleva 2001).

It is likely that ISBS will be merged naturally into the Russian Virtual
Observatory (Dluzhnevskaya et al. 2003) and into the Besancon database on
binaries (Oblak & Debray 2004).
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Abstract. Pattern recognition is to identify and model regularities in
empirical data by algorithmic processes. Successful application of the es-
tablished methods requires good understanding of their behavior and how
well they match a particular context. Difficulties can arise from either
the intrinsic complexity of a problem or a mismatch of methods to prob-
lems. We describe our efforts in characterizing the intrinsic complexity
of a classification problem and its relationship to classifier performance.
We discuss how Mirage, an exploratory data analysis tool, is designed to
help integrate domain expertise into the process of solution development.

1. Introduction

Many large-scale sky surveys in progress or in planning are expected to generate
data at a rate far beyond reach by traditional manual analysis. Inevitably some
form of automatic analysis must be employed at a certain stage of the data
processing pipeline. Ideally, automatic analysis should go beyond routine data
reduction operations, and play an active role in assisting and accelerating the
process of knowledge discovery.

Here astronomy shares similar concerns with many other areas of study, like
weather forecasting, earth observation, robotic perception, medical diagnosis,
security monitoring, web-based information retrieval, and financial engineering.
There are similar needs for processing numbers, time series, images, sound, and
spectral observations to extract useful information and detect new events. One
may even argue that, the ability to recognize patterns from observations is at
the heart of human intelligence. Besides these explicit applications, many of our
daily activities like physical navigation, social interactions, and decision making,
all depend critically on this ability.

Algorithmic methods for discovering regularities and irregularities in data
sets have been under active research over the entire history of development in
computing machinery. In some application domains there have been good pro-
gresses resulting in successful algorithms in routine use, such as in postal address
reading machines for high-speed, large-volume mail sorting. But obviously we
are still far from solving all potential application problems. In this article we
review what have been accomplished in the methodology, and what challenges
are ahead.
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2. Essential Tasks and Methods in Automatic Pattern Recognition

The process of automatic pattern recognition involves several key tasks: choice
of a good feature representation, design of procedures for feature extraction,
selection of relevant features for classification, and from there it can go into
supervised or unsupervised learning (Jain et al. 2000).

In supervised learning (discrimination), we use a labeled training set to tune
a chosen classifier so that it can assign an unseen sample to one of the several pre-
defined classes exemplified in the training set. This involves choosing a classifier
(an algorithm among several known families), training the classifier (developing
the necessary data structures or tuning the critical parameters), and evaluating
the classifier to set expectation on its accuracy before the actual application.
Success of the process is measured by the accuracy in class assignment on a new
data set.

In unsupervised learning (clustering), there are no pre-defined classes. We
need to choose and tune an algorithm to find clusters that are subsets of data
sharing some common properties. This involves choosing and tuning a clustering
algorithm, and evaluating the results within the application context. Good
results are those satisfying a specific validation criterion associated with the
algorithm, or those with useful interpretations in the context of the domain
knowledge.

Feature Extraction and Representation

Feature extraction is the process of obtaining measurements of the objects. The
measurements can come directly from sensor output, or can be reduced and re-
fined by domain-specific algorithms or generic tools like Gabor analysis, Fourier
analysis, wavelet analysis, or principle component analysis. Features need to be
informative of the task at hand. This is where domain expertise can do most
help: which shape features are the most critical descriptors of galaxy morphol-
ogy? should a set of light curve be normalized by maximum intensity or by
duration per cycle? is an object’s position important for identification of its
type? which coordinate system is the most appropriate for this task? A good
set of features have strong impact on the success of the subsequent recognition
process.

In representing the features there are several choices: (1) fixed length nu-
merical vectors; (2) symbol strings; (3) graphs and other data structures. There
is a depository of recognition methods matching each feature representation. In
addition, there are rule-based classifier systems that can handle different kinds
of feature representations. The rules can be hand-designed, deduced by formal
logic, or selected by genetic algorithms.

Classifiers and Clustering Algorithms

Symbol strings are typically processed by syntactic pattern recognition methods.
These methods represent each class by a grammar consisting of a set of allowed
symbols and production rules. The classifier is a parser that tries to reduce
the input string to the most likely generating symbol according to the produc-
tion rules. Syntactic methods are best suited to problems with clear primitives
and stable intermediate structures, with well defined and known alternatives.
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Domain knowledge can be explicitly encoded into the grammar (Trahanias &
Skordalakis 1990). However, if good knowledge about the problem’s structure is
not available, automatically inferring the grammar from a sample set is a very
difficult task.

Features represented by graphs are processed by structural methods like
graph matching for isomorphisms, elastic matching, and subtree matching. Both
the data structure and the matching procedure can encode knowledge about the
problem. Careful heuristic designs are needed in most applications. Difficulties
include how to build noise tolerance into the matching algorithms, and how to
deal with the combinatorial complexity.

Fixed length numerical vectors are the most commonly used feature rep-
resentations. Feature vectors are processed by statistical pattern recognition
methods. Table 1 lists several major families of classification methods in this
category. Statistical pattern recognition methods do not rely on explicit encod-
ing of domain knowledge. The classifier training procedures include mechanisms
for inferring the distribution of each class in the feature space. This makes them
widely applicable, and they are by far the richest and the most successful cat-
egory of methods in practice. However, even with a wide range of choices in
classifier algorithms, there is no guarantee of success for any particular appli-
cation. Often the difficulty is in finding the right method best suited for the
problem at hand (Figure 1).

(a) (b) (c) (d)

Figure 1. Class boundary according to different classifiers: (a) an
example two-class, two-dimensional problem; class boundary accord-
ing to (b) XCS classifier (a genetic algorithm), (c) nearest-neighbor
classifier, and (d) a linear classifier.

For unsupervised learning there are also a large collection of algorithms,
including parametric methods like mixture estimation (most commonly Gaus-
sian mixtures), and nonparametric methods like the k-means algorithm, mode
seeking procedures (finding density peaks or valleys), self-organizing maps (a
neural network), graph based methods (minimal spanning tree), and hierarchi-
cal methods. Many of these methods have found good uses in some problems.
However, like in supervised learning, matching the methods to problems still
presents major difficulty, since each method has certain implicit assumptions
about the data distributions. Coupled with the lack of an absolute notion of
correctness, success in unsupervised learning is often difficult to determine.

The uncertainty in matches between methods and problems reduces the ap-
plication of learning algorithms to a lengthy trial-and-error process, which is far
from desirable for processing large surveys where many potential questions can
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method principle variants

Bayesian
classifiers

estimate the class-
conditional distribution
using the training samples;
assign an unknown sample
to the class with maximum
a posteriori probability

(1) parametric procedures: estimates of probabil-
ity distributions are based on an assumed func-
tional form (e.g. Gaussian); (2) nonparametric
procedures: no functional form of the distribu-
tions is assumed; the empirical distributions are
described using generic estimators (e.g. based
on kernels) or low-order approximations based on
weak assumptions such as continuity and smooth-
ness

linear clas-
sifiers

infer a hyperplane best sep-
arating two classes (or each
class from the rest); assign
an unknown sample to the
side of the hyperplane be-
lieved to contain its class

(1) many variations in the procedure of infer-
ring the hyperplane: Fisher’s discriminant anal-
ysis, equi-distance divider between class means
(nearest mean classifier), minimizing sum of er-
ror distances, maximizing margins, or by iterative
weight adjustments minimizing errors. (2) by ap-
plying nonlinear transformations on the original
features, the problem can be embedded in a new
space where a linear classifier can describe a non-
linear boundary in the original space (as in sup-
port vector machines)

nearest
neighbor
classifiers

assign an unknown sam-
ple to the class represented
by training samples in its
vicinity

(1) variations by the distance metric; (2) K-
nearest neighbors: take votes from the classes of
several nearest neighbors; (3) reduced, condensed
classifiers where only a subset of the training sam-
ples are used, mostly for efficiency concern

decision
trees &
forests

construct a tree represent-
ing a hierarchical partition-
ing of the feature space into
leaves where a single class
dominates; propagate an
unknown sample down the
tree to a particular leave
node and assign it to the
class with maximum prob-
ability at the leave node

(1) variations by the type of split at each inter-
nal node; (2) variations by the algorithm for tree
construction: how features and their weights are
chosen at each split, when to stop growing the
tree, whether the tree is pruned back for better
generalization power; (3) decision forests: voting
by an ensemble of decision trees, each tree differ-
ing in training samples or subsets of features used

neural net-
works

design and weigh connec-
tions between groups of
source, target, and inter-
mediate nodes representing
hidden structures; propa-
gate an unknown sample
through the network un-
til it reaches the target
group, threshold or take
maximum of accumulated
scores to decide on its class

(1) architectural variations: multi-layer percep-
trons, radial basis networks, Hopfield nets, learn-
ing vector quantization; (2) differences in several
aspects of the training procedure: target func-
tion for optimization, algorithm for weight ad-
justment, validation procedure for termination of
training, and network size control

ensemble
methods

train a committee of clas-
sifiers together with a deci-
sion combination rule; feed
an unknown sample to each
component classifier and
combine their decisions on
its class

(1) variations in the ensemble size and the mixture
of classifier types; (2) differences in the procedures
for constructing and optimizing the ensemble (3)
variations in the decision combination rules

Table 1. Common methods for supervised classification.
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be formulated on the combinatorial interactions of many parameters. The un-
certainty is rooted in a lack of understanding on how data distributions interact
with classifier geometry and the sampling processes. We believe that the key
to improve upon the current level of automation in pattern learning is a better
understanding of data set complexity in high-dimensional spaces, especially, the
geometry of data distributions and its detailed relationship to classifier behavior.
In the next section we describe some of our recent studies along these lines.

3. Characterization of Data Complexity by Geometrical Measures

Given an arbitrary discrimination problem, how do we know whether it is in-
trinsically solvable by the automatic methods? Given an arbitrary clustering
problem, how do we know whether there are indeed distinct clusters and which
algorithm has the best chance of finding them? If we do not expect distinct
classes, how do we recognize other types of regularities, such as a trend in
evolution, a specific trajectory in a state space, a compact, low-dimensional dis-
tribution in a high-dimensional feature space? How can we find out about any
irregularities that may indicate new facts? How do we do all these if the patterns
may be buried among irrelevant data and measurements?

To answer many of these questions it requires a detailed understanding of
how the data are distributed in the feature space. A pattern is formed if there are
data points sharing certain similar attributes. In geometrical terms it means that
these points are close to each other along some spatial dimensions. Classification
is possible when the points considered to be in the same class are located in
compact (dense) groups within geometrical regions with simple shapes, so that
the gaps left between can accommodate a simple decision boundary. Such a
geometrical perspective is especially helpful if we consider that most classifiers
can also be described by simple geometrical primitives, such as hyperplanes in
linear classifiers, Voronoi regions in nearest neighbor classifiers, or piecewise
linear surfaces in decision trees.

In a recent study (Ho & Basu 2002) with several measures of the geometri-
cal complexity of data sets (Figure 2), we find that a collection of classification
problems arising from real-world applications can span a large range in the val-
ues of these measures. These problems present different degrees of difficulty
to different kinds of classifiers. An analysis of the complexity of the problems
for which different classifiers perform the best reveals that classifiers have dis-
tinct domains of competence in the space of the complexity measures (Ho 2002,
PAA). We expect that more complete and systematic studies of this kind will
enable automatic matching of problems to classifiers with good confidence. The
complexity measures can also be used to guide the formulation of a classifica-
tion problem, including definition of the classes, selection of most discriminatory
features, and construction of useful feature transformations.

The complexity of a class boundary may interact with other factors that also
affect a problem’s difficulty. These include the intrinsic ambiguity of classes, due
to poor class definitions or poor feature choices (Figure 3), and sample sparsity.
Real applications often contain a mixture of these difficulties (Figure 4).

When there is a prior expectation that the data may form several coherent
groups, clustering methods can help discover such structures. However, many
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(a) (b) (c)

Figure 2. Different ways for describing the complexity of a classifica-
tion boundary: (a) measure of separability of the convex hulls enclosing
two classes by a particular linear surface; (b) a count of class-crossing
edges in a minimum spanning tree connecting all the points; (c) a count
of maximal balls needed to cover all points in each class.

Figure 3. Class ambiguity due to different reasons. (Left) instrinsic
shape ambiguity: lower-case letter “el” and numeral “one” appear in
the same shape in many fonts; the identity can only be determined
from context. (Right) non-informative features: there may be suffi-
cient features to classify the shells by shape, but not by the time they
were collected or by which hand they were collected. More informative
features are needed.

clustering algorithms have strong biases on the types of structures to look for, to
the extent that they may coerce the data into undesirable groupings that do not
necessarily have clear physical interpretation. One way to guard against such
algorithmic artifacts is to first establish the existence of any clustering tendency
by statistical testing of a uniformity hypothesis. Similar tests are needed for
evidences of more sophisticated structures.

Sometimes the main concern in data analysis is not necessarily to divide
the data into disjoint classes, but rather, to explore if there exist any outliers, or
whether variations in the data can be described by a trend with a small number
of parameters. Methods for estimating the intrinsic dimensionality (Verveer
& Duin 1995) attempt to determine how many fundamental parameters there
are that determine the variations in the data. This can assist the choice of a
low-dimensional smooth surface for modeling the data, and outliers can then
be detected by assessing their match to the model. Many of these algorithms
have difficulty scaling up to high dimensionality, and they are still under active
research.
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Figure 4. Complex class geometry and sparse sample cause ill-
defined boundary. More training samples are needed.

A challenge ahead is to establish better connections among the various
methods for characterizing data geometry, and connections between data geom-
etry and classifier/model geometry. This can help reveal the limitations of the
current methods and suggest how they can be overcome. The goal for research
in this area is to develop a rich language for geometrical reasoning about point
sets in high-dimensional spaces. We expect this to draw input from progresses
in differential geometry and its variants incorporating stochastic and discrete
processes.

4. Exploratory Visualization of Structures in Data Sets

Given many open challenges in fully automating the pattern discovery process,
a strategy with well-proven value is to encourage continuous interaction between
domain experts and developers of pattern recognition algorithms.

Domain expertise can bring insights into many stages of solution develop-
ment. An example is, in classifying galaxies by morphology, how should one
apply suitable normalization to the shape measurements to account for varia-
tions in the orientation of the rotational axis? Also, for validating discrimination
between stars and galaxies, what is the expected luminosity function of each cat-
egory? In examining patterns in a set of light curves, is the maximum intensity
a critical feature to consider? Or should the time series be normalized by the
length of each cycle? If a spectral shape can be described by several key pa-
rameters, can we see their correlations with other known effects, such as the
temperature and kinematic estimates?

A good way to enable the scientists to participate in the process of algorithm
development is through the use of an interactive data visualization tool. Ideally,
the tool can display data and the results of automatic analysis simultaneously
in many different views to support explorations of a wide range of possibilities.
This can bring input into many stages of solution development, such as:

• sanitary checking in data preparation: verify correctness of data reduc-
tion steps, clean up undesirable artifacts, and select most relevant sets of
samples;

• initial exploration: spot explicit patterns, select potentially useful features,
try different normalization schemes, suggest choices of classifiers, clustering
algorithms, or trend models;
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Figure 5. If data projected to two spaces form different cluster struc-
tures, questions arise on how the structures correlate with each other.
Say, will a walk following a principal curve in one space correspond
to a uni-directional walk in another space? Suppose the structure on
the left represents groups of objects by color, and the one on the right
represents groups by size. We may ask, do objects with the same color
always have the same size? When the object sizes increase monotoni-
cally, how do their colors change?

• tentative modeling: examine assigned classes, detected structures, or iden-
tified outliers, compare results of alternative methods, fine-tune class def-
initions and algorithm parameters;

• interpretation: validate classification, interpret detected structures and
trends, correlate results with known facts.

Mirage

The Mirage tool (Ho 2003, ADASS) is designed to address these concerns and
needs. Mirage is a software experiment on the displays and operations that are
most suited to enable pattern discovery from data in multiple types such as
numerical vectors, time series, images, and spectra. Many queries about object
properties and the relationship between different objects can be translated into
geometrical queries on proximity structures in different subspaces (Figure 5),
which can be investigated graphically in Mirage. The features we experiment
with include the followings.

Simultaneous, multiple views in a flexible layout. For the primary goal of vi-
sualizing data geometry, several types of displays are provided, including basic
tools in statistical graphics like histograms, scatter plots, and parallel coordinate
plots. The displays are organized as a set of pages; each page can be arbitrarily
tiled and any display can go into any tile by drag-and-drop (Figure 6). Displays
for special data types, such as images in FITS format, can be plugged in via a
standard interface (Carliles et al. 2004).

Core exploration commands and display-specific manipulations. A set of core
commands are implemented by each display module. These are for broadcasting
the local selection of a set of data points, highlighting or coloring a broadcast
selection, deleting the selection, canceling the highlights or colors, and for switch-
ing between monochrome and coloring display modes. In addition, each module
can provide local operations suitable for the specific data type, such as manip-
ulation of image color maps, changing resolution of histograms, and zooming in
and out of a specific display focus. The selection broadcasting mechanism is very
effective for tracking correlations. Items of interest found from one view of the
data set can be easily traced in other views. Coordinated sequences of selection
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Figure 6. Screenshots from Mirage: multiple views of the same data
set can be opened in an arbitrary layout. Selection from one display
can be tracked in other displays. (Left) a table view, two scatter plots,
and a time series display in parallel coordinates; (Right) an array of
histograms each on a different attribute.

and broadcasting can be used to track the effects of systematic changes in data
attributes. An example is a step-by-step broadcasting of a standard traversal
of a cluster tree, or a walk on each bin of a histogram. When other displays
highlight the corresponding data items, one can easily find out if the items are
also similar in terms of other attributes.

Facilities for examining tentative modeling. A tentative classification can be
represented as one column in the data matrix, and displayed as one attribute.
Selection in that display can be broadcasted to other displays where the effects
of the classification can be examined. This way one can easily compare alter-
native classifications to refine the problem formulation, select features for the
classifier, and polish the classifier design. Moreover, data can be imported on
the fly by adding columns and rows to the data matrix. Columns added can
show newly observed or computed attributes, including classification decisions
or predictions from external algorithms. Rows added can be additional samples
from the same source, which can be used to check the correctness of a com-
puted model. Continuous adding and removing rows can turn the software into
a monitoring tool.

Extensible software design. The software is designed to be extensible in differ-
ent ways. Specialized displays can be added as plug-in’s. Exploratory actions
are organized around a small command interpreter, which can be activated via
an application interface. In addition, the software has a slot for plugging in an
“Action” panel, which can be used to encapsulate data updating and analysis
operations useful for the current task. The Mirage window can also be embedded
into and invoked by wrapper programs which can implement more sophisticated
data access methods (Carliles et al. 2004).

Scripting for repeatable, cooperative investigation. Data analysis is seldom an
individual effort. To enable easy repetition and sharing of exploration com-
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mands and results in a research team, Mirage provides text-driven commands
and scripting facilities. Scripts can be passed around for replay. They can also
be systematically constructed by simple programs to make animations.

Early applications of Mirage confirmed the effectiveness of many of these
designs, and suggested improvements in several ways. Programmable display
layouts, software state saving and restoration, and automated explorations are
among the most desired. We are also investigating better ways to cooperate with
external analysis code while maintaining a simple and modular core architecture.

5. Conclusions

Research in automatic pattern recognition has resulted in the identification of
several key tasks and the development of a large collection of methods. Yet
we are still missing systematic procedures for matching methods to problems,
largely because of a lack of effective ways for characterizing data complexity.
Early investigations reveal the multi-facet nature of data complexity and its
relationship to classifier performance. A better understanding of the data ge-
ometry in high-dimensional spaces is needed.

Convenient visualization tools can provide better insight into the data ge-
ometry, and to provide domain experts easy access to the analysis process. They
can closely monitor each stage of solution development, and offer frequent feed-
back in key steps like feature selection, evaluation of tentative classifications,
and validation of final results. The Mirage software is designed to enable such
exchanges. It is constructed as an extensible platform for supporting knowledge
discovery in various degrees of automation. We are in continuous experimenta-
tion on ways to improve it towards a rich tool for interactive pattern recognition.

Acknowledgments. I thank E.B. Mansilla for the classifier examples in
Figure 1, and many early users of Mirage for their encouragement and sugges-
tions.
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Abstract. Many fundamental statistical methods have become critical
tools for scientific data analysis yet do not scale tractably to modern
large datasets. This paper will describe very recent algorithms based on
computational geometry which have dramatically reduced the computa-
tional complexity of 1) kernel density estimation (which also extends to
nonparametric regression, classification, and clustering), and 2) the n-
point correlation function for arbitrary n. These new multi-tree methods
typically yield orders of magnitude in speedup over the previous state of
the art for similar accuracy, making millions of data points tractable on
desktop workstations for the first time.

1. Statistics on Very Large Datasets

Statistical inference methods are a basic component of astronomical research.
Nonparametric methods, in particular, make as few assumptions as possible
about the data’s underlying distribution, and are thus of particular relevance
to scientific discovery in astronomy. Unfortunately these tend to be much more
computationally intensive than parametric procedures. In the era of massive
and ever-growing astronomical databases, such as the SDSS and several others,
astronomical data analysis would seem to have already surpassed the tractable
regime of nonparametric methods, which is roughly in the tens of thousands of
data points on modern desktop workstations. In this paper we summarize recent
work in computer science, in collaboration with astronomers and statisticians
(PiCA Group, www.picagroup.org) which has significantly extended the ability
of astronomers to perform nonparametric statistical calculations with perfect or
high accuracy on datasets of millions of points and beyond.
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Figure 1. An mrkd-tree. (a) Nodes at level 3. (b) Nodes at level 5. The

dots are the individual data points. The sizes and positions of the disks show the

node counts and centroids. The ellipses and rectangles show the covariances and

bounding boxes. (c) The rectangles show the nodes pruned during a range search for

one (depicted) query and radius. (d) More pruning is possible using range-counting

instead of range-searching.

2. Adaptive kd-tree Structures

A kd-tree records a d-dimensional data set containing N records. Each node
represents a set of data points by their bounding box. Non-leaf nodes have two
children, obtained by splitting the widest dimension of the parent’s bounding
box. This crucial aspect of the construction procedure makes this data struc-
ture adaptive to the data distribution, unlike fixed grids or other simpler tree
structures. For the purposes of this paper, nodes are split until they contain
only one point, where they become leaves. An mrkd-tree is a conventional kd-
tree decorated, at each node, with extra statistics about the node’s data, such
as their count, centroid, and covariance. They are an instance of the idea of
‘cached sufficient statistics’ and are quite efficient in practice. mrkd-trees can
be built quickly, in time O(dN log d + d2N), where d is the dimensionality.

Figure 1 shows an mrkd-tree as well as simple examples of two mechanisms
which can be used to reduce computation. Two basic prototype problems in
computational geometry are that of range-searching, or finding all points within
radius r of a query point xq , and range-counting, in which the task is to simply
return the number of such points. By using the bounding boxes of subsets of
the dataset associated with nodes in the tree, we can exclude all of these subsets
from further exploration, i.e. recursive traversal down the appropriate subtrees.
This is called exclusion pruning. In range-counting, we can additionally perform
inclusion pruning, since we have stored the node counts as sufficient statistics.
More complex forms of pruning are necessary for other problems.

3. Multi-Tree Methods

Algorithms performing operations in a manner similar to that described above
have existed in computational geometry for some time. Problems such as com-
puting kernel density estimates and n-point correlation functions correspond to
summations over pairs, triples, or in general n-tuples of points. We have devel-
oped a class of algorithms which dramatically reduce the algorithmic complexity
for such problems: it is the extension of the previous single-tree methods to a
new class we call multi-tree methods (Gray, 2003). The first necessary element
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is the extension of the previous point-node pruning mechanisms to analogous
node-node pruning mechanisms. This can be seen as a special case of extending
the general algorithmic device of divide-and-conquer over a set to higher-order
divide-and-conquer over multiple sets.

4. Kernel Density Estimation

We first consider the method of kernel density estimation (KDE) (Silverman
1986), a very widely analyzed and applied class of nonparametric density estima-
tion techniques. Analogous kernel estimators exist for nonparametric regression,
and KDE can be used as a subroutine to construct nonparametric classification
procedures and clustering procedures. The task we consider in this paper is that
of computing the density estimate p̂(xq) for each point xq in a query dataset con-
taining NQ points, given a reference dataset containing NR points and a local
kernel function K(·) centered upon each reference datum and having scale pa-
rameter h (the ’bandwidth’), or Kh(·). The density estimate at the qth query
point xq is

p̂(xq) =
1

NR

NR∑

r=1

1

Vdh
K

(
‖xq − xr‖

h

)
(1)

where d is the dimensionality of the data and Vdh =
∫∞
−∞Kh(z)dz, a normalizing

constant depending on d and h.
Note that two typical forms for the kernel function K(·) are the spherical

kernel (Kh(‖xq − xr‖) = 1 if ‖xq − xr‖ < h, otherwise 0, with normalizing
constant V s

Dh, the volume of the sphere of radius h in D dimensions) and the
Gaussian kernel. The spherical kernel corresponds exactly to the range-counting
problem as described earlier, but because the Gaussian function does not have
finite extent, our previous notion of pruning must be extended to one of approx-
imation, which will not be described here for lack of space.

5. n-point Correlation Functions

Point processes are stochastic processes whose realizations consist of point events
in space (or time, the one-dimensional case). The Poisson process is the most
basic and important point process model. Poisson statistics thus form the foun-
dation of spatial statistics and have long formed a critical tool in astrophysics
(Peebles 1980). The n-point correlation function (npcf) corresponds to the nth

moment of Poisson counts. For example the joint probability of finding points
in each of the three volume elements dVq, dVr and dVs is given by

dP = λ3dVqdVrdVs[1 + ξ(δqr) + ξ(δrs) + ξ(δsq) + ζ(δqr, δrs, δsq)] (2)

where δqr, δrs, and δsq are the sides of the triangle defined by the three points
xq, xr, and xs. ζ() is called the reduced 3-point correlation function. In general
we refer to this quantity in place of the full correlation function since it is what
we need to concern ourselves with computationally.

Computation of the npcf can be viewed as a form of range-counting problem:
however here the problem is that of counting the number of n-tuples whose
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Figure 2. Examples of experimental runtimes. (a) This shows the advantage

of dual-tree KDE over a single-tree implementation, on an SDSS sample in 2 di-

mensions (RA and Dec). Note the linear growth in runtime for dual-tree KDE.

Performed on a 1999-era Pentium Linux workstation. Relative approximation error

is less than 10−6. (b) Runtime for the 3-point correlation, on a mock galaxy cata-

log based upon a Virgo Lambda CDM simulation in 3 dimensions. Note that the

computation is exact, not approximate. Performed on a 2002-era Linux Pentium.

pairwise distances match a user-specified template for the permissible ranges.
The additional challenges posed by this generalization from pairs (as in KDE)
to n-tuples for arbitrary n include the definition of an appropriate recursion
strategy and allowance of all possible permutations of the template n-gon. These
additional complexities will not be described here for lack of space.

6. Conclusion

Figure 2 shows some typical examples of experimental performance, ranging up
to 1 million points. Further details, including mathematical runtime analyses,
can be found in (Gray & Moore 2003, Moore et al. 2001) and journal papers
to appear. We anticipate that these algorithms will open the door to significant
astronomical analyses which could not have been suggested previously.
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Abstract. We employ Bayesian inference for the joint estimation of
sources and background on ROSAT All-Sky Survey (RASS) data. The
probabilistic method allows for detection improvement of faint extended
celestial sources compared to the Standard Analysis Software System
(SASS). Background maps were estimated in a single step together with
the detection of sources without pixel censoring. Consistent uncertain-
ties of background and sources are provided. The source probability is
evaluated for single pixels as well as for pixel domains to enhance source
detection of weak and extended sources.

1. Introduction

The RASS x-ray data were largely analyzed with the Standard Analysis Soft-
ware System (SASS). The results can be found in the Bright and Faint Source
catalogues (Voges et al. 1999, 2000). Nevertheless, SASS is known for lack of
sensitivity for faint or extended sources. This is due to the sliding window tech-
nique which locally searches for count enhancements relative to the intensity in
a surrounding area defining the background intensity. In multiple steps the win-
dow width is changed to allow for the detection of extended sources. But faint
extended sources and blended faint sources in crowded fields may get lost. One
reason is due to the local estimation of the background in a small region around
the sliding window which may provide only poor signal-to-noise ratios (S/N).
The sources are characterized by fitting the candidate sources in a further step
using a Maximum-Likelihood (ML) method (Boese & Doebereiner 2001). The
ML method works properly on prominent point-like sources which account for
94% of the sources published in the RASS Bright Source catalogue. The char-
acteristics of the faint sources may not be properly estimated in case of faint
extended sources (Voges et al. 1999).

The present method using Bayesian Probability Theory (BPT) estimates
the background and sources in a single step neither employing pixel censoring
nor using a sliding window technique. The aim is to infer simultaneously a back-
ground map for the complete field size (6.4◦× 6.4◦ in the sky) and a probability
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for having source intensity in addition to the background intensity in a pixel
cell or pixel domain. Bayesian inference allows reasoning on the basis of sparse
data employing additional information independent of the data. The results
are given by probability distributions quantifying our state of knowledge. For
background estimation and source detection the additional information is the as-
sumption that the background is smooth, e.g. spatially slowly varying compared
to source dimensions. To allow for smoothness the background is modelled with
a bivariate Thin-Plate spline. The coexistence of background and sources is
described with a probabilistic two-component mixture model where one compo-
nent describes background contribution only and the other component describes
background plus signal contributions. Each pixel cell (or pixel domain) is char-
acterized by the probability of belonging to one of the two mixture components.
For the background spline estimation the photons contained in all pixel cells are
considered including pixels containing additional source contributions.

This technique is applied on a data sample coming from the ROSAT PSPC
in Survey Mode (0.1-2.4 keV). The ROSAT exposure map and the observatory’s
point spread function have been properly accounted for.

2. Method

Given the observed data set D = {dij} ∈ N0, where dij expresses photon counts
in a pixel cell ij, two complementary hypotheses arise:

{
Bij → dij = bij + εij

Bij → dij = bij + sij + εij

Hypothesis Bij specifies that dij consists only of background bij spoiled with

noise εij. Hypothesis Bij specifies the case where additional source intensity sij

contributes to the background.
Additional assumptions are that no negative values for signal and back-

ground amplitudes are allowed and that the background is smoother than the
signal. This is achieved by modelling the background count rate with a bivariate
Thin-Plate spline where the supporting points are chosen sparsely to ensure that
sources can not be fitted. The spline fits the background component whereas
count enhancements classify pixel (domains) with source contributions.

The likelihood distributions for the two hypotheses are

p(dij | Bij , bij) =
b
dij

ij

dij!
e−bij , (1)

p(dij | Bij, bij , sij) =
(bij + sij)

dij

dij !
e−(bij+sij). (2)

For background estimation we have to marginalize over the signal in eqn. 2
according to the sum rule of BPT. The prior distribution over the signal is
chosen to be exponential, p(sij | λ) = exp{− sij

λ }/λ, assuming we know only
the average value of the signal intensity λ. The prior probability for the two
hypotheses is chosen uninformative to be p(Bij) = p(Bij) = β = 0.5.
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Because we do not know if a certain pixel contains purely background or
additional signal, the likelihood for the mixture model is

p(D | b, λ) =
∏

ij

[β · p(dij | Bij, bij) + (1− β) · p(dij | Bij , bij , λ)] (3)

where

p(dij | Bij , bij , λ) =
e

bij

λ

λ(1 + 1
λ)dij+1

· Γ[(dij + 1), bij(1 + 1
λ)]

Γ(dij + 1)

is the Poisson distribution marginalized over sij. The prior probability density
function for bij is chosen flat for positive values and 0 elsewhere. The poste-
rior distribution is according to Bayes theorem proportional to the product of
the mixture likelihood and the prior. Its maximum with respect to b gives an
estimate of the background map which includes the observatory’s exposure map.

The probability of having source contribution in pixel cells or domains is

p(Bij | dij , bij , λ) =
p(Bij) · p(dij | Bij , bij , λ)

p(Bij) · p(dij | Bij , bij , λ) + p(Bij) · p(dij | Bij, bij)
. (4)

Details of mixture modelling in the framework of BPT can be found in von der
Linden et al. (1999) and Fischer et al. (2000). In order to include the width of the
instrumental PSF, a minimum of 3 by 3 pixels domain has to be considered. In
addition, we allow for larger correlation lengths to enhance weak and extended
source detection.

3. Results

0.0
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Figure 1. On the left, ROSAT field rs930625 at α = 17h49′5.47′′ δ =
+61◦52m30.0s. On the right, source probability evaluated accounting
for the width of the ROSAT PSPC PSF.

Fig. 1 left shows the ROSAT PSPC field RS930625 in the broad energy
band (E = 0.1− 2.4 keV) located in the ecliptic polar region. The observatory’s
exposure time varies between 1693.1-13475.5 sec. The average photon counts per
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Figure 2. Background map extracted from rs930625 with a Thin-
Plate spline combined with the observatory’s exposure map.

pixel is 2.9. The right figure shows the probability for having source contribution
in 3 by 3 pixel domains. The corresponding background map is shown in Fig. 2.
The background intensity varies between 9.37± 0.02 and 1.153± 0.006 expected
counts which shows the prominent variation due to the heterogeneous satellite
exposure time.

4. Conclusions and Further Prospects

BPT allows to estimate background maps and to detect sources in a single
step providing consistent uncertainties of background and sources. The source
probability is evaluated for single pixels as well as for pixel domains to enhance
source detection for weak and extended sources. The detection sensitivity is
enhanced compared to SASS results because the full field of view is exploited for
background estimation. An extensive comparison with SASS results is beyond
the scope of the present paper and will be addressed in a forthcoming paper.
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Abstract. The Italian Data Grid for Astrophysical Research (DRACO:
Datagrid for italian Research in Astrophysics and Coordination with the
virtual Observatory) is a concept having the aim of providing the scien-
tific community with a distributed multi-functional environment allow-
ing the use of specialized (computing, storage, observational) Grid nodes.
DRACO provides the framework through which the Italian astrophysical
community participates in the international Virtual Observatory (VO)
effort.

1. Introduction - The Grid, the Data Grid and the VO

A new paradigm for accessing and exploiting network-distributed facilities, the
Grid, has recently gained importance and momentum; it is common belief that
the concept of Grid will be the natural extension of the web, since it allows,
besides the passive access to the resources (mainly information) available on the
net, an active usage of the resources themselves, e.g. allowing the user to access
distributed computing resources. The Data Grid extends this concept, being
based on two fundamental services, namely: storage and processing systems,
and metadata and communications management. The astrophysical community
is implementing this structure by defining, at an international level, the concept
of “Virtual Observatory”, which is tightly coupled to the Data Grid paradigm.

2. DRACO and the Grid

An Italian national Grid for research is being developed as a coordinated ac-
tion involving research institutions (CNR, INFN, INAF, Universities, ...). In
2002, a project called ”Enabling platforms for high-performance computational
Grids oriented towards scalable virtual organizations” (short name: Grid.it) has
been approved and funded by the Italian Fund for Basic Research (FIRB), and
provides a technical and organizational framework so as to allow the various
projects to operate as virtual organizations, re-organizing as needed the Grid
structure (the network and the computing facilities) into logical sub-Grids.
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The project, funded by FIRB, has generated a national cooperation named
IG-BIGEST (Italian Grid for Business, Industry, Government, E-Science and
Technology); the participation of the astrophysical community in this structure
is granted by the National Institute for Astrophysics (INAF). From this na-
tional framework and as a subset of the IG-BIGEST effort, the concept of an
Italian Data Grid for Astrophysical Research (DRACO - Datagrid for italian
Research in Astrophysics and Coordination with the virtual Observatory) has
emerged. A plausible scenario in DRACO could foresee a scientist monitoring
an observation on a remote telescope, processing in a distributed fashion the
data gathered, while comparing them with archived data (i.e. extracted from
the Virtual Observatory). It is to be noted that the purpose of the astrophysical
section of the Grid.it project (work-package 10) is the implementation of three
demonstrators which are to prove the feasibility of porting astrophysical appli-
cations within the framework of a national Grid structure. The aim of DRACO
is therefore to demonstrate the feasibility of providing the scientific community
with a distributed multi-functional environment allowing the use of specialized
(observational, computing, storage) Grid nodes.

The three first DRACO nodes are the INAF Observatories of Padova, Tri-
este and Naples, having the following tasks:

• Padova and Trieste are to provide access to the prototype TNG Long-Term
Archive (LTA) developed in the framework of a dedicated pilot project,
and to the GSC-II Catalog Consultation System (a web-based application
for the access to large astronomical catalogs, mainly the GSC 2.2); inter-
operability with other data providers and repositories, by co-ordination
with international efforts (the OPTICON and AVO projects, funded by
the EU) is a strict requirement.

• Naples is to provide astronomers with effective tools for remote access to
the VST/OmegaCAM data reduction pipeline.

• Trieste is also involved in providing a Grid-enabled system allowing a trans-
parent access to observing facilities for the monitoring of observations and
managing of targets of opportunity.

The foreseen extensions to the original DRACO framework include the ex-
tension in the number of nodes to the Observatories of Catania and Rome, Uni-
versities of Naples and Salerno, and the integration of other data processing and
scientific applications. In particular, the inclusion of visualization (Cosmo.Lab,
ASTROMD) tools and ”machine learning” applications, which encompass the
use of neural networks, genetic algorithms, fuzzy-C sets (the AstroMining tool)
is foreseen. A proposal for funding has been successfully submitted to the Italian
Ministry for Education and Research.

3. DRACO and the VO

From the data centers included in the DRACO kernel based on the Grid.it
project (the TNG Long-Term Archive prototype and the GSC-II Catalog), an
extension to other data-providing nodes is foreseen:

• access to the data from high-energy missions and their reduction; in par-
ticular, access to the ASI Science Data Center (ASDC, containing among
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Figure 1. Italian sites in astrophysics: back dots represent DRACO
sites active in grid development, grey dots sites hosting data; white
dots can be considered as user sites.

others data of the Beppo-SAX satellite) and to the DIANA (Distributed
Italian Astronomy Network Archive) system;

• access to a set of distributed radio and infrared data (EVN catalogue,
Tirgo archive, ...);

• the archive of the observations made with the Large Binocular Camera
(LBC) during the Italian time at the LBT;

• studying access to small archives and databases.
It is to be noted that the TNG LTA pilot will soon become a full-fledged

archive providing service to the community, and work on the LBC archive will
be started. All centers plan to use the standards defined within the IVOA
collaboration to ensure interoperability.

A funding request to ASI has been recently made to coordinate a “dis-
tributed center” for scientific data acquired by space-borne instrumentation.
Dedicated INAF funding has been set aside for a data center providing access
to TNG and LBC data, and is expected to be made available within 2003.

4. DRACO Approach to Interoperability within the VO Framework

An example of the way DRACO intends to proceed in its coordination with
international VO efforts can be the prototype TNG Long-Term Archive devel-
opment activity (held between June 2001 and September 2002). One of the aims
of this project was to provide tools and expertise to create and achieve a high
degree of interoperability with other archives at the national and international
level. The following steps have been followed:
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• use of internationally-defined standards in the implementation of the pro-
totype: FITS (the Flexible Image Transport System), ASU (the Astro-
nomical Server URL, a standard to generate queries for retrieving tabular
data and catalogues in astronomy), Astrores (a tool describing Astronom-
ical Catalogues and Query Results with XML), a preliminary version of
VOtable (an extension of Astrores allowing to take binary data into ac-
count);

• installation of a name resolver using the SIMBAD facility;
• definition of a higher level of interoperability based on the availability at

the CDS of the TNG catalog of observations.
• link with international projects actively pursued by participation of the

TNG LTA group to the Science WG of the AVO project and to the various
WGs of the International Virtual Observatory Alliance (IVOA).

5. National and International status

IG-BIGEST participates in an EU FP6 project for the enabling of a pan-
European grid for research (EGEE); the astrophysical community (INAF) par-
ticipates as an unfunded partner. INAF furthermore participates in European
VO activities, coordinating with similar activities throughout Europe. DRACO
participates in the International VO Alliance (IVOA) and is represented in the
IVOA Executive Committee. Coordination of DRACO Interoperability efforts
with all other VO data providers and repositories is achieved by co-ordination
within international working groups.

Acknowledgments. The original core of DRACO was funded within the
Grid.it project by the Italian Fund for Basic Research (FIRB); its extension on
funds of the Italian Ministry for Education and Research. The prototype TNG
Long-Term Archive was funded by the National Consortium for Astronomy and
Astrophysics (CNAA).
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Abstract. Browsing and accessing local and distributed datasets is an
important aspect enabling Virtual Observatories. We present an example
implementation of a data tree in the Astrophysical Virtual Observatory
prototype tool. This is a dynamically built data tree containing informa-
tion on image datasets, based on the IDHA data model. We show how
the meta-data representation of the GOODS dataset in the AVO demo
allows efficient data browsing and selection, and how the tree may be used
to access local and distributed data. This capability is being developed in
the framework of the CDS Aladin image browser, and AVO prototypes.

1. Introduction

Browsing and visualization of image datasets will be an important part of Virtual
Observatory operations. Such datasets may range from a small set of images
stored on a local disk, to the tera-byte collections of modern surveys. Stan-
dardized and scalable descriptions of image metadata will be required to enable
dataset browsing, selection and visualization. The data tree that was devel-
oped for the Astrophysical Virtual Observatory (AVO1) 1st year demonstration
represents a prototype implementation of a scalable, hierarchical metadata de-
scription (in VOTable2/XML) for image datasets. The data tree mechanism
allows any image data available via URL to be described and accessed via an
hierarchical tree.

Here we provide a very brief outline of the image metadata description that
forms the basis of this data access scheme, and show how the data tree is used
in the AVO prototype to enable “smart browsing” and selection of data.

1http://www.euro-vo.org

2http://www.ivoa.net/twiki/bin/view/IVOA/IvoaVOTable
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Figure 1. The Data Tree in the AVO Prototype. The lower right
Server Selector window shows a request sent to the Aladin image server
for data available in the CDFS, and the resulting list of images. This
tree is presented in the Treeview window along with the results of
subsequent requests. The fields of view of images in the tree are inter-
actively shown in the top right visualization window, where the images
can be selected and loaded into the image and catalog plane stack.
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Figure 2. Field of view display of the GOODS ACS image tiles. The
original image tiles are shown, along with the currently selected tile.
The small square shows the outline of the image cut-out centred on the
cursor position, that can be generated by the Aladin image server on
request.

2. Image Metadata Description in VOTable

The information requirements for the VOTable description of the data tree have
been designed to be flexible enough to allow for a simple listing of a set of
images, or a rich description based on the IDHA3 data model. Details on the
required, and optional fields, including an annotated example are described on
the Euro-VO web page. The IDHA data model seeks to provide a generic de-
scription of astronomical data. Using the model as a basis for image metadata
description is beneficial because data described in a tree that conforms to the
IDHA model schema can be organized into nodes corresponding to objects of
the model. Also uniform description of the image metadata (such as ’coordi-
nates’ and ’observed wavelength’) allows software interfaces to make use of this
information for data browsing and selection. Such capabilities have been built
into the AVO prototype.

3http://cdsweb.u-strasbg.fr/idha.html
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3. The Data Tree in the AVO Prototype

Figure 1 shows the data tree interface in the AVO prototype. The hierarchical
tree displays information on the image data available in a given region of the
sky. In this example the tree was dynamically generated by the Aladin image
server as a result of a request for data within a ∼0.5′ radius of the Chandra
Deep Field South (CDFS). The results show the GOODS data (Giavalisco et
al. 2004) in the Aladin image server, including WFI, ISAAC, HST-ACS and
Chandra images. The images are organized by instrument, bandpass and epoch
and the interface provides a mechanism to interactively re-sort the nodes based
on the metadata.

The metadata stored in the tree is utilised to provide an efficient means
for “smart browsing” and selection of data. Browsing the cursor over the tree
causes the field of view outlines for each tree node to be displayed. An example
is shown in figure 1 where image tiles of a single epoch of the CDFS ACS images
are overlaid on a WFI image. Conversely, browsing the cursor over the image
highlights nodes in the tree when data are available at the cursor coordinate.
This interaction between the tree and the image display provides an efficient
means to simultaneously select all the data available at a given point in the sky.

Image servers that provide image cut-outs are also supported by the full
IDHA implementation of the data tree. Figure 2 shows the fields of view of the
original HST ACS image tiles, plus the outline of the image section that would
be generated if the data request was submitted to the image server.

4. Access to Image Data via Treeview

In addition to data stored in the Aladin image server, images available via the
Simple Image Access (SIA) protocol, and indeed any images available via a
direct URL including images on a local disk, may be accessed and viewed in the
tree with their field of view outlines shown in the display. Interfaces to the SIA
servers for SkyView, and the NOAO Science Archive have been implemented in
the prototype. For example, the result of a query to SkyView for the CDFS
is shown in the tree in figure 1. Data trees for images available via direct
URLs may be constructed and loaded into the prototype. Such trees have been
demonstrated for WFPC2 association images served from ESO, and for VLA
data served from Jodrell Bank. Data trees for local images may be automatically
generated by specifying the top level directory at the load interface.

The data tree functions developed for the AVO prototype are also fully
enabled in the Aladin 2.0 release (Bonnarel, Fernique & Boch 2004).
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Abstract. We describe here the functionalities, contents and future im-
plementations of the Multi-Mission Astronomical Data Server developed
at LAEFF.

1. Introduction

The acquisition rate of astronomical data, both from space and ground-based
observatories, has increased enormously in the last years. The possibility of
studying regions of the electromagnetic spectrum that could not be reached
until very recently has led to a spectacular growth of the multi-wavelength as-
tronomy. However, a negative aspect affecting this growth is the lack of ho-
mogeneity that astronomical archives currently show. Historically, astronomical
archives have been built independently of each other and this has meant that
their remote interoperability is neither easy nor efficient, as demonstrated by
the fact that the queries to multiple databases are done, most of the times, by
hand. Interoperability is, therefore, one of the fundamental aspects for the Vir-
tual Observatory (VO) and an essential requirement for the multi-wavelength
astrophysical research.

Since January 2002 LAEFF has been developing, in the framework of the
VO, a multi-mission data server to provide easy, efficient and uniform access to
astronomical databases. A primary goal of this project is the implementation of
science-driven tools. In this context, MMDSL provides an excellent framework
to check the performance of utilities before their inclusion in the VO structure.
This is a fundamental step in order to manage properly the huge flow of data
expected from the VO federation of archive centres.

In this paper, the main functionalities and contents of the system are pre-
sented. The first version is foreseen to be released at the beginning of 2004 and
will be available at http://sdc.laeff.inta.es

1IAA-CSIC, PO Box 3004, E-18080 Granada, Spain
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2. Contents

In the first phase, the system focuses on the integration of the ultraviolet archives
maintained at LAEFF (EURD1and INES2) with the ESA astronomical archives
hosted at VILSPA (XMM-Newton3 and ISO4). The coverage in the optical range
is given by flux-calibrated Strömgren and Geneva photometry.

At the time of writing we are working on the implementation of the 2MASS
Point-Source Catalogue. To give a coverage as complete as possible in the UV,
future plans imply access to the ultraviolet missions available in MAST.

3. Functionalities

• Archive search: The query to the system is made by means of an HTML
form (Figure 1) allowing different types of search: by object, list of objects,
object type as given in SIMBAD, coordinates, date and mission. Particu-
larly interesting is the possibility of posing scientifically-driven queries by
using the search by object type. A built-in name resolver has been imple-
mented which permits queries using any of the object names provided by
SIMBAD.

• Results from searches:

- Basic data information: For each object, the system provides basic
information retrieved from SIMBAD. This includes coordinates in
different systems, magnitudes, spectral type, parallax, radial velocity
and/or redshift. If Strömgren photometry is available, the dered-
dened indices as well as the physical parameters are also displayed.

- Data preview: A browse plot can be generated by clicking on the cor-
responding link. The system also incorporates a multiplot utility with
zooming capabilities designed to allow users to visualize a combined
average spectrum of different missions/instruments. The browse plot
can be saved as a PNG file.

- Links to publications: For the IUE, ISO and XMM-Newton missions
it is possible to access the publications which have made use of a
given observation. By clicking on the link, the abstract and/or the
full paper are obtained through the ADS facility.

- FITS header display: Links are provided to display the FITS header
for the requested data.

- Data retrieval: Data, delivered as FITS files, can be retrieved individ-
ually or in groups. Multiple retrieval generates a packed file in either

1http://laeff.esa.es

2http://ines.laeff.esa.es

3http://xmm.vilspa.esa.es/external/xmm data acc/xsa/index.shtml

4http://www.iso.vilspa.esa.es/ida/index.html
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Figure 1. Example of an input query form.



268 Solano, Gutiérrez, Montesinos, Morales & Garćıa

tar or ZIP format. Compression of packed files is recommended for
network efficiency, in particular when large data sets are downloaded.

- On-line help: Help on a specific keyword can be obtained by simply
clicking on it.

- On-line access to missions: For accessing detailed project documenta-
tion, the system incorporates a link to the Home Pages of the different
missions.

4. Interoperability

To ensure real interoperability it is compulsory to adapt the system to the stan-
dards and recommendations agreed within the International Virtual Observatory
Alliance. MMDSL is being adapted to be compliant with one of these standards:
Cone Search, a basic component of SIAP (Simple Image Access Protocol). In
short, to be Cone Search-compliant, the web server must be able to respond
to an http GET request containing the coordinates (right-ascension and decli-
nation) of the central position and the radius of the search. The service must
respond with a table of the objects found within the cone.

5. Analysis tools

The development of analysis tools for their further implementation in the Data
Server constitutes an important added-value to the system and is in agreement
with the Virtual Observatory goal that Data Centres should not be simple data
repositories but they must incorporate tools to help users in the analysis. This
will permit to transfer only results and not pre-analyzed data, a non negligi-
ble aspect given the vast amount of data handled in the Virtual Observatory
federation of Archives. Implemented in the Data Centre the analysis tools can
be shared and re-used and the expertise requirements on the user’s side greatly
reduced. It is clear that a Data Centre cannot cope with all potential scien-
tific cases but this situation can be alleviated if collaboration with scientists in
universities or research centres, acting as software tools writers, are established.

At present, MMDSL allows for comparisons between the observed spectral
energy distribution of a stellar object and synthetic models. Another important
facility implemented in the system is the determination of the physical parame-
ters of early and mid-type stars from the Strömgren photometry using the most
updated calibrations. Similarly, physical parameters of late-type stars will be
derived from V-Johnson and 2MASS photometry following the method described
in Ribas et al. (2003). Subsequent releases of the system will include the use of
data mining tools for spectral classification and characterization of the observed
spectral energy distributions.
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Abstract. There is no standard way in astronomy to represent digi-
tal spectroscopic data. We present requirements for a standardized 1-
dimensional spectral data model for use in the Virtual Observatory. We
discuss the different kinds of spectra and the different observables used, as
well as the appropriate instrumental calibrations. Our model is intended
as a special case of an n-dimensional model for image and spectral data,
and would incorporate the FITS spectral WCS proposal for coordinate
descriptions. The problem of describing spectral data is closely related
to the problems of defining bandpasses and photometric calibrations, as
well as of abstract instrument descriptions such as spectral responses and
efficiencies.

1. Introduction

A significant fraction of the public data available to the astronomical community
is in the form of spectra. Although most archives store image metadata in fairly
standard ways the history of archiving spectral data is much less successful. A
recent survey of spectral archives (see Tody on www.ivoa.net/forum/dal) which
revealed a heterogeneous collection of formats, many in ASCII tables, FITS ta-
bles, or FITS images. This is in contrast to simple sky images which, despite
problems with how to represent mosaics, are mostly in some variation of FITS
image extensions. The current FITS WCS proposal (Greisen et al.) for wave-
length transformations is only one of the steps needed to use archived spectra
interoperably. The VO will need to specify a uniform way to describe spectra.

This study attempts to isolate the metadata needed for representing spec-
tra to the VO, and proposes ways to structure this metadata. Our model sepa-
rates metadata needed by applications using the idealized, generalized spectrum
(pixel values, coordinates, errors, units, resolution) from metadata describing the
idealized observation (sky region, observation date) and from metadata which
are needed by specialized applications which deal with particular observational
strategies (e.g. spectral extraction details).

2. What is a spectrum?

A spectrum is the value of an observable as a function of a spectral coordinate,
corrected or not for various instrumental effects. The spectral survey confirms
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that existing public data use the full range of possible parameters for the electro-
magnetic spectrum; ( see Greisen et al. 2004 for spectral coordinates in FITS).

We distinguish between a theoretical spectrum sense, the energy output
versus e.g. frequency, and a spectral dataset in the observer’s sense, which maps
such a spectrum onto an instrument. Spectral datasets often have degeneracy
when two celestial axes and one spectral coordinate are projected onto two
instrument coordinates. Here we describe spectra (the idealized F (ν)) rather
than spectral datasets.

The 1-D spectrum is clearly a special case of a 1-D histogram, and our
final VO scheme should unify common metadata with other 1-D histograms (e.g.
lightcurves) and with n-dimensional generalizations such as the 2-D image. This
case study will be used to ensure that the n-D observation model can encompass
everything we need to represent a spectrum.

We can identify several other kinds of ‘spectrum’:
- Other observables as a function of wavelength: percentage polarization,

extinction coefficient. These can use the present model.
- Arrays of spectra such as spectral-spatial data cubes. They are a simple

extension if we model spatial images compatibly.
- Spectral coordinates for particles other than photons: massless (gravita-

tional waves) or massive (electron energies in a jet, cosmic ray spectrum).
- Spectral coordinates not a particle property: power spectra of source

variability or CMB anisotropies, Fourier transforms generally. Needs a slightly
different model.

Observable Typical unit
Energy flux Density vs λ erg cm−2 s−1 Å−1

Energy flux Density vs ν Jy
Energy flux Density vs log ν (for SED) Jy Hz
Photon flux density vs Energy photon cm−2 s−1 keV−1

Luminosity (at source) erg s−1 Å−1

Luminosity per decade L�
Radiation energy density erg cm−3 Hz−1

Flux per solid angle (e.g. at source surface) erg cm−2 s−1 Å−1 sr−1

Antenna temperature K
Brightness temperature K
Magnitude in given band mag
AB magnitude mag
Surface brightness flux density Jy / arcsec2

Flux per resolution element Jy / beam
Surface brightness mag. mag / arcsec2

Instrumental reading ADU, count
Ratio of two spectra Dimensionless

Table 1. An incomplete list of spectral observables

3. Observables

A crucial task for the VO is to standardize how data providers describe the
observable. What do the pixel values represent? At the moment, if you are lucky
there is a BUNIT keyword in a FITS image to at least tell you the unit, but that
is not really sufficient. The VO will use tags such as Uniform Content Descriptors
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(UCD2, Derriere et al. 2004) to unambiguously characterize the physical concept
being measured. Our spectral data model must de ne a standard place to store
this metadata. Examples of spectral observables are listed in table 1.

4. A Partial Model

There are three main parts of our model: the dataset description, (Fig. 1), the
data container description (Fig. 2), and the observation coverage description
(not presented here). The complete Dataset object, a simpli ed version of the
one presented in Cresitello-Dittmar et al. (2004), contains curation and coverage
objects as well as several Data Container objects. The dataset will have at least
one Data Container for the main data, and may have additional ones for a
background spectrum, an exposure array, and a sensitivity array.
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Figure 1. UML class diagram for the Dataset model.

The Data Container has a Data Storage object containing Value, Error,
Quality and Resolution sub-objects. Our abstraction is that the data consists of
an ordered array of values (accessed by the Index object) which may be coupled
to one or more PixelMap objects locating each value in a coordinate system
(Cresitello-Dittmar et al. 2004). In the spectral case, the PixelMap would
provide a bijection between pixel number and the spectral coordinate.

A simple case of such a map is a set of regularly spaced, contiguous wave-
length bins. However, our abstraction also supports irregular or sparse arrays.

One may in general obtain value, error, quality and resolution numbers for
each pixel, although in many cases things like the resolution may be constant
for all pixels; the four separate objects, accessed using the Index, hide this
implementation detail.
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Figure 2. UML class diagram for the Data Container model.

5. Remaining Design Issues

The observable is declared with a UCD, this needs to be eloborated to fully
model a Photometric System object.

The resolution is grouped within the Data Container together with values
and errors, but the resolution object should ideally be a line spread function
at each pixel. In contrast, the sensitivity, exposure and background are treated
as separate data containers for two reasons: rstly, their e ects are considered
to be calibrated out, and accounted for in the error object; and secondly, they
often have their own error, quality and resolution information di erent from the
main data - although we should require them to have compatible pixel maps in
some sense. Alternative choices would be to include all these arrays in a single
Data Storage object, or at the other extreme to consider them as separate but
associated Dataset objects and replicate all the observation information.

The sensitivity and exposure require care when we extend the model to a
3D energy-position cube, where practical implementations are likely to express
things separably as, e.g., an on-axis energy sensitivity and a spatial sensitivity
map.

We need to add appropriate UCDs in the observation description for speci-
fying that a spectrum is in the rest frame and corrected for Milky Way but not
intergalactic absorption, or corrected for detector QE but not vignetting.

Acknowledgments. We acknowledge support from NSF grant no. AST
0121296 and Cooperative Agreement AST 0122449, as well as the Chandra X-
ray Center under NASA contract NAS8-39073.
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Abstract. The location and access methods of astronomical resources
(catalogs, observation logs, and data archives) and associated computa-
tional services (e.g., data processing pipelines, source extraction services,
theoretical simulations) in the Virtual Observatory will be determined
by querying dynamic resource registries. These registries function as a
sort of yellow-pages, providing descriptive information (metadata) about
the resources in order to locate information and services in response to
user queries. The metadata also needs to describe the provenance of
the information, provide some indication of the data quality, quantity,
and type, and guide users to information appropriate to their needs (i.e.,
research-oriented data archives vs. educational resources).

1. The Role of Metadata in the Virtual Observatory

In order to make it easy for astronomy information services to participate in
the VO, we propose a system for metadata management based on a hierarchy of
descriptive schemas. At the top level we require a minimum amount of informa-
tion, sufficient primarily to note the existence of a resource and to describe who
is responsible for it. At lower levels, the metadata are more extensive and com-

273



274 Hanisch et al.

plex, allowing for the description of query syntax, access protocols, and usage
policies.

A resource is a general term referring to any VO entity that can be described
and which can be given a name and unique identifier. Just about anything can
be a resource: it can be an abstract idea, such as sky coverage or an instrumental
setup, or it can be fairly concrete, like an organization or a data collection. This
definition is consistent with its use in the general Web community as “anything
that has an identity” (Berners-Lee et al. 1998). We expand on this definition
by saying that it is also describable.

An organization is a specific type of resource that brings people together
to participate in VO applications. Organizations can be hierarchical and range
greatly in size and scope. At a high level, an organization could be a univer-
sity, observatory, or government agency. At a finer level, it could be a specific
scientific project, space mission, or individual researcher. A provider is an orga-
nization that makes data and/or services available to users over the network.

A service is any VO resource that can be invoked by a user or software agent
to perform some action on their behalf. Associated with any service is descriptive
metadata about the service. This metadata generally include information the
user needs to determine if a service is of interest and how the service may be
invoked. Specific types of metadata are described below. Note that the service
itself need not be aware of the metadata that describe it.

A query service supports a query/response protocol. The user submits a
query to the service that may define characteristics of interest, and the service
returns a set of information to the user. The query may be null, e.g., a current-
time service may only support a null query, and some services may respond to a
null query with appropriate default actions. Non-query services may also exist,
e.g., services to copy or delete files on remote file systems, to mail information
to other users, to kill existing jobs, to authorize actions, etc.

A registry is a service which aggregates and serves resource metadata. The
metadata may be added to the registry via an input form or harvested from the
resources themselves. A registry may serve all resource metadata (full registry),
select types of resource (limited registry) or resources at a specific location (local
registry). Any registry may also support a query interface which will allow
searching for resources based on various combinations of metadata values.

A sample of the metadata that would be used to describe the Sloan Digital
Sky Survey source catalog as hosted at the Space Telescope Science Institute is
shown in Fig. 1. Further information concerning the encoding of such metadata
and their incorporation into resource registries is describe by Plante et al. (2004)
and Greene et al. (2004).

2. Lessons Learned and Questions Raised in Populating a Prototype
Registry

Both the NVO and AstroGrid projects have implemented prototype registries.
The NVO prototype has been used as a data discovery engine for the Data
Inventory Service (http://heasarc.gsfc.nasa.gov/vo/data-inventory.html, McG-
lynn et al. 2004). The prototype registry was constructed primarily through
manual entry of metadata about known cone search and Simple Image Access
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Identity metadata

Title Sloan Digital Sky Survey
ShortName SDSS
Identifier ivo://stsci.edu/mast/sdss

Curation metadata
Publisher Space Telescope Science Institute/MAST
PublisherID ivo://stsci.edu/mast
Creator Sloan Digital Sky Survey Consortium
Creator.Logo http://archive.stsci.edu/images/sdss logo.gif
Contributor Sloan Digital Sky Survey Consortium
Date 2001-06-15
Version SDSS EDR
ReferenceURL http://archive.stsci.edu/sdss/index.html
Contact.Name Archive Branch, Space Telescope Science Institute
Contact.Address 3700 San Martin Drive, Baltimore, MD 21218 USA
Contact.Email archive@stsci.edu
Contact.Telephone +1-410-338-4547

General content metadata
Subject galaxies, quasars, stars, CCD photometry, spectroscopy, redshift, sky surveys
Description The Sloan Digital Sky Survey is using a dedicated 2.5-m telescope and a large

format CCD camera to obtain images of over 10,000 square degrees of high
Galactic latitude sky in five broad bands (u’, g’, r’, i’ and z’, centered at 3540,
4770, 6230, 7630, and 9130 A, respectively). . . .

Source 2002AJ...123..485S
Type Survey, Catalog, EPOResource
ContentLevel Research
Relationship mirror-of
RelationshipID ivo://sdss.org/sdss/edr

Collection and service content metadata
Facility Apache Point Observatory, Sloan 2.5-m Telescope
Instrument Five-band clocked CCD camera
Coverage.Spatial polygon (FK5, 145.17, 1.25, 235.9, 1.25, 235.9, -1.25, 145.17, 1.25) or polygon

(FK5, 250.71, 66.29, 267.0, 66.29, 267.0, 52.15, 250.71, 66.29) or polygon (FK5,
350.43, 1.17, 360.0, 1.17,360.0, -1.25, 350.43, -1.25) or polygon (FK5, 0.0, 1.17,
56.37, 1.17, 56.37, -1.25, 0.0, -1.25)

Coverage.RegionOfRegard 0.0001
Coverage.Spectral Optical
Coverage.Spectral.Bandpass u, g, r, i, z
Coverage.Spectral.MinimumWavelength 400.e-9
Coverage.Spectral.MaximumWavelength 850.e-9
Coverage.Temporal.StartTime 1999-12-25
Coverage.Temporal.StopTime 2001-07-15
Coverage.Depth 3.e-6
Coverage.ObjectDensity 6.e4
Coverage.ObjectCount 2.e7
Coverage.SkyFraction 0.01
Resolution.Spatial 0.00028
Resolution.Spectral 5000
Resolution.Temporal 120
UCD Not Provided
Format text/xml
Rights Public

Data quality metadata

DataQuality A
Uncertainty.Photometric 3.e-7
Uncertainty.Spatial 0.00003
Uncertainty.Spectral 1.e-11
Uncertainty.Temporal 0.1

Service metadata
Service.InterfaceURL http://archive.stsci.edu/cgi-bin/sdss/catalog.html
Service.BaseURL http://archive.stsci.edu/cgi-bin/sdss/catalog
Service.HTTPResults text/xml
Service.StandardID ivo://ivoa.net/Services/ConeSearch
Service.StandardURL ivo://www.ivoa.net/Documents/REC/ConeSearch.html
Service.MaxSearchRadius 0.2
Service.MaxReturnRecords 5000

Figure 1. Sample resource metadata. Dublin Core elements are
shown in bold, and required elements are shown in italics. (Bold ital-
ics indicate required elements that are also in the Dublin Core.) See
http://dublincore.org for more information about Dublin Core meta-
data.
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Protocol services. It took about a week to populate a prototype registry of ∼100
resources. During this time period, we recognized certain patterns in data entry
as well as inconsistencies in metadata descriptions. This experience leads to the
following conclusions and questions:

• Don’t ask for too much metadata: publishers will not enter, or will enter
inaccurate information.

• Provide guidance in metadata entry and interpretation. Definitions must
be clear and unambiguous. Be inclusive.

• Metadata entry should be as automated as possible. Need interactive entry
tools with pull-down pick-lists, for example.

• Standardize units. Interfaces can perform conversions if necessary.
• The syntax and semantics for Identifier need to be finalized, and experience

gained in just how Identifiers will be used.
• How should the spatial (angular) resolution of a resource be characterized?

By “best” or “worst”? (“Best” is most consistent with being inclusive.)
• How specific/complex should spatial, spectral, and temporal coverage be?
• Need agreement on how to specify “not known”, “not applicable”, and

“not provided”, including for numeric values.
• Should all metadata elements be explicitly typed?

In addition, the resource metadata concepts described here must be en-
coded and structured in a machine-readable registries. Work continues on XML
schema that more fully show the relationships among metadata elements and
that simplify data entry and maintenance efforts (e.g., by allowing an organiza-
tion to register its curation-related metadata once and apply it to a number of
different collections).
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Abstract. The goal of the Virtual Observatory is to make astronomical
data more accessible and to provide the means to more easily analyze that
data. Currently, archives hold analogous data in a variety of different
representations, which impedes interoperability at the data analysis stage.

An important element of the VO is a data model that can unambigu-
ously represent the relationships between data values and physical proper-
ties. At the CfA we are developing a data model design that can support
the representation, analysis and display of data collected on different
types of instruments. This model is a common, high-level framework
of general-purpose components for fusion of heterogeneous data sources.
From this framework, we have focused on a subset of components required
to meet selected science objectives on spectral and image data.

1. Dataset

Here we present elements of an observation data model for the VO. Figure 1
shows the Dataset, the major object for managing data either from empirical
observations or from simulations. The shaded boxes indicate the focus of our
current modeling efforts at CfA. Starting with section 2, this paper concentrates
on the Data Container object which provides access to the data values. The
remaining components are described briefly here.
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Figure 1. Dataset Model
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The Relative Observational Phase Space Volume & Observable component
speci es the region of physical space being observed (Phase Space, which may
have dimensions of space, time, wavelength, etc.) and the quantity being mea-
sured (Observable) relative to the observatory location. These values can be
translated to an Absolute reference by using data in the Observatory Location.

The Mapping component provides the translation from pixel elements to
volumes in the phase space. It also speci es the relationship between the pixel
values and physical values.

The Generic Mapping component provides a framework for organizing stan-
dard data transformations. It can be thought of as a library of transformations
that may be used to de ne the speci c mappings needed in a dataset. This li-
brary includes the usual astronomical spherical projections as well as mappings
between units, between coordinate systems and between data values that are
denoted using interchangeable properties such as frequency and wavelength.

2. Data Container

The Data Container (Fig. 2) addresses the con icting requirements of permit-
ting arbitrarily irregular instrument structures to be represented while maintain-
ing e ciency for the many common datasets that are highly regular. It provides
access to the measurement data and a logical view of its organization. (This
may di er from the in-memory layout.) This logical organization is framed by
the Index Set, which speci es the indexes or labels that identify the individual
data cells. For the many data sets which are naturally laid out as a simple data
(hyper) cube, the Index Set would be the usual n-tuples, e.g., (1, 1), . . . , (m,n).
The key to handling the con icting needs is to provide multiple views, at least
two access patterns for the data.
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Figure 2. Data Container Model

To support generality, the Data Container methods always allow the list of
indexes to be obtained and used to iterate through the data cells. The data value
and/or metadata can be obtained for each cell, in essence using heavyweight
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objects for each data item. A data consumer (i.e., application software) can fall
back on this form to process the data if it does not recognize the Index Set ’s
structure.

To support efficiency, the Index Set conforms to one of a small set of archety-
pal structures such as array, array with bad cell mask, sparse array, or event list.
Application software can then be designed to take advantage of the structure to
organize processing.

Metadata describing the correspondence between the data cells and loca-
tions in detector or observational space is represented as a collection of pixel
mappings PM1, PM2, . . . into coordinate spaces DCS1, DCS2, . . . Similarly, in-
terpretation of the data cell values is handled by a value mappings VM1, VM2,
. . . into coordinate spaces RCS1, RCS2, . . . Depending on the need, the VMs
may depend on the cell location as specified by its index.

These mappings are not simply computable functions, but also have the
type and parameters of the transformation encoded, such as constant, linear,
piecewise linear or tangent projection. Thus, the application program can in-
spect this information to best organize its processing.

3. Three Ways to Data

In our model, there are three ways of accessing the data:
• As a list of pixels with no assumptions about contiguity of pixels in physical

space or in memory.
• By the logical structure which is defined by the Index Set, such as an n-

dimensional array, which might not be fully rectangular due to missing or
invalid cells. The data provider determines this structure.

• As chunks of pixels which are rectangular, regular, filled arrays addressable
by pixel offsets into contiguous memory. This supports highly efficient
access. A simple FITS image would require only a single chunk, mosaics
a few chunks, and sparse arrays many chunks.

4. Example: Hubble WFPC2

In the diagram below we show how these elements might be used to represent
the data from the Hubble Wide Field and Planetary Camera. The data from the
four CCDs can be organized as an 800x800x4 block. Mappings PM1,2,3 describe
the layout of the detector panels and the sky layout in two coordinate systems.
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The Index Set is not constrained to be rectangular. Using this feature,
another Data Container can be defined describing just the Wide Field Camera,
as shown in the accompanying figure below. This object uses a different Index
Set and correspondingly different mappings to access the same data. The data
provider (i.e., archive) defines the Data Container(s) and Index Set(s). This
gives the provider the flexibility to create an organization natural for its data,
while at the same time define alternate views for different audiences or purposes.
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5. Example: Fiberoptic Spectrometer

In a fiberoptic spectrometer, 1-D spectra are measured at a number of irregularly-
arranged sky positions. As seen in the next figure, the data may be stored as a
2-D array, each row holding the spectrum for a single position. Consequently,
each array element maps to a location in the 3-D domain sky × wavelength.
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6. Continuing Effort

Our next steps in moving the data model development forward are:
• Complete definition of components for 1-D spectra and for images.
• Define XML format for data model components.
• Develop software to render data from several archives into XML.

We are in the process of developing a prototype system. In addition to data
model components, the system includes a network interface module that man-
ages the communication details between clients and SIAP services.

Acknowledgments. This material is based on work supported by the Na-
tional Science Foundation under Grant No. AST-0121296 and under Coopera-
tive Agreement No. AST-0122449. This effort is also supported by the Chandra
X-ray Center under NASA contract NAS8-39073.
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Abstract. We report on our experience gained by executing multiple
simple cone searches on a number of published astronomical catalogues.
Individual search results are fed into a catalogue cross-matcher developed
by GAVO. The matcher is designed to perform a probabilistic “fuzzy
outer join” based on sky-positions and their uncertainties. We describe
current features of the GAVO architecture that support such simultaneous
queries, and outline some requirements for future versions.

1. Introduction

The German Astrophysical Virtual Observatory (GAVO)1 is setting up an in-
frastructure that will allow (1) exercising the existing simple cone search (SCS)
services; (2) searching for exotic objects like isolated neutron stars, brown and
white dwarfs; and (3) constructing a multi-band spectral energy distribution
(SED) from various catalogues, useful e.g. for source identification and classifi-
cation purposes.

To this end GAVO is developing a multi-catalogue multi-cone (MCMC)
search service feeding a probabilistic cross-matcher. The overall architecture of
the search and matching service is depicted in Fig. 1.

2. The MCMCS Download Manager

The MCMCS application is similar to the IVOA “VODownload” manager2.
Using a SOAP/WSDL-based Web-service, it queries the Virtual Observatory
Registry Prototype3 at Johns-Hopkins University in order to retrieve the base
URLs of available simple cone searches. The MCMCS download manager is an
event-based, multi-threaded Java application, designed to minimize the latency

1http://www.g-vo.org

2http://skyservice.pha.jhu.edu/develop/vo/ivoa/default.aspx

3http://skyservice.pha.jhu.edu/devel/registry
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Figure 1. Dataflow through GAVO’s search and matching service:
the MCMCS application queries a registry of available cone search
services. The MCMCS application takes one or more queries, exe-
cutes multiple simple cone searches, and retrieves catalogue subsets in
VOTable-format. Each dataset is pre-processed and forwarded to the
probabilistic matcher.

between query submission and retrieval of the last result. It passes the incoming
VOTables (Ochsenbein et al. 2002, Williams et al. 2002) to one or more registered
“result handlers” for further processing. The default result handler stores the
VOTables on disk in different directories.

GAVO intends to offer the MCMCS-functionality within its Web-services.
In addition, GAVO plans to make this application generally available as a stand-
alone tool, and/or as a plug-in component usable by other software systems.

3. The VOTable Processor

We are experimenting with different approaches for processing the VOTables, in
order to extract the data needed by the matcher: XSL translation into tabular
formats (e.g. comma-separated value “CSV” files), and XML-parsing using a
JAXB parser compiled from the VOTable schema. XSLT-processing is rather
robust, but requires the handling of table files. The alternative approach, JAXB-
based VOTable parsing, while elegant, is hampered by the fact that many VOTa-
bles received do not (yet) validate, thus causing parsing errors. Other VOTable
parsers will be evaluated in the near future.

4. The Probabilistic Cross-Matcher

GAVO’s cross-matcher is based on positional information. It aims at performing
a probabilistic match of the sources found in datasets – equivalent to a “fuzzy
outer join” in database terminology. We are experimenting with a symmet-
ric, recursive algorithm. Match candidates are selected from a starting pair of
datasets; the result may be matched with further primary datasets or with other
intermediate datasets, in order to obtain higher-order match candidates.

In our work we are pursuing goals similar to those of the SkyNode / Sky-
Query project (Malik et al. 2002, Thakar et al. 2003). We differ, however,
in several aspects: firstly, we try to use individual positional uncertainties on
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a per-object basis; secondly we try to take into account the full information
on the astrometric uncertainty including correlations between RA and Dec (as
displayed by some scanning sky-survey instruments). Whether this additional
complexity pays off in the end is still an open question. Finally, our matcher
does not run in a distributed fashion, but locally, which simplifies the processing
in some respect.

For each sky-position, we are assuming a multivariate Gaussian probability
distribution. The inspected catalogues specify the astrometric uncertainties in
different ways, and so far we have identified four types:

• Type 0: no error information is specified in the catalog/dataset;
• Type 1: a single error column specifies an isotropic astrometric error;
• Type 2: two error columns specify two uncorrelated errors, one in the direc-

tion of the right ascension and the other in the direction of the declination;
• Type 3: three error columns specifying a general error ellipse through its

major and minor axis, and a position angle.

We assume that the error for the right ascension always specifies the uncer-
tainty in form of an arc-distance in the direction of the right ascension, implying
a correction with cos(Dec). However, it is unclear whether this assumption can
be relied upon (see Ortiz 2004). The difference would be most notable near the
poles.

For each candidate match the matcher computes an estimated position for
the hypothetical astrophysical object, along with an estimate of the uncertainty
of this position.

Different statistical measures are conceivable for assessing the “plausibility”
of a candidate match. We are exploring the use of the Mahalanobis distance.
Inferior match candidates are discriminated against by applying a threshold.

5. Observations and Issues

Overall we found most of the advertised SCS services operational, with a failure
rate as low as 5%. However, the results returned vary syntactically and seman-
tically to a degree that currently prevents a fully automated, unassisted search
and matching service.

Here is a preliminary list of our findings: (1) Many VOTables received do
not validate. (2) The service name is not unique (e.g. 2MASS-PSC is used by
both Vizier and Irsatest). (3) There is no established standard for determining
which columns are returned at a given verbosity level. (4) When no source is
found, some services return an error, others return an empty VOTable. (5) Some
VOTables have more than one field with a POS EQ RA MAIN (or POS EQ DEC MAIN)
Unified Content Descriptor (UCD). (6) It is difficult to automatically detect the
type of the positional error information (see above). Likewise, even if the type
were known, it is not easily possible to automatically find the columns containing
the uncertainty information. (7) The positional uncertainty information may not
be available at SCS verbosity level 1. Thus different verbosity levels have to be
tried, or one has to resort to always using verbosity level 3. (8) It seems to
be unclear whether the ID or the NAME attribute should contain the “official”
name of a data column. Some VOTables use both attributes. (9) The angular
units are not homogeneously specified; sometimes “degrees” was found. The



284 Adorf, Lemson, Voges, Enke & Steinmetz

positional uncertainties are usually not given in units deg, but arcsec, so a unit
conversion is required.

6. Suggestions

We should like to make some suggestions for improving the format and content
of VOTables, so that a fully automated search and match process will be possible
in the future: (1) Use unique service names in the registry, and include them
in the VOTable (e.g. 2MASS-PSC@Vizier). (2) Replicate the SCS query in
the VOTable. (3) Standardize on a mechanism that allows retrieving just the
field descriptions, e.g. by issuing a SCS with a zero or negative search radius.
(4) Always return the positional error information along with the positions at
the same SCS verbosity level. (5) Specify and implement a unique mechanism
that allows an automatic identification of the position and uncertainty fields.
(6) Support groupings of VOTable fields. (7) Indicate the type of the astrometric
uncertainty specification (0 to 3 error columns). (8) Standardize on how angular
units are specified. Perhaps, always use decimal degrees, also for the positional
uncertainties. (9) As a stop-gap measure, include extensive comments in the
field descriptions (following Vizier’s practice), so that at least humans can find
out what the fields are.

7. Conclusion

It is certainly an impressive accomplishment of the VO community that, with
rather modest effort, it is possible to invoke a simultaneous cone search on 60+
catalogue services on the Internet. It is likewise impressive that the resulting
datasets are available in “almost” the same data format. However, in order to
enable a fully automated search and matcher service, the VO community needs
to spend some further work on straightening out different interpretations of the
existing standards, as well as on augmenting these.

Acknowledgments. This work was carried out as part of the GAVO project,
funded by the Bundesministerium für Bildung und Forschung (BMBF). The
MCMCS download manager was kindly made available to GAVO by Julius E.
Adorf.
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Abstract. As part of the NVO framework development initiative a pro-
totype Astronomical Registry was designed for serving resource metadata
across the Internet to the world community. While this registry incor-
porates many VO standard Cone Search and Simple Image Access (SIA)
services it provides mechanisms for publishing custom archive services
with associated metadata as well. The registry is mirrored at two sites,
Space Telescope Science Institute and Johns Hopkins University, and ad-
ditionally harvests resources at Caltech and NCSA2 OAI3 repositories.
Web services and forms were implemented for independent higher level
application integration with the registry such as the NASA Data Inven-
tory Service (DIS). These interface methods provide fundamental add,
edit and remove features as well as standard SQL query support. This
registry is built with .NET technology integrated with MS SQL Server
Database, IIS Web server, and C-Sharp product code.

1. Introduction

This registry is an early prototype for the NVO and IVOA infrastructure de-
velopment. The initial registry developed by the NVO for Cone Search services
was ingested and enhanced to provide additional metadata about each resource.
There are several mechanisms in place which allow users to explore various ca-
pabilities such as networking remote registries to exchange resource content,
querying for specific resource information, using web services and conventional
web form access. Since this development occurred ahead of the finalization of the
IVOA VOResource schema, we created a simplified metadata model to comply
with the standard NVO Resource Metadata Document and created a class called
SimpleResource. This class will be superseded in the near future to comply with
the standard VOResource IVOA schemas.

1Department of Physics and Astronomy

2National Center for Supercomputing Applications

3Open Archives Initiative
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2. Architecture and Design

The NVO has two types of registry, harvestable and searchable (the IVOA now
foresees three types). We describe here the searchable registry and how it uses
the harvestable registries. The notion is that harvestable registries should be
easy to set up to allow organizations publish metadata with minimum cost, while
the searchable registry will require some more effort. Clients would generally
use the searchable registry to find what they are looking for.

We believe SOAP and WSDL (Web Services Description Language) provide
an excellent medium for defining standard interfaces. Hence we designed the
registry with a SOAP interface which allows querying and administration. We
expose the power of the underlying SQL (Structured Query Language) based
database systems through the SOAP interface.

We chose Microsoft’s .NET framework to implement our service and used
the SQL Server database to hold the meta information and facilitate querying.
We knew this to be an efficient framework for implementing this type of system.
Web methods are written in the C-Sharp language and the .NET project gen-
erates both web forms for more traditional browser usage as well as the SOAP
based web service interface.

A more sophisticated set of web forms were built on the SOAP service
using ASPX technology. This may be seen at http://sdssdbs1.stsci.edu/
nvo/registry .

2.1. Web Services

The web service enabled features can be accessed by using any SOAP toolkit.
One advantage being you can develop client applications in other languages such
as Perl and JAVA. By using the conventional form for accessing the WSDL
file, i.e. http://sdssdbs1.stsci.edu/nvo/registry/registry.asmx?wsdl,
one gains access to the classes for accessing the service as well as the class
which describes the returned XML, in this case SimpleResource.

2.2. Database

The SQL Server database was used to store the multiple resources and associated
metadata. The database schema for this early prototype has a very simple
structure. There is one primary resource table with the metadata content. Then
several smaller tables were made for associating enumerated types for certain
metadata elements i.e. service types. In the future we plan to modify this schema
structure to correlate closely with the IVOA standard VOResource schemas.

While SQL Server is a relational database, there are multiple classes avail-
able in the .NET framework which facilitate database ingest of XML data types
and retrieval into XML format. The main tool in use is the XSD.exe tool,
equivalents in Java are Castor and JAXB (Java Advanced XML Binding). Ini-
tial versions of the VOResource (Plante et al. 2004) did not work well with these
tools and was in a state of flux while the prototyping was underway. Hence for
this prototype an XML parser was written as this was most resilient.

Another approach would be to use an XML database. Other groups are
investigating this avenue. We feel performance will be an issue with the registry
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as it will form the core of many VO services. Relational technology is well
established and we shall continue on this route for now.

3. Functionality

3.1. Searchable Registry

As mentioned earlier, this registry was designed to be a searchable registry and
support basic SQL select queries. The web services have a direct connection
to the database requiring no additional middleware layers to perform queries to
the registry. The web form interface allows a user to type in a query string, this
query string is sent directly to the web service and the results are rendered in
an HTML table.

Any client may call the Web Service’s QueryRegistry port directly passing
the predicate to filter the desired resources. The resulting answers come back
as XML SimpleResource. For multiple resources, there are multiple returned
SimpleResources. If one is using a SOAP tool kit the XML is never seen, instead
in one’s code there will be an array of SimpleResource objects. More information
about clients is given below in section 4..

3.2. Harvesting

The Open Archives Initiative (OAI) protocol has been adopted by multiple NVO
publishing Registries. Such as those developed at NCSA and Caltech. The
searchable registry has the capability of harvesting OAI repositories to obtain
new resource information. As described above an XML parser was written to
ingest the XML coming from the OAI repositories. Currently we are working
on using automated tools to parse the XML.

3.3. Administrative

Several administrative features are available with the registry. Users may of
course create new resources directly on the searchable site (they do not have to
be harvested). When creating a resource a password is also provided. With the
password a user may later modify or delete the resource. In the next version
deletion will only be done with a flag - all records will be kept for posterity. We
have not yet had a problem with fake resources and spam in the registry. We have
no concerted plan for dealing with this eventuality. A rating scheme is under
discussion - this would add recognized ratings/stamps of approval to registry
entries. These could then be used in queries to filter for approved resources.

As the NVO and IVOA advance further, more sophisticated security meth-
ods will be implemented on an as needed basis. Security in SOAP services is a
hot topic in the Web Services community but it appears a consensus between
Grid and Web Services security may soon be reached. Until this is resolved it
seems premature to implement strict certificate based security in our prototype
registry.
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4. Registry Clients

There are currently several clients using the prototype registry to find VO re-
sources. We mention three here.

4.1. Data Inventory Service(DIS)

DIS (McGlynn et al. 2004) was the first client of the registry and the main
driver for the searchable functionality. DIS provides a digest of VO information
available about a source or positing on the sky by using the registry to find
resources and then query the resources to confirm what information they have
exactly. See http://heasarc.gsfc.nasa.gov/vo/data-inventory.html.

4.2. Web Form Builder

The query interface provided on the registry website is powerful but not so intu-
itive. STScI have funded the development of a query building interface for the
registry. This is a JSP(Java Server Page) implementation which dynamically
builds forms for a user then formulates the query and makes the SOAP request
to the registry.
Try it at http://tomcatdev1.stsci.edu:8080/voregistry/FormBuilder.jsp.

4.3. Download Manager Mirage

Mirage is a powerful data analysis tool which has been wrapped with the IVOA
download manager (Carliles et al. 2004) to allow easy loading of VO data.
The download manager uses the registry to present the user with possible re-
sources. It will then perform a cone search on the selected resources and load
the data into mirage. Images also appear in the image module. The wrapped
mirage is available at http://skyservice.pha.jhu.edu/develop/vo/mirage.
The download manager is available separate (with source) to include in your
own tool at http://skyservice.pha.jhu.edu/develop/vo/ivoa.
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Abstract. The hierarchical tringular mesh (HTM) is a discrete foun-
dation for describing location, size and shape on the celestial sphere.
Indices derived from HTM descriptors are used in a relational database
for managing spatial information. Some of the new features available in
the current implementation support operations such as the ability to per-
form searches based on arbitrary polygons, convex hulls of polygons or
any region bounded by great or small circles. These functions are reached
through a language that is implemented as an extension to MSQL Server
2000 relational database engine. The heart of the HTM tools can also be
used through various interfaces in several langugages, like C++, C# and
Java. An extensive XML specification for describing spatial structures to
support spatial queries is also under development.

1. Motivation

One of the major functions of a spatial data management system is the effective
exploitation and manipulation of the information inherent in points and regions.
It does this to make searching through a vast collection of objects as efficient
as possible. When this power is coupled to a state-of-the-art database manage-
ment system, it provides a substanatial speedup for queries that have a spatial
component.

Current astronomical surveys, like the Sloan Digital Sky Survey are ex-
pected to describe on the order of hundreds of millions of objects. The meta-
data associated with each object is managed in a database. Astronomers use
databases of this kind to find objects not only by their physical attributes, but
also by their location. In fact the spatial component of the query can take com-
plex forms, such as “find pairs of objects that are separated by θ degrees, and have
other physical attributes”. Furthermore, spatial correlation of pairs, triples, etc.
of objects and regions of interest require complex (therefore expensive, time con-
suming) geometric computation. The challenge facing the astronomical database
designer is that databases handle information that is organized into rows and
columns (tables) very well, but the nature of spherical topology is such, that
mapping (flattening) a sphere into a rectangle using any cartographic projection
invariably introduces distortions, and worse, unacceptable discontinuities. But
relational database management systems (RDBMS) are extremely good at or-
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ganizing information contained in tables by manipulating indices. By mapping
the sphere into a table, or onto a line, we harness the power of the database
engine maximally.

2. Constraints, Convexes, Regions

These are the building blocks of regions on the sphere. A constraint is a region
of the sphere that looks like a cap. Its boundary is described by the intersection
of a plane with the sphere. This circle divides the sphere into two regions, so we
make precise which region is the constraint by specifying the unit normal vector
~v = (x, y, z) so that |~v| = 1, that points to the center of the cap, and a signed
distance D, that controls the distance of the of the perpendicular cutting plane
from the origin in the direction of the unit vector. For D < 0, we get large caps,
for D > 0 smaller ones. The two extreme cases are a degenerate constraint that
collapses into a point when D = 1, and the whole sphere when D = −1. In
fact, in our language for building shapes, the simplest is the constraint, and is
represented by a 4-tuple (x, y, z,D)

3. Trixels

Trixels form the web of spherical triangles that tesselate the sphere. The mesh is
obtained by recursively subdividing the spherical triangles created by projecting
the edges of an octahedron onto the unit sphere. We can get an arbitrarily fine
triangular mesh by increasing the number of succsessive subdivisions for each
triangle. Because the method is so systematic, there is a natural way to encode
each trixel at each level with a number. We call these numbers HTM ID’s, or
hids for short. For practical considerations, we impose an upper limit of 64 bits
on the number of bits.

4. HTM Fundamentals

The Hierarchical Triangluar Mesh (HTM) is used for managing spatial infor-
mation without the problems of flattening the sphere. It provides an arbitrary
resolution partitioning of the sphere, so that sets of hids encode a region. This
effectively collapses two dimensions into one, so that the index management
capabilities of relational databases are maximally exploited.

The 64-bit hids that represent unique trixels are used as indices by the
RDBMS. As a result, queries that involve examining regions merely manipulate
sets of hids. These functions are made accessible to the database engine by
defining wraper functions particular to the databse in use. In our testbed and
production system, Microsoft SQL Server 2000 is extended by providing an
interface to our function through so-called extended stored procedures. These
functions provide adequate encapsulation of the HTM methods, so that users
need not know the details of HTM algorithms, but can formulate their requests
at a substantially high level.

Familiar shapes, like rectangles, circles, bands, are transformed into an
internal normal form based on the union of convexes, which, in turn are inter-
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Figure 1. Two intersecting constraints and a trixel covering.

sections of constraints. In a computer program, the region is an object that
contains the hids of the trixels that represent the region. These are generated
by the library from descriptions in terms of familiar shapes, such as circles,
rectangles, arbitrary polygons. If a user needs to know whether an observation
is outside of a region of interest, a simple call to the HTM toolkit with the
coordinates of the observation provides the answer.

It is important to note, that any single shape (or a convex) is an intersection
of a finite number of constraints, and any region consisting of disconnected
shapes is nothing more that a union of convexes.

5. SQL Interface

Typical queries with spatial components would sound like:

• Find all objects within a cone
• Find all objects within these Ra/Dec limits
• Find all objects within this spherical polygon

With SQL and the extra functions that implement the HTM algorithms,
we can express these easily. The details of using SQL to express a general query
is beyond the scope of the limited space in this article, but as an illustration, we
show one simple example.

The most powerul funtion is HTMCover(). The argument given to it is a
description of the region expressed as a union of convexes, but the interface also
supports more intuitive shape descriptors made up of rectangles, polygons and
circles. Figure 1 shows two search cones. In this example, our region of interest
is their intersection, which is represented a convex with two constraints. The
language which allows coordinates to be expressed in either as RA DEC pairs,
or as Cartesian coordinates.

CONVEX CARTESIAN 1 1 0 0.8 1 0 0 0.8
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This convex specification is a intersection of two constraints, both of whose
D = 0.8. The two centers are (1, 0, 0) and (1, 1, 0)/||(1, 1, 0)||, respectively. The
toolkit automatically normalizes the vectors. The hids that cover the specified
convex is the list:

32 62 141 253 9120 9121
16144 16146 36494 36608 64589 65408

The smaller numbers represent the larger spherical triangles in Figure 1. In
some queries, the list of hids may become huge. Fortunately, the hid values have
a local coherence property, that is to say, clumps of trixels in a neighborhood
have large runs of consecutive hids. Therefore we can consider a list of runs of
hids instead of a very large number of individual hids. Consequently, the actual
value returned by HtmCover() is an SQL table where each row is a pair hid
values. This is an effective run-length encoding of the hid list.

It is possible, that a particular request for a cover would produce a very
fragmented hid range list. Therefore our software ensures that the list of hid
range values is always bound by a specific, but tunable parameter (between 15 -
100). This is accomplished by merging ranges with small gaps first, then those
with greater gaps until the number of ranges is within the specified parameter.
This introduces “false positives” into the cover, but that is preferable to ignoring
an hid value that is actually inside (or intersecting) the convex.

For an extensive discussion and references the reader is directed to the link
at the end of this page.

6. Concluding Remarks

Version 1 of the HTM has already been in operation for a while, but as the
size of the databases grow, so does our need for improved performance. The
current version (HTM2) of the libraries has had a significant improvement in
performance and stability. Many bottlenecks in the code were identified, and
recoded for speed. The bitlist feature was eliminated to give way to hid ranges.
Internal data structures were redesigned where appropriate for better overall
performance. Ports and a major restructuring of the code is underway to provide
better support for multiple platforms without sacrificing performance.

Links

http:/www.sdss.jhu.edu/htm
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Abstract. The Astronomical Data Query Language (ADQL) is a pro-
posed standard query language for the interoperability of the Interna-
tional Virtual Observatory. The data servers in the International Virtual
Observatory could be searched using an ADQL query. The servers would
return VOTables as a result of the query.

1. The Virtual Observatory Query Language

Virtual Observatory Query Language (VOQL) is currently under discussion in
the International Virtual Observatory Alliance (IVOA) forum. See
http://www.ivoa.net/twiki/bin/view/IVOA/IvoaVOQL. Current thinking is
that VOQL has 3 layers as depicted below. ADQL and SkyNode constitute layer
1.

VOQL3 SkyXQuery future XML-based query language.

VOQL2 Federation SQL-like query language and federation system i.e. com-
bination of SkyQuery, JVOQL and VO standards.

VOQL1 WebServices ADQL and VOTABLE to exchange information be-
tween machines.

2. ADQL, SkyQL, and SkyNode

2.1. Astronomical Data Query Language (ADQL)

ADQL is the language for expressing queries against tabular data such as cata-
logs in the Virtual Observatory. The SkyNode (see below) specification proposes

1Institute for Cosmic Ray Research, The University of Tokyo
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a standard way of passing this query. Since ADQL deals with tabular data it is
appropriate for the result of such a query to be a Table. VOTable is an adopted
standard of the Virtual Observatory, for providing tabular data. Hence we fore-
see the minimal requirement on servers that they provide results in VOTable.
Other formats may also be offered by some nodes.

ADQL is passed as an XML document to the Query Interface. ADQL is
based on a subset of SQL plus Region and XMatch. The only SQL command
allowed in ADQL is a “select”. We have adopted SQL like language as a first
step since many astronomical data currently available are tabular data and they
are stored in the relational databases. See the XSD1 and the current proposal
specification2 for the complete structure of ADQL.

2.2. SkyQL

SkyQL is a string like representation of ADQL. Semantically SkyQL and ADQL
are identical. Syntactically ADQL is XML and SkyQL is more human readable.
For example, a simple SkyQL like

select t.*, b.*
from Tab t, Bob b
where t.g <> b.g and

Region(’Circle J2000 12.5 23.0 0.5’)

will be converted to ADQL document of about 70 lines. This is why we
might like a human readable SkyQL as well as the machine readable ADQL.
Conversion between ADQL and SkyQL is automatic and sample converter ap-
plications are available3 4.

2.3. XMatch

Cross matching between tables will be supported in Full SkyNode (higher level
SkyNode). The service XMatch() takes an ADQL structure and a set of VOTa-
bles. An example of the SkyQL (which would be expressed in ADQL format)
is

select ....
from SDSS:PhotoObj o, EXT:0 my1, EXT:1 my2
where XMatch(o,my1,my2) < 3

A Virtual Observatory Portal will be constructed on top of SkyNode’s ser-
vices to federate multiple data servers. One example of such a portal is the Open
SkyQuery Portal which is an open version (not restricted on Microsoft Technol-
ogy) of SkyQuery (http://www.skyquery.net). Further details are given in
Budavári (2004).

1http://skyservice.pha.jhu.edu/devel/AdqlTranslator/ADQLschema.xsd

2http://www.ivoa.net/internal/IVOA/IvoaVOQL/ADQL-0.6.pdf

3http://skyservice.pha.jhu.edu/devel/AdqlTranslator/Convertor.aspx

4http://skyservice.pha.jhu.edu/devel/AdqlTranslator/AdqlToSql.aspx



Astronomical Data Query Language 295

2.4. SkyNode

All data servers joining the International Virtual Observatory would implement
a standard IVOA SkyNode Interface based on SOAP (Simple Object Access
Protocol) Web Services. See the current proposal specification5.

The services of IVOA SkyNode6 are defined as WSDL (Web Services Defi-
nition Language). WSDL definition enables automatic code generation of Web
Services e.g. Microsoft .NET or Apache Axis.

Currently two kinds of SkyNodes are proposed based on their features;
Basic and Full. Basic SkyNode is the minimum IVOA SkyNode Interface. Full
SkyNode supports advanced features like XMatch, QueryCost, Footprint and
so on. The QueryCost service would take a simple ADQL query to return the
object density per square degree for a set of criteria and the Footprint service
would take a region specified in the region XML and return a new region which
is the intersection of the survey and the given region.

Acknowledgments. This research was supported by Grant-in-aid ”Infor-
mation Science” carried out by the MEXT (14019092 and 15017289).
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Abstract. We developed the first prototype toward a Japanese Virtual
Observatory (JVO) by using the Globus Tool Kit 2 (GTK2). We found
that the system worked as we had expected, including the functionality
of JVO Query Language. However, it took a very long to initiate each
Grid process. Thus we replaced the GTK2 with a tool distributed by
NSF Middleware Initiative, and shortened the polling interval of the job-
manager from 30 seconds to 3 seconds. As a result, the serious problem
was partially resolved, and the elapsed time for a query reduced to about
half of the previous one.

1. Introduction

The National Astronomical Observatory of Japan (NAOJ) operates the Subaru
telescope in Hawaii and large radio telescopes in Nobeyama. All the observed
data are digitally archived and are accessible via internet. The radio telescopes
of Nobeyama produce about 1 TByte per year, and the Subaru telescope outputs
about 20 TBytes per year. Because astronomical objects radiate electromagnetic
waves in a wide frequency range, it has been recognized that multi-wavelength
analyses are essential to understand the physical and chemical behavior of galax-
ies, stars, planets and so on.

JVO is designed to provide seamless access to federated databases and data
analyses systems for astronomers by utilizing the state-of-the-art GRID technol-

1Institute for Cosmic Ray Research, University of Tokyo

2National Astronomical Observatory of Japan

3National Institute of Informatics
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Figure 1. Architecture of JVO prototype. Note that the prototype
has not been connected to other VOs yet.

ogy through the 10 Gbps SuperSINET (http://www.sinet.ad.jp/english/)
which was installed in 2002. The basic concept and a new query language to
access to the distributed databases, JVO Query Language, are already described
by Mizumoto et al. (2003).

This paper describes in detail the implementation and assessment of the
first prototype toward JVO.

2. Implementation of the JVO Prototype

We implemented the first prototype in a closed subnet in NAOJ. The architec-
ture of the JVO prototype is shown in Figure 1. We adopted the Globus Toolkit
2 for the prototype. However we also take into account the Web service concept
which is included in the OGSA.

Here we describe how the prototype works. First of all, researchers provide
the JVO with simple instructions, described by using JVOQL, how they want to
perform their ”Virtual Observation” through the JVO portal. The JVO portal
interprets them and generates a ”work-flow” by consulting the UDDI servers to
find where available JVO services are registered.

Based on the work-flow, built-in or user-defined services are called sequen-
tially by the JVO controller. Prior to command execution the JVO controller
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issues a ”pre-condition check” to make dynamic assignment of distributed re-
sources according to their availabilities. When one step of the work flow is
finished, the result is examined by ”post-condition check” to determine whether
the step finished successfully or not. If the step finished successfully, the JVO
controller generates the next step(s) of the work flow and executes them. If the
step finished unsuccessfully, the JVO controller searches for an alternative server
which provides the same service, and executes the same step on that server, if
available. Successful execution results of the work flow are transferred from re-
mote servers to the JVO controller through GridFTP, and are presented to the
researchers by the JVO client.

It is a very important service in the JVO to cross-match (X-match) query
results from multiple wavelength data. Each query is sent from the JVO con-
troller to an appropriate database server. Then the smallest query result is
GridFTPed from the server to another server with the next smallest result. The
recipient server is asked to run its X-match engine, and the result is further
GridFTPed to a server with the third smallest query result. The final result is
GridFTPed to the JVO controller.

3. Assessment of the Prototype

We used several JVOQLs to assess this prototype. Table 1 contains each step
of the work flow and elapsed time for each step.

Table 1. A sample of work flow and elapsed time
Step # Host Command Elapsed Time
0 mizu-g JVOQLparser.sh 1’ 12”
0.0 mizu-g jvo-query.sh 1’ 15”
0.1 minazuki-g jvo-query.sh 1’ 09”
0.2 mizu-g Scheduler.sh 1’ 14”
0.2.0 mizu-g jvo-query.sh 1’ 15”
0.2.1 minazuki-g post-xmatch.sh 1’ 33”
0.2.2 mizu-g jvo-query.sh 1’ 21”
0.2.3 minazuki-g jvo-query.sh 2’ 26”

Table 1 contains several commands described as shell scripts: JVOQL-
parser.sh reads input JVOQL script and parses into individual queries in SQL;
jvo-query.sh issues individual queries to database servers, counts up database
records hit, and cuts images out from image databases; Scheduler.sh collects
count results and determines the order to request database servers query results
and image data; and post-xmatch.sh kicks off the cross-match engine. These
commands were submitted by using the GRAM service of the Globus Tool Kit
2. As we expected, all steps were generated automatically, and we could get
results successfully.

We examined the robustness of our prototype by forcing the system to issue
a command, at step 0.2.2, which would fail at one server but succeed at another
server. At first the issued command to the ”wrong” server failed, but then
the system reissued the same command to the ”right” server through dynamic
generation of the work flow.
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However we found the elapsed times were too long for all steps. We knew
that an elapsed time for each command was less than a few seconds when it was
issued in a non-globus environment. It should be noted that the final step, 0.2.3,
corresponds to cutting out images and needs a very long CPU time even in a
non-globus environment. Such very long elapsed times seemed to be due to the
authentication process and the ”globus-job-run” command of the Globus Tool
Kit 2. It is well known that the authentication process takes nearly 10 seconds
and the ”globus-job-run” command takes long during its initial hand-shaking
procedure before issuing a ”real command”. Since JVO is a pseudo-real-time
system, it was crucial to shorten such large overhead in each process.

4. Improvement of the Prototype

We introduced the NSF Middleware Initiative (NMI)1 to accelerate the slow
authentication process in the Globus Tool Kit 2, because NMI provides a binary
module for the authentication. Then we analyzed the source code of the ”globus-
job-run”, and found that the polling interval was fixed to 30 seconds. Therefore
we modified the polling interval to 3 seconds, and recompiled the tool kit. As
the result the elapsed times in Table 1 were shortened by more than a factor of
2. For example the elapsed time for step 0 became 20 - 25 seconds. Although we
succeeded to accelerate all steps in our prototype, the elapsed times are much
longer compared with those for cases in non-globus environment. Thus it is
necessary to investigate further, for example, the source code of the tool kit to
make our system to run much faster.

5. Summary

We constructed the first version of the JVO prototype based on GTK2, and con-
firmed that the JVOQL has sufficient functionality to access federated databases.
We found that the prototype worked as we had expected, however, it took a very
long to initiate each Grid process. Thus we replaced the GTK2 with a tool dis-
tributed by NSF Middleware Initiative, and shortened the polling interval of
the job-manager from 30 seconds to 3 seconds. As a result, the serious problem
was partially resolved, and the elapsed time for a query became less than half
compared with the previous one.

Acknowledgments. This research was supported by Grant-in-aid ”Infor-
mation Science” carried out by the MEXT (14019092 and 15017289).
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Abstract. Astronomers commonly analyze astronomical data by im-
posing different views on the data, frequently viewing it in image form
or as multi-dimensional plots. The ability to correlate the data in these
views in order to see manifestations of patterns across views would be a
powerful tool. The Mirage data visualization application offers this func-
tionality. In order to increase the value of this tool to astronomers, we
have added two features to Mirage, namely a module for viewing FITS im-
ages, and the ability to load VOTable data. During the process of adding
the VOTable functionality to Mirage, we also developed a separate Java
package, called the IVOA Client Package, which can be integrated easily
into any other Java application to provide the ability to load VOTable
data via Cone search queries submitted to any Cone services published
in a Registry, or by a direct SDSS CAS query. We describe briefly the
IVOA Client Package, the usage of VO Enabled Mirage, and the process
of writing a data view module which can be incorporated into Mirage.
We also briefly describe the process of programming a FITS viewer in
Java using JSky.

1. Introduction

We describe the IVOA Client Package, a Java package which offers high-level VO
functionality to any Java application. We then describe VO Enabled Mirage, an
extended version of Mirage1 (Ho 2003), which offers easy retrieval and analysis
of VOTable data, and correlation with FITS image data. We also describe the
process of integrating a new data view module with Mirage, using the example of
the TwoDPictorialDisplayMode module, which allows viewing of FITS images,
and which includes some common astronomical image manipulation functional-
ity, using components from JSky2 for some operations.

1http://cm.bell-labs.com/who/tkh/mirage/index.html

2http://archive.eso.org/JSky/
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2. The IVOA Client Package

The IVOA Client Package3, used by VO Enabled Mirage, can be integrated eas-
ily into any Java application, enabling retrieval of VO data. VOTable4 parsing
is based on SAVOT5 or optionally on JAVOT6. The IVOA Client Package is
composed of three main components: a search panel which provides a user in-
terface to VO Cone/SIAP and SDSS CAS searches, a common interface, called
ivoa.VOTWrap, for accessing VOTable data from SAVOT and JAVOT inter-
changeably without requiring different application code, and a Task Manager
which gives user control over indeterminate-length operations.

The VOTWrap implementation supports access to table data in VOTables.
Support for other features of VOTables may be implemented as needed. The mo-
tivation behind interchanging SAVOT and JAVOT is that they behave slightly
differently, and the optimal choice depends on the situation. SAVOT is a
very tolerant parser which will frequently parse non-compliant VOTables, but
it doesn’t propagate exceptions up to application code, so graceful exception-
handling with SAVOT is not possible. JAVOT does propagate exceptions to the
calling application, but it is very strict about standards compliance. In partic-
ular, we discovered that JAVOT will not parse VOTable data if the VOTable
refers to its Schema definition and for some reason the definition is inaccessible
(for instance, due to server outage.) There does not appear to be any way to
relax this behavior.

The Task Manager has been designed to handle any kind of task that can
be programmed, with the currently implemented tasks tending to be of the
data-retrieval variety. The ivoa.Task class can be extended easily to provide
whatever functionality is necessary.

3. VO Enabled Mirage

VO Enabled Mirage7 has all the features of “classic” Mirage including multiple
data views and clustering algorithms, with the additional feature of being able
to load VOTable data and perform VO Cone/SIAP and SDSS CAS searches.
It also includes an astronomical imaging module which loads FITS images us-
ing JSky classes, and allows image manipulation operations common in many
astronomical imaging applications.

3.1. Using VO Enabled Mirage

Data files, including VOTable files, may be loaded into VO Enabled Mirage
from the Console → New Dataset menu item just as in classic Mirage. VOTa-
bles may also be loaded directly from Cone and SDSS CAS searches using

3http://skyservice.pha.jhu.edu/develop/vo/ivoa/

4http://www.us-vo.org/VOTable/index.html

5http://simbad.u-strasbg.fr/public/cdsjava.gml

6http://www.us-vo.org/VOTable/JAVOT/

7http://skyservice.pha.jhu.edu/develop/vo/mirage/
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the Console → New Dataset from VO Source menu item. Once a dataset is
loaded, the astronomical imaging module can be opened by dragging the M51
icon ( ) into any data view panel as in classic Mirage.

3.2. Adding VOTable Functionality

Mirage is implemented as a command interpreter with a programmatic interface
which can be called by user interface code. The user interface to classic Mirage
instantiates a different Mirage interpreter for each dataset. VO functionality
was added to Mirage by extending the original user interface. Data loading
commands generated by the user interface are intercepted and converted from
VOTable to Mirage’s native data format if necessary. Then adding a menu option
to invoke the IVOA Client search panel was possible using the normal Java Swing
API. The code for converting VOTable data to Mirage native data was written
using the VOTWrap SAVOT/JAVOT wrapper interface from the IVOA Client
Package which allows generic access to field information, some of which must go
at the beginning of Mirage’s file format. Then data is written out one record
per line with space-delimited fields.

3.3. Adding a Data View Module

The ActivePanel Interface

The mirage.MirageGraphics.ActivePanel interface can be implemented by
any module that one wishes to integrate with Mirage. This interface is still under
development, and the semantic intepretation of these methods is still not clearly
defined. The interpretation used to implement the TwoDPictorialDisplayMode
module is offered here. Implementing classes must provide concrete implemen-
tations of the methods listed below. The mirage.MirageData.Entry class en-
capsulates a row of data, and is used in many of these methods. Each Entry
also has a Color associated with it, which may be assigned by the user.

public Vector getSelected(): This should return a Vector containing
instances of Entry representing the rows currently selected.
public void clearSelected(): This tells the module to deselect any
currently selected Entrys.
public void transferDropTarget(DropTarget dropTarget): This
should invoke setDropTarget(dropTarget) on any Components in the
module so that the module can be overwritten by another module selected
by the user.
public void colorDataEntry(Vector entry): This tells the module to
color the display of Entrys in entry as appropriate for the view.
public void highlightDataEntry(Vector entry): This tells the mod-
ule to highlight the Entrys in entry as appropriate for the view.
public void clearColors(): This tells the module to show all Entrys
in the default Color for multi-color display.
public void clearHighlights(): This tells the module to show all
Entrys in the default Color for monochrome display.
public void changeToMonochrome(): This tells the module to show se-
lected Entrys in the monochrome highlighted Color.
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public void changeToColor(): This tells the module to show selected
Entrys using their associated Colors.
public void alternateVariables(int mode, int row, int col,
int idxCell, int nCells): This method informs the module of its po-
sition within a matrix of similar modules. The module can alter its appear-
ance accordingly (e.g. select a different variable for display). For image
data the display dimensions are fixed, so in TwoDPictorialDisplayMode
it is implemented as a no-op.

To load a new module into Mirage, add a line reading

externalpanel classname iconimage

to the Property.dat file that comes with Mirage, where classname is the fully
qualified name of the class for the module to be loaded, and iconimage is a
path sufficiently specific that the icon image file can be loaded as a resource at
runtime by the Java Virtual Machine.

The TwoDPictorialDisplayMode Data View Module

The TwoDPictorialDisplayMode in VO Enabled Mirage allows the user to
load FITS images, apply user-selected cut levels, apply colormaps, and adjust
brightness and contrast with SAO DS9-style controls. Also, being a Mirage
ActivePanel class, it responds to Mirage broadcast messages, and can itself
broadcast messages to other Mirage modules. Much of the implementation uses
classes and code from JSky, which provides an easy way to load FITS images and
use them within the Java Advanced Imaging API (JAI) framework, as well as
many image processing operations and support for WCS to image (and reverse)
coordinate transforms. Some problems were encountered using JSky. Map-
ping from an arbitrary FITS image data type to a type associated with Java
RenderedImages is not entirely predictable. The implementation of certain im-
age processing functions had to be copied verbatim due to a very tight coupling
between the model classes and the view/controller classes.

The TwoDPictorialDisplayMode image processing classes are implemented
as a class hierarchy with each extension adding processing functionality to its
superclass. The intention was to encapsulate the image processing functionality
in the image itself to make it easy to integrate into any Java graphical com-
ponent. However, this design resulted in slow performance as well as difficult
maintenance and extensibility. We are currently redesigning it with the goal of
improving each of these aspects.

Acknowledgments. We would like to thank Allan Brighton for his ad-
vice on using JSky in the implementation of the TwoDPictorialDisplayMode
module.
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Abstract. The Astrophysical Virtual Observatory (AVO) prototype is
a suite of tools that serves as a testbed for scientific and technical use
cases. For instance, it supports the Simple Image Access (SIA) protocol,
hierarchical browsing based on the IDHA data model and fully exploits
the potential of Unified Content Descriptors (UCD).

Each of the software components of the AVO prototype is developed
and maintained by a different team in a different country. All modules
work stand-alone, but can be integrated. The AVO prototype consists of
a browser backed by image and catalogue servers, a web service for the
identification of sources in FITS images and a utility for analyzing the
spectral energy distribution.

1. Introduction

The AVO1 is a research and demonstration programme jointly funded by the
European Commission and six European organizations. The partner organi-
zations are the European Southern Observatory (ESO), the European Space
Agency (ESA), AstroGrid (funded by PPARC as part of the UK’s E-Science
programme), the CNRS-supported Centre de Données Astronomiques de Stras-
bourg (CDS), the University Louis Pasteur, the CNRS-supported TERAPIX
astronomical data centre and the Jodrell Bank Observatory. The AVO project
is working in conjunction with other international VO efforts as part of the
International Virtual Observatory Alliance2 (IVOA).

2. Overview

The AVO prototype is a set of tools that initially consisted of three components
(fig. 1, fig. 2):

• The Aladin type of interface for metadata discovery and visualization
• The Astronomy Catalogue Extractor (ACE)
• The Spectral Energy Distribution (SED) utility

1http://www.euro-vo.org/

2http://www.ivoa.net/
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Figure 1. AVO software components.

Recently VO-India contributed the VOTable plotter VOPlot and further
work continues, for instance, into a cross matching facility.

Figure 2. Hierarchical tree of available data for given patch of sky.

3. VOTable & UCD

The various modules exchange information in UCD tagged VOTable format
(fig. 3). Although often compared to the FITS format its scope is much wider and
the format far more versatile. Uniform Content Descriptors (UCDs) are meta
data to describe astronomical parameters. UCDs are arranged in a hierarchical
tree. UCDs and extensions thereof will soon form the basis of a meta data
standard for expressing meaning in astronomical terms in a system independent
way.
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Figure 3. Part of UCD tree(left) and VOTable snippet describing
SEDs (right).

4. Scientific Scenarios

At various occasions scientists demonstrated the unique capabilities of the toolset
using a number of scientific scenarios such as the identification of super nova can-
didates, the investigation of the high redshift environment in the GOODS fields
and the multi-waveband analysis of radio observations in the HDF-N and HFF.

Several colour catalogues provided by the ESO Imaging Survey (EIS), source
catalogues from Chandra, ISO, VLA etc. in conjunction with images listed in
tab. 1 helped in detecting peculiar objects.

Table 1. Spectral coverage of investigated region.

Organization Observ./Instr. Bands

MPG/ESO 2.2m/WFI U,B,V,R,I
ESO VLT/ISAAC J,H,K
NASA/ESA HST/ACS B,V,i,z
NASA Chandra/ACIS 0.1 - 10 KeV
NRAO VLA 1.4 & 8.5 GHz
UMAN/JBO MERLIN 1.4 GHz

5. Future

The next round of demos will focus on adding support for spectroscopic data and
opening the system to arbitrary data providers. This entails the specification
and adaptation of the simple spectrum access (SSA) protocol. A geometric cross
matching capability will be added. Various new scientific scenarios are driving
the current development which will result in a new release in January 2004.

Acknowledgments. The Astrophysical Virtual Observatory was selected
for funding by the 5th Framework Programme of the European Community
for research, technological development and demonstration activities, contract
HPRI-CT-2001-50030.
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Abstract. Finding an easy way of sharing knowledge and experience
in a geographically dispersed project team is not easy. The TWiki is a
Web-based collaboration platform. It looks like a normal Internet web
site, but everybody can change pages or add content by just using a
browser. A revision control keeps track of changes.

Several Virtual Observatory projects use this type of web site to share
info among project members and across projects. This is an experience
report on the usage and maintenance of TWiki sites in Astronomy.

Even if at first it seems almost the opposite of how the Web and
on-line communications ”normally” work, it is intuitive and aspires to
the Zen ideals known as Wabi-Sabi: ”It finds beauty in the imperfect and
ephemeral and constantly evolving”.

1. Introduction

Working in a distributed team always means spending a lot of time trying to
keep everybody up-to-date about what other members are doing, as well to keep
people in touch with each other. The infrastructure aims at facilitating project
communication, therefore helping to share knowledge, the status and vision of
the project, to draft ideas, and to synchronize different teams.

The TWiki is a web-based collaboration tool that offers the possibility to
use a web site like an enhanced white-board. TWiki was not invented by the
Astronomy Community but it perfectly suites our needs.

The astronomy-related TWiki sites considered in this paper have all seen
a constant increment both in the number of visitors and users, as well as in
the amount of pages created/updated and files uploaded. These TWiki sites are
ALMA, Astrogrid, Aus-VO, AVO, EGSO, IVOA (Table. 1).
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Table 1. Astronomical TWiki sites

Projects Portal

ALMA http://almasw.hq.eso.org/almasw/bin/view/Main
Astrogird http://wiki.astrogrid.org

Aus http://www.aus-vo.org/twiki/bin/view/Main
AVO http://www.euro-vo.org/intranet

EGSO http://www.mssl.ucl.ac.uk/grid/cgi-bin/twiki/view.cgi/Main
IVOA http://www.ivoa.net/intranet

2. WikiWords (i.e. Terminology)

A TWiki Web is a collection of pages grouped by some logical meaning.
A Topic means a wiki page with all its content.

3. Usage/Usability

Usage statistics are plotted in Fig. 1 and Fig. 2: The former describes the number
of pages modified and the number of files uploaded, i.e. real interactions with the
Twiki. The latter displays the number of pages visited in each month. To create
these charts, only relevant Webs of each TWiki site were taken into account.

The simplicity of TWiki is mostly due to the fact that one can access and
work on such a site simply by using a web-browser. It is not necessary to install
any particular client software. To have an idea of how many users are really
working with the TWiki, Table. 2 presents the number of collaborators who put
material on the mentioned sites.

Table 2. 2003 TWiki-VOs Users

Jan Feb Mar Apr May Jun Jul Aug Sep Oct

TWiki

ALMA - - - - - - - 22 41 57
Astrogrid 54 55 59 64 84 87 94 94 95 101

Aus-Vo 7 15 16 17 17 17 18 19 19 20
AVO 121 123 123 123 123 123 123 123 126 139

EGSO 35 35 35 35 35 35 35 37 37 45
IVOA 11 19 37 52 67 71 74 78 83 93

4. Installation and Maintenance

The are only a few system requirements when setting up a TWiki server. Even
though it was originally designed for Unix-like Operating Systems (and it is
actually developed in a Linux/Apache environment) it works also on Microsoft
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Windows.

Implemented as CGI scripts in Perl, it works on port 80 without any spe-
cial firewall requirements. To assure transparency a revision control system
(RCS) keeps track of changes and all prior revisions are directly accessible. The
e-mail notification service1 makes use of the Net::SMTP Perl module (alterna-
tively sendmail).

5. Pros and Cons

5.1. Pros

- Easy to use, easy to maintain.
- Full public access on the Web.
- Simplified built-in markup language.
- Instant updates of the on-line material.
- Constant development to assure new features every month (with simple plug-in
format to facilitate the installation phase).
- New plug-ins, provided by an archive user community, constantly enrich the
functionality.

5.2. Cons

- The hardest piece is to get people to use it: ...Once they get started they can’t
live without it anymore.
- It is difficult to maintain a clear document structure since everybody can add
pages and documents. So, the more active the user community, the bigger the
mess that may result.
- Being a purely web based tool, the editor is a rather basic HTML form; there
is a more advanced Javascript editor though.

1Inform users about changes in the TWiki Webs.

Figure 1. Uploaded documents and modified pages.
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Figure 2. Visited Topics on all six TWikis.
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Abstract. The need to develop new ways of accessing solar observa-
tions, coupled with rapidly increasing volumes of data and the desire to
share data with other communities, has led to several projects intended to
create virtual solar observatories. We outline the three main initiatives,
EGSO, VSO and CoSEC, and describe how the the combined effort will
result in a facility that will better match the needs of the community.
Interaction with related communities are discussed, including similarities
and differences with the IVOA and interoperability.

1. Introduction

Many of the research problems in solar physics require access to large amounts
of data of different observables in various wavelength bands. Analysis can only
start following the identification of events, features and phenomena and the
location and retrieval of the required data. The rapidly increasing volumes of
data and the desire to share data with other communities has led to several
projects intended to create virtual solar observatories to facilitate access.

There are three main initiatives: the European Grid of Solar Observa-
tions (EGSO), funded by the European Commission; the US Virtual Solar Ob-
servatory (VSO), funded by NASA; and the Sun Earth Connector (CoSEC),
funded by NASA under the International Living with a Star (ILWS) program.
EGSO and CoSEC are coordinating these activities and, where possible, share
resources.

Here we outline the three projects and describe how the combined effort will
result in a facility that will better match the needs of the community. Interaction
with related communities are discussed, including similarities and differences
with the IVOA and interoperability.

311



312 Bentley, Hill & Hurlburt

European Grid of Solar Observations (EGSO)
University College London (PI Group) UK

MSSL and Dept. Computer Science
Rutherford Appleton Laboratory UK
University of Bradford UK
Institut d’Astrophysique Spatiale France
Observatoire de Paris-Meudon France
Isituto Nazionale di Astrofisico Italy

Obs. Turin, Trieste, Naples and Florence
Politechnico di Torino Italy
University of Applied Sciences, Aargau Switzerland
NASA-GSFC Solar Data Analysis Center USA
National Solar Observatory USA

US Virtual Solar Observatory (VSO)
National Solar Observatory (Lead Group) USA
Stanford University USA
Montana State University USA
NASA-GSFC Goddard Space Flight Center USA

Sun Earth Connector (CoSEC)
Lockheed Martin Corp. USA

NSO (US) and UCL-MSSL (UK) are CoIs

Table 1. The partners in the three solar VO projects

2. Similarities and Differences

The three projects differ in scope and the emphasis that they place on various
components. There have been continued discussions between EGSO and VSO
about how all encompassing the project visions should be – the “big box” vs
“little box” question. VSO is thinking small and hopes to expand – EGSO is
trying to understand the larger picture and build within the context of this wider
view of things. CoSEC is seen as a prelude to work that will be done later under
ILWS, but tends to take the wider view.

The EGSO and VSO projects both offer:
• Virtualisation of data search, data discovery, and query refinement
• Multiple interfaces (browsers, application-programming interface)
• Leveraging of existing data services
• Direct user access to data (without the system as an intermediary)
• The ability to expand to several more data sources (although VSO is con-

centrating initially on four)
However, while VSO say it will NOT include a central catalogue, grid computing,
or any features that limit or restrict access to data or software (e.g. authentica-
tion), EGSO is addressing the same issues because a view of the larger picture
says it must.
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Figure 1. Conceptual Diagram of the VSO

CoSEC and EGSO share the vision of coordinating data services for more
complex analysis and processing than the VSO project. While their architectures
are similar to that of the VSO, they provide a more general framework of web or
grid services. CoSEC’s particular focus is on methods and tools to coordinate,
or orchestrate, distributed data analysis services, rather than on the data itself.

3. Architecture

Figure 1 shows the conceptual design of the prototype VSO. As in all virtual
observatory concepts, a broker facility mediates between the data user (right)
and the data services (left). In this design, however, only queries and query
results pass through the broker; the actual data transfer occurs outside the
VSO, thus significantly reducing network data traffic – a similar approach is
used by EGSO.

The user initiates a query via either a browser interface, which communi-
cates with the VSO API or directly through the VSO API. The query is then
routed to a query construction engine that uses the XML schemata describing
the data services to determine the service(s) to which to route queries in for-
mats native to them. The query results from the data services are routed by the
query result engine back to the API or browser; the user or the user’s software
then decides whether to request the data from the data service(s). (The user’s
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desktop is drawn in such a way as to be platform-agnostic.) While the prototype
will probably include only the four named data services, more could be added
at any time thereafter.

4. Standards and Interoperability

The three virtual solar observatory projects have close links with related com-
munities, particularly those involved in Space Weather. The data models for the
various projects are a major area where careful design can facilitate future inter-
operability. EGSO has been developing a Data Model that will also encompass
in situ data as well as remote sensed solar and heliospheric data, and has been
asking members of both communities to review the model – CoSEC is funded
under the ILWS programme which involves both communities.

A joint technical meeting between the three virtual solar observatory projects
is scheduled for December 2003 – representatives of the Virtual Heliospheric Ob-
servatory (VHO) and Virtual Space Physics Observatory (VSPO), both funded
by NASA, will also attend. Another meeting is planned early in 2004.

In addition, all three solar VO projects are members of a new Working
Group on “International Data Access” that was created under Division II of
the IAU, the “Sun and Heliosphere”. The Working Group involves solar and
heliospheric physicists from around the world and also includes the VHO and
VSPO. The intent of the Working Group is to help coordinate the existing
and growing data exchange through the Internet and work with the virtual
observatory initiatives to propose guidelines that will aid this and encourage
community participation in the projects. It will try to ensure that the standards
and techniques employed that are acceptable to the worldwide communities and
will encourage interoperability between the projects.

Where it makes sense, the projects will adopt technologies suggested by
organizations such as the IVOA – for example, there are plans to use VOTable
to pass certain types of information. However, it should be recognized that the
data of the solar and heliospheric communities differs in content and usage from
the astrophysics community and that the virtual observatory initiatives are not
necessarily all addressing the same problems.
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Abstract. UCDs (Unified Content Descriptors) are metadata that have
been used in the VizieR catalogue service since they were first developed
in the ESO/CDS data mining project. Because the catalogues currently
described by UCDs cover many different domains, UCDs can be used to
describe a large fraction of astronomical concepts. The different Virtual
Observatory (VO) projects, collaborating in the IVOA (International Vir-
tual Observatory Alliance) have therefore decided to support UCDs, and
to collaborate to define a new set of standard metadata. This new set
of UCD will be more coherent and complete than the old one. It uses a
new syntax, and a list of atomic keywords from which UCDs are built.
The sharing of a core set of metadata is very important to ensure inter-
operability between the various VO elements. We present how this new
list of UCDs has been defined, and how it will be expanded in the fu-
ture. We also present the mechanisms to assign UCDs to (possibly large)
datasets, check for validity of UCDs, and make suggestions for including
new concepts in the standard core of UCDs. We also discuss several fields
of the VO where UCDs will be used, what kind of applications of UCDs
are foreseen, how they can be used and how software using UCDs can be
designed.

1. From UCD1 to UCD2

The UCD (Unified Content Descriptors) have been initially developed at CDS, in
order to describe homogeneously the contents of the VizieR tables (Ortiz et al.,
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1999). This first set of terms (hereafter UCD1) seemed to be a very good starting
point for a standard description of astronomy, but had some inconveniences (lack
of flexibility, missing concepts) which hampered broader use in the emerging VO
projects.

Some tools have already been built to demonstrate the possible applications
of UCDs in the VO context (Derriere et al., 2003). In order to generalize the
usage of UCDs in the different VO components, it has been decided to build
a new set of rules and standard terms, named UCD2. This new set will be
validated by a committee at the IVOA level. The list of UCD2 terms will
become the reference for use by any VO application.

2. A Controlled Vocabulary

Defining a controlled vocabulary, and getting common agreement is a nearly
impossible task, mainly because different people have different views of the same
things (e.g. the FITS keyword NAXIS1 can be described as the “number of pixels
along the x image axis”, or as the “size of the detector”).

The main role of UCDs is to describe quantities that are used in practice
(and represented as numbers, character strings, ...) at some level between the
fuzziness of natural language and the accuracy of attributes of data models. The
objective is to ensure interoperability between services in the VO, by the use of
a controlled vocabulary that can be interpreted by machines and still readable
(and writeable) by humans.

We have tried to reconcile a bottom-up approach (describe what is found in
existing datasets) with the ontology-related vision (cf. section 4.). The resulting
vocabulary is a compromise, intended to be flexible enough, but less ambiguous
than natural language. Of course, the resulting list of words, as any standard-
ization process, is somehow subjective (for example, only one word is kept when
there are synonyms of some concept). But words are created to describe the
quantities used in practice, taking into account the UCD1 (i.e. the contents
of astronomical tables), FITS keywords, etc., so they try to cover the semantic
field.

3. Syntax of UCD2

The syntax of UCD1 reflected the underlying hierarchical organization, with
different levels separated by underscore characters (e.g. POS EQ RA MAIN).
In UCD2, this would be written ivoa:pos.eq.ra;meta.main.

There are three reserved characters in UCD2:
• the colon : is used to separate the optional namespace from words;
• the semicolon ; is used to separate composed words;
• the period . is used to concatenate atoms to build composed words.
The semicolon is reserved for possible future usage of an optional names-

pace. The use of a leading namespace should be avoided as far as possible.
Standard UCD2 (defined by the IVOA board) can be written with the ivoa:
namespace, but it is recommended not to write it (e.g. pos.eq.ra;meta.main).
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A UCD2 is composed of several composed words, the most important (car-
rying most of the meaning) being the first one, that is called primary word. The
primary word describes a property; it is a first-order description of the quantity.
Following words, if present, give additional precision: they can add precision to
either the concept to which the property refers, or the context in which it was
measured.

The composed words are made of atoms separated by periods. They are
arranged, only for convenience, in a hierarchical tree. This structure does not
imply the existence of an underlying model.

4. UCD and Ontologies

Currently, UCD are not an ontology. In the future, a project called UCD3 will
apply knowledge representation methods developed outside astronomy to the
controlled vocabulary.

However, to ease the transition between UCD2 and 3, we have tried in the
definition of UCD2 to take into account the ideas of concepts, properties, classes
and instances.

• The concepts are the top-level elements of an ontology: they are analogous
to classes in OO-programming.

• A concept has properties (or slots, or parameters).
• The concept has instances (which are still something abstract to the com-

puter).
• Instances of properties are the real data, that computers deal with.

The thumb rule is that primary words refer to properties. For example:
• phys.temp;instr.telescope represents the temperature of a telescope (the

property being here phys.temp);
• stat.error;pos.eq.ra represents the error on the right ascension.

5. List of Standard Terms

The recommendations for the use of UCD2, and the list of standard terms will
be made available on the IVOA web site1.

The list of proposed roots for the tree of standard composed words cur-
rently contains: meta (for metadata-related quantites), instr (instrument), obs
(observation), phot (photometry), src (source), stat (statistical), em (electro-
magnetic)...

The em branch is a special case: it has been created mainly to indicate in
which part of the electromagnetic spectrum a measurement is made. Specific
words have been created to identify the frequently used bandpasses and filters.
The electromagnetic spectrum has been divided into 8 domains (radio, sub-
mm, IR, optical, UV, EUV, X-ray, gamma), in agreement with other IVOA
representations. Further divisions are made to define large bands classically
used in the different domains. For photometric quantities, the property that

1http://www.ivoa.net/
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is measured is phot.mag, or phot.flux or phot.count, and possible valid UCD2
could be phot.mag;em.opt.V or phot.count;em.x-ray.hard.

There will be a committee in charge of studying the suggestions for additions
of new terms in the list of standard UCDs.

6. Tools and Services

A set of tools for UCD2 will be progressively made available (similarly as for
UCD1):

• Tools to list and browse the existing list of UCD2, with their definitions.
These could be available as Web Services;

• A validation/resolver service, that will check for the validity of a UCD,
and provide the corresponding definition;

• A search engine/assignment tool, designed to suggest the appropriate UCD
corresponding to a description in natural language;

• An interface to send feedback, and suggest new UCDs to the board in
charge of maintaining the UCD2 standard list.

UCD="pos.eq.RA"

UCD="pos.eq.DEC"

TRANSLATION
LAYER

RA DEC
name="RA"
UCD="pos.eq.RA"

name="DEC"
UCD="pos.eq.DEC"

TRANSLATION
LAYERVO Service 1 VO Service 2

name="alpha"

name="delta"

delta

alpha

Figure 1. Services use UCDs to exchange information. A translation
layer is used to interpret the internal description in terms of UCDs.

It is important to note that data providers do not need to change the inter-
nal description of their existing databases to use UCDs. Interoperability only
requires a translation layer able to associate UCDs to parameters used inter-
nally. This layer is used to make the conversion from (resp. to) UCDs to (resp.
from) the internal description, as shown on Fig. 1, in the case of two services
exchanging data.

This translation layer only needs to be built once, and the assignment tool
can be used to facilitate this step.
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Abstract. We describe a Data Inventory Service (DIS) that uses Vir-
tual Observatory protocols to discover, organize and present astronomers
with a rapid precis of what is known about a given region of the sky.
The DIS queries a dynamic registry of VO resources to discover potential
sources of information, queries them on behalf of the user and then saves
and organizes the results for display.

In addition to providing a quick mechanism for getting information
about a region, the DIS also provides a mechanism through which these
data can be sent directly into analysis tools or downloaded to the users
machine.

When a data provider registers a new data resource in a data registry,
the DIS will find it automatically for any subsequent requests. Since the
DIS caches results from services, users can quickly browse catalog and
image results. Cached results are maintained for several days, so when
a region of the sky is of particular interest, e.g., immediately after a
gamma-ray burst, the cache results may be available immediately to all,
not just the first user to query for them.

The DIS is built on top of early protocols developed as part of the US
National Virtual Observatory effort, the Cone search and Simple Image
Access protocols, and uses the VOTabe format extensively. As additional
and more sophisticated protocols become available, the DIS will become
a more powerful interface to distributed archives and catalogs.

1. Introduction to the Data Inventory Service

The new Virtual Observatory Data Inventory Service (DIS) allows users to
quickly find out what is known about a given patch of the sky. While Vir-
tual Observatory Protocols enable scientists to access information from many

1Universities Space Research Association, Seabrook, MD 20771
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diverse sources, the data are useless unless scientists can discover and understand
the resources available to them. The DIS provides scientists with a quick and
convenient summary of many of the data sources available. The DIS currently
shows the users images, observations and cataloged objects in the requested
region. Since the DIS caches the results from the various services, users can
conveniently browse the images and catalog entries. They can choose to down-
load data of interest, or to initiate analysis tasks in VO enabled environments.
Currently these include Aladin and OASIS. The DIS builds upon earlier efforts
to provide broad access to astronomy resources, but the combination of catalog
and archive access, multi-institutional support, coherent display of results, flex-
ibility in access services, and caching of results give it unprecedented power and
convenience.

Data providers only need to register new services in a VO Registry service
to make them immediately visible through the DIS (see Greene et al., 2004).
Data providers do not need to even know about the existence of the DIS.

Internally the DIS leverages many of the emerging VO standards. Systems
are queried using standard Cone Search and SIA protocols, data are returned
using VOTables, and these same tables (along with FITS files) are sent to initiate
analysis tasks.

The VO DIS is currently available at http://heasarc.gsfc.nasa.gov/vo.

2. Implementation

The DIS is a relatively simple tool which fleshes out a framework of emerging
VO standards. These include

VO Resource Data Model: A common description for how remote resources
are described in the VO.

VOTable: A standard format for tabular (or more complex) data that is easily
generated, transported and parsed.

SIAP: The Simple Image Access Protocol provides a standard interface to im-
age data and archives of images.

Cone Search Protocol: A early simple protocol for positional queries of cat-
alogs.

FITS: The VO uses the pre-existing FITS standards for transporting astro-
nomical images and other data. The figure shows the typical flow of data
and control in the DIS and the standards involved at each step.

3. Future Plans

As the sophistication of VO protocols grows and as they are implemented by
more and more data providers, we anticipate that the DIS will become an in-
creasingly powerful tool for browsing and extracting data from multiple sites.
During the next year, we hope to add services that support the new Simple
Spectral Image Access Protocol. Standardized data set identifications are being
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looked at by several major observatories and these can be used by the DIS to
link observation catalogs to observational data. The current links from the DIS
to image archives typically point to only a single representative image, but will
be enchanced to provide access to all relevant data.

Many more services will be avialable by the end of the year, and the DIS
will need controls that enable users to focus on the data of interest. The DIS
will always be usable given just a position, but users may wish to concentrate on
data in a given wavelength regime, or on catalogs of a particular class of source.
As the number of sources available becomes very large, the DIS’ caching strategy
will be revised to ensure that it only queries services for data that is likely to be
used rather than querying multitudes of sources that are not of interest. This
can confuse the user and waste computer cycles and bandwidth.

Currently the DIS can only send data to the OASIS and Aladin services.
As the standards for VO services evolve and more of them come on-line, a
large number of services will be available. The service selection elements of
the DIS will be organized to give the user an overview of the avialable analysis
capabilities. The DIS will serve as a simple tool to enable users to select the
data they wish from the multitude of data resources, and pipe it into one or
more of the data analysis services that are coming on-line in the VO.

Acknowledgments. This effort was supported in part by NSF Cooperative
Agreement AST 0122449.
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Figure 1. Data Flows in the Data Inventory Service
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Abstract. We propose the beginnings of a data model for the Virtual
Observatory (VO) built up from simple “quantity” objects. In this pa-
per we present how an object-oriented, domain (or namespace)-scoped
simple quantity may be used to describe astronomical data. Our model
is designed around the requirements that it be searchable and serve as
a transport mechanism for all types of VO data and meta-data. In this
paper we describe this model in terms of an OWL ontology and UML
diagrams. An XML schema is available online.

1. Introduction: an object- and domain-oriented approach

The VO community is currently attempting to formulate a data model which
might be shared across all data repositories and used to facilitate the query,
exchange and fusion of astronomical data. This fundamental requirement must
also be coupled with the need for this data model to be able to replicate the
structure and content of the data at any participating VO data repository. One
possible avenue is to utilize an object-oriented methodology to reuse important
concepts and perhaps allow for a mechanism whereby a computer may decom-
pose advanced child concepts into more digestible parent concept parts. As
Plante (2002) has argued this kind of approach, if done within a single domain,
will result in an increasing problem both for initial development and long-term
maintenance of the VO data model meta-data. If we however sever the connec-
tion of the data model to the astronomical meta-data we will allow for much
greater progress on the problem of developing the data model and its mainte-
nance.

What is needed by the VO community is a new data model which contains
the ability to be extended in an object-oriented fashion, has domains which may
allow for separate communities within the VO to apply their expertise without
stepping on other areas of work, and has the ability to be used as an exchange
format across the Internet.

Recently Plante (2003) has argued for a quantity-based data model, where
a quantity is used to model all of the data interactions. We have taken this idea
to develop our proposal paper based on our own work with XDF1 and guided

1Astronomy Department, University of Maryland

1http://xml.gsfc.nasa.gov/XDF
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Figure 1. UML diagram of relationship between a concept, quantity
and its value

by the work of many others (refs above plus: McDowell 2002ab; Williams 2002;
UCD2) and larger astronomy communities (FITS3) In this paper we propose the
beginnings of such a data model and describe how adopting an object-, domain-
, and quantity-oriented approach may serve to promote a sharable, searchable
standard amongst the various data repositories of the VO.

2. Theoretical basis : definition of quantities

We start by introducing the ”Quantity” as the object that associates a value
with a concept. The concept may be any meaningful term or idea which the
VO community wishes to use (for example ”X-ray star”, ”visual flux”, ”CCD
camera type”, ”index”, etc.) and the value indicates the amount or degree of
the concept. The value can be stated as a number, a word (”full”, ”partial”,
”high”, etc.), or a symbol.

To serve as a general framework for manipulating concepts and their values
we create a entity or object which may serve as the package for all of these
tuples. This entity, the ”quantity” is inherited (passes on all of its properties)
to all concepts (figure 1) and we thus tie the meaning to the class of the object.

The value is itself a one-dimensional array, which may have one or more
”datum”, e.g. the value V may be defined:

V = d1, d2, d3, ..dn (1)

where n is the number of datum in V and each di are the individual datum that
may be either scalars, vectors or other quantities (tuples). In the last case the
child quantity serves as data but we may also use child quantities to specify
meta-data. To do so we insert the child quantity directly within the parent
quantity with the designated relationship ”metaData” (figure 2).

As the datum in V must describe scientific information (at least most of the
time) each datum must have associated with it some description of its accuracy
(errors) and scientific units. Machine understandability requires that each datum
should also be described by some type of a data format. In our model, we
consider that all datum in V for a given Q are ”homogeneous”meaning that
every datum of a given Q has the same units and data format. Accuracy of
scientific data can, and often does, vary on a datum by datum basis. Thus, we

2http://vizier.u-strasbg.fr/doc/UCD.htx

3http://fits.gsfc.nasa.gov
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Figure 2. Quantities use other quantities to capture meta-data

infer the existence of an array of accuracy values which is of the same size as
the array of V to which it refers.

Further description of the basis of our model, including how the model may
hold vectors and arbitrary tuples (tables) may be found in Thomas & Shaya
(2003).

3. Practical application - development of domain-based ontologies

In practical application our data model must be realizable in software, thus we
have described our model using the OWL4 ontology language (figure 3). We
choose OWL because it may be used to derive both the XML schema and UML
diagrams (see Thomas & Shaya 2003) which will serve as the basis for generating
both code and XML instance documents. Additionally, OWL, and ontologies
in general, can be used to formally define the relationships between classes as
well as their instances. Of course, placed on this footing we may now talk of
quantities as classes in the object-oriented sense, which may be ”extended” to
create concepts that will be queried for and traded between participants in the
VO. As a starting point, some important concepts that the community might
choose to extend the quantities into in the VO domain include the space-time
schema of Rots (2003) and the UCD descriptors.

The development of ontologies that show the relationship between all of the
concepts in the VO will be an important task and we believe that the quantity-
based data model can form the basis for all the other VO ontologies. We need
not, nor is it desirable, create a single all-encompassing ontology. It is better to
have a spare, shared group ontology, working in tandem with richer, but localized
ontologies. Mapping between localized ontologies can serve to bridge differences
in defined concepts. Under this formulation then, each ontology should belong
to its own namespace or domain.

4. Discussion

With this model, we have managed to meet all of our set requirements and
design goals. The model is sparse, with few classes, yet powerful enough to
encompass many types of data that will exist in the VO. By casting the model
in terms of an ontology, we may use it to support sophisticated concept-based
searches. Furthermore, we have managed to cast this model in terms of an
XML representation, which is important for transport of information across the
Internet as well as used in designing catalogs for searching holdings at data
repositories. Additional issues are discussed in Thomas & Shaya (2003).

4http://www.w3.org/TR/owl-features
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Figure 3. OWL diagram of quantity

5. Summary

We have produced a rudimentary data model based on theoretical considerations
and mapped them into an ontological space. In addition, we have given thought
to how this data model may be utilized in terms of software, and how the com-
munity would approach designing concepts for search and interchange. Software
resources related to this work, including an XML schema, an XML example that
wraps a FITS file and simple Java code may be found at the following URL:
http://nvo.gsfc.nasa.gov/QuantityDataModel

Acknowledgment: Support for this work was provided in part by NSF
through Cooperative Agreement AST0122449 to the Johns Hopkins University.
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Abstract. Started at CDS in 2002, the work around Web Services is
in a full exploitation phase. Several services are now available via SOAP:
the Sesame name resolver for Simbad-NED-VizieR, a GLU tag resolver, a
UCD resolver, the UCD tag list, Aladin image Access, VizieR catalogue
access, etc. A portal is available to publish all information about how
to use CDS XML Webservices and also hints on how to start to use
XML Web Services (tutorial, links, etc.). Other works around XML Web
Services are also ongoing at CDS and are described in this article.

1. The CDS XML Web Services Portal

Figure 1. The CDS Web Service Portal at
http://cdsweb.u-strasbg.fr/cdsws.gml

CDS XML Web services are easy to consume but it is very important to
show users how to use a SOAP∗ architecture in one of their programming lan-
guages. The CDS XML Web Services portal has been designed in this way and
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it gives a lot of useful information. For those who need a very high availability
of the services, it is possible to register. Registered users are informed about
technical and software maintenance which may cause short interruptions. Sup-
port is also provided through the question@simbad.u-strasbg.fr mailbox, as are
the other CDS online services.

2. Available XML Web Services at CDS

Our goal is not to publish an increasing list of XML Web Services but to take
into account the user real needs. In a first step, XML Web Services like the
Sesame1 name resolver and the UCD resolver were interesting for testing the
Axis∗/Tomcat∗ server reliability and for developing the portal. In a second step
other services like the VizieR Access2 (which may increase severely the load
on our XML Web Services server) have been implemented. We are currently
developing other services like coordinate transformation or unit conversion.

3. Example of use

Figure 2. The VizieR catalogues Access use case at
http://cdsweb.u-strasbg.fr/cdsws.gml

How-to pages (Figure 2) are available for the CDS XML Web Service. For
each service, the existing methods are listed, like metaAll which gives all the meta

1http://vizier.u-strasbg.fr/viz-bin/Sesame

2http://vizier.u-strasbg.fr/
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information about VizieR catalogues, cataloguesData which gives the results of
a query to VizieR, etc... These operations are detailed (input parameters and
results) with examples. Examples of client source code are also given in Java
or Perl. Direct access to the WSDL∗ file, and examples of SOAP requests and
answers are also provided. Note that it is not necessary to deal with the contents
of a SOAP file to have client access to the CDS XML Web Services.

4. Other ongoing works around XML Web Services

The availability and the reliability of our XML Web Services are major points
of our activity. One solution is the creation of mirrors to minimize the access
failure rate. We have also created XWSEA (XML Web Service Easy Access),
a light client-side Java∗ or C#∗ SOAP API which provides a very easy way to
use SOAP in Java standalone applications as well as in applets. This API is
not restricted to CDS XML Web Services and is user friendly since it requires
only very basic skills in XML Web Services technologies. XWSEA has not been
created from scratch but is an overlay on kSOAP∗ which is small, fast and free.
Other works related to Web Services are ongoing at CDS and will be published
on the XML Web Service portal3 (information, examples, help, etc. ).

5. Conclusions

CDS XML Web Services are now in a full exploitation phase and will be de-
veloped in the Virtual Observatory framework depending on the user needs.
Development of additional tools and mirroring of the services are among the
most important ongoing activities.

References of the quoted∗ packages and services

Axis - http://ws.apache.org/axis/
C# - http://msdn.microsoft.com/vcsharp/
Java - http://java.sun.com
kSOAP - http://ksoap.enhydra.org/
SOAP - http://www.w3.org/2000/xp/Group/
Tomcat - http://jakarta.apache.org/tomcat/
WSDL - http://www.w3.org/2002/ws/

3http://cdsws.u-strasbg.fr/
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Abstract. MySpace is a component of AstroGrid, the Virtual Obser-
vatory system being developed in the UK. It provides AstroGrid users
with work space for both temporary and long-term storage. Typically
the system will be used to store datasets generated by queries submit-
ted to large databases. The novel feature of the MySpace system is that
although the work space is geographically dispersed, with stores at the
various sites hosting AstroGrid archives, the user can access and navigate
it seamlessly and easily, with the network details of the individual stores
being hidden. MySpace is a fully integrated component of the AstroGrid
system, written in Java and communicating via Web services. It is under
active development and its current state and future plans are described.
Functionality similar to that of MySpace seems likely to be a common
requirement for a Virtual Observatory system, and the experience gained
with MySpace should be applicable elsewhere.

1. Introduction

AstroGrid1 is a UK e-Science initiative to develop a complete Virtual Observa-
tory infrastructure (see Lawrence 2003 and other papers in these proceedings).
It will provide seamless remote access to archives and databases. AstroGrid is
the UK contribution to the global effort to develop a Virtual Observatory and
it participates in the IVOA (International Virtual Observatory Alliance)2 initia-
tive. In particular it is developing and demonstrating prototype infrastructure
of the sort which will be required by the Virtual Observatory.

1http://www.astrogrid.org/

2http://www.ivoa.net
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Accessing astronomical archives basically consists of performing database
searches to yield files of results. The astronomer may wish to download such
files to his own computer for further analysis, or to perform further queries on
the results, either in isolation or in combination with searches of other archives.
In any event, work space is required for both temporary and long-term storage
of such files, and software is needed for managing and accessing them. MySpace
is AstroGrid’s system for this purpose. Its novel feature is that it provides
the astronomer with seamless access to geographically dispersed work space,
typically with storage available close to the various archives, and hides all the
details of accessing these remote systems. In addition to storing a user’s results,
MySpace is used by various components of the AstroGrid system as a convenient
mechanism for storing temporary files. Qin et al. (2003) have described an
earlier version of MySpace in slightly greater technical detail.

2. Design

The AstroGrid software will eventually be deployed at data centres and simi-
lar institutions providing access to data archives in the UK. This deployment
will include several MySpace systems, providing work space for a variety of dif-
ferent purposes. There are two contrasting configurations which are likely to
be particularly important: ‘Cache systems’ and ‘Community systems’. Cache
systems are large caches close to the data archives intended for the storage of
large, transient files generated from the archives, whereas Community systems
are longer-term, personal work space where astronomers can keep results and
‘work-in-progress’. However, all MySpace systems have the same basic struc-
ture, irrespective of how they are being used (see Figure 1). Every MySpace
system comprises: one ‘MySpace Manager’ and one or more ‘MySpace Servers’.
All of these components can optionally be geographically dispersed from each
other and from other components of the AstroGrid system.

MySpace Manager embodies the intelligence of the MySpace system and is
invoked by external components to access or manipulate files in MySpace.
It incorporates an internal ‘registry’ comprising a list of all the files in the
MySpace system.

MySpace Server is a repository where files are kept. It is invoked by the
manager to copy, delete etc. a specified file and has little local intelligence.

An additional component is the ‘MySpace Explorer’ which allows an as-
tronomer to interactively browse his files in MySpace. The user sees files in a
hierarchical structure, with ‘containers’ as analogues of directories. This no-
tional hierarchy of containers is distributed across (geographically dispersed)
servers. The container hierarchy does not correspond to the actual directory
structure on the servers (which is flat). The hierarchy is stored in the MySpace
registry and its integrity is maintained by the MySpace Manager.

Though the three components of MySpace (Manager, Server and Explorer)
are intended to work together, they can be installed separately. They commu-
nicate remotely and do not need to be co-located. This arrangement allows,
for example, a Manager to control servers at remote sites. MySpace interacts
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WorkFlow

Manager

Server ServerServer

DataSetAccess DataSetAccess

Web browser

MySpace
SystemExplorer

Figure 1. Schematic diagram of the MySpace system. Broadly, the
dashed lines show the flow of commands and the solid lines the trans-
fer of files. DataSetAccess is the AstroGrid component for accessing
archives and databases. A MySpace Server will usually be co-located
with a DataSetAccess component for efficiency, but the architecture
does not require this. A number of AstroGrid components use MyS-
pace as a mechanism for temporary storage and WorkFlow is shown as
an example. All the external components communicate with a MyS-
pace system via commands sent to the Manager, in the same fashion
as the Explorer, but these flows of commands are omitted for clarity.

with other AstroGrid components to ensure that access is secure and controlled.
Nonetheless, a MySpace system can, in principle, be deployed in isolation or
with external Virtual Observatory components. MySpace is primarily intended
to provide work space and thus an optional mechanism is provided to retire old
files after a configurable ‘expiry period’ has elapsed.

3. Technology Choices

MySpace is a component of AstroGrid and is being implemented using exactly
the same technologies as the rest of the system. It is written in Java and its
components communicate via Web services (both internal components within a
MySpace system as well as MySpace communicating with external components).
Insofar as practical, only open-source packages are used. Web services are im-
plemented using Axis3 from the Apache Software Foundation. The AstroGrid

3http://ws.apache.org/axis/
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system is accessed from a standard Web browser via a portal implemented using
Cocoon4. The MySpace Explorer is part of this portal.

4. Current Implementation

AstroGrid is being developed in a sequence of three month iterations. The
version of MySpace available after the completion of Iteration 3 at the end of
September 2003 included the following functionality: create a container, import
a file, copy a file, move a file, change the owner of a file, advance the expiry date
of a file, export a file, delete a file or container, look up details of a single file,
look up details of all files matching an optionally wild-carded file name, look
up a list of expired files, create a new user, delete a user and a rudimentary
MySpace Explorer. Though much of the envisaged functionality is missing or
incomplete the basic framework is present.

5. Enhancements and Open Issues

During the remaining iterations of AstroGrid additional functionality will be
added to MySpace. Some of the enhancements are conceptually straightforward
and merely involve implementing functions which are not yet written. Similarly,
the MySpace registry is currently implemented as a flat file and we plan to
replace it with a set of database tables. Conversely, some of the desired features
pose more substantial problems, which require further thought. These open
issues include the following items.

Currently the MySpace system stores files. However, AstroGrid results
are usually generated from database queries which can be represented as new
database tables. Thus, we hope to include temporary database tables in MyS-
pace. The current access control to files in MySpace is rudimentary. We will
tie the access control for files to AstroGrid’s wider system for controlling access
to resources. There are several protocols which could be used for transferring
files into and out of MySpace (HTTP, FTP, SFTP, GridFTP etc). We plan to
support several of the common protocols, so that the most suitable available at
a given site can be chosen. Finally, users may wish to ‘publish’ completed work
by making files of results available to other AstroGrid users, so that they can
be queried like public databases. Though challenging, none of these problems
appear insuperable and we plan to address them in future iterations.
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Abstract. In the Virtual Observatory (VO), a registry helps users lo-
cate resources, such as data and services, in a distributed environment.
A general framework for VO registries is now under development within
the International Virtual Observatory Alliance (IVOA) Registry Work-
ing Group. We present a prototype of one component of this framework:
the publishing registry. The publishing registry allows data providers
to expose metadata descriptions of their resources to the VO environ-
ment. Searchable registries can harvest the metadata from many pub-
lishing registries and make them searchable by users. We have developed
a prototype publishing registry that data providers can install at their
sites to publish their resources. The descriptions are exposed using the
Open Archive Initiative (OAI) Protocol for Metadata Harvesting. Au-
tomating the input of metadata into registries is critical when a provider
wishes to describe many resources. We illustrate various strategies for
such automation, both currently in use and planned for the future. We
also describe how future versions of the registry can adapt automatically
to evolving metadata schemas for describing resources.

1. Introduction

In the Virtual Observatory (VO), a registry helps users locate resources, such
as data and services, in a distributed environment. A general framework for VO
registries is now under development within the International Virtual Observatory
Alliance (IVOA) working group. We present a prototype of one component of
this framework: the publishing registry.

A publishing registry provides a mechanism for data providers to publish de-
scriptions of their data and resources that they want to be made available. This
publishing registry can then be harvested by fully searchable registries that take
the descriptions and make them available to the general user for interrogation
and searching (see articles in this publication concerning searchable registries
by Greene et al. 2004 and McGlynn et al. 2004). Local searchable registries
can also be created that may contain specially harvested datasets for specialized
searches. For more information about the Registry Framework, see Plante et al.
2004.
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The publishing registry is composed of two parts: an entry form and a
harvesting interface. The entry form is used to enter the data and publish it into
the registry, and the harvesting interface which exposes the data for discovery.

2. VORegistry-in-a-Box: Astronomical Data Registration Made Easy

Setting up, creating, and maintaining a publishing registry can be a tedious job,
especially for those new to the concept. We have tried to simplify the process by
making available our VORegistry-in-a-Box. VORegistry-in-a-Box contains all of
the scripts required to create a publishing registry, including an entry form and
an OAI-Compliant harvesting interface. All that is required to start your own
publishing registry is Perl and a Web Server.

2.1. The Entry Form

The entry form now in use at the NCSA NVO Registration Portal is a Perl-CGI
form. Throughout the design process, an emphasis was placed on simplifying
the ingestion of multiple resources, as well as easy accommodation of evolving
metadata schemas. The CGI form features:

• Password protection
Multiple users can enter data into the registry without harm to each other’s
data

• Resource List for easy perusal of the resources entered so far
• Separate publishing step so that previously published registries can more

easily be synchronized.
• When adding new resources, the entry form automatically inherits values

from chosen resources, minimizing the amount of typing when entering
multiple similar resources

• Minimal cost to buy-in to create your own registry (A Web Server machine,
Apache, and Perl)

The resource descriptions are stored in XML files on disk using the emerging
IVOA standard schema for describing resources called VOResource (IVOA Reg-
istry Working Group 2003); this is the primary export format delivered through
the harvesting interface.

2.2. The Harvesting Interface

The harvesting interface provided with the VOregistry-in-a-Box implements the
Protocol for Metadata Harvesting, a standard for disseminating resource meta-
data developed by the Open Archives Initiative (OAI; Legoze et al. 2002). This
standard was chosen because it is an existing, well-tested standard, there exists
a number of supporting software tools, and its wide use in the digital library
world makes our metadata available to the broader library community.

The OAI harvesting interface enables agents to collect metadata from multi-
ple registries in a uniform way. The most common reason for collecting metadata
would be to centralize it and make it searchable by users. Thus, the OAI in-
terface intentionally does not support complex queries, only the simplest filters
based on topic and date of last update (that is, a complex query interface is what
defines the “searchable registry”; see Plante et al. 2004). The OAI standard can
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support any community-specific, XML-based format for metadata; however, it
mandates that an implementation must at least support the OAI-Dublin Core
format to allow cross-community interoperability.

The harvesting interface included in the VORegistry-in-a-Box package is the
OAI-XMLFile package created by Hussein Suleman of Virginia Tech (Suleman
2002). We modified the package slightly to support the protocol’s feature for
marking deleted records. We use the interface primarily to export the metadata
in the IVOA-specific format, VOResource; however, the required OAI-Dublin
Core format is also supported automatically via an XSL stylesheet.

3. Future Work

Currently under development is a Java package to automatically create the entry
GUI on-the-fly from an XML Schema which defines the data structure. The
XML schema is read using a Java SAX parser. Widget components are created
based on the data type and numbers of allowed values as parsed from the data
schema. This allows the publishing tool to adapt to new and changing data
models. The widgets verify that the values being entered into them are valid for
their datatype warn of illegal values.

Figure 1. Java GUI

Figure 1 shows a protoype of the Java interface. With this GUI, a user
provides values for a complex element called “Content” that contains six simpler
child elements. This complex element, hypothetically, can appear multiple times
in the schema; the VCR-style buttons allows the user to flip through the thirteen
sets of metadata and make changes to each of them independently, as well as
add or delete sets of values.

Java was chosen for this prototype due to:
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• The ability to handle complex, customized inputs
• The ability to generate rich GUI’s on the fly from an XML Schema
• Automated handling of help and user tips from XML documentation.

The scope of the Schema to GUI translation is limited to VO schemas, and
includes handling of primitive types such as Strings, Integers, Floats, Dates and
Booleans, and more complex types composed of combinations of the primitive
types.

4. Accomplishments

We have created a useful tool for creating and maintaining publishing registries.
It is targeted to data providers wishing to expose a moderate number of resources
to the VO environment. The user requires no knowledge of the OAI Standard or
the internal formats of the data, yet they get an OAI 2.0 Compliant publishing
registry that can immediately be used. The package is easily installed and set
up with little outlay of time or resources. The Java version of VORegistry-in-
a-Box, now in development, will generate entry forms automatically from the
XML Schema with no additional programming necessary.

5. Availability

• To try out the interface, you can access our registry directly at:
http://nvo.ncsa.uiuc.edu/nvoregistration.html

You can either login as user “sample” to view a sample set of resources, or
you can try adding your own resources, either as a test or to be published.

• To create your own publishing registry using VORegistry-in-a-Box, down-
load the gzipped tar of the package at:
http://nvo.ncsa.uiuc.edu/VO/software/VORegistry in a Box.tar.gz
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Abstract.
The IVOA Data Access Layer (DAL) working group is defining a Sim-

ple Spectral Access (SSA) protocol for accessing 1D spectra and SEDs.
To help plan this effort a survey was conducted to provide use-cases to
guide the design. This poster summarizes the results from the point of
view of both the data provider and the data consumer.

The survey shows that a wide variety of spectroscopic data is read-
ily available on-line. Data structures and qualitative aspects, however,
vary substantially. A preliminary analysis shows that the definition of a
common format for spectra is a big challenge. Therefore, the first step
is to concentrate on the access protocol and then to work on the formal
representation in a standard format based on a spectral data model.

1. Introduction

The survey consists of two parts. The first concerns spectral data providers, and
the second software tools which might use the SSA protocol to remotely access
spectra. Such software tools are referred to as data consumers in this paper. Be-
low is a summary of the information gathered from ESA IDC & XMM archives,
ESO/ST-ECF, HEASARC, Hyperleda, INTA/LAEFF, NAOJ/SMOKA, NCSA,
NOAO and CFLIB project, OHP and SDSS.

This survey did not aim to be complete, rather the goal was to obtain a large
enough sample to capture the major aspects to help design the SSA protocol
and spectral data model.

2. Data Provider

2.1. Spectral Data Collections

The following spectral data collections were examined:
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• Elodie: 25000 extracted Echelle spectra, resolution 42000, 4000 - 6800
Å on the fly processing options available: wavelength resampling, flux
calibration etc., total volume 50 - 100 GB

• ESO/ST-ECF, 250000+ observations taken with 14 spectrographs in UV,
optical, near IR; archive is rapidly growing

• HEASARC: Variety of spectral data sources from X-ray and gamma-ray
missions, including both relatively high and low resolution spectral data

• Hyperleda: 10000 reference spectra of stars and galaxies, resolution 300 -
1000000, 1300 Å - 2.5 microns total volume 5 GB, collected from literature
and reformatted

• Indo-U.S. Library of Coude Feed Stellar Spectra (NOAO & CFLIB) 1300
spectra, 3465-9469 Å @ 0.44Å/pix

• ISO 1D Spectral Data: 10000 files, 2.4-197 micron, resolution 40-30000
• IUE Newly-Extracted Spectra (INES): 110000 spectra, 9500 objects, 1150-

1980 Å & 1850-3350 Å resolution 1.676 & 2.669 Å/pix
• NAOJ/SMOKA: 40000+ observations with 7 spectrographs in optical and

IR including Echelle and multi-slit detectors, 150+ GB volume
• NCSA Astronomy Digital Image Library - NCSA BIMA Data Archive
• NOAO: various high resolution atlases and libraries of spectra mainly in

the optical and IR
• Sloan Digital Sky Survey (SDSS): Data Release 1, 186.000 objects, 3800-

9200 Å , 1300 square degrees, resolution 1800
• XMM-Newton 1D Spectral Data: XMM/RGS, 20000 spectra (expected),

0.35-2.5 keV, resolution 200-800; XMM/EPIC, 1.5 mio. spectra (expected),
0.35-15 keV, resolution 20-50

2.2. Characteristics of Data

The characteristics of spectral data present in the above collections may be
summarized as follows:

• number: 100 K - 1 mio. spectra/data provider; often only several 100s in
very specific catalogs

• size: few KBs - few MBs/spectrum
• wavelength/energy ranges: gamma, X-ray, UV, optical, IR, radio
• resolution: 20 - 1.000.000 (solar spectra)
• linear and non-linear/irregular sampling
• WCS information
• stellar parameters: e.g.: Teff, log(g), [Fe/H]
• noise
• masks (coded aperture mask data, INTEGRAL)
• observation dependent transfer matrix to convert counts to physical units
• spectral features (SLOAN): emission, absorption lines and parameters,

emission redshift params. cross-correlation parameters
• time resolved spectral information (XTE, BATSE, Swift, HETE)

Columns/data items:
• wavelength (better fravergy: frequency, wavelength, energy)
• flux (magnitude, flux, flux density, counts)
• flux error
• quality flags
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• variance arrays
• photon events
• antenna temperature vs. frequency (e.g. SWAS spectra)

2.3. Current Storage Format

Currently there is no widely used spectral data format, and each data collection
tends to store spectra in a unique format. The range of formats used include
the following:

• ASCII tables (catalogs, often highly processed data)
• Database tables (e.g. Sloan)
• FITS binary tables
• FITS images (often used for raw data (CCD images) or stacks thereof;

radio spectral image cubes)

2.4. Is the Data Available Online?

Yes, data are generally on-line, but proprietary periods and restricted access
depending on nationality may apply.

3. Data Consumers

3.1. Applications, Packages

Information about the following tools was collected: aXe, MIDAS-MOS, NOAO
IRAF-Specplot, Pleinpot, Specview, ISO Survey Products Display Tool. Some
tools dealing with SEDs are: NED on-line service, AVO Prototype SED utility.

3.2. Software Capabilities

The spectral analysis tools examined by the survey include the following capa-
bilities:

• reading various instrument dependent FITS and ASCII formats
• overplotting of multiple arrays
• various display options (labels, zoom, colors, log/linear scaling, ...)
• physical unit conversion
• model fitting capability
• classification against standards
• rebinning
• quality filters

3.3. Desired Characteristics of Input Data

Respondents were asked to comment on the desired characteristics of spectral
data to be read by an analysis tool. The following items were mentioned:

• As a minimum, data should consist of (x,y) pairs of wavelength-flux values
expressed in wavelength/frequency/energy units, and spectral flux density
units respectively. The units information should be present as well, in
header keywords or table column descriptors or any other suitable form.
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• Additional information that could be included with the above, (if available)
is a third value associated with each (x,y) pair representing the measure-
ment error in flux density.

• Uncalibrated data (such as in counts/s units) can also be ingested but not
much else can be done with it besides plain plotting.

• FITS WCS; useful for well sampled rasters

3.4. Desired Input Data Formats

FITS (images, tables), XML, and plain ASCII are all supported by various
tools. Some tools (e.g., Specview) support multiple input formats. It is fairly
easy to deal with multiple input formats so long as they implement a similar
data model. For quicklook purposes also graphic formats are used, like the ISO
IDC poststamp service.
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Abstract. The Astrogrid registry stores metadata for every resource
available to the Astrogrid virtual observatory. A resource can be defined
as a data archive, a data storage area, data modelling and astronom-
ical algorithms, communities, and other registries to name but a few.
The Astrogrid registry uses the registry and resource schemas developed
in conjunction with the IVOA registry workgroup. Each registry entry
describes a resource in terms of identity, curation, content, and service
access metadata. An Astrogrid user or component can conduct nested
searches on the registry using XQuery, an implementation of the XML
query language. In addition, the registry administration service allows
privileged users to add, edit, and delete resource entries in a registry.

1. Overview

The Astrogrid registry stores metadata about astronomical data, storage re-
sources, and data processing services for the Astrogrid project, a PPARC funded
virtual observatory (VO). Astrogrid is a member of the International Virtual
Observatory Alliance (IVOA), so the Astrogrid registry has been implemented
with a primary goal of interoperating with other VOs. The registry component
consists of a browser, an administration service, and a storage system holding
registered grid resource metadata. All resources registered with Astrogrid are
described in terms of metadata established by the IVOA.

Users query the registry through the browser web service. This web service
can be accessed through either a web browser GUI or through a web service
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call written inside another program. A user can query the registry through
equality, wildcard, boolean and arithmetic conditions; multiple conditions may
be nested in a single query. The registry browser receives an XML-formatted
query, converts the query to XQL, and executes it against the Astrogrid registry.
Any matching resource entries are returned to the user as a series of name / value
key pairs. The key pairs can be displayed as HTML on the GUI or interpreted
by other grid components.

Privileged users can access the registry administration service through a
web browser GUI or service call. The administration service allows a user to
add a new resource entry, edit an existing entry, or delete an existing entry. At
the time of writing, all resource entries in the current registry XML file conform
to the document, ”Resource and Service Metadata for the Virtual Observatory:
Version 7” (RSM v0.7) (Hanish, 2003). However, the Astrogrid registry is cur-
rently converting its resource descriptions to the IVOA’s VOResource 0.9 schema
(Plante et al., 2003).

The resources described in the Astrogrid registry are currently limited to
astronomical datasets such as WFC-SUR, 1XMM, SURF, MERLIN, and USNO-
B. However, the registry can also describe a variety of resources that model
data (such as galactic simulations), process data (such as astrometric alignment
algorithms), and store data. Other VO registries will complement the resource
registry; the Community and MySpace registries will register information about
datasets, storage, and user permissions.

2. Registry Browser

The registry browser communicates with users and grid components through a
web service. This web service receives an XML query from a web browser GUI
or another grid component’s service call. The query, formatted to the Astrogrid
registry query schema, is passed to a query processing class and executed against
the registry XML file. The query response of matching resource entries is re-
turned to the user through the web service. The registry browser web service is
implemented as an Axis SOAP service and deployed through the Tomcat engine.
This service is an integrated component of the Astrogrid Iteration 3 deployed at
both the Mullard Space Science Laboratory and the University of Leicester.

The query processing class converts an XML query to an XQL query. The
Astrogrid registry uses the GMD-IPSI XQL implementation of XQuery to per-
form registry queries. A registry query can be a combination of boolean oper-
ators like AND, OR, and NOT and the arithmetic operators EQ, NE, GT, LT,
GE, and LE, and these conditions may be nested inside a single query. Wild card
characters can be used in queries to search for all metadata element names or all
element values. The XML query response is returned by the registry formatted
as one or more resource entries. The query parser reformats the response as a
series of name / value key pairs which are returned to the user.

The Astrogrid registry is stored as an XML file. Each resource is described
as a ”service” in accordance with the RSM v 0.7 schema. A copy of the registry
XML file may be stored in any location accessible by a web service; registry
XML files do not need to be exact mirrors of each other. In fact, a registry
file may be populated only with specialized datasets or data processing services
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tailored to a specific discipline, institution, or target audience. Other copies of
the registry may choose to continuously harvest updated metadata from other
VO resources to obtain maximum coverage of available grid resources. After
Astrogrid Iteration 3, the XML files will be migrated to an XML database.

3. Registry Administration

The registry administration service allows privileged users to add, edit, and
delete resource entries stored in the registry. Much like the registry browser
web service, the administration web service is an Axis SOAP service deployed
through the Tomcat engine; it is also part of the registry component integrated
with the Astrogrid Iteration 3 implementation. The administration service ac-
cepts an XML query formatted to the Astrogrid registry admin query schema.
Administrative actions can only be performed on one resource entry at a time.
After the administrative action has been performed, the web service returns a
success or failure message to the user.

The registry administration service utilizes the functionality of the registry
browser to ensure that entries for resources to be added do not already exist, and
to gather existing metadata for entries to be edited or deleted. A user first selects
a specific registry to administer and then selects an add, edit, or delete function.
If a new resource is to be added, the user fills in an empty resource entry template
with mandatory identity metadata and all other applicable curation, content,
and service accessibility information. If the resource is to be edited, the user
can update any of the fields displayed in a template populated with metadata
previously stored in the registry. For services to be deleted, the user can simply
view the existing metadata without edit facilities before executing the delete
action. Once the add, edit, or delete action has been performed, the administered
registry will immediately reflect the changes.

4. Metadata and Resources

The Astrogrid registry is stored as an XML file. This file is described by the
Astrogrid registry schema, which in turn references a further four schemas. The
identity and curation schemas describe uniquely identifying metadata about the
resource, as well as information about the people and institutions responsible for
the resource’s maintenance. The content schema contains the bulk of a resource
entry’s metadata, in particular UCDs, resolution, data quality, observation fa-
cilities and instruments, data rights, and finally spatial, spectral, and temporal
coverage. The service accessibility metadata defines the location and protocol
for accessing a resource through a web service, GLU service, HTML form, or
other interface. For further information about Astrogrid registry schemas, please
visit http://wiki.astrogrid.org/bin/view/Astrogrid/AgCd06Schema.

In the RSM v0.7, the IVOA defines a resource as any virtual observatory
element that can be described in terms of a name, a unique identifier, and cura-
tion / maintenance metadata. The resources described in the Astrogrid registry
are primary astronomical datasets stored at universities in the United King-
dom. Registered datasets include the USNO-B Catalogue (USNO-B), the Wide
Field Survey on the Isaac Newton Telescope (WFC-SUR), the XMM-Newton
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Serendipitous Source Catalogue (1XMM), the Multi-Element Radio Linked In-
terferometer Network archive (MERLIN), and the Solar UK Research Facility
archive (SURF). In addition, three other Astrogrid resources are registered: the
MSSL MySpace area, the MSSL community, and the Astrogrid Data Ware-
house. More resources, services, and external registries will be added as the grid
of virtual observatories expands.

5. Future Developments

The Astrogrid project anticipates an interoperability demonstration with other
VOs participating in the IVOA in January of 2004. Registry interoperability will
be a key issue of this demonstration. One of the major goals of the IVOA registry
demonstration in January will be the implementation of metadata harvesters
using the httpGET interface with OAI protocols. The web service interface for
each registry will be defined in WSDL, and both SQL and XQL queries will be
enabled.

The Astrogrid registry is also undergoing internal developments. The Astro-
grid registry schemas will be upgraded from RSM v0.7 to the series of schemas re-
leased by the IVOA in November of 2003, including the VOResource 0.9 schema
and its extensions. In addition, the registry backend will be migrated from its
current format as an XML file to storage in an XML database. A third de-
velopment will associate community permissions with registry administration
privileges for specific users.

6. Conclusions

The Astrogrid registry stores metadata about datasets, data processing services
and data storage services so that both scientific users and other grid software
components can locate these resources on the grid. The registry consists of
java-based browser, administration service, and XML file backend, and all three
components have been integrated with the Astrogrid Iteration 3 release. The
registry is designed to be a standalone element, to work in cooperation with
other grid components, and to interoperate with other VO registries.

Through the registry browser, users can search available grid resources
through queries composed of boolean and arithmetic conditions, exact matches,
and wildcards. Queryable resource entries can describe data archives, models,
software routines, educational materials, and a host of other resources. The reg-
istry administration service allows privileged users to maintain up to date meta-
data that describes available resources; resource entries can be added, edited,
and deleted from a registry. The registry components will enable VO users to
locate globally distributed resource of public, educational, and research interest.

References

Hanisch, R. 2003, ”Resource and Service Metadata for the Virtual Observatory:
Version 7”, IVOA Working Draft.

Plante, R. et al. 2003, ”VOResource v0.9”, IVOA schema release.



Astronomical Data Analysis Software and Systems XIII
ASP Conference Series, Vol. 314, 2004
F. Ochsenbein, M. Allen, and D. Egret, eds.

VOTable JAVA Streaming Writer and Applications.

Pallavi Kulkarni, Ajit Kembhavi

Inter University Center For Astronomy And Astrophysics (IUCAA),
Pune.

Sonali Kale

Persistent Systems Private Limited (PSPL), Pune.

Abstract. Virtual Observatory related tools use a new standard for
data transfer called the VOTable format. This is a variant of the xml
format that enables easy transfer of data over the web. We describe a
streaming interface that can bridge the VOTable format, through a user
friendly graphical interface, with the FITS and ASCII formats, which are
commonly used by astronomers. A streaming interface is important for
efficient use of memory because of the large size of catalogues. The tools
are developed in JAVA to provide a platform independent interface. We
have also developed a stand-alone version that can be used to convert
data stored in ASCII or FITS format on a local machine. The Streaming
writer is successfully being used in VOPlot (See Kale et al 2004 for a
description of VOPlot).We present the test results of converting huge
FITS and ASCII data into the VOTable format on machines that have
only limited memory.

1. VOTable JAVA Streaming Writer

1.1. Introduction

VOTable java Streaming Writer is an API library for writing data in VOTable
format. Streaming support is provided to deal with very large VOTable files
without running out of memory. The writer does not create a tree structure
in memory, so that the memory requirement is substantially reduced and very
large VOTables can be written.

2. Streaming Writer Applications

2.1. ASCII and FITS to VOTable Converter

This is a tool for converting ASCII or FITS files to VOTable format. For ASCII
files, it supports both ASCII files with column delimiters and ASCII files with
fixed width columns. For FITS files, it supports FITS ASCII and binary ta-
bles. A number of useful data processing, browsing and visualization tools are
available to deal with data in the VOTable format. But, most of the astronomy
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Figure 1. Screenshot 1

legacy data exists in the form of ASCII catalogues and FITS tables. To be
able to use the new VOTable packages on legacy data, it is necessary to have
a converter which transforms that data to the VOTable format. Tools are also
needed to transform the outputs generated by various application packages to
the VOTable format. We describe such a tool here.

Conversion of ASCII files The tool can handle two types of ASCII files:

1. ASCII files with column delimiters.
2. ASCII files with fixed width columns.

The tool first determines which of the two types the ASCII file is. It then
determines the delimiter, or the width of individual column depending upon the
file type. It reports to the user the number of columns detected, and this number
can be changed if required in special cases. Finally, it determines the data type
of individual columns by scanning the first few lines in the file and displays
the file metadata which can be edited. When the file is converted to VOTable
format, it is written to output stream using the VOTable Java Streaming Writer.
The tool works in streaming mode by reading the ASCII file one line at a time
and writing the VOTable one row at a time. It can therefore be used to convert
big ASCII files to VOTable files without running out of memory.

Conversion of FITS files The tool makes use of nom.tam.fits library to read
FITS files. Metadata is read from the headers of individual Header Data Units.
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Figure 2. Screenshot 2

Metadata is displayed to the user for confirmation and it can be edited as well.
After the FITS tables are converted to VOTable, the tool makes use of the
VOTable Java Streaming Writer to write the data to the output stream.

2.2. VOPlot

VOPlot is a tool for visualizing astronomical data. It is an application for
plotting different astronomical graphs using data stored in VOTable format.
VOPlot makes use of VOTable Java Streaming Writer to export the data in
VOTable format. See Kale et al (2004) for a description of VOPlot.

3. Some Test Results

3.1. For ASCII files:

1. The tool was found to require about 8.03 minutes to convert the Tycho-II
catalogue with 1058332 rows having size 354MB on a P-IV machine with
384MB RAM.

2. The tool was found to require about 0.7 minutes to convert the Burbidge
catalogue with 22484 rows having size 2.29MB on a P-IV machine with
384MB RAM.
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3.2. For FITS files:

1. The tool was found to require about 0.016 minutes to convert the UGC
catalogue with 12939 rows having size 1.22MB on a P-IV machine with
384MB RAM.

2. The tool was found to require about 0.1276 minutes to convert the hd
catalogue with 100000 rows having size 7.16 MB on a P-IV machine with
384MB RAM.

4. Relevant Websites

• Inter University Center for Astronomy and Astrophysics -
http://www.iucaa.ernet.in

• Persistent Systems Private Limited -
http://www.persistent.co.in

• Centre de Donnés astronomiques de Strasbourg -
http://cdsweb.u-strasbg.fr

• VOTable - http://vizier.u-strasbg.fr/doc/VOTable/
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VOPlot: A Toolkit for Scientific Discovery using VOTables
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Ajit Kembhavi, Pallavi Kulkarni

Inter University Center for Astronomy and Astrophysics, Pune, India2

Abstract. Graphical interfaces are extremely useful tools in data min-
ing as well as statistical analysis of huge datasets. We describe a graphical
visualization tool, VOPlot, which can be interfaced with data in VOTable
format to form a valuable aid in scientific discovery. The VOPlot toolkit,
developed by us, is available as either a stand-alone tool or as a web-based
applet fully integrated with the VizieR catalogue service. The VOPlot
tool is very versatile, and can be used to perform a number of graphi-
cal tasks and simple statistical estimations. VOPlot can produce output
in postscript and VOTable formats and can be easily integrated with
packages that require visualization support. It has full two-way commu-
nication with Aladin, and has been adopted in packages like LEDAS. We
describe VOPlot and recent enhancements to it, and demonstrate its use-
fulness in science applications. This paper provides a brief description of
VOPlot. The toolkit was developed by Persistent Systems1 and IUCAA2

in collaboration with CDS, Strasbourg as part of the Virtual Observatory
India initiative.

1. VOTable Basics

The VOTable format is an XML (Extensible Markup Language) standard for
exchange of tabular data, with particular emphasis on astronomical tables. A
table is an unordered set of rows, each of a uniform format, as specified in the

1Persistent Systems Pvt. Ltd., located in Pune, India, is an 12-year old, 700-person, soft-
ware development company. Persistent specializes in developing data infrastructure soft-
ware. Persistent has developed data management components such as bit-vector indexes,
query optimizers, ETL Tools, OLAP Tools etc. It has worked for companies like Microsoft,
Hewlett-Packard, Agilent Technologies, Informix, i2 Technologies, Engage Technologies etc. -
http://www.persistent.co.in

2The Inter-University Centre for Astronomy and Astrophysics (IUCAA) is located in Pune,
India. It has a vigorous programme of research in theoretical astrophysics, observational
astronomy and instrumentation development. IUCAA has a well-developed data center
and hosts mirror sites of various astronomical databases and scientific literature archives -
http://www.iucaa.ernet.in/.
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table metadata. Each row is a sequence of table cells, and each of these is either
a primitive data type, or an array of such primitives. VOPlot uses data in
TABLEDATA section for visualization.

2. VOPlot

The motivation behind the VOPlot was to provide a web-based visualization
tool for astronomical data in VOTable format. A typical astronomer downloads
catalogue data on his personal computer (PC) and uses various plotting tools
for visualization. This method is inconvenient and hence the requirement of a
web-based tool that can plot data online. VOPlot is a java applet that can be
integrated with any web-based catalogue service that generates data in VOTable
format.

The stand-alone version of VOPlot can be started using the command ’java
-jar voplot.jar’ on the command prompt. Java Runtime Environment (JRE) 1.3
or later is required to be installed on user’s computer. The web-based version on
VizieR can be started by querying a catalogue and selecting the output format
as VOPlot. This requires a java plugin version 1.3.1 or later installed on the
user’s computer.

3. Salient features of VOPlot

3.1. Scatter Plots

Figure 1. Sample Scatter Plot

VOPlot can plot columns against each other as a scatter plot or a connected
plot. The user can select columns to be plotted from list of columns displayed.
The plots can be overlaid for comparison. Overlaying is simultaneously viewing
multiple plots with similar range on the same axes system. The user can plot
data points on a log scale by setting the option appropriately using the ”Log”
checkbox. User can plot error bars by specifying upper and lower error limits
for the Y-column. Plot properties such as X and Y axis labels, title of the plot,
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color and marker style can be changed dynamically from the ’Plot Properties’
dialog.

VOPlot supports reading from multiple VOTable documents. Data from
multiple VOTables can be overlaid for comparison. Data distribution can be
viewed in the form of histograms.

3.2. Create data subsets

Users can create new data subsets by defining filters on them. A condition with
relational operators and logical operators can be used to create new data subsets.
For example data subsets can be created using expression ’$1 + log($2) > 12′

which can be used for plotting

3.3. Statistical Analysis

Figure 2. Sample screen-shot showing statistical functions

VOPlot supports uni-variate and multivariate functions such as range, mean,
variance, standard deviation, skew, kurtosis, linear correlation, significance, rank
correlation and partial correlation.

3.4. Interoperation with Aladin

VOPlot has been successfully integrated with Aladin. Aladin, developed at
CDS, is an interactive software sky atlas allowing the user to visualize digitized
images of any part of the sky. An application of this synergy is a simultaneous
visualization of some graph in VOPlot together with a representation as a sky
plot in Aladin. Selecting some region in the graph highlights the corresponding
points in the sky plot and vice versa.

3.5. Relevant websites

1. Aladin - http://aladin.u-strasbg.fr/aladin.gml
2. CDS - Centre de Donnes astronomiques de Strasbourg

(http://cdsweb.u-strasbg.fr/)
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3. IUCAA - Inter University Center for Astronomy and Astrophysics
(http://iucaa.ernet.in)

4. LEDAS - LEicester Database and Archive Service
(http://ledas-www.star.le.ac.uk/)

5. Persistent Systems Private Limited
http://www.persistent.co.in

6. Vizier Catalogue Service
http://urania.iucaa.ernet.in/

7. VOTable - http://vizier.u-strasbg.fr/doc/VOTable/
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Abstract. The purpose of this BoF session was to bring the partici-
pants up to speed on the latest compression techniques that are being
used or proposed for use in various astronomical applications. Downlink
from spacecraft, transmission between ground-based servers and users,
and archiving were all included. The format consisted of a number of
short presentations, followed by questions and discussion.

Presentations

William Pence (NASA/GSFC) gave a brief presentation about the tiled image
compression scheme that is supported by CFITSIO and IRAF and is currently
used by the providers of several large astronomical data sets. Under this scheme
the FITS image is divided into a rectangular grid of tiles, then each tile is com-
pressed separately and stored as a variable-length array in a row of a FITS binary
table. A choice of several different compression algorithms is available. Details
of this compression scheme, which was developed by R. White, P. Greenfield,
W. Pence, and D. Tody, are presented in the previous ADASS VIII (page 125)
and ADASS IX (page 551) conference proceedings.

Michele Maris (INAF/Trieste) described the compression method used with
the Low Frequency Instrument on board the ESA Planck mission, which aims
to measure cosmological parameters by extracting them from the spatial power
spectrum of Cosmic Microwave Background (CMB) fluctuations. The data flow
generated on board is up to four times greater than the downlink bandwidth.
Adaptive arithmetic compression followed by requantization was selected as the
compression method (Maris et al. 2000, A&AS 147, 51). Although this distorts
the power spectrum of the CMB fluctuations, it has been shown that, due to
the large noise RMS and the repetitive nature of the observations, this small
distortion can be predicted and removed.

Janet Rountree (SAIC) gave an overview of the JPEG 2000 standard for
digital image compression. A “scan-based mode” of this algorithm has been
implemented for use on board spacecraft. It buffers only a few image lines at
a time before releasing the compressed data to the downlink. Once the data
have been archived, they can be reordered for transmission to the user, without
decompressing the file. The user can receive a thumbnail sketch, a low-quality
version, a single wavelength, or a spatial subset of the image before deciding if
he requires the entire file.
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The European Grid Infrastructure EGEE Project
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Abstract. This paper describes the motivation for the EGEE (Enabling
Grids for e-Science in Europe) proposal recently made to the EU and the
background activity behind this initiative

1. Progress of DataGrid

The EU DataGrid project, the major grid development European effort, will
complete its activity at the beginning of 2004. The results of its intense three
years of activity show in a testbed that comprises 12 sites in 6 countries and
which provides significant computing and storage resources to a community of
approximately 500 users from thirteen different virtual organizations. The latest
release of the DataGrid software has been successfully validated on a large set
of applications, ranging from High Energy Physics to Bio-Informatics and Earth
Observation. This software is now the basis of the current CERN Large Hadron
Collider Grid Project first production infrastructure, the facility that is being
setup for the analysis of data that will be produced by the new CERN accelerator
(LHC). Although a considerable amount of work remains to be done, EDG, with
its achievements, has proved the validity of the Grid concept and paved the way
for the next generation Grid production infrastructure for a much wider multi-
science international community.

2. The EGEE Vision

EGEE (Enabling Grids for E-Science in Europe) aims to integrate current na-
tional, regional and thematic Grid efforts, in order to create a seamless European
Grid infrastructure for the support of the European Research Area. This infras-
tructure will be built on the EU Research Network GEANT and exploit Grid
expertise that has been generated by projects such as the EU DataGrid project,
other EU supported Grid projects and the national Grid initiatives such as UK
e-Science, INFN Grid, Nordugrid and the US Trillium (cluster of projects).

The EGEE vision is that this Grid infrastructure will provide European
researchers in academia and industry with a common market of computing re-
sources, enabling round-the-clock access to major computing resources, inde-
pendent of geographic location. This infrastructure will support distributed

1EU DataGrid Project Leader, EGEE designated Project Director,
on behalf of the EU DataGrid project and the EGEE Collaboration
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Figure 1. Schema of the evolution of the European Grid infrastruc-
ture from two pilot applications in high energy physics and biomedical
Grids, to an infrastructure serving multiple scientific and technologi-
cal communities, with enormous computer resources. The applications
and resource figures are purely illustrative. The EGEE project covers
Year 1 and 2 of a planned four-year programme.

research communities, including relevant Networks of Excellence, which share
common Grid computing needs and are prepared to integrate their own dis-
tributed computing infrastructures and agree common access policies. The re-
sulting infrastructure will surpass the capabilities of local clusters and individual
supercomputing centres in many respects, providing a unique tool for collabo-
rative compute-intensive science (“e-Science”) in the European Research Area.
Finally, the infrastructure will provide interoperability with other Grids around
the globe, including the US NSF Cyberinfrastructure, contributing to efforts to
establish a worldwide Grid infrastructure. The scope of the project is illustrated
in Figure 1.

EGEE has been proposed by experts in Grid technologies representing the
leading Grid activities in Europe. The process of developing this project has
lead to a structuring of the European Grid community into ten partner regions
or “federations” (Figure 2). A significant structuring effect due to EGEE is
already apparent, as several of these partners have begun integrating regional
Grid efforts in order to provide coordinated resources to the EGEE project. In
addition, US representatives are participating as EU unfunded partners in the
project, and are considering establishing a US EGEE federation. Participation
of Japan and the Asia-Pacific region is considered desirable and will be pursued.

EGEE is a two-year project conceived as part of a four-year programme.
Major implementation milestones after two years will provide the basis for as-
sessing subsequent objectives and funding needs. Given the service-oriented
nature of this project, two pilot application areas have been selected to guide
the implementation and certify the performance and functionality of the evolv-
ing European Grid infrastructure. One is the Large Hadron Collider Computing
Grid, which relies on a Grid infrastructure in order to store and analyse petabytes
of real and simulated data from high-energy physics experiments at CERN. The
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Figure 2. The EGEE federations

other is Biomedical Grids, where several communities are facing equally daunt-
ing challenges to cope with the flood of bioinformatics and healthcare data.

Given the rapidly growing scientific needs for a Grid infrastructure, it is
deemed essential for the EGEE project to “hit the ground running”, by deploy-
ing basic services, and initiating joint research and networking activities before
the formal start of the project. The LCG project will provide basic resources
and infrastructure already during 2003, and Biomedical Grid applications will be
planned at this stage. The available resources and user groups will then rapidly
expand during the course of the project. To ensure that the project ramps up
rapidly, project partners have agreed to begin providing their unfunded contri-
bution prior to the official start of the project.

3. The EGEE Mission

In order to achieve the vision outlined above, EGEE has a three-fold mission:

1. To deliver production level Grid services, the essential elements of which
are manageability, robustness, resilience to failure, and a consistent secu-
rity model, as well as the scalability needed to rapidly absorb new resources
as these become available, while ensuring the long-term viability of the in-
frastructure.

2. To carry out a professional Grid middleware re-engineering activity in
support of the production services. This will support and continuously
upgrade a suite of software tools capable of providing production level
Grid services to a base of users which is anticipated to rapidly grow and
diversify.

3. To ensure an outreach and training effort, which can proactively market
Grid services to new research communities in academia and industry, cap-
ture new e-Science requirements for the middleware and service activities,
and provide the necessary education to enable new users to benefit from
the Grid infrastructure.
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4. The Stakeholder Perspective

The key types of EGEE stakeholders are users, resource providers, and industrial
partners.

4.1. EGEE Users

Once the EGEE infrastructure is fully operational, users will perceive it as one
unified large scale computational resource. From the user perspective, the com-
plexity of the service organisation and the underlying computational fabric will
remain invisible. The benefits of EGEE from the user perspective include: sim-
plified access, on demand computing, pervasive access, large scale resources,
sharing of software and data and improved support.

A potential user community will typically come into contact with EGEE
through one of the many outreach events supported by the Dissemination and
Outreach activity, and will be able to express their specific user requirements via
the Applications Identification and Support Activity. After negotiating access
terms, which will depend, amongst other things, on the resources the community
can contribute to the Grid infrastructure, users in the community will receive
training from the User Training and Induction activity. From the user perspec-
tive, the success of the EGEE infrastructure will be measured in the scientific
output that is generated by the user communities it is supporting.

4.2. Resource Providers

EGEE resources will include national GRID initiatives, computer centres sup-
porting one specific application area, or general computer centres supporting
all fields of science in a region. The motivation for providing resources to the
EGEE infrastructure will reflect the funding situation for each resource provider.
EGEE will develop policies that are tailored to the needs of different kinds of
partners. Among the most important benefits for resource providers are large
scale operations, specialist competence, user contacts and collaborations with
resource partners. These benefits motivate the many partners that support the
EGEE proposal already, representing aggregate resources of over 17000 cluster
nodes.

EGEE builds on the integration of existing infrastructures in the partic-
ipating countries, in the form of national GRID initiatives, computer centres
supporting one specific application area, or general computer centres support-
ing all fields of science in a region. The motivation for providing resources to
the EGEE infrastructure depends on the mission and funding situation for each
of the resource partners. A new resource provider will typically approach EGEE
through contact with the Regional Operations Centres. Specific policy and con-
tractual issues for a given resource provider will be dealt with by dedicated staff
in the Operations Management Centre, based on general guidelines defined and
regularly reviewed by the Project Executive Board, with advice from the Project
Management Board, and reviewed regularly.

4.3. Industrial Partners

The driving force for EGEE is scientific applications, and the current partners
represent publicly funded research institutions and computer resource providers
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from across Europe. Nevertheless, it is envisaged that industry will benefit from
EGEE in several ways, as it can play the different roles of user, partner and
provider.

The EGEE vision also has inspiring long-term implications for the IT in-
dustry. By pioneering the sort of comprehensive production Grid services which
are envisioned by experts — but which at present are beyond the scope of na-
tional Grid initiatives — EGEE will have to develop solutions to issues such as
scalability and security that go substantially beyond current Grid R&D projects.
This process will lead to the spin off of innovative IT technologies, which will
have benefits for industry, commerce and society going well beyond scientific
computing. Major initiatives launched by several IT industry leaders in the
area of Grids and Utility computing emphasize the economic potential of this
emerging field.

Industry will typically come in contact with EGEE via the Industry Forum
organised by the Application Identification and Support activity, as well as more
general dissemination events run by the Dissemination and Outreach activity.
Interested companies will be able to consult about potential participation in the
project with the Project Director and with regional representatives on the EGEE
Project Management Board. As the scope of Grid services expands during the
second two years of the programme, it is envisaged that established core services
will be taken over by industrial providers with proven service capacity. This
service would be provided on commercial terms, and selected by a competitive
tender.

5. EGEE Activities

Reflecting the three-fold mission outlined in section 3, EGEE is structured in
three main areas of activity: services, middleware re-engineering and networking.

5.1. Service Activities

The Service Activities will create, operate, support and manage a production
quality European Grid infrastructure which will make resources at many resource
centres across Europe accessible to user communities and virtual organisations
in a consistent way according to agreed access management policies and service
level agreements, while maintaining an overall secure environment. These ac-
tivities will build on current national and regional initiatives such as the UK e-
Science Grid, the Italian Grid, and NorduGrid, as well as infrastructures being
established by specific user communities, such as LCG. The structure of the
Grid services will comprise: EGEE Operations Management at CERN; EGEE
Core Infrastructure Centres in the UK, France, Italy and at CERN, responsible
for managing the overall Grid infrastructure; Regional Operations Centres, re-
sponsible for coordinating regional resources, regional deployment and support
of services. The basic services that will be offered are: middleware deployment
and installation; a software and documentation repository; Grid monitoring and
problem tracking; Bug reporting and knowledge database; Virtual Organization
(VO) Services; Grid Management Services. Continuous, stable Grid operation
represents the most ambitious objective of EGEE, and requires the largest effort.



362 Gagliardi

Dissemination Implementation

New Scientific
  Community

Outreach

   Established
User Community

Networking
 Activities

Middleware
 Activities

 Service
Activities

Networking
 Activities

DeploymentTraining

Requirements

Figure 3. The “Virtuous Cycle” for EGEE development

5.2. Middleware Re-engineering Activities

The current state-of-the-art in Grid Computing is dominated by research Grid
projects that aim to deliver test Grid infrastructures providing proofs of concept
and opening opportunities for new ideas, developments and further research.
Only recently there has been an effort to agree on a unified Open Grid Services
Architecture (OGSA) and an initial set of specifications constituting the Open
Grid Service Infrastructure that set some of the standards in defining and ac-
cessing Grid services. Building a European Grid infrastructure based on robust
components is thus becoming feasible. However, this will still take a consider-
able integration effort in terms of making the existing components adhere to the
new standards, adapting them to evolution in these standards, and deploying
them in a production Grid environment. The middleware activities in EGEE
focus primarily on re-engineering existing middleware functionality, leveraging
the considerable experience of the partners with the current generation of mid-
dleware. Based on experience, geographic co-location of development staff is
essential, and therefore these activities are based on tightly-knit teams concen-
trated in a few major centres with proven track records and expertise.

5.3. Networking Activities

The networking activities in EGEE aim to facilitate the induction of new users,
new scientific communities and new virtual organisations into EGEE community.
EGEE will develop and disseminate appropriate information to these groups
proactively, and take into account their emerging Grid infrastructure needs.
The goal is to ensure that all users of the EGEE infrastructure are well sup-
ported and to provide input to the requirements and planning activities of the
project. Specific activities included in the EGEE proposal are: Dissemination
and Outreach; User Training and Induction; Application Identification and Sup-
port; Policy and International Cooperation. The Application Identification and
Support Activity has three components, two Pilot Application Interfaces — for
high energy physics and biomedical Grids — and one more generic component
dealing with the longer term recruitment of other communities.

It is essential to the success of EGEE that the three areas of activity should
form a tightly integrated “Virtuous Cycle”, illustrated in Figure 3. In this way,
the project as a whole can ensure rapid yet well-managed growth of the com-
puting resources available to the Grid infrastructure as well as the number of
scientific communities that use it. As a rule, new communities will contribute
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new resources to the Grid infrastructure. This feedback loop is supplemented
by an underlying cyclical review process covering overall strategy, middleware
architecture, quality assurance and security status, and ensuring a careful filter-
ing of requirements, a coordinated prioritization of efforts and maintenance of
production-quality standards.

6. Conclusions

The EGEE project has successfully concluded the negotiation of the FP6 Re-
search Infrastructure contract with the EU at the end of October and expects to
start operations early Spring 2004. More than 160 researchers are gathering to
participate in the various activities of the project and several new job positions
have been opened by most of the seventy EGEE partners. If the first phase of the
project will deliver by 2006, according to the expectations, a production qual-
ity Grid infrastructure for the European Research Area and the international
scientific community, it is planned to propose a second phase to extend both
the geographical coverage of this infrastructure and the number of supported
end-user international scientific communities.

Acknowledgments. EGEE is proposed as a project funded by the Euro-
pean Union under contract IST-2003-508833
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Abstract. Hyperatlas is an open standard intended to facilitate the
large-scale federation of image-based data. The subject of hyperatlas is
the space of sphere-to-plane projection mappings (the FITS-WCS infor-
mation), and the standard consists of coherent collections of these on
which data can be resampled and thereby federated with other image
data. We hope for a distributed effort that will produce a multi-faceted
image atlas of the sky, made by federating many different surveys at differ-
ent wavelengths and different times. We expect that hyperatlas-compliant
imagery will be published and discovered through an International Vir-
tual Observatory Alliance (IVOA) registry, and that grid-based services
will emerge for the required resampling and mosaicking.

1. Introduction

In this paper we discuss a new and largely unexplored data type in astron-
omy: large-scale federated imagery. By this, we mean a set of sky images that
have been resampled (reprojected) to the same pixel space. The set of images
might represent the sky at different wavelengths, times, resolution, polarization,
etc. Because they are on the same pixel plane, these resampled images can
be stacked and mined together – they can be federated. The benefits of such
federation can outshine a possible loss of data quality from resampling. We
will describe scientific possibilities of image federation, define the meaning of an
atlas, then describe a proposed set of standard atlases (Hyperatlas) that will
enable interoperability of images that have been resampled by different groups.

When a sky survey is made, the telescope images different parts of the sky
at different times, wavebands, etc., creating a mosaic of images. Traditionally,
the images are converted to star/galaxy catalogs through source-extraction, and
much of the scientific knowledge is mined from these catalogs. Catalogs are
federated by cross-matching, and further knowledge mined from the joint cat-
alog. However, the intrinsic limitation of any source extraction process is that
object detection relies on some filter, which is usually optimized for a particular
source size and/or contrast, and may not be efficient in detecting useful signals
which fall outside its parameter range; an example are low surface brightness ob-
jects. Thus, images may contain valuable information not present in the source
catalogs.

In this paper, we consider a new paradigm for mining knowledge from the
images of the sky surveys: by federating the images directly to a uniform pixel
space, so that multiple image sets can be stacked, then doing source detection,
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pattern matching and other data mining in the resulting multi-channel image.
If the pixel spaces (pages) are standardized, then it is much easier to federate
data made by different groups in different ways.

2. Federation

Even with an ”optimal” source extraction, in some cases even the absence of
a statistically significant signal represents a useful information, but only in the
context of other imagery; an example are high-redshift objects detected with the
”dropout” techniques. Image federation is thus useful in the detection of faint
sources [Szalay 1998], which may not be detected in a particular (or any given)
channel, but may be detected in others; or, a collective of individually marginal
detections may have a high significance when considered jointly. We can go
fainter in image space because we have more photons from the combined images
and because the multiple detections can be used to enhance the reliability of
sources at a given threshold.

Astronomers are more and more reaching into the time domain (synoptic),
imaging the sky repeatedly for discovery of transient and variable sources. Near-
Earth asteroids and Kuiper-belt objects, cataclysmic variables, active galactic
nuclei, and quasars are all interesting, as well as lensing events, orphan after-
glows, and most exciting would be a rich set of new types of transients. Image
federation shows promise for analysis of this kind of data, by forming an average
sky, a maximal brightness sky, a sky specialized to non-Gaussian noise sources,
and a sky where information from dozens of channels is represented in a single
color image. Very faint periodic sources could be found by time autocorrelation
of pixel brightness.

A prerequisite for finding differences between sky images is the perfect mu-
tual positioning of sources. We will focus on reconciling images with very dif-
ferent inherent spatial resolution by micro-optimization of astrometry through
a fitting process. More generally, we can subtract out “well-fitted” objects (e.g.,
PSF-like), to leave only the faint, complex structure that may contain new
knowledge.

Image federation enables robust detection and flux measurement of complex,
extended sources over a range of size, wavelength, and time scales. Larger ob-
jects in the sky may have both extended structure (requiring image mosaicking)
and a much smaller active center, or diffuse structure entirely. We will be able to
combine multiple instrument imagery to build a multi-scale, multi-wavelength
picture of such extended objects. We will also make statistical studies of ex-
tended, complex sources that vary in shape with wavelength.

3. Pages and Atlases

Federated imagery is a collection of mosaicked image products, all on the same
pixel plane – we call these channels. More precisely:

• We define a Page to be a smooth, continuous, invertable map between the
celestial sphere and a plane, with a “pointing center”, at which Jacobian
of the map is unit, meaning free of distortion. A Page is just the specifica-
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tion of the projection: it is semantically equivalent to the WCS keywords
CRVAL (pointing center), CTYPE (projection type), CDELT (scale), and
CD/CROTA (rotation matrix). A page may have a pixel plane of infinite
extent, for example the TAN projection stretches to infinity.

• We define a Plate to be a rectangular area on the plane of a Page together
with single-channel pixel data filling that rectangle, and each pixel of the
plate having the same data types as the FITS standard. Thus a Plate is
semantically equivalent to a single-plane FITS image. Besides the data
content, a Plate adds the WCS keywords NAXIS (numbers of pixels),
CRPIX (shift from the pointing center).

• An Atlas is a coherent collection of Pages. Generally all pages in an atlas
have the same scale and projection, and the pointing centers are laid out
rationally, perhaps to cover the whole sky, perhaps just a particular region
of interest like the galactic plane.

• We define a Channel to be a uniform collection of Plates that is rendered
to a given atlas, so that there is at most one pixel for any position in the
sky – ie. a monochrome covering. In general there will be overlap of plates
– the same point of the sky shown on multiple pages – in which case the
channel-values of that point must be the same independent of which page
it is on. The channel could represent fluxes in different wavelength bands,
times, polarizations, etc., or it may have been derived from other channels
by computation.

4. Hyperatlas Standard

In the interests of interoperability, we have specified a number of standard atlases
and called the collection the Hyperatlas standard. For more information see
[Williams 2003a]. We hope that large surveys and vital data can all be resampled
to the same set of pages, meaning that their images are on exactly the same pixel
grid, and can be compared directly.

Part of the atlas definition is the collection of pointing centers of its pages.
In Hyperatlas, there are currently two choices for this layout: TM and HV. The
former puts pointing centers on lines of constant declination, the latter on the
centers of Hierarchical Triangular Mesh (HTM) [Kunzst 1999] triangles. Each
layout comes with a parameter: for the TM layout, the parameter means the
separation between the declination lines; and for the HV layout it is the level
of the HTM hierarchy. In figure 1 is an atlas made from the TM-5 configura-
tion of pointing centers. Each of these layout types is defined by an algorithm
or pseudocode (see [Williams 2003]), and also available through redundantly-
implemented web services.

The atlas is further specified by the projection type (SIN, TAN, AIT, etc.
from the WCS library), and by the nominal scale at the pointing center. We
have discretized the scale numbers in powers of two: scale 20 is one arcsecond
per pixel, and generally scale S is 220−S arcseconds per pixel.

For example the atlas TM-5-TAN-20 consists of 1734 pages covering the
celestial sphere, with every point of the sphere at most 3.5 degrees (= 5/

√
2)

from a pointing center, a scale of 1 arcsecond per pixel, and the projection
TAN. Hyperatlas is not only documents, but is also implemented as web services
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TM-5 atlas

Figure 1. A layout of pages where every point of the celestial sphere is
at most 3.5 degrees from a pointing center. In this illustration, each page is
illustrated with a plate 5 degrees on a side.

[Williams 2003]. There is a service to provide all the pages of an atlas, or specific
page metadata by number or by sky position.

Recently, the International Virtual Observatory Alliance (IVOA) agreed on
a flexible and extensible framework for registering astronomical resources in a
distributed virtual registry [IVOA 2003]. We expect to enhance the Hyperat-
las standard by providing an extension schema for this registry. This would
allow Hyperatlas-compliant imagery to be published and discovered through
the Virtual Observatory, bringing to full flower the promise of image federation
technology.
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Abstract. The Atlasmaker project is using Grid technology, in com-
bination with NVO interoperability, to create new knowledge resources
in astronomy. The product is a multi-faceted, multi-dimensional, sci-
entifically trusted image atlas of the sky, made by federating many dif-
ferent surveys at different wavelengths, times, resolutions, polarizations,
etc. The Atlasmaker software does resampling and mosaicking of image
collections, and is well-suited to operate with the Hyperatlas standard.
Requests can be satisfied via on-demand computations or by accessing a
data cache. Computed data is stored in a distributed virtual file system,
such as the Storage Resource Broker (SRB). We expect these atlases to
be a new and powerful paradigm for knowledge extraction in astronomy,
as well as a magnificent way to build educational resources. The system is
being incorporated into the data analysis pipeline of the Palomar-Quest
synoptic survey, and is being used to generate all-sky atlases from the
2MASS, SDSS, and DPOSS surveys for joint object detection.

1. Introduction

Often the combination of multiple datasets reveals more knowledge than is
present in the components. An optical survey may show clusters of galaxies,
and an X-ray survey may show emitting sources. The combination, however, re-
veals that the X-rays come from the space between the galaxies of the clusters,
and we infer the hot intracluster gas that was not obvious in either waveband.
This phenomenon is known as data federation. Extracting knowledge from fed-
erated catalogs is well-understood; the next logical step is large-scale federated
imagery. This means that images are resampled to a common pixel plane, and
catalogs extracted from the joint pixel space.

The set of images being federated might represent the sky at different wave-
lengths, times, resolutions, polarizations, etc. Images may have been drived from
combining and computing with other images. In many cases there is knowledge
in the federated imagery that is not present in the federation of catalogs de-
rived from the same original images. It is our contention that the value of this
federation can outshine the loss of data quality in the resampling; indeed it is
our contention that image federation opens a new data-centric window on the
Universe [Jacob 2001, Williams 2000].

This paper describes the Atlasmaker software [Williams and Feldmann 2003]
that builds mosaics from NVO-compliant image sets – ie. images that are ex-
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posed through the VO Simple Image Access Protocol [IVOA 2003a]. Atlasmaker
scavenges a grid for enough computational resources to build terabyte-size at-
lases, which are then available for federation and data-mining.

Previous papers [Williams 2003a, Williams 2003b] discusses much of the
scientific motivation for image federation, and the resulting need for a standard
to ensure interoperability. This standard (Hyperatlas) is a discretization of the
space of possible projection from sphere to plane. The standard describes sets
of pages that form atlases, where a page is defined as a projection of sphere
to plane that has a distortion-free point (also called the pointing center). The
Hyperatlas standard also specifies discrete values of the scale at which data is
rendered on each page, being a power of two arcseconds per pixel.

When image data are resampled to a standard hyperatlas, they will au-
tomatically be co-registered at the pixel level with other images, even though
each may have been computed by different software. Atlasmaker is an example
of such resampling software, and it computes, stores, and delivers this kind of
federated image, working in a service economy (i.e., grid), possibly on-demand.

The creation of federated imagery with scientific value requires great care.
The core computation is the resampling algorithm, which degrades the data to
some (hopefully small) extent. The degradation can be measured by degrading
of the effective PSF (de-focus), an astrometric shift at the subpixel level, and/or
a change in total source flux. We could simply resample to a very fine scale, re-
ducing the degradation, but then the computing and data-handling requirements
are increased – by the inverse square of the scale.

Atlasmaker offers a choice of two trusted codes for the resampling kernel:
Montage [Prince 2003] from NASA IPAC/JPL/Caltech and Swarp [Bertin 2003]
from the French Terapix project. These offer different advantages in terms of
quality and speed.

These two codes produce mosaics of multiple images. This requires an aver-
aging procedure on the areas of overlap, and a means to subtract “background”.
The separating of background from signal is a challenge in all areas of science,
and each of the codes used by Atlasmaker has their own chosen method for doing
this – see the references for more information.

2. Computing Architecture

Atlasmaker is available on the open-source model [Williams & Feldmann 2003],
and is based on a grid architecture of relocatable programs and web services, as
shown in Figure 1.

When a user requests a given data product, the manager will check for
its existence in the cache that stores already computed products, and if it is
found, it is returned to the user. If it is not found, then it will be computed.
The names of surveys are resolved by the registry to get required metadata,
including current URLs for the NVO services that can provide external image
data.

The Atlasmaker code is written in Python, a highly portable and powerful
scripting language, with a central core of pixel manipulation written in C (Mon-
tage and Swarp). The applications obtain flexibility through the use of services
that may reside anywhere on the net; the services are replicated for fault toler-
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Figure 1. Atlasmaker architecture consists of interacting services.

ance. Data is stored and retrieved from a distributed file system based on SRB
(Storage Resource Broker), a central pillar of the Teragrid data system.

The job can be wrapped into a self-contained package for execution in a
number of different environments. Currently we have implementations for the
Teragrid queue manager, PBS, and also for the Condor environment.

Atlasmaker has parallel execution modes, allowing resampling of different
images to occur via either message-passing or thread-based parallelism. Images
have background estimated and subtracted, then are coadded to a mosaic. Com-
pleted mosaic images are returned to the user, but also stored in the data cache
in case the same request comes again.

The Virtual data model (below) encourages use of both on-demand and
scavenger grid utilization. A single mosaic requested by a human would require
on-demand, perhaps anonymous, compute services, whereas a multi-terabyte sky
survey would be resampled over a period of weeks on whatever resources can be
found — a process known as grid scavenging.

Hyperatlas services are used to convert requested atlas pages to sky posi-
tions. If a user has made a request by sky position, it is converted first to pages
of an atlas, then that page rendered.

For the image data, Atlasmaker uses a standard service type, the IVOA
Simple Image Access Protocol (SIAP) [IVOA, 2003a]. These services can access
data through multiple protocols: current implementations are ordinary HTTP
or the high-performance grid protocol SRB (Storage Resource Broker).

Curation metadata from the IVO registries will be used to annotate com-
puted data, to give it provenance, citations, and other metadata.
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3. Future

We expect to use Atlasmaker to generate atlas pages both dynamically and in
batch mode, the key concept being Virtual Data. Virtual data provides a nexus
between the worlds of data, publication, and computing. Data need not be
copied and stored, but another option is available: having the data generated
on-demand. A dataset may be represented by a recipe for its creation, with the
assumption that computing services will be available for its instantiation when
required. That recipe can then be published to a small or large circle through the
Virtual Observatory registry structure [IVOA 2003b], and hypotheses, excerpts,
and conclusions made.

We expect there to be many sequences of data products stemming from
the original set of mosaicked plates, and we use Virtual Data to manage them.
Virtual Data ensures that derived datasets will respond in a timely way to
changes in the underlying archives, for example from recalibrations, new data
releases, etc. If a mistake is discovered in an image, we do not want to recompute
the entire multi-terabyte survey again, but only downstream products that are
directly affected.
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Abstract. The Sloan Digital Sky Survey science database is approach-
ing 1TB in size. While the vast majority of queries normally execute in
seconds or minutes, this prompt execution time can be disproportionately
increased by a small fraction of queries that take hours or days to run ei-
ther because they require non-index scans of the largest tables or because
they request very large result sets. In response to this, a job submis-
sion and tracking system has been developed with multiple queues. The
transfer of very large result sets from queries over the network is another
serious problem. Statistics suggested that much of this data transfer is
unnecessary; users would prefer to store results locally in order to allow
further cross matching and filtering. To allow local analysis, a system
was developed that gives users their own personal database (MYDB) at
the portal site. Users may transfer data to their MYDB, then perform
further analysis before extracting it to their own machine.

1. Sloan Digital Sky Survey - SkyServer

The SkyServer1 has been public since June 2001. This is coded in ASP on
a Microsoft.Net server and backed by a SQL Server database. The current
database, Data Release 1 (DR1), is over 1TB (with indexes) and subsequent
releases will bring this to at least 6TB of catalog data in SQL Server. In fact
there will be up to 50 TB of pixel and catalog data and more of this may be put
in the database e.g. the points of all SDSS2 spectra have recently been loaded in
a separate database. Hence the database could become much larger than 6TB.
The SkyServer site allows interactive queries in SQL3. The results of some of
these queries are large; we have seen as many as 12 million rows downloaded in
an hour the site is averaging 2M hits per month. Considering this is running on a
$10k server the site performs extremely well. However in certain circumstances

1http://skyserver.sdss.org

2Sloan Digital Sky Survey

3Structured Query Language
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Figure 1. Log-log plot of Frequency of queries using n seconds, n cpu
seconds, or returning n rows over 100 hour period

we have experienced problems. Complex queries can swamp the system and
erroneous queries may run for a long time but never complete.

1.1. SkyServer Statistics

Generally, the execution time of result set sizes follow a natural power law, see
figure 1. Hence there is not particularly obvious point at which queries could
be cut off. All queries currently run at the same priority- there is no ranking or
”nice” system built into SQL Server (or any other DB products). While this may
not be a problem in itself, long queries can slow down the system, causing what
should be quick queries to take much longer. Some long queries are returning
data to a user over an Internet connection; frequently time is spent transferring
the data, not extracting it, but a database resource is still tied up. We have seen
as many as twelve million rows (20GB) downloaded in one hour. These large
transfers are unnecessary; this data is often used only to make comparisons
against a small local set.

2. Batch System

We have developed a system4 to address these problems, particularly to partition
queries and allow rudimentary load balancing across multiple machines, guar-
antee query completion/abortion, provide local storage for users, and separate

4http://skyservice.pha.jhu.edu/devel/casjobs



374 O’Mullane, Gray, Li, Budavári, Nieto-Santisteban & Szalay

data extraction/download from querying. This will be pertinent for the vir-
tual observatory as the SkyNode protocol begins to mature (Yasuda et al. 2004,
Budavári et al. 2004)

2.1. Queues

We have set up multiple queues based on query length. Jobs in the shortest queue
are executed instantly, while jobs in all other queues are executed sequentially
(limited simultaneous execution is allowed). Query execution time is strictly
limited by the time assigned to a particular queue, and queues are executed on
separate machines mirroring the same data. Hence there will no longer be ghost
jobs hanging around for days, nor can a long query hinder execution of a shorter
one; a job may take only as long as the limit of its queue, and different types of
jobs are executed on different machines.

2.2. Query Estimation

There is a query estimator in SQL server however its accuracy is questionable
and for our first beta of this system we have decided not to actively determine
query execution time. This responsibility is left to the user; they decide how long
they think their query will take and choose the appropriate queue accordingly.
As mentioned previously queries exceeding queue time limit will be canceled.
We do provide autocomplete functionality that will move the query to the next
queue if it times out in its original queue. In a future release we may use the
statistics gathered on jobs to develop a heuristic for estimating query lengths
and automatically assigning them to queues.

2.3. MYDB - Local Storage

Queries submitted to the longer queues must write results to local storage, known
as MYDB, using the standard into syntax e.g.

select top 10 * into MYDB.rgal from galaxy where r < 22 and r >21

The MYDB idea is similar to the AstroGrid MySpace (Walton et al. 2004)
notion. We create a SQL Server database for the user dynamically the first time
MYDB is used in a query. Upon creation, appropriate database links and grants
are made such that the database will work in queries on any database. Since
this is a normal database the user may perform joins and queries on tables in
MYDB as with tables in any other database. The user is responsible for this
space and may drop tables from it to keep it clear. We have initially assigned
each user 100MB but this is configurable on a system and per user basis.

2.4. Groups

Some users may wish to share data in their MYDBs. Any user with appropriate
privileges may create a group and invite other users to the group. Any invited
user will have to accept to be part of the group. A user may then publish any of
his MYDB tables to the groups of which he is a member. Other group members
may access these tables by using a pseudo database name consisting of the word
group followed by the id of the other user followed by the table name e.g. if the
adass user published the table rgal and you were in a group with adass you may
access this table using GROUP.adass.rgal.
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2.5. Import/Export Tables

Tables from MYDB may be requested in FITS, CSV, or VOTable5 format. Ex-
traction requests are queued as a different job type and have their own processor
running. The file extraction is done on the server and a URL to the file location
is put in the job record upon completion. On the Web site group tables also ap-
pear in the extraction list. Currently a user may also upload a CSV file of data
to an existing table in MYDB. Having the table created before upload avoids
problems of intended types. We hope the ability to upload data and the group
system will reduce some of the huge downloads from our server.

2.6. Jobs

Apart from the short jobs, everything in this system is asynchronous and requires
job tracking. This is simply done by creating and updating a row in a Jobs table
in the administrative database. However this also requires users to be identified
and associated with the jobs. Identification is also required for resolution of
MYDB. A user may list all previous jobs and get the details of status, time
submitted, started, finished etc. The user may also resubmit a job.

Ferris Wheel A future experiment we would like to try is to batch full table
scan queries together. Theoretically we may piggy back queries in SQL Server
so that a single sequential scan is made of the data instead of several. Ideally
we would like to not have to wait for a set of queries to finish scanning to join
the batch. Rather we would like some set of predefined entry points where a
new query could be added to the scan. Conceptually one may think of this as a
ferris wheel where no matter which bucket you enter you will be given one entire
revolution.

3. SOAP Services

We have found that SOAP services provide a very clean API for any system. In
this system the Web site sits upon a set of SOAP services. Any user may access
these services directly using a SOAP toolkit in their preferred programming
language. At JHU we have tried Python and Java (AXIS) clients for webservices
successfully. Others have written Perl clients. More information on this is
available at the IVOA Web site6.
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Abstract. ESA’s Herschel Space Observatory to be launched in 2007
with a planned lifetime of three years, is the first space observatory cov-
ering the full far-infrared and submillimeter waveband (60 -670 microns).
By probing so much further into the infrared than any other space tele-
scope, it will have the potential to discover the earliest proto-galaxies
and to clarify how they evolved. The Photodetector Array Camera and
Spectrometer (PACS) is one of the three science instruments. It employs
two Ge:Ga photoconductor arrays and two bolometer arrays to perform
imaging line spectroscopy and imaging photometry in the 60 - 210 micron
wavelength band.

The HERSCHEL Ground Segment is based on a common, object
oriented system - the Herschel Common Science System (HCSS), imple-
mented using JAVA technology and an object oriented Database (Ver-
sant). We present the PACS Common Software System Architecture as
part of the common Ground Segment. The PACS Common Software Sys-
tem (PCSS) base on the HERSCHEL Common Software System (HCSS)
written in a common effort by the HERSCHEL Science Center and the
three instrument teams.
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1. Introduction

The HERSCHEL Ground Segment Data Analysis Software System base on the
programming language Java. This allows a close connection to the object ori-
ented Database System (Versant1). For HERSCHEL data analysis an interactive
environment is required, where user can work on the command line, write their
own scripts and use GUI interfaces. On the other hand highly automatic systems
like Quick Look Analysis (QLA) and Standard Product Generation (SPG) shall
use plug in components, as they are developed and used within the interactive
environment.

In order to fulfill these requirements, the data analysis software system is
based on four layers :

• As first layer Jython was selected to support interactivity with Java.
• The second layer is the Data and Operation layer which defines simple

Data (e.g. arrays) and basic Operations, which do not require units or
error handling, in a user friendly manner.

• The third layer is the Dataset and Algorithm layer. Data are organized in
Datasets like Tables. Algorithms can be applied to Datasets considering
error handling and units.

• The last layer is the Product and Process layer, wrapping Datasets and
Algorithms and responsible for history handling. Products and Processes
are managed by DataFlows.

The layers concept is fundamental for all three instrument data analysis
systems. On top of it the instrument specific data definitions and applications
are built. The goal is to keep the data analysis systems of the three instruments
as long as possible in this environment. This has advantages, like a common look
and feel for users or maintenance aspects; but also disadvantages like overheads
in the common development, increased complexity, and introduced dependen-
cies. To what extent the common approach is applicable and efficient is under
discussion.

2. The Java/Jython Layer

To support interactivity and script-ability within Java the programming lan-
guage Jython2 is used as the base for the HERSCHEL data analysis system.
Jython is an implementation of the high-level, dynamic, object-oriented lan-
guage Python seamlessly integrated with the Java platform. Jython is freely
available for both commercial and non-commercial use and is distributed with
source code.

Jython is especially suited for the following tasks:
• Embedded scripting - Java programmers can add the Jython libraries to

their system to allow end users to write simple or complicated scripts.

1http://www.versant.com

2http://www.jython.org
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• Interactive experimentation - Jython provides an interactive interpreter
that can be used to interact with Java packages or with running Java
applications.

• Application development - Python programs are typically 2-10 times shorter
than the equivalent Java program. It is also possible to inherit directly
from Jython code to benefit your Java applications.

2.1. The Data and Operation Layer

The purpose of the Data and Operation layer is to provide an easy-to-use set of
numerical array classes and common numerical operations, for use in Interactive
Analysis of Herschel data.

Numerical Operations are provided as function objects that can be applied
to array objects. This separation of concerns allows the user to define new
functions without having to modify the array classes to add new methods.

The layer provides a Jython-friendly interface, so that interactive users can
apply function objects in the form: y = f(x). Functions inherit the necessary
Jython wrapping from a base class, so that it is not necessary to write individual
wrappers for each function.

It supports array expressions, in which functions and arithmetic operations
are implicitly mapped over the elements of an array without using explicit loops.

3. The Dataset and Algorithm Layer

The Layer of Datasets provides a meaning to the Data in terms of annotation,
Meta Data and Quantity. The generic base are : Array Datasets, Table Datasets
and Composite Datsets.

The Algorithms are higher order operations that may take care of error
calculation, unit conversion and attributing the Data. Algorithms are applied
on Datasets. Datasets can be saved to files (FITS, XML) or to the Database.

3.1. PACS specific Instrument Level Test Datasets

PACS uses the TableDataset as base for science data, as they are produced dur-
ing instrument tests or as they come from the satellite, without any processing
(except standard unpacking telemetry packets and decompression).

Pacs Spectrometer Raw Data are the raw spectrometer ramps. A time
field indicates the start of the ramps, the second column holds the detector
identification and the third the actual ramp. This Dataset is used for data
originated from various systems : Instrument level test data, Sub-Unit test data
of detector arrays and scientific instrument simulator data.

The Pacs Spectrometer Reduced Data are the actual result of on board data
reduction (or ground simulations and tests). Again the time serves as index key
to get the association with the raw ramps.

The third Dataset holds additional information about the status of the
instrument.

Of course these are very basic Datasets, used for first instrument tests.
More advanced DataSets are on the way. For example the ImageDataset or
SpectrumDataset.
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Figure 1. PACS Instrument Test Datasets

4. The Product and Process Layer

A Product is a clone-able data-object, always linked to one unique history. The
Product is used as an input/output of a Process as well as a Process control (for
example: calibration data). Products can be saved to files (FITS,XML) or to
the Database.

Three different types of Products can be defined:
• Official Products (HCSS) : Capable-persistent and fulfills all History re-

quirements Using its History it is possible to reconstruct the DataFlow
from which the Product arises from, including the persistent Products
(inputs and/or controls) which where used as input for this DataFlow

• Tainted Products : These Products have a History, but automatic DataFlow
reconstruction is not guaranteed

• Non-trace-able : Products without History

4.1. The Data Flow Manager and PACS QLA

The DataFlow Manager is a graphical Environment to control Processes. Pro-
cesses and related input, output and control Products can be controlled purely
via the GUI of the DataFlow Manager. It is used e.g. for controlling the
DataFlow of the PACS Quick Look Analysis System (QLA). Also the QLA
systems of the other instruments are using this application..

Figure 2. Data Flow Manager used for PACS QLA
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Abstract. A data reduction software package is developed to reduce
data of the near-IR integral field spectrometer SPIFFI built at MPE.
The basic data reduction routines are coded in ANSI C. The high level
scripting language Python is used to connect the C-routines allowing fast
prototyping. Several Python scripts are written to produce the needed
calibration data and to generate the final result, a wavelength calibrated
data cube with the instrumental signatures removed.

1. Introduction

The near-IR integral field spectrometer SPIFFI built at MPE was attached to
the UT2 (Kueyen) telescope of the VLT between February and April 2003 as a
guest instrument with a total amount of 20 observing nights.

A data reduction software package was developed to be able to reduce
SPIFFI data on a Unix-machine in the telescope control room in the manner of
an offline reduction pipeline. The basic data reduction routines are written in
ANSI C. An interface between the freely available high level scripting language
Python and the C-library was built to use Python to connect the C-functions
allowing fast prototyping. This interface is generated automatically by using
the freely available software SWIG. Basic FITS handling and image arithmetics
routines are used from a linked Eclipse library (Devillard 1999).

A library of Python scripts was developed to launch reduction pipelines
by using individual, editable input parameter files. These scripts are used to
produce the necessary calibration data (several FITS- and ASCII files) and to
generate the final result, a wavelength calibrated data cube from which the
instrumental signature is removed. The final FITS data cube comprises 32 by
32 spatial pixels (monochromatic images) and 2560 spectral pixels.
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2. Short Description of the Instrument

The heart of SPIFFI is an image slicer. The image slicer consists of two com-
ponents, called the small and large slicer, which are a set of small plane mirrors
with different tilt angles. It dissects the field of view in the object plane into 32
pieces and rearranges them on a brickwall pattern like pseudo longslit consist-
ing of so-called slitlets. Afterwards, each spatial pixel is dispersed by a grating
and projected on a 1K detector. The result is a raw detector frame comprising
32x32 (1024) spatial pixels (x-direction) and 1024 undersampled spectral pixels
(y-direction) (Eisenhauer et al. 2000, 2003).

Figure 1 (left hand side) shows an example of a K-band raw frame gained
from a Neon arc lamp placed in an integrating sphere. The emission lines (in-
dicating the slitlets) arranged in a brickwall pattern can be seen clearly. Such
emission line frames are used to generate wavelength maps that associate pixel
positions with wavelength values.

3. Data Flow

The reduction steps are sky-subtraction, flat-fielding, bad pixel interpolation,
correction of a spectral tilt relative to the image columns, interleaving of two
spectrally dithered frames to achieve fully sampled spectra, resampling on a
linearized wavelength scale, data cube construction and combination of jittered
(mosaicked) cubes.

Necessary calibration files are FITS frames like flatfields, dark frames, bad
pixel masks, wavelength maps, and ASCII files containing parameters like the
slope of the spectral tilt and the distances of the slitlets to each other. They
can also be produced in a pipeline like manner using different Python scripts.

4. Data Cube Construction

Figure 1 (right hand side) depicts an interleaved and wavelength calibrated Neon
frame resampled on a regular linear wavelength grid in which each row has a
defined wavelength (the brickwall pattern and slit curvature disappeared). Each
row of such a resampled, wavelength calibrated frame yields one monochromatic
32x32 pixel image by stacking the slitlets on each other keeping the correct
sequence. To be able to construct these images the distances of the slitlets to
each other must be known. They are measured by using a slit illuminated by
a halogen lamp that generates continuum spectra perpendicular to the slitlets.
After fitting the positions of the spectra the average distances are calculated.
The resulting monochromatic images are stacked behind each other in z-direction
to form a cube with 2560 spectral pixels which is stored as a FITS data cube.

Figure 2 shows an example of mosaicked jittered cubes: a collapsed cube of
the galactic center (Eisenhauer et al. 2003). 26 single cubes were merged into a
128x146x2560 pixel cube (192 MBytes).



382 Schreiber, Thatte, Eisenhauer, Tecza, Abuter, & Horrobin

Figure 1. Raw (left) and interleaved, resampled and wavelength cal-
ibrated (right) Neon arc lamp frame
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Figure 2. Mosaicked collapsed data cube of the galactic center

5. Summary and Conclusions

• First science data was successfully reduced by applying the available Python
scripts.

• The software will be implemented in ESO’s Common Pipeline Library
(CPL) and used for the SINFONI online pipeline.

• Software to convert the SPIFFI data cube to the Euro3D data format is
already developed.

• The software is easily expandable for example for a planned 2K detector.

Acknowledgments. We want to thank Christoph Iserlohe, Nicolas Devil-
lard, and Andrea Modigliani for their important contributions to this work.
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Abstract. ROOT1 is a C++ framework developed at CERN, Geneva.
It was designed for high energy physics to handle and analyze large
amounts of data in a very efficient way. Its main features are a C++
- interpreter, graphical tools and an object I/O - system. The INTE-
GRAL Science Data Centre (ISDC)2 is using ROOT as a graphical tool
and as a scripting language in the off-line analysis. To use the full capabil-
ity of ROOT for astronomical data analysis a link is required. Therefore
we complete this system with a library called AstroROOT. With Astro-
ROOT we can store astronomical data organized in tables and images in
ROOT - files using the efficient I/O system of ROOT. Furthermore we are
developing a new astronomical image display for the ROOT framework.
Finally we can use the buildin C++ interpreter as a scripting language
in an interactive session to analyze and display astronomical data.

1. ROOT

ROOT (Brun & Rademakers 1997) can be downloaded from the ROOT web
page3 as binary files for more than 20 platforms and compilers. These includes
several Linux versions, HP - systems, IBM AIX, Sun SPARC, MacOS and Win-
dowsXP/NT. And also the source code of the full system is available and can
be compiled easily. ROOT supports several features and tools for high energy
physics like an event generator, a detector simulator and an event reconstruc-
tion. But the most interesting sub - systems for astronomical data analysis are
the built in C++ Interpreter, the graphical tools and a powerful I/O system
which are described hereafter. In total ROOT is a C++ - library with more
than 100 classes.

1.1. The C++ Interpreter

The ROOT C++ interpreter is a program by itself. It is also available in every
compiled user program of ROOT. It is nearly 100 % ANSI C/C++ compatible:
All standard C - functions are available. Due to differences between compilers

1http://root.cern.ch/

2http://isdc.unige.ch

3http://root.cern.ch/root/Availability.html
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supported by ROOT it is not possible to define in the interpreter a class derived
from a compiled class with virtual functions.

In an interpreter session it is possible to define variables of compiled ROOT
classes and to call every compiled function of the C++ library of ROOT. With
these features it is easy to read data from a file, manipulate them for example
with standard C - functions, open a window with a ROOT class and display the
data using one of the graphical tools described in the next chapter. Often these
steps have to be executed again and again. To simplify this procedure the C and
C++ statements can be written in a so called macro file which can be executed
by the interpreter. When these macros grow and become a stable function they
can be compiled with a C++ compiler because the language of the interpreter
and the compiler is identical: C++.

Besides calling all ROOT classes and functions from the interpreter it is
also possible to call user defined classes and functions in the interpreter. Within
the ROOT package a program called rootcint is delivered which generates a
dictionary code from the header files of the user source code. The interpreter
uses this dictionary information to be able to call the user functions. The user
code together with this dictionary code has to be compiled and linked into a
shared library. The interpreter is able to load these shared libraries, find the
dictionary information and immediately all exported user classes and functions
of the shared library are available in the interpreter.

At ISDC we use the interpreter as a scripting language for offline scientific
analysis. User functions to read and write FITS files (O’Neel et al. 2004) and a
user class to call FTOOLS like programs are available. With these tools we can
run within the interpreter astronomical scientific analysis of the INTEGRAL
data.

1.2. The Graphical Tools

A set of C++ classes of the ROOT library are available to draw graphs, his-
tograms and detector elements. Classes for basic elements like a line, an ellipse
and text are also part of ROOT. Once a graph is drawn all attributes like color,
size, text and makers can be modified interactively with a few mouse clicks.
Three dimensional graphs can be rotated with a mouse movement to be able
to visualize the data from different view points. Several curves with different
attributes can be superimposed in one graph.

Furthermore fitting of graphs either with pre-defined or with user defined
curves is implemented. Again this can be done either with a function call or
interactively. A range on the X - axis can be defined before the fit is applied.

A graph with modified attributes exist only in memory. But with ROOT
this modified graph can be saved as a C++ - source code in a macro file. With
the help of the interpreter this macro can be read and the interactively modified
graph is present again.

Besides these graphical tools, classes to build graphical user interfaces (GUI)
are part of the ROOT - package. All widgets, like buttons, text and number
entry, list box and window menus, are available. It is possible to combine the
graphical tools and these widgets in one window. Unfortunately a GUI - builder
is missing.
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At ISDC we used these graphical and GUI classes to develop applications to
visualize the scientific as well as the housekeeping data of the INTEGRAL satel-
lite. Since the launch of INTEGRAL they are used in near-real time to monitor
the satellite and the instruments of INTEGRAL (Rohlfs & O’Neel 2000). The
user can select the data to be displayed and can modify the graphs interactively.
Once a set of graphs in one or several windows are defined the configuration
can be saved in a file using the I/O system of ROOT. In a next session the
previously configured screen with several windows and displays can be reloaded
by selecting just one ROOT file.

1.3. The I/O system

To store and to read efficiently huge amounts of data as they will be produced
with the new experiments of high energy physics, ROOT introduced a new file
structure and a new I/O system. The advantages of this system are:

• A high performance because only data required for the analysis are ac-
cessed.

• Efficient read functions with a great number of selection criteria.
• Individual buffers in a file are compressed by themselves and can be read

without uncompressing the whole file.
The ROOT I/O system can store data of any C++ class in files. A program
called rootcint automatically generates the relevant source code (streamer func-
tions) to store objects in ROOT files. At a write operation this streamer function
converts all data of a C++ class into a binary stream and recreates the C++
class during a read operation from this binary stream. For better performance
one may store data from one object into several buffers that can be read inde-
pendently. It is even possible to read data from a ROOT file when the source
code is not available any more. Additional ”streamer info” are stored in a ROOT
file to be able to regenerate the source code of a saved C++ class.

2. AstroROOT

AstroROOT4 is an extension of ROOT for astronomical data analysis. It consists
of a set of C++ classes and of some executables as well as the ROOT interpreter
with the capability to call all the additional classes and functions of AstroROOT.

First of all it is possible with AstroROOT to call all cfitsio functions within
the extended interpreter. Now it is possible to read, write and update FITS
files within the ROOT framework. With AstroROOT a set of container classes
representing tables, columns and images with header information are available.
These classes are more convenient than the cfitsio functions, because they have
more powerful functions to access FITS files. As a result the user code is much
shorter and simpler. For example, it is not necessary any more to allocate a
buffer to read data from a FITS file. All this is done transparently inside the
container classes. Another advantage is the possibility to store astronomical
data not only in FITS files but also in ROOT files, using the I/O system of

4http://isdc.unige.ch/index?Soft+astroroot



The ROOT C++ Framework for Astronomy 387

ROOT. Storing data in ROOT files is more efficient than to store the data in
FITS files, using tables with many columns or several extensions on one file.

With a program of AstroROOT, called param gui, FTOOLS parameter files
can be read and a GUI to edit the parameters is automatically created. With
a few lines in the FTOOLS parameter file the GUI can be configured. Frames,
tap-widgets and sub-windows can be defined. Comment lines with a special
key are read by this param gui program to build the GUI. With a button on
the GUI the associated program can be started as soon as the user has defined
the program parameters with the GUI. Furthermore an application function is
available to open this GUI within a user executable.

An astronomical image display is in development to visualize astronomical
images within the ROOT framework. The wcs - library5 is used to display
the coordinate systems. First successful tests with INTEGRAL images were
performed.

3. Conclusion

Although ROOT was designed and developed for high energy physics it includes
several features and C++ classes which also can be used directly for astronomical
data analysis. The ISDC system takes the advantages of the graphical tools and
the interpreter and has demonstrated that ROOT can be efficiently used for
astronomical purpose. With AstroROOT we support the missing features to
use ROOT as a complete system for astronomical data analysis. These are
FITS file access in the ROOT interpreter and an astronomical image display
within the ROOT framework. The second is still in development but already
available as a beta version.

References

Brun, R., & Rademakers, F. 1997, Nucl. Inst. & Meth. in Phys. Res., A 389,
81-86

O’Neel, B., Peachey, J., Lerusse, L., Beck, M., Paltani, S., Walter, R. 2004, this
volume, 193

Rohlfs, R., O’Neel, B. 2000, in ASP Conf. Ser., Vol. 216, ADASS IX, ed. N.
Manset, C. Veillet, & D. Crabtree (San Francisco: ASP), 687 - 690, The
ROOT ObjectOriented Framework to Analyze INTEGRAL Data

5http://tdc-www.harvard.edu/software/wcstools/



Astronomical Data Analysis Software and Systems XIII
ASP Conference Series, Vol. 314, 2004
F. Ochsenbein, M. Allen, and D. Egret, eds.

Pre-processing the INTEGRAL telemetry

Nicolas Morisset 1, Tomaso Contessi 2, M. T. Meharga, Mathias Beck,
Roland Walter

INTEGRAL Science Data Centre (ISDC)3, Chemin d’Écogia 16,
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Abstract. The acquisition, pre-processing, analysis, archiving and dis-
tribution of the INTEGRAL data are performed by the ISDC system
at the Integral Science Data Centre (ISDC) in Versoix, Geneva. The
PreProcessing sub-system is one of the most critical components of
the ISDC system. It continuously processes the entire INTEGRAL raw
telemetry, science and housekeeping data. It sorts, decomutes, decom-
presses and reorganises data into time slices providing the first ISDC
data level. The PreProcessing component implements all requirements
defined by the scientists and it is able to face all artifacts that may occur
in the telemetry such as telemetry gaps, duplicate packets, corrupted data
and clock reset. The originality of PreProcessing is its design. Indeed,
the Object Oriented approach makes the program’s core very flexible and
independent of the INTEGRAL telemetry (reusable software). The con-
venience of such a conceptual model is the ease of implementation of any
new type of telemetry packet with no change to the architecture. It is
easily and quickly done by adding a new parser (inheritance and over-
loading concepts). The good results and performance obtained with the
processing of INTEGRAL data encouraged us to reuse the same software
for the PLANCK mission with a minimum of changes.

1. Introduction

A part of the work at ISDC was to develop the ground software. PreProcessing
is one component of the ISDC system. It processes the raw telemetry in order
to build the ISDC first data level in FITS format. At the conception phase, the
telemetry format was not known. Its core has been designed in order to be as
independent as possible of the telemetry format, flexible and resusable. Object
Oriented design helps us to satisfy such requirements.

1Apco Technologies SA, Vevey, Switzerland

2Nuove Idee sas, Milano

3http://isdc.unige.ch/
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2. PreProcessing Overview

Another ISDC sub-system provides ”continuously” the Telemetry Files (see Fig-
ure 1) which contain all the raw packets (nearly 100 packet types) coming from
the INTEGRAL satellite at the rate of 120 kbits/s. PreProcessing gets data
either from near Real Time or from a set of CD-ROMs (consolidated data). The
main tasks of the PreProcessing sub-system is to read these telemetry packets
and to decode, sort, decompress and reorganize them into the Science Windows
FITS files (ScWin Raw Files on Figure 1). A Science Window gathers a set
of data taken during a certain period. PreProcessing produces 2.3 Gbytes/day
and its speed is nearly 4.4 times the telemetry rate on a SUN V100 computer
at 500MHz.

3. PreProcessing Core

The PreProcessing core consists of the main classes (written in C++) de-
scribed in Figure 1. They will be presented briefly in the following sections.
The PreProcessing core has been designed in order to be flexible and as inde-
pendent of the telemetry as possible.

Telemetry
Files

Task Loop

ScWin 
Manager

Cmd 
Interpreter

Packet 
Organiser

TM 
Scanner

Telemetry
Status

ScWin Raw
Files

PacketData
Parsers

Figure 1. PreProcessing Core

3.1. TaskLoop Class

The TaskLoop class drives the activity of all the other components (see Figure
1). It gets a user command, a new packet or a new file ready to be processed.
It does it by repeatedly calling the member function of the appropriate objects.
If nothing happens during a loop, the TaskLoop sleeps for a while. Within each
cycle the Cmd Interpreter (Command Interpreter) is called first. It looks for
the Command File and takes the corresponding action, if any. The TaskLoop
then calls the TM Scanner (Telemetry Scanner) claiming the next available
packet. If there is one, a Packet Object is created and a pointer is returned
to the TaskLoop. This pointer is passed to the ScWin Manager class and so
on. TaskLoop will then activate all remaining components showed in the Figure
1, sequentially starting from the Cmd Interpreter up to the PacketDataParsers
class.
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3.2. TM Scanner Class

The TM Scanner class reads each Telemetry File created by the Data Receipt
sub-system. It associates each telemetry packet to a Packet object. From this
step, PreProcessing will manipulate only Packet objects. When the TM Scanner
has completely loaded a Telemetry File or there is no Telemetry File available, it
returns to the TaskLoop component and its task is over until the next activation
by TaskLoop. PreProcessing is relatively independent from the Telemetry file
format.

3.3. ScWin Manager Class

TaskLoop provides each Packet object available to the ScWin Manager Class.
The ScWin Manager component has the difficult task of detecting a new Science
Window from some information included in specific Packets. An INTEGRAL
observation consists of many Science Windows. Data are reorganised into time
slices named Science Windows. So if new Science Windows are detected, the
ScWin Manager component creates them. This class uses a state machine based
on the polymorphism concept.

3.4. Packet Organiser Class

TaskLoop provides each Packet object to the Packet Organiser class. The
task of the Packet Organiser is to store data in the appropriate chain. The
Packet Organiser consists of a set of chains of Packet objects. A chain is a set
of Packets of the same type of data linked together based on on-board time
from the oldest to the most recent Packet. This module also discards incorrect
Packets like duplicates or old Packets. In fact, all bad Packets resulting from
telemetry artifacts are removed.

3.5. PacketDataParser Class

TaskLoop activates the PacketDataParsers class to start the decoding of the
Science or Housekeeping data. When PacketDataParsers is activated, it first
requests the appropriated data to the Packet Organiser and provides them
to the corresponding Parser, the Code Driven Parser for Science data or
the Data Driven Parser for Housekeping data. After the Parser’s call, the
number of Packet Objects decoded will be returned to this class in order to clean
up the correponding chain in the Packet Organiser class. A virtual function
named Parse is redefined by the Data Driven Parser and the the Code Driven
Parser classes for data decoding purposes. If a new type of packet is created,
PreProcessing’s structure will be not affected. A new Code Driven Parser class
may be created, with no change to the core at all (see Figure 2).

3.6. Telemetry Status Class

All classes may access the Telemetry Status Class. This class logs messages
of any types (warning, error, alert) to a log file giving the state of the processing
at any point of the execution.
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Packet Organiser

PacketDataParsers

Data Driven Parser Code Driven Parsers

ScWin Raw Files

TaskLoop

Figure 2. PacketDataParsers

4. Parsers

4.1. Data Driven Parser Class

As previously mentioned, the Data Driven Parser class decodes Housekeep-
ing data using a C include file produced from a database which describes all
Housekeeping packets with their parameters. Parameters coming from either
cyclic Housekeeping or On-Request packet are stored in the same FITS table.
Prior to this step that PreProcessing did not need to know the structure of the
telemetry. This class decodes and reorganises all Housekeeping data for storage
in FITS ScWin Raw files (see Figure 2).

4.2. Code Driven Parser Class

As explained in the above sections, the Code Driven Parser classes decode
Science data or Housekeeping data if they are difficult to process in an automat-
ically manner. A Code Driven Parser class is associated to every type of Science
data. These classes decode, decompress and reorganises data for the storage in
the FITS ScWin Raw files (see Figure 2).

5. Conclusion

The object oriented approach makes PreProcessing’s core very flexible and in-
dependent of the INTEGRAL telemetry making the software reusable. The
Packet object needs just a little information about the telemetry. The conve-
nience of this concept is theease of implementation of new types of telemetry
packets with no change at all to the architecture. This can be done quickly
and easily by adding a new parser (inheritance and overloading concepts). It
is also easier to maintain software. The good results and performance obtained
with INTEGRAL data encouraged reuse of the same software for the PLANCK
mission with a minimum of changes.
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Abstract. The data from instruments of the VLT are automatically
processed for standard basic data-reductions and artefact removal. Cur-
rently, such pipelines are operational for seven instruments and have been
written on the basis of three different software packages. Since 2001, the
Data Flow System group of ESO has been working on a Common Pipeline
Library (CPL) which is based on code already developed and used at
ESO and shall serve as the basis for all future instrument pipelines of the
VLT. The main goals for the CPL are to streamline the code for different
pipelines, to provide templates for standard algorithms, to support reuse
of code, and to ease the maintenance and portability of the code.

We describe the roots of the CPL code, the development process of
the CPL and the problems we had to overcome to reach the current stable
beta-release of CPL.

1. Introduction

As major components of the Data Flow System (DFS), used to operate the Very
Large Telescope (VLT), the pipelines are operation-critical. They must run in
an efficient and stable manner to guarantee high-quality data output needed for
checking the quality of the observations and monitor the health of the instru-
ments. They are also instrument-specific reduction tools and thus their number
keeps growing with each new instrument installed at Paranal. At the time of
writing, observational data from seven instruments are automatically processed

1and European Southern Observatory
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by their individual pipelines. The reduction software used in the pipelines was
written either at ESO, or outside by the instrument consortia. As a result, the
pipelines currently in operation have been written on the basis of three different
software packages, use different interfaces to the pipeline infrastructure and, not
surprisingly, contain considerable overlap and duplication of functionality. The
number of instruments commissioned at the observatory continues to increase,
and the operation and maintenance of these pipelines is the responsibility of
ESO with essentially the same number of staff and resources.
As a solution to that dilemma, the concept of a library of the reduction software
which is needed for typical tasks of pipelines was formed: the Common Pipeline
Library (CPL). Such a common software library should greatly help in solving
the problems mentioned above - our silver bullet. It would standardize the two
main issues of instrument pipelines: writing the data reduction tasks used (the
recipes), and interfacing these recipes with the pipelines.

2. The Common Pipeline Library

The concept of the CPL was first proposed in 2001 and since then a team inside
the DFS group of ESO’s Data Management Division (DMD) has been working
on the project. The CPL design and development could not start from a clean
slate due to

• a lack of resources - the pipelines for all the operational VLT instruments
had to be supported in parallel, entailing extensive trips to Paranal (ab-
sences) of key members of the CPL group

• a tight deadline because of the rapid arrival of new VLT instruments and
political pressure to deliver such a tool to the instrument consortia in time
(CPL will be mandatory for pipeline code production in the future)

• lots of data reduction software for pipelines had already been written in
the DFS group - we should not reinvent the wheel...

Therefore, we did not follow the usual cycle of requirement analysis, design,
review, etc. for the CPL code. Instead, the CPL should be based on code
already developed at ESO which was well tested and used for existing, opera-
tional pipelines. In particular, the eclipse library (used for ISAAC and NACO
pipelines) and some of the concepts of the VIMOS data reduction software would
be the main pillars of the CPL software.

2.1. Requirements

The CPL would provide all the functionality needed for building the data reduc-
tion tasks of pipelines for VLT instruments. It would not be oriented towards
an interactive data analysis system, but should be optimized for automatic,
batch oriented, pipeline processing. The main users of the CPL would be the
groups building pipelines for the VLT, i.e. the DFS group of DMD at ESO
and the instrument consortia, and not the general user community. Further-
more, we would only implement concepts which had proven to be commonly
used in the operational pipelines so far. Also, it was assumed that the CPL
user community, experienced application programmers of instrument pipelines,
were knowledgable in writing C-code and familiar with object-oriented (OO)
concepts.
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2.2. Goals

The CPL is intended to serve as the basis for all future instrument pipelines
of the VLT, i.e. in particular for the second generation VLT instruments. By
using a standard set of components (controlled by ESO) the operation of CPL
based pipelines should become more uniform and robust, and, especially, the
maintenance of them should be simpler and more efficient, independent of the
original authors of the code - whether they be ESO or outside consortia.
The first pipeline to use CPL would be the GIRAFFE pipeline, and thus serve
as the testbed for the CPL implementation and its usability. Existing pipelines
would be converted on the basis of available resources in parallel with the actual
development work. The CPL shall be released in December 2003.

2.3. General Architecture

All the instruments on ESO telescopes (Paranal, La Silla) produce their data in
FITS format. Consequently, the internal data format of the CPL is also FITS,
and CPL accesses FITS data files via the QFITS library which provides all
FITS related functionality needed for pipeline processing. The QFITS software
library has been developed at ESO, is specifically tailored to the needs of the
VLT pipelines, and adapted to the DICB concept of ESO (i. e. standard,
ESO defined dictionaries for the FITS keywords of all data files produced by
VLT instruments). Chosing QFITS for the CPL gave us full control of the I/O
software, facilitating enormously any changes and updates to the FITS I/O code
which became necessary due to the CPL development work. The QFITS source
code is available independently of CPL as a stand-alone FITS library1.

CPL software is written in standard ANSI-C, employing object-oriented
concepts, with emphasis on platform independency and portability. The code is
maintained using CVS and distributed as ”tarfiles” at regular intervals, and for
the generation of the documentation (on-line help, reference manual) we employ
the doxygen package.

2.4. CPL Data Objects

CPL is streamlined for smooth execution of standard tasks used routinely in
the operational pipelines at the VLT. The software supports all the data types
as CPL Objects (in the style of C++) which were commonly needed in the
instrument pipelines, e.g.:

• Images, Vectors - 2-dim, 1-dim data arrays with image information
• Tables - structures containing non-homogeneous data (of almost any imag-

inable type) arranged as rows and columns
• Matrices - matrices in the usual mathematical sense
• Property Lists - containers for ancillary data of a CPL object

Thus, for example, a recipe for applying a filter to an image would first create a
CPL-Image object and then, using the returned pointer, fill that object with data
from the relevant FITS file and finally process (filter) the CPL-Image structure.

1http://www.eso.org/eclipse/qfits
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2.5. CPL accessible Functions (APIs)

The CPL does not just provide interfaces for accessing all data structures (e.g.
like ESO-MIDAS) but goes farther and contains already all the functions needed
to support the basic operations typically needed in pipeline processing. Available
functions of the CPL are e.g.:

• standard arithmetic operations, including basic mathematical functions,
log, exp, ...

• image processing operations, rotation, extraction, insertion, ...
• table operations, row selection, merging, combining, ...
• statistical calculations on CPL objects, images, tables

Higher-level standard astronomical functions related to pipeline operation, like
standard flat fielding, standard bias subtraction are planned for future releases
of CPL.

2.6. CPL Infrastructure

The CPL also provides a framework for executing recipes in a standardized way
via dynamically loadable software modules (plugins). The concept of plugin
interfaces helps in

• providing a standard way how pipeline recipes are implemented
• hiding the details of the recipe’s runtime environment from the recipe
• avoiding re-coding of tasks common to each recipe and pipeline (e.g. com-

mand line parsing)
Requiring recipes to be implemented as Pluggable Data Reduction Modules

(PDRM) enforces a certain coding standard which guarantees that software
developed by external consortia can be faster integrated into an ESO pipeline
and validated. It also reduces the need for in depth knowledge of the recipe
implementation right from the beginning. Furthermore, all recipes will have the
same look and feel across different instrument pipelines.

Once a given recipe complies to the plugin interface it can be executed
by an external application which takes over tasks like command-line parameter
processing, collecting input data and distributing data reduction products.

3. The Silver Bullet?

Merging two different software packages into a unified library proved to be more
difficult and cumbersome than expected. The eclipse library and the ESO soft-
ware written for VIMOS were built with quite different ideas about how such
code should be written and were also in different stages of development. A very
pragmatic and flexible approach favouring code production which was very user
responsive, quickly updated and easily accessed by outside users contrasted with
a more formal and static, but thus traceable, way of building up software to be
delivered to outside users assuming full responsibility for that code. We had to
make many compromises, cutting edges and abandoning high flying objectives
in order to get the CPL out in time.

The acceptance of CPL by the instrument consortia will determine if this
library will solve most of the problems we’re currently facing with the rapid
increase of pipelines which have to be supported on Paranal.
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Planck/LFI DPC Software Integration plan
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Abstract. A very spread software project needs to be well defined
through software integration and development plan to avoid extra work
in the pipeline creation phase. Here we will describe the rationale in
the case of the Planck/LFI DPC project and what was designed and
developed to build the integration environment.

1. Introduction

LFI is one of the two instruments installed on board Planck1, the M3 mis-
sion of ESA’s Horizon 2000+ programme. Data reduction and analysis will be
performed in pipeline mode at the Data Processing Center (DPC). The devel-
opment of the DPC software is being performed in a collaborative way across
a consortium spread across over 20 institutes in a dozen countries. Individual
scientists belonging to a Software Prototyping Team develop prototype code,
which is then delivered to the LFI DPC team. The latter is responsible to
integrate the code, so as to produce the pipeline software to be used during
operations. Integrated source code is fed back to the originators. This develop-
ment takes advantage of tools defined within the Planck IDIS 2 collaboration.
A software policy has been defined, with the aim of allowing the DPC to run the
best possible algorithms within its pipeline, while fostering collaboration inside
the LFI Consortium and across Planck, and preserving at the same time the
intellectual property of the code authors on the processing algorithms devised.

2. The Data Processing Center (DPC)

The Planck DPCs are responsible for the archiving and the delivery of the
following scientific data products:

• calibrated time series data, after removal of systematic features and atti-
tude reconstruction;

• photometrically and astrometrically calibrated maps of the sky in the ob-
served bands;

• sky maps of the main astrophysical components;

1http://astro.estec.esa.nl/Planck/

2Integrated Data an Information System
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• catalogs of sources detected;
• CMB power spectrum.

DPC processing can be logically divided in five levels: simulation (level S),
telemetry processing and interface with the MOC 3 (level 1), data reduction
and calibration (level 2), component separation and optimization (level 3), gen-
eration of final products (level 4). DPC processing is harmonically arranged
in a way that a data pipeline, driven by a process coordinator, is set up. The
LFI pipeline is operated at OAT for levels S, 1, 2 and 3. Level 4 is hosted at
MPI (Garching). To harmonize inter-consortia and intra-consortium activities,
a common set of tools called IDIS for the sharing of information, documents,
common software and data is being designed and built.

3. Development/Integration/Release General Scheme

In figure 1 the general structure of the Planck LFI development cycle is shown.
Scientists’ contributions to algorithms development stems from data pro-

cessing requirements. When they produce a frozen version (prototype), this
code will be engineered, optimized and integrated at the DPC as a module to
be harmonized into the pipeline; thus a first release will be issued. Scientific
tests on the final product (release) could modify the main requirements, so this
implies that we must take into account the pipeline changes that will produce
different pipeline issues.

Figure 1. LFI Development Cycle

4. Software Integration Cycle

Prototype S/W developed by scientists is not expected to have the robustness,
documentation and maintainability that the DPC pipeline S/W is expected to
guarantee. For this purpose, an integration team (the DPC team) engineers the
prototypes and pipelines elements in operative robust DPC S/W. Efforts will be
also specifically concentrated on the possibility of correct recovery in the case

3Mission Operation Center
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of DPC hardware failures, and on the concept of providing “warm” or “cold”
backup capabilities at operations time. The initial delivery of prototype soft-
ware (code sources, scripts, make files, etc.) from both the software prototyping
team and the modeling and simulations team to the DPC is accompanied by
documentation forming the basis of the URDs for the scientific pipeline (one
for each level). The LFI DPC integration team is responsible for integrating
the code, so as to produce pipeline software satisfying all requirements defined
in the URDs. The pipeline integration phase follows the ESA PSS-05 software
development standards, including Product and Quality Assurance. The perfor-
mance results and testing results of the integrated software are provided to the
software prototyping team and the simulations and modelling team at the time
of the official release. Integrated source code is provided back to the originators,
and not intended for general distribution.

Figure 2. a) LFI Software Integration Cycle, b) LFI Software Veri-
fication and Validation Cycle

5. Software Verification and Validation

Each module produced by scientists, before the integration phase, must pass
the validation plan. The scheme of the validation (Fig 2b) at acceptance point
applied corresponds to the following list of operations:

• a set of one or more tests is applied to the code,
• the set of tests generates a set of test-reports to be synthesized in a global-

test-report,
• if a failure occurs to one of the tests, the block is rejected and sent to

debugging; after debugging the full test will be repeated,
• if the validation report is positive the block is accepted and the validation-

set is stored in the validation-repository; a final validation-report is added
to the validation-document.

6. Software Repository

The DPC software developed within LFI, having either prototype or integrated
status, is subject to an access policy. This policy has the aim of allowing the
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DPC to run the best possible algorithms within its pipeline, while fostering
collaboration inside the LFI Consortium and across Planck, and preserving at
the same time the intellectual property of the code authors on the processing
algorithms devised. The access policy can be summarized as follows:

• LFI software can be physically accessed through the LFI software repos-
itory, where the access policy is enforced; the LFI Software Repository is
handled by the Concurrent Versions System (CVS) and the Configuration
Management Tool (CMT), chosen as the software configuration tool within
the IDIS collaboration;

• prototype software delivered to the DPC team for integration is not neces-
sarily available to the rest of the Consortium; the definition of the access
list is at the discretion of the originators and of the DPC team;

• once integrated, the software is fed back to the originators but not to
others;

• access to LFI software integrated in the LFI DPC is always read-only;
• a log of user access (both read-only and read/write) to the LFI software

repository is kept;
• to allow evolution of both prototype and integrated code, originators are

encouraged to share their codes with other Planck scientists; these are en-
couraged to feed back their changes and improvements to the DPC through
the developers of the original code to avoid divergences;

• collaboration among code developers is encouraged: access to repository
directories is granted through project-based groups.

7. Conclusions

The entire software development and integration cycle was already tested and
applied to the production of the first LFI pipeline (the Bread-Board Model).
The principles used to develop, integrate and engineer the code necessary for
the Planck LFI pipeline can easily be applied to any big software development
project.

Acknowledgments. The LFI is funded by the national space agencies of
the Institutes of the Consortium (ASI for the Italian participation).
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System
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Abstract. Dynamic data distribution is a key factor in Grid computing.
The DMC project, aiming at improving collaborative research by allow-
ing data to be shared more easily across applications cooperating within
a federated environment, is described. DMC is the data management
system chosen by the Planck Satellite Survey Community, and specifi-
cally by the two Data Processing Centers, as a common infrastructure
for the data handling applications being developed. Particular reference
is here made to the design of the model, the data structures and to the
portability of the Planck experience to other pipeline-oriented distributed
environments, with particular reference to Grid-enabled systems.

1. Introduction

The aim of the project is to provide a pipeline-oriented data management system
specialized with data products required by grid oriented data processing mod-
ules. The underlying principle of DMC is to have a service tool through which
a pool of applications can store and retrieve their data products from a number
of geographically distributed data repositories. These concepts make the DMC
a tool particularly suited to data grid applications 1. Originally required within
the framework of the Planck IDIS (Integrated Data and Information System)
Working Group, the system has been designed so as to be fully portable to other
experiments, missions and data management projects. Design details are given
in [Vuerli 2001a; Vuerli 2001b; Lama 2002].

2. DMC model: THE CORE

The DMC has a multi-tier software architecture which is object-oriented and is
organised into independent layers: the DMCI (DMC Interface) and the physical

1http://wwwas.oat.ts.astro.it/draco/DRACO-home.htm

400



Pipeline Oriented Data Management System for the Grid 401

Figure 1. DMC multi-tier layout

implementation (see Figure 1). The DMCI is the User Interface (or Presentation
Layer), a set of interfaces (API-like) through which scientific applications can
exploit the DMC services. These interfaces hide the actual physical implementa-
tion from the user or the calling application. The DMC Physical implementation
is the Data Services Layer which communicates directly with the Database. A
crucial objective was to hierarchically develop the DMC; the result is that the
DMC is implemented by a Business Services Layer, related to application ori-
ented objects, plus a DMC Core implementation. The latter is the Basic Services
Layer, which implements the foundation for the data handling. It provides a set
of basic services portable to all those experiments that are pipeline/module
oriented. The core organizes data products within the associated module or
pipeline producer object, aiming at speeding up data exchange between clients.

3. DMC compatibility with Grid concepts

The DMC is a Digital Library that can be mounted on the top of a Data Grid
infrastructure [Pasian 2004, Smareglia 2004] and provides services for manip-
ulating, presenting, discovering, browsing and displaying digital objects. It is
a particular implementation of the Generic Virtual Data Access and Integra-
tion Technology layer. It enhances and specializes the following core services of
Grid-enabled data storage resource [Stockinger 2001].

Data Formats – Metadata management is a Virtual Organization (VO)
task. According to [Segal 2001], experiment specific or more generally VO-
specific metadata is managed by the VOs software infrastructure and not by
DataGrid Middleware tools. DMC data model design [Vuerli 2001, Lama 2002]
foresees clients to store information through metadata management common
API (e.g. database schema, FITS file structure). The usage of undistinguish-
able Binary Large Object (BLOB) data is not encouraged since it limits data
sharing, which is the aim of DMC itself. The Digital Library nature of the DMC
guarantees its smooth evolution following forthcoming metadata requirements.

Data access operations – The DMC data model is composed of an in-
ventory of objects representing the variety of data products created along the
pipeline processing path. Objects are aggregated into containers (namespaces)
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and connected into data flows, expressing an invocation sequence of scientific
solvers and visualization tools. DMC provides primitives for uniform access to
metadata and storage structure through data model browsing (virtual directo-
ries) and advanced lookup mechanisms (queries, see below).

Local transparency and global name space – Through DMCI, users
can access data in a federation of data repositories transparently. DMC-enabled
applications deal with a set of virtual data repositories and access data indepen-
dently of their physical location. Currently, an LDAP based IDIS Federation
Layer component is in charge of dynamically resolving this link at runtime.
Plans are to move towards a DataGrid-like Storage Resource Broker approach.

Persistence and Replication – DMC emphasizes the scientific computing
ability to access large amount of data, stored in blocks. Data objects can be used
as temporary containers (non-persistent objects) as regards local processing or
particular high performance applications. Replication can be wrapped on the
top of the physical COTS (e.g. Versant replication API)

Privilege and security issues – Aiming at encouraging resource/data
sharing and the collaborative approach of DMC users, read/write privileges are
handled at the data repository granularity level (authentication level). This well
fits security requirements of those projects that, like Planck, are working group
oriented. Plans are to enforce security through EDG Java Security package
[Bosio 2003], data cryptography and digital certificates

Error and exception handling – DMC manages data handling errors and
exceptions generated when accessing a data repository and throws exceptions on
failure of consistency checks that enforce data model integrity and pre-processing
data quality checks.

Check-pointing and state management – DMC services are transaction
oriented; it is possible to re-build state and re-start operations, on failure. The
DMC provides multiple database connection within sophisticated locking models
(optimistic locking, transaction shared among different data repositories).

4. Implementation issues: TECHNOLOGY

COTS adopted The programming language is JAVA (to ensure high porta-
bility) and JNI for ad hoc integration with non-java client modules. Versant is
the OODBMS choice supported Planck-wide. Java Data Object 2 (JDO) tech-
nology is being evaluated: DMC JDO-compliant implementation would provide
access to relational databases, object databases, flat files, or any other compat-
ible persistent storage device. A Java Servlet Web-based visualization tool is
being developed, exploiting Starlink software experience on VO data viewing
and modeling [Gray 2004, Taylor 2003].

Core implementation The data model has been designed to reflect data
usage and so as to be pipeline oriented. Data are organized within a graph
structure modeling pipeline path. This has been done aiming at exploiting fast
data browsing by link and preventing time expensive internal queries traversing
the databases to find and evaluate starting point objects. The history of the

2http://access1.sun.com/jdo/
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processing path of data products is logged so to let clients browse data products
following their processing path.

Queries Data retrieval features include object lookup by mnemonic alias,
by version and attribute values. Modules can retrieve products owned by a
specified user or produced from a module or pipeline with certain parameter
values. Advanced lookup services under construction: lookup of time ordered
data by sky position through scanning strategy information.

huge sized data management Maps and time series are internally man-
aged as segmented arrays. Data are buffered within data chunks forming a
segmented array structure that allows the DMC to manage huge-sized data.
Data can also be stored in compressed form. This DMC architecture issue is
being reviewed according to forthcoming data distribution services optimized
for parallel computing on Beowulf workstation cluster using MPI [Gropp 2000a,
2000b].

5. Conclusions

In the future, a FITS file implementation of the DMCI will be developed. Mod-
ules that rely on DMCI will be able to store data within database structures or
FITS files transparently. JDO technology will let DMC deal Java objects to any
transactional data store transparently. The DMC was released in late October
2003, after the completion of alpha testing campaign. DMC is being currently
tuned while undergoing beta tests at the Max Planck Institute for Astrophysics
and at the LFI DPC pipeline integration site [Zacchei, 2004].

Acknowledgments. We wish to thank the Research and Science Support
Department of ESA ESTEC for their alpha testing activity, Max Planck Institute
for Astrophysics for their beta testing activity and the Planck IDIS community
and the LFI DPC Consortium Institutes for comments and suggestions.
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Abstract. Sherpa is the fitting application of the Chandra Interactive
Analysis of Observations (CIAO) package. In this paper, we discuss how
we have extended the capabilities of Sherpa in CIAO3.0 with the S–Lang
programming language. Users are now able to load Sherpa data sets into
S–Lang variables, and vice versa. Users also now have access to many
new S–Lang functions which are the equivalents of Sherpa commands.
Thus, it is now possible for users to write their own S–Lang scripts that
load data into Sherpa, perform fits, and then copy the fit results out to
S–Lang variables for further analysis in their scripts. Such scripts can
be run from within Sherpa; it is also possible to load a Sherpa runtime
module into another S–Lang application, and then run the same scripts
in that application. We have also made it possible for users to run S–
Lang scripts that modify the appearance of plots generated by Sherpa
plotting commands. Finally, settings that affect the execution of many
Sherpa commands can be changed via S–Lang variables. These settings
can be stored and read back in at the start of a Sherpa session. These
extensions to Sherpa follow from our efforts to embed S–Lang in CIAO,
first described in Doe et al. (2001).

1. Introduction—What Are Sherpa And S–Lang?

Sherpa is the modeling and fitting tool of CIAO software package. We have
developed it with the primary goal that a user should be able to take full ad-
vantage of Chandra’s unprecedented observational capabilities and be able to
analyze data in up to four dimensions (energy E or wavelength λ, time t, and
spatial location [x,y]) with a wide variety of models, optimization methods, and
fit statistics. We have also made it as general as possible, so that users can
analyze data from other X–ray missions (e.g., ROSAT, XMM ) and from other
wavebands.

S–Lang is an interpreted language created by John Davis of the Center for
Space Research at MIT. S–Lang is a popular language, with several hundred
users, and several applications that use it as an extension language. Embedding
such a language into an application can enhance its flexibility and power by
allowing users to more easily extend its capabilities. We have added S–Lang to
CIAO, where it is currently used most heavily in ChIPS (Chandra Imaging and
Plotting Software) and Sherpa.
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2. S–Lang Access To Sherpa Data

Embedding S–Lang in Sherpa was an important first step. This allows users to
call their own S–Lang functions from Sherpa. But simply calling new S–Lang
functions is of limited use unless such functions can analyze data that have
already been read into Sherpa.

Thus, we have added S–Lang functions that provide interfaces to Sherpa
data structures. Among them are functions that copy Sherpa data from C++
to S–Lang variables. S–Lang scripts can now obtain copies of Sherpa data sets,
and their associated errors and weights, as well as model values calculated from
models fit to the data.

Data residing in S–Lang variables can also be copied back into Sherpa. S–
Lang scripts can now copy data from a Sherpa data set, perform some analysis
on the data, and then copy the data back into Sherpa. A Sherpa model can
then be fit to this modified data set. We also provide other S–Lang functions to
access other Sherpa information (e.g., values and ranges or model parameters).

The Sherpa documentation1 has a complete list of the S–Lang functions we
provide, including examples using these functions.

These functions are available from the Sherpa command line; they are also
available from a S–Lang module we distribute along with Sherpa itself. S–Lang
modules are shared objects which can be dynamically linked to other S–Lang
applications. Sherpa S–Lang functions, and thus, a Sherpa fitting session, can
be run from any other S–Lang application (e.g., ChIPS, slsh).

3. Interface to ChIPS

ChIPS is the Chandra Imaging and Plotting Software. S–Lang has also been
embedded in ChIPS. For the plots generated from Sherpa, we now use S–Lang
as the interface between Sherpa and ChIPS.

Sherpa has a number of S–Lang scripts that create certain types of plots
(e.g., plots of data with error bars, plots with data and model values overplotted,
plots of residuals, and so on). These scripts copy the appropriate data, errors
and model values from Sherpa and send them to ChIPS; the scripts then call
various S–Lang functions which are equivalent to ChIPS plotting commands.

The plots Sherpa generates all have different default appearances. To allow
users to change these defaults, we provide configuration variables that govern
the attributes of the plots. Examples of such attributes include line style, point
style, presence of x- and y-error bars, colors for line and points, etc.

The Sherpa documentation includes a list of all configuration variables and
examples illustrating their use.

4. User Models in S–Lang

Sherpa provides a number of mathematical and physical models to which data
can be fit. But Sherpa cannot possibly provide every model that every user

1http://cxc.harvard.edu/sherpa/
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might want. Therefore, we provide an interface to models written in S–Lang.
Users can write their own models in S–Lang and then load the model into Sherpa.
Once the model is in Sherpa, it can be used just as a native Sherpa model would
be—the syntax is identical.

5. Extending Sherpa

The enhancements we have added to Sherpa—S–Lang access to Sherpa data
sets, a S–Lang interface to ChIPS, and a S–Lang interface to user models—help
users to more easily write their own extensions to Sherpa. Such extensions could
be functions to prepare Sherpa data sets for analysis, to modify plots produced
by Sherpa plotting scripts, or to analyze data and fit results in ways that cannot
be done with native Sherpa functions.

The CIAO Web pages include pointers to a number of “threads”2 that
(among many other things) show how to use S–Lang to extend Sherpa. These
topics include:

• Introduction to the Sherpa S-Lang Module.
• Accessing fit results using S–Lang.
• Advanced customization of Sherpa plots.

6. Calculating K-corrections Using S-Lang and Sherpa

We conclude with a condensed version of another thread from our Web page—
a thread that shows how to use Sherpa, with S–Lang extensions, to calculate
k–corrections for any of the spectral models available from Sherpa. As an exam-
ple we calculate the corrections necessary for the flux measured in the 0.5–2.0
keV energy range from a thermal plasma (as described by the Mewe–Kaastra–
Liedahl—a.k.a. MEKAL—model) for a range of redshifts and gas temperatures.
The aim is to emulate the figure presented in Appendix B of Jones et al. (1998).

The first step is to create an instance of the xsmekal model, and set the
plasma temperature and metal abundance to be 7 keV and 0.3 times solar re-
spectively.

sherpa> paramprompt off
Model parameter prompting is off
sherpa> source = xsmekal[plasma]
sherpa> plasma.kt = 7
sherpa> plasma.abund = 0.3

For the rest-frame energy range (0.5-2.0 keV) and redshift range (0-2) con-
sidered in this example, we need to ensure that the model is evaluated over at
least 0.5 to 4.0 keV. It does not matter if the energy range is larger than that,
so we chose 0.01 to 10 keV, with a grid spacing of 0.01 keV.

sherpa> dataspace (0.01:10:0.01) histogram

2http://cxc.harvard.edu/sherpa/threads/slang.html
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Figure 1. K–Correction, at temperatures of 1, 2, 4, and 10 keV.

We can then use the calc kcorr function from the Sherpa utility package
(sherpa utils.sl, available for download from the Sherpa Web page). This
function can return the k–correction for a single redshift, or a range of redshifts.
Here we calculate the correction values for the redshift range 0 to 2.

sherpa> z = [0.0:2.1:0.1]
sherpa> kc = calc_kcorr( 1, z, 0.5, 2.0 )

This method can then be used to calculate the k–correction at plasma tem-
peratures of 1, 2, 4, and 10 keV. The result is shown in Figure 1, which resembles
that of Jones.
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The SLANG/CIAO Synergy: Using S-Lang within CIAO
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Abstract. The integration of S-Lang into the Chandra Interactive Anal-
ysis of Observations (CIAO) infrastructure has transformed the capabil-
ities of CIAO. There are several ways to use S-Lang. One is to write a
S-Lang function which can be called from C/C++, CIAO applications, or
any S-Lang prompt. Another is to write a C/C++ program which is made
into a S-Lang intrinsic, allowing it to be called from any S-Lang script.
The key element is that a C/C++ or CIAO application can call a S-Lang
function/intrinsic, and that a S-Lang function/intrinsic can call a C/C++
or CIAO application. To use this capability, data must be exchanged be-
tween the C/C++ space and S-Lang space. This paper describes some
of the mechanisms available for that data exchange. These mechanisms
are illustrated through simple C/C++ and S-Lang program pairs, the S-
Lang intrinsic methodology used by the CIAO S-Lang function “univar”,
and the use of the VARMM library by CIAO functions: Chandra Imaging
and Plotting Software (ChIPS) UNIVAR, and the Graphical File Browser
(PRISM) “histogram”.

1. Introduction

S-Lang is an interpreted language created by John Davis of the Center for Space
Research at MIT1. The S-Lang scripting language is embedded into CIAO, and
is used in several CIAO applications such as ChIPS and PRISM. It is avail-
able to CIAO users and developers for execution of their own S-Lang scripts, or
scripts contributed from other organizations. In addition, there is a large body
of analysis functions written in C or C++ which can be used for data analysis.
For example, CIAO provides various functions which are used in CIAO, and
are available to developers and users. Two examples of these are the “univar”
and “histogram” functions. Once a user or developer acquires a facility with
scripting, and utilizing existing functions in those scripts, they acquire great an-
alytical power. With these techniques in hand, each language can be used when
and where they would be most beneficial. But to acquire this capability, users
and developers must know how to exchange information between C/C++ and
S-Lang, and call functions in one language from another. This paper describes
several methods available for that data exchange.

1http://www.s-lang.org
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% put the result on the Slang Stack

   variable x = 42;

x; 42    if(-1 == SLang_pop_integer(&y) )
{}

Figure 1. S-Lang to C value exchange

    {

73

   if(-1 == SLang_push_integer(y) )
}

variable x;
% Pop the value put on the stack by the C program

x = ();

    int    y = 73;

Figure 2. C to S-Lang value exchange

2. Simple Exchanges

S-Lang is a stack based language. One must learn how to make use of the stack,
to a much greater degree than in C or C++, in order to do serious S-Lang
programming. For example, exchanging values between a C program and a S-
Lang script is done using the stack. To push an integer variable (e.g. “x”) onto
the stack, in S-Lang, the user stipulates the variable followed by a semi-colon:
“x;” (Figure 1). To capture that value in a C program, the user pops the value
off the stack with the “SLang pop integer” function. This works regardless of
data structure type. If “x” is an array of 10 floats, then “x”; pushes the 10
values on the stack.

In Figure 2, the C program pushes an integer value onto the S-Lang stack,
using the “SLang push integer” function. The S-Lang program on the right,
pops it off with the S-Lang “()” syntax. In S-Lang, “()=” pops a data structure
off the stack and discards it. “x = ();” pops a data structure off the stack and
assigns it to the S-Lang space variable, “x”.

In addition to exchanging values via the stack, C programmers can create
and manipulate S-Lang variables directly:

// Tell S-Lang to create the variable, x, and initialize it to 42
if(-1 == SLang_load_string(‘‘variable x = 42;’’)) {......}

There are two ways a user can run the programs and scripts which exchange
data. One method requires two windows: one in which the C program is run,
and another with a S-Lang prompt. Alternatively, a C program can execute a
S-Lang script using the “SLang load file” function.

These are the simplest methods of exchanging data; all subsequent method-
ologies are based upon these basic operations. The necessary C/C++ functions
are found in “slang.h”. These are the methods to be used when minimal coupling
between scripts and functions is required.

3. C/C++ Intrinsics

S-Lang has many strengths, such as array manipulations. But for heavy math-
ematical processing C or C++ is a better choice than an interpreted scripting
language. S-Lang provides a means to incorporate functionality best written in
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 SLANG_DOUBLE_TYPE, 
 SLANG_VOID_TYPE,   

         (FVOID_STAR) univar_cpp,
   if (-1 == SLadd_intrinsic_function ("univar", 

{

int init_univar_module(void)

} // end function univar_cpp

     slope = (ymax - ymin) / (xmax - xmin);

    }
     return;

#include "slang.h"
extern "C" { int init_univar_module(void); }

       SLang_Array_Type* ybkpts)
       SLang_Array_Type* xbkpts,

void  univar_cpp(double* xin,

         3,                

  (status, yout) = univar(xin, xbp, ybp);

     SLang_push_double(((double*)ybkpts->data)[ii]);
     SLang_push_integer(status);

  variable status, yout, evalout;

xin = 0.05;
  ybp = [.1:.9:.1];
  xbp = [.1:.9:.1];

% Vastly oversimplified!
% create the breakpoint arrays

}

       ))
   return 0;

     return -1;

 SLANG_ARRAY_TYPE 
 SLANG_ARRAY_TYPE,  

{

0

42.0

.

.

 // otherwise calculate the slope  else

.

.

  int  cntx = xbkpts->num_elements,
       cnty = ybkpts->num_elements;

  // If segment slope is vertical, set status to "vertical" 
  // push status and left breakpoint y value onto stack
     if( (xmax - xmin) == 0.0)

 {
     status = vertical;

% off the stack
% use the intrinsic, popping the results

  import("univar");
% make the intrinsic available to S-Lang

% output variables

  variable xbp,ybp;
% input breakpoint arrays

Figure 3. The C Intrinsic Method

C, into a S-Lang script. To do this, the user casts the C function into a S-Lang
intrinsic, making it just as available to the user as “sin(x)”.

Figure 3 illustrates the method used to make and use a C++-based S-Lang
intrinsic. On the left is the CIAO function “univar”; written in C++, built as
a module, and made into a S-Lang intrinsic. It is available for direct use in any
S-Lang script the CIAO user wishes to write.

To make “univar” known to S-Lang, the user must supply the function
“init univar module”. S-Lang calls the function automatically.
“init univar module” contains the key function call which adds the intrinsic:
“SLadd intrinsic function”.

The S-Lang script on the right, in Figure 3, shows how a S-Lang intrinsic is
used. The S-Lang programmer must first import the module, as shown. When
called, the user passes in an x input (xin), an array of x breakpoints, and an
array of corresponding y breakpoints (xbp, ybp). “univar” returns the result by
pushing a status value indicating the mathematical validity of the result, and
the interpolated value, onto the S-Lang stack. The S-Lang script captures the
resultant values off the stack using the “(status, yout)” stack popping syntax,
as shown in the script.

4. Application Use of Embedded Libraries.

Writers of S-Lang and S-Lang/C++ scripts often need common functionality
such as FITS or ASCII file operations and data structure representation. In
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the previous examples, S-Lang variables that are created and are to map to
corresponding C++ variables, must be kept synchronized by the programmer.
To simplify S-Lang/C++ integration, CIAO provides the programmer with
VARMM: a library of classes and methods which is a data interface between
C++ and S-Lang (S. Doe, et. al. 2000). VARMM provides classes for data
representation, methods to manipulate those data structures, FITS and ASCII
file operations, and a simple API. VARMM data elements can be linked to their
S-Lang variable counterparts so that a change in the value of the S-Lang vari-
able changes the value in the VARMM object. VARMM ASCII or FITS file
read operations can create VARMM and S-Lang data structures containing the
file input values.

For a brief illustration of how VARMM can be used, we choose a CIAO
C++ application, PRISM, which is commanded to plot a histogram of a selected
column of a FITS file. PRISM invokes ChIPS and commands ChIPS to forward
the following statement to the S-Lang parser:

prism data = readbintab(“pe.fits[2][cols pha]”);
“readbintab” is a VARMM library method which opens the FITS file,

pe.fits, creates the S-Lang data structure, “prism data”, extracts the “pha”
column of data, and stores the data in “prism data”. PRISM will send a sub-
sequent command to ChIPS to execute the S-Lang script, “histogram”, which
results in the histogram plot. “prism data”, a variable in S-Lang scope, is avail-
able to the “histogram” script as well as any other script the programmer wishes
to write and execute.

5. Conclusion

S-Lang is integrated with CIAO and can be used in conjunction with C or C++
programs to gain enhanced analysis capabilities. Users can select either S-Lang
or C/C++; whichever is most appropriate for the application. Using S-Lang and
C together requires methods to exchange data between the two scopes, using the
S-Lang stack. Simple exchanges can be done using push and pop commands in
S-Lang, and, for C, push/pop functions found in “slang.h”. C programs can
issue S-Lang commands directly or invoke S-Lang scripts. This provides the
simplest interface and the least coupling between the script and the C program.
C/C++ functions can be integrated into S-Lang scope by making them into a S-
Lang intrinsic, allowing the functionality to be distributed. Common functions
needed by most programmers, such as file I/O, data structure creation and
synchronization, are supplied by VARMM. VARMM also supplies an API which
makes integration of S-Lang and C++ much simpler.

Acknowledgments. This work is supported by the Chandra X-Ray Center
under NASA contract (NAS8-39073).
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Abstract. Recent developments in the AST library for managing WCS
information are described. These include support for spectral coordinate
systems, and compliance with FITS WCS papers I, II and III.

1. The Starlink AST Library

• Home page at http://www.starlink.ac.uk/ast/.
• Provides a comprehensive range of facilities for attaching world coordinate

systems to astronomical data, for retrieving and interpreting that infor-
mation and for generating graphical output such as coordinate grids based
upon it.

• Can read and write WCS information stored in the form of FITS-WCS
headers, but also provides its own richer format.

• Object-oriented design implemented in pure ANSI C with interfaces for C,
FORTRAN and Java (via JNI).

• Has built-in intelligence for identifying flavours of celestial, spectral and
other coordinate systems and determining how to transform between them,
allowing general purpose code to be written which makes no assumptions
about the nature of the coordinate systems.

• Includes a flexible and versatile “tool-kit” for creating and modifying col-
lections of coordinate frames interconnected by arbitrarily complex trans-
formations.

• Easy-to-use graphical facilities allow the production of annotated grids.
Graphics are drawn via a simple “driver” module which AST calls to draw
lines, strings, markers, etc. AST includes a driver for PGPLOT; drivers
for other graphics systems (e.g. Tcl/Tk, Java/Swing, etc.) can easily be
(and have been) written. An example of code which draws a coordinate
grid is shown on this poster.

2. What’s New in AST

2.1. V2.0 - Highlights Only

• A new class called SpecFrame has been added which represents positions
within an electro-magnetic spectrum . SpecFrame can convert spectral
axis values between any of the coordinate systems or rest frames listed in
FITS-WCS paper III, using any appropriate units.
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• The astConvert method, which automatically finds a Mapping between
any two coordinate Frames, now takes account of the “Units” string in
the two Frames, so long as they use the conventions for described units
included in FITS-WCS paper I.

2.2. V3.0 - Highlights Only

• Support for FITS-WCS papers I, II, III & IV has been extended signifi-
cantly. The current status is shown in Tables 1 and 2.

• Includes new documentation giving the details of AST’s implementation
of FITS-WCS papers I, II and III.

• The SkyFrame class (which represents coordinate systems on the sky) now
supports ICRS and helio-ecliptic coords.

• The Mapping class (which represents coordinate transformations) has a
new method to determine the rate of change of any Mapping output with
respect to any Mapping input.

• Several new sub-classes of Mapping have been added:

PolyMap: Performs a general N-dimensional polynomial transformation.

GrismMap: Models the dispersion in a grism or prism.

ShiftMap: Shifts each axis by a specified constant.

• Simplification of complex Mappings has been extended.

3. Coming Soon

• New XML formats for WCS information, including IVOA Space-Time-
Coordinate format.

• Support for coordinate systems representing time, including automatic
identification and conversion between different temporal systems.

• Increased coverage of FITS-WCS papers.
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Table 1. Support within AST V3.0 for FITS-WCS features.

Feature Status

Axis distortions (as described in paper IV) Ignored (except for the SIRTF-specific “-
SIP” code which is interpreted correctly
when reading a FITS header, but is never
written out to a new FITS header).

Alternate axis descriptions Supported

User-defined fiducial points Supported

Choice of PCi ja or CDi ja matrix Supported

Deprecated WCS conventions (e.g. keyword
CROTAi, EPOCH, PCiiijjj, the NCP projec-
tion, etc.)

Supported

Alternate keyword formats for inclusion in
tables

Unsupported

Units in comment strings Unsupported

Uncertainties in the coordinates Unsupported

“WCSDEP” convention Unsupported

Use of longitude projection parameters to
store LONPOLE and LATPOLE

Supported

Common, non-standard features Support for reading (but not writing) vari-
ous common, non-standard feature such as
“TNX” and “ZPX” projections is included.
More can easily be added as requested.
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Table 2. Support within AST V3.0 for FITS-WCS keywords.

Keyword Description Status

WCSAXESa WCS dimensionality Supported

CRVALia Value at reference point Supported

CRPIXja Pixel of reference point Supported

CDELTia Increment at reference point Supported

CROTAi Rotation at reference point Supported (only written when producing
a “FITS-AIPS” header)

CTYPEia Coordinate/algorithm/distortion
type

Supported (all coordinate systems [in-
cluding helio-ecliptic] and algorithm
codes listed in papers I, II and III, with
the exception of the “STOKES” and
“COMPLEX” values defined in paper I,
the “CUBEFACE” value defined in pa-
per II, and the “-TAB” algorithm defined
in paper III)

CUNITia Units of coordinate values Supported (including automatic unit
conversion if the units strings conform to
paper I conventions)

PCi ja Transformation matrix Supported

CDi ja Transformation matrix Supported

PVi ma Algorithm numerical parame-
ter

Supported

PSi ma Algorithm textual parameter Unsupported

WCSNAMEa Coordinate version name Supported

CRDERia Random error Unsupported

CSYERia Systematic error Unsupported

LONPOLEa Coordinate rotation (celestial
axes)

Supported

LATPOLEa Coordinate rotation (celestial
axes)

Supported

RADESYSa Frame of reference (celestial
axes)

Supported (all systems, except ecliptic
coordinates are currently assumed to be
FK5)

EQUINOXa Coordinate epoch (celestial
axes)

Supported

EPOCH Coordinate epoch (celestial
axes)

Supported (only written when producing
a “FITS-AIPS” header)

MJD-OBS Time of observation Supported

SPECSYSa Spectral reference frame Supported (all systems, except CMB-
DIPOL)

SSYSOBSa Spectral reference frame fixed
during observation

Unsupported

OBSGEO-
X/Y/Z

Observation position Supported

MJD-AVG Average date of observation Supported

VSOURCEa Physical velocity of source for
SPECSYS=SOURCE cases

Supported

ZSOURCEa Optical velocity of source for
SPECSYS=SOURCE cases

Supported

VELOSYSa Velocity w.r.t. standard of rest Unsupported

RESTFRQa Line rest frequency Supported

RESTWAVa Line rest wavelength in vacuum Supported

CNAMEia Descriptive axis label Supported
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Abstract. We describe here the first step we took to interoperate GILDAS
and MIRIAD, two current state–of–the–art data reduction packages of mil-
limeter radio astronomy.

1. Introduction to GILDAS and MIRIAD packages

GILDAS and MIRIAD (Sault et al. 1995) are two state-of-the-art data reduction
packages for the current generation of millimeter instruments. GILDAS is used
daily at IRAM instruments (i.e. the Plateau de Bure Interferometer and the
30 m) as well as several other single dish telescopes (e.g. CSO, HHT, Effelsberg)
while MIRIAD is used daily at BIMA, ATCA, OVRO and WSRT. Moreover, as
revealed by publicly available evaluations for compliance with the ALMA off-line
data processing requirements (Gueth et al. 2003 and Wright et al. 2003), almost
2/3 of the core functionalities needed by the next generation of mm interferome-
ters are adequately covered by GILDAS and MIRIAD. Going further, Fig. 1 shows
that, between them, GILDAS and MIRIAD cover more that 75% of the ALMA
requirements for off-line. Indeed, although the core functionalities needed to
reduce millimeter interferometry data are well covered in both packages, the
strength of both packages are complementary. GILDAS has good data analysis
and visualization tools, while MIRIAD has a complete set of calibration and imag-
ing algorithms including polarization (for more details, see Pety et al. 2003a).
It is thus interesting to study the possibility of interoperating both packages in
a user-friendly way (Pety et al. 2003b).

1IRAM Grenoble, France

2Observatoire de Bordeaux, France
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Figure 1. Results of the evaluation of the GILDAS and MIRIAD pack-
ages for compliance with the ALMA o -line data processing require-
ments. Those requirements have been prioritized: All takes into ac-
count absolutely all the requirements while Critical only evaluate the
49% more important requirements. In the legend, A means Adequate,
A/E Enhancements are desired, I/N Inadequate of Not available and
U Unable to evaluate. Low/Medium/High is the severity of the failure
to meet the requirement. Many more details may be found in Pety et
al. (2003a).

Both packages have rather di erent implementation philosophy. GILDAS is
made of large stand-alone programs like CLASS and CLIC for single-dish and
interferometric data calibration and MAPPING for data imaging, deconvolution
and analysis. In addition, GILDAS has the ability to launch fully separated
tasks. MIRIAD is build around a large collection of individual, well focused
tasks, that run under the native operating system. Both packages also have
di erent user interfaces. GILDAS is build around SIC, an homemade command
line interface enabling direct insight into the data, and GREG, a very e cient,
homemade plotting environment. Since MIRIAD programs are simple standalone
tasks, every UNIX shell may serve as MIRIAD user interface. MIRIAD developers
have in the past experimented with graphical user interfaces, but in practice
users write shell scripts to perform their analysis pipelines. Finally, although the
data models used in GILDAS and MIRIAD are very similar, their implementation
is very di erent.

In a rst step toward interoperability, we thus decided to run both packages
under python and to exchange data using FITS. The porting of both packages
under python is described in the next section. Section 3 describes a concrete
example of GILDAS/MIRIAD interoperability. This gives us the opportunity to
compare the imaging and deconvolution algorithms of GILDAS and MIRIAD.
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2. Python Ports

The main difficulty to port GILDAS under python is the different characteris-
tics of SIC vs. python, i.e. strongly vs. weakly typed languages and procedural
vs. object oriented languages. As a first approach, we used f2py (a FORTRAN
to python interface generator) to produce a generic interface to the SIC com-
mand line interpretor and a direct interface to some of the most commonly used
commands. All GILDAS capabilities are thus directly available from the python
prompt. No one–to–one correspondence between FORTRAN and python variables
is yet provided impairing good interaction with data. Progress is currently being
made in this direction. Another foreseen evolution is the possibility to swap on–
the–fly from python to SIC and vice-versa, as this is an important requirement
for the community of current users.

In the MIRIAD case, a generic python interface was written to pass informa-
tion to MIRIAD tasks and recover their output. Neither direct access to MIRIAD
internal data structure nor automatic translation of template procedures from
csh to python are yet available. The next improvement will be to automate the
building of task access in python, decreasing the size of current python script
by about 50%. Finally, the ATA group have recently implemented a Jython
interface to MIRIAD dubbed J-MIRIAD (Harp & Wright 2003).

3. Interoperability Demonstration

An example of the current interoperability capabilities of GILDAS and MIRIAD is
available with all needed details to rerun it on your own PC1. In this example,
we start from the raw visibilities (in native PdBI format) of the Young Stellar
Object GG Tau (Guilloteau, Dutrey & Simon 1999). The data is calibrated
inside GILDAS, imaged and deconvolved inside MIRIAD and finally visualized back
inside GILDAS, both packages being called from the same python process. This
is about 1.5 GB of data that has been processed in about 10 minutes end–to–end
on a 1.5 GHz AMD Athlon with 768 MB of RAM memory. We had to adapt
our FITS readers/writers as uvfit is an ill-defined standard that does not fully
support the flexible GILDAS and MIRIAD data structures. No others difficulties
were encountered. The main results are velocity channel maps of the HCO+

(J=1–0) line (not shown here) and a 1mm continuum map.
As a by-product, we also imaged and deconvolved the 1mm continuum map

inside GILDAS. Fig. 2 shows a detailed comparison of the GILDAS and MIRIAD
images, which allows us to conclude that GILDAS and MIRIAD imaging and de-
convolution performances are similar.
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Figure 2. Top images: The 1 mm continuum imaged in GILDAS
(right) and MIRIAD (left), both using the same map resolution and
restoring beam. Bottom left: |GILDAS−MIRIAD|. Bottom right:
GILDAS/|GILDAS−MIRIAD|. In all panels except the fidelity image, the
same color scale and 3–σ contours levels have been used. The differ-
ence map sigma is 1.27×10−3 compared to 1.76×10−3 for GILDAS and
MIRIAD images. Please, note the absence of contours on the difference
image and the high fidelities similar as the image dynamic, which imply
an excellent agreement between GILDAS and MIRIAD.
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Abstract. Efforts are underway at the Chandra X-ray Center to de-
velop a new level of data processing capability which will result in the
creation of a source catalog spanning the full set of Chandra observations.
Level 3 processing will include detailed source properties derived from all
available Chandra data. The resulting catalog will provide easy access
to Chandra data for an expanded number of astronomers, particularly
those less familiar with analysis in the X-ray regime. It will allow easy
searching of the archive for specific sources or for statistical properties of
different classes of targets. In addition, consistent sets of data products
along with all relevant calibrations will be available for detailed analyses.

Work has begun on developing a preliminary data processing pipeline,
combining existing processing tools and identifying functionality which
needs to be developed. Some effort has been made to identify a quick
source detection algorithm which can work in the presence of the low-
count background and source photons typical of Chandra X-ray data,
and also be robust enough to find multiple or extended sources. Eventual
goals of Level 3 processing include refining source detection and proper-
ties by simultaneously fitting multiple observations, and cross-matching
identified sources with other catalogs. In this paper we present the cur-
rent design, challenges, and discuss the various analysis trade-offs.

1. Goals

There are three main goals that drive the development of the Chandra Level 3
pipeline project. The first is the desire to create a catalog of all detected sources
from all Chandra observations. This will be done by automating source detection
to extract all sources in the field of view. It specifically envisions making use of
all available data from combined observations to maximize the ability to detect
and quantify all possible sources.

In addition to identifying sources and their locations, the second goal is
to provide detailed source properties for all detected sources. This will mean
archiving a uniform set of properties for all catalog objects. All relevant cali-
bration data will also be made available in the catalog.
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Figure 1. Sample source regions identified by the Level 3 pipeline

Having detected sources and cataloged detailed information, the third goal
is to provide easy access to all Chandra data for a broad based group of as-
tronomers. The catalog and interface will enable easy searches for sources and
properties, and also enable easy searches for statistical properties over a class
of sources. In addition to providing information for pure scientific research, the
data should also aid in preparing future proposals or observations.

2. Prototype Pipeline

The prototype Level 3 pipeline is currently being developed. In its initial steps,
it processes individual observation IDs (obsids) to automatically extract source
data and populate the archive. Event data from an obsid is preprocessed by
removing bad pixels and creating a simplified exposure map. This information
is used by the source extraction software to identify source regions (Figure 1).
Source detection is performed on the broadband image, and also on the hard,
medium, and soft energy ranges independently. Successively larger regions cen-
tered at the mirror focal point are examined at higher blocking factors. These
larger blocking factors are matched to the increase in size of Chandra’s point
spread function (PSF).

Sources from the event list examined at different blocking factors and energy
levels are then merged to create a complete source list. Each source region is
identified, along with an appropriate background region. Further analysis is
performed on a per source basis, with parallel paths for each source through the
pipeline. To assist in the forward fitting step, in which sources are identified as
either a single point source, two point sources, or a more complex source, the
Chandra PSF is calculated at multiple energy levels (Figure 2). Exposure maps
of both the broadband background region and of the individual energy regions
are also calculated.

The forward fitting step identifies the type of source (single, double, com-
plex) and provides source property information. Flux, hardness ratio, and other
quantities are calculated. Additional information, such as lightcurves and spec-
tral information, are extracted. Data are then fed into the archive. The archive
is examined for existing data on the source, and if found, portions of the Level 3
pipeline will be run again with merged data from multiple obsids. The archive
will maintain the most complete information from all obsids that have been in-
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Figure 2. Sample source PSFs for 2 energy bands: soft (left) and hard

corporated into the Level 3 pipeline. It will include not just source property
information, but also ancillary data, such as the regions from which source and
background information was extracted, exposure map data, etc.

3. Challenges

This section highlights four of the most significant challenges that will need to
be met in order to create the Level 3 pipeline.

Low Count Data. Chandra X-ray data typically consist of low-count source
data when compared to background data, often making it difficult for source
detection algorithms to distinguish sources, reject false sources, and separate
two nearby sources. Since the Chandra PSF grows significantly away from the
focal point of the mirrors, resolution between multiple sources far from the
focal point becomes increasingly difficult. Shown on the left in Figure 3 are
some test studies performed to determine the ability of one candidate source
extraction routine, SExtractor (Bertin), to resolve sources in the presence of
varying backgrounds and distances from the focal point. The graphs show that
increasing distance from the focal point and decreasing source events increases
resolving difficulty for a pair of sources 4 arcseconds apart.

Regions of Interest. Determining the source and background regions for
cleanly separated sources is not difficult. But when multiple sources are near
each other and source and background photons overlap, identifying regions of
interest (ROIs) becomes harder. For example, at the right in Figure 3 two
sources are near enough that the source and background photons (nested circular
regions) overlap in a small area. Should the overlapping photons be assigned
to both sources, divided equally, or ignored? Various characterizations of the
source and background region are currently being evaluated in a forward fitting
algorithm.

Processing Complexity. Efficiently handling the large number of per source
files and supporting data created by the Level 3 pipeline is necessary to min-
imize processing times. The current pipeline produces a very large number of
files. Focal plane images at several blocking factors and energies are produced.
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Figure 3. Challenges: Source detection results (left), overlapping ROIs

Per source exposure maps and PSF files are created at each energy band. Spec-
tral and temporal information, per source viewable image files and additional
smoothed images are created. Then, if prior Level 3 processing has already cre-
ated archive entries for a source, all processing is repeated combining data from
current and prior observations of this source for a new archive entry.

Archive. Challenges for the Level 3 archive come from the need to provide
uniform data for all sources, despite the different character of the sources and
the different needs of potential users. Issues also arise from combining multiple
observations of the same source. Some archived quantities are not easy to merge
into a combined catalog entry. Spectral information, for example, may vary
among different observations of the same source. Which method is best to
represent these types of data? How should factors such as exposure length vs.
off-axis angle be weighed against each other?

4. Conclusion

Work is underway on the Chandra Level 3 pipeline to produce a source catalog
with detailed information for all Chandra sources. An initial prototype pipeline
is being developed, highlighting numerous challenges that need to be addressed.
Refinements will be made to the pipeline as research into these issues matures.

Acknowledgments. This project is supported by the Chandra X-ray Cen-
ter under NASA contract NAS8-39073.
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Abstract.
The Flexible Image Transport System (FITS) is a powerful and

widely adopted means of exchanging Astronomical Data. There are also
a great number of tools and libraries available on many platforms to fa-
cilitate working with FITS.

We present the FitsLib1 , A library written to facilitate development
of astronomical data analysis tools on the Microsoft.Net Platform. This
has been developed as a wrapper over one of the very popular and time
tested FITS libraries, CFITSIO. Fits.Net library merges the advantages
of speed and ruggedness of CFITSIO with the language independence
of the Microsoft.Net technology and a simple Document Object Model
(DOM). We believe this library will be intuitive for .NET programmers.

We present the design and usage patterns of the library in C-Sharp.
We also discuss performance issues of the library. Finally we present a
number of applications and web services, which are currently running on
this library.

1. Introduction

We wished to use the CFITSIO package in developing image cutout services on
the Microsoft’s .Net Platform in the C-Sharp language. This is a comprehensive
library and we did not feel translation was viable, C-Sharp does allow use of
managed C++. We set out to wrap a minimal set of routines in the managed
C++ programming environment.

This minimal set, however, grew larger as more functionality was required
in C-Sharp. It became apparent that developing code with so many pointers

1http://skyservice.pha.jhu.edu/develop/FitsLib/
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and unmanaged data objects in C-Sharp would prove to be prohibitive, both for
development and for maintenance. This led to the design of an object-oriented
wrapper that eased the memory and safety issues involved with pointers.

Initially a minimal package was developed which could perform reading
operations on FITS files. Slowly more features were added until most of the
popular FITS operations are now possible

An undercurrent of a Document Object Model like structure can be seen
throughout the package. We felt that it would match closely with the structure
of a FITS file and would be easy to associate with for a programmer in an Object
Oriented Language such as C-Sharp.

2. Design Overview

One of the design decisions was to make the library Common Language Runtime
compatible (CLR). This would enable the wrapper to be used across different
.Net languages such as C-Sharp, Visual Basic and Managed C++.

This resulted in the whole design being done in two stages. In the first stage
a CLR compliant interface was designed. In the second stage this interface was
implemented by instantiating and operating on the appropriate CFITSIO data
structures.

2.1. The Interface

The interface intends to provide an intuitive Document Object Model (DOM)
like layout for a FITS file. Features such as indexing, properties and polymor-
phism are utilized here to give a DOM layout for the classes involved.

The FitsFactory provides methods for creation of new interfaces to FITS
files. The Fits interface opens FITS files for read or write operations. There
are also specific interfaces for Fits Table and Image units. The FitsHeader
interface provides access to header information in every unit. FitsData is the
data structure representing a cell of a Table and also the image buffers.

2.2. The Implementation

The implementation focuses on issues such as memory management, invoking the
underlying CFITSIO routines, error management, implementing object-oriented
data structures and maintaining CFITSIO data structures. Specific classes im-
plement each of the interface classes managing the tasks mentioned above (2.1.).

CFitsTable and CFitsImage are the two major implementation classes. The
CFitsTable class implements a major portion of the different interfaces to the
Fits Table. The CFitsData class implements the FitsData interface by wrapping
the fits table vectors and image buffers inside it.

3. Performance Observations

The object oriented and memory managed .Net interface is easy to use but,
introduces a small overhead compared with direct CFITSIO usage.

Performance testing of such interfaces is non trivial. It was observed that
for some very large FITS files the .NET package appears to outperform the
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Figure 1. Performance Statistics

CFITSIO, which seems anomalous. This could be due to host of independent
variants such as memory paging, code optimization or garbage collection on the
.Net platform.

However, when tested over a range of different operational requirements
and loads, some overhead can be observed.

The performance comparisons shown above were done between similar pieces
of CFITSIO and FitsLib program code. Additionally, some mathematical op-
erations were done on the data being used in the tables and images. This was
done to minimize the effects of code optimization.

4. Applications

Thanks to active usage and support from a small number of developers from the
initial stage, the tool is already employed successfully in a few applications and
WebServices, some of which are listed below.

4.1. Galex Summary

The GALEX Summary page2 allows users to browse images in depth and obtain
details of individual GALEX objects.

Among the information provided are the object unique identifier, its coordi-
nates in the GALEX combined object catalog and in the individual band passes
(Far UV and Near UV).

2http://galex.stsci.edu/Tools/Explore/explore.aspx
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4.2. Catalog Archive Server - JOBS

This is a system3 used to process queries against large astronomical databases.
It uses a system of queues and personal databases to accommodate a variety of
different queries in a timely and efficient manner.

4.3. CAS - Service

This is an XML Web Services interface4 to the SDSS Catalog Archive Server
(CAS). It provides access to catalog data and returns the result in different
formats.

5. Summary

FitsLib is a library meant for for astronomers and developers working on Mi-
crosoft’s .Net Platform. It offers a DOM like layout and the convenience of a
.Net language along with the speed of CFITSIO.

The latest documentation, samples, source and binary downloads are avail-
able from http://skyservice.pha.jhu.edu/develop/FitsLib/ .
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Hawaii, 96720

Douglas Scott

University of British Columbia, 6224 Agricultural Road, Vancouver,
British Columbia, V6T 1Z1, Canada

Dennis Kelly, Wayne S. Holland

UK Astronomy Technology Centre, Royal Observatory, Blackford Hill,
Edinburgh EH9 3HJ, UK

Abstract. SCUBA-2, scheduled for delivery in late 2005, will be the
largest submillimetre bolometer array ever built. Data from this instru-
ment are stored at a rate of 200 Hz generating approximately 0.5 TB
per night; unheard of for a submillimetre array. This paper will discuss
the overall design of the planned pipeline, with reference to some of the
unique algorithmic challenges that must be resolved.

1. Introduction

SCUBA-2 (Holland et al. 2003) is a second generation wide-field submillimetre
camera under development for the James Clerk Maxwell Telescope (JCMT).
With over 10,000 pixels in two arrays (850- and 450-µm), SCUBA-2 will map
the submillimetre sky up to 1000 times faster than the current SCUBA (Holland
et al. 1999).

2. Observing Modes

Unlike SCUBA, which can only record an AC (i.e. chopped) signal, the signal
output of the SCUBA-2 pixels will be DC-coupled to the signal processing elec-
tronics. This will lead to significant efficiency improvements, since half of the
integration cycle is not spent on blank sky. There is no need for sky chopping,
leading to better image fidelity and sensitivity to source structure on all scales.
It also gives a lower confusion limit i.e. by not continuously subtracting two im-
ages of the sky. However, the main complication is that 1/f noise from detectors

1University of British Columbia
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or electronics must be at an acceptable level. A cold shutter will take “dark
frames” to compensate for any 1/f noise and any other instrumental drifts. It
is envisaged that SCUBA-2 will provide JCMT with the following observing
modes.

2.1. Imaging

To produce images up to a few arrays in size the array can image regions of the
sky equivalent to the array field-of-view (8 arcmin) and mosaic together offset
frames. There are two techniques to achieve this. The simplest imaging mode is
simply to co-add the 200 Hz data, de-spike, flat-field and fit a sky signal. Whilst
straightforward, it is not yet clear that the flat-field will be stable enough for
this to work.

The difficulty associated with maintaining a stable flat-field indicates that
it is likely that an observing mode more complex than simple co-adding and sky
fitting will be required for simple imaging mode. We intend to use the DREAM
(Dutch Real-Time Acquisition Mode) technique as prototyped on SCUBA (Le
Poole & van Someren Greve 1998). In essence, with this technique the secondary
mirror is moved rapidly such that multiple bolometers measure the same point
in the sky during a single second of integration. The relative response for each
bolometer can then be solved such that the individual maps created for each
bolometer can be tiled to create a complete image. The main constraint on the
system is the maximum size of the secondary mirror excursion (any larger than
about 30 arcsec will lead to vignetting of the array) and the requirement to get
round the pattern before the atmosphere changes.

2.2. Scan Mode

The 200 Hz readout rate and the 7 arcsec beam at 450 µm combine to limit the
maximum scan speed to approximately 600 arcsec/sec whilst Nyquist sampling.
This is significantly faster than the current SCUBA scan rate of 24 arcsec/sec
at 450 µm or 60 arcsec/sec at 850 µm, resulting in maps potentially covering up
to tens of degrees at a time.

2.3. Spectroscopic/Polarimetric

The polarimeter and FTS will rely on the standard STARE mode (not DREAM)
in order to maximize observing efficiency. The polarimeter wave-plate will be
spinning fast (up to 25 Hz) in order to minimize sky variations and will be
a scaled-up version of the current SCUBA polarimeter (Greaves et al. 2003).
Similarly, the FTS mirror will be scanned rapidly to generate a cube as quickly
as possible (see, e.g. Naylor et al. 2003). Processing the data whilst keeping up
with observing will be challenging.

3. Computing Challenges

While 10,000 pixels spread over 2 wavelengths may not seem like much to those
used to large CCDs, the challenge for SCUBA-2 lies in the fact that the instru-
ment is read out and data stored to disk at 200 frames per second (and up to
20 kHz in the acquisition electronics). This speed is required in order to enable
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the sky variation during the readout to be minimized and allows for a very fast
mapping speed.

The data rate for SCUBA-2 translates to 4 MB/s for each wavelength, equiv-
alent to 0.5 TB of data per night for a normal 16 hour observing period. Each
sub-array is connected to a separate data acquisition (DA) computer running
Real Time Linux. In imaging mode a file is written every few seconds (limited
by sky rotation; the instrument is on the Nasmyth platform without an image
rotator) while in SCAN mode a file is written approximately every minute. The
pipeline and display system pick up data from the file system.

4. Data Display

There is no real-time display associated with SCUBA-2. Observer feedback is
provided by an instance of the pipeline optimized to display the observation
progress as fast as possible (the so-called “Quick Look” (QL) pipeline): sim-
ply co-adding sub-scans and re-gridding the data from Nasmyth coordinates
to RA/Dec. The QL pipeline is fundamentally identical to the main analysis
pipeline, differing only in the recipe that is executed. No data analysis is in-
cluded in this version of the pipeline. GAIA/RTD (e.g. Draper 2000) will be
used as the main display engine.

5. Pipeline Architecture

The SCUBA-2 pipeline will use the ORAC-DR pipeline infrastructure (Economou
et al. 1999). This architecture has a proven track record on UKIRT (Economou
et al. 2001), JCMT (Jenness & Economou 1999) and the AAT, is truly generic (it
can also support Gemini (Cavanagh et al. 2003) and ESO data (Currie 2004))
and is easily flexible enough to incorporate SCUBA-2 data. Where possible
we will make use of existing applications (the standard SCUBA algorithms for
skydip fitting (Jenness & Lightfoot 1998; Archibald et al. 2002), Starlink ap-
plications for mosaicking and world coordinate handling (Giaretta et al. 2004;
Berry 2004), and standard point source extraction tools) but new applications
will also have to be written to deal with the unique observational and com-
puting requirements for the specified observing modes (the so-called algorithm
engines). Supported messaging interfaces are SOAP, DRAMA (Bailey, Farrell
& Shortridge 1995) and Starlink ADAM.

6. Calibration Enhancements

The ability to generate complete fully-sampled images in 1 second (significantly
faster than the 64 seconds required with the current SCUBA) allows some fairly
significant improvements in calibration accuracy possible from the pipeline. For
example, the opacity correction can be applied from the water vapor radiome-
ter (see e.g. Wiedner et al. 2001) which can provide line-of-sight opacity values
every 1.2 seconds. Also, the field-of-view is 16 times larger than with SCUBA
and much more sensitive; bright sources in the field can usefully allow for fast
pointing/seeing corrections to be applied. Finally, calibration drifts can be cor-
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rected much more accurately due to the faster sampling and larger field-of-view.
(cf. Jenness et al. 2002).

7. Time Line

SCUBA-2 is considered a high risk high return project on an aggressive time
schedule. It is currently due to go on JCMT in early 2006. The general pipeline
architecture will be tested on simulated data prior to delivery, but the details of
specific algorithms may change significantly during commissioning.
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Abstract. The INTernational Gamma-Ray Astrophysics Laboratory
(INTEGRAL), an observatory mission of the European Space Agency,
was launched on October 17, 2002. Since then, nominal operations have
been conducted successfully and scientific alerts and products are made
available to the science community with a short delay. Here we briefly
describe the 3 centres responsible for the INTEGRAL operations, with
emphasis on the system built at the INTEGRAL Science Data Centre
and conclude on the performance of the ground segment.

1. Introduction

INTEGRAL was successfully launched by a PROTON rocket from Baikonour
on October 17, 2002. During the Launch & Early Orbit Phase (LEOP) the final
orbit of 72 hours was reached and most of the spacecraft platform functions
were commissioned. The scientific payload was then switched on, commissioned,
tuned, and partially calibrated within the allocated time so that routine science
operations could start, as planned, in the last days of 2002.

The status and performance of the satellite (platform and payload) is good.
All prime equipment is still used. The on-board resources are efficiently used
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providing the option to extend the mission for many years beyond the nominal
mission phase of 2 years. The mission has now been extended to December 2008.

Observation proposals, sent in reply to the first INTEGRAL announcement
of opportunity, requested 19 times more exposure time than available. The
ground segment is in charge to use INTEGRAL efficiently and to optimize the
scientific return of the mission.

The operations of the INTEGRAL mission are split between 3 centres. The
INTEGRAL Science Operation Centre (ISOC, located in ESTEC, Noordwijk,
The Netherlands) derives the sequence of observations to be executed from the
accepted proposals. Those sequences are converted to operational timelines by
the flight control team at the Mission Operation Center (MOC, located in ESOC,
Darmstadt, Germany) and are used to control the satellite. The MOC also
monitors the satellite safety and health. TM and appropriate auxiliary data are
forwarded to the INTEGRAL Science Data Centre (ISDC, located in Versoix,
Switzerland). The ISDC analyzes the TM on different time scales and produces
and distributes science alerts and data products to the scientific community.

2. The INTEGRAL Science Operation Centre

The main role of the INTEGRAL Science Operations Centre, is to put together
an observation program based on accepted proposals. For each revolution, ISOC
provides to the MOC a timeline of what targets are to be observed with which
instrument settings. To put together a schedule is a complex task. Besides the
proposals themselves, the planning process takes into account, e.g., proposal
priority, target visibility and spacecraft constraints, efficiency, i.e., minimizing
the time spent in slewing.

The ISOC systems supporting proposal capture, handling and scheduling
are centered around an ORACLE data base. All ISOC software is written in
JAVA. The ISOC proposal generation and submission is unique. All proposers
generate their proposals using a downloaded JAVA application. All proposals
are prepared locally and when ready they can be submitted using the same
application. The sending of a proposal only takes seconds of load on the ISOC
system which fully supports heavy peak loads and avoids the usual bottle necks,
that occur before a proposal submission deadline.

3. The INTEGRAL Mission Operation Centre

The INTEGRAL flight operations are conducted from the Mission Operations
Centre (MOC). The two prime ground stations that ensure real time contact
with the satellite 68 hours out of the 72 hours orbit are the ESA station in
Redu, Belgium, and the NASA station at Goldstone, California.

The science operations are very demanding. For example, due to the design
of the payload, the spacecraft attitude is to be changed every 30 minutes, which
requires a highly automated control system. The telemetry (TM) that is received
continuously from the satellite and the auxiliary data are processed in real time
and have to be distributed within the various centers of the ground segment.
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The MOC uses generic infrastructure that is provided by the European
Space Operation Centre (ESOC). The routine operations are highly automated.
In order to operate the satellite in the most efficient way new software tools
have been applied for the first time: the S2K infrastructure for the monitoring
and control system and the new Space Link Extension (SLE) protocol for the
interface to the NASA ground stations at Goldstone.

4. The INTEGRAL Science Data Centre

The INTEGRAL Science Data Center receives the telemetry, broadcasts gamma-
ray burst alerts in real-time, monitors the status of the scientific instruments,
searches for new and transient sources within few hours of the observation,
performs a standard analysis of the data, archives 2 TB of compressed data per
year and distributes them to the scientific community with analysis software.

The ISDC is provided to the mission by the scientific community through
a consortium led by the Geneva Observatory. The ISDC staff increased from 2
in 1995 to about 40 people at launch. The software and hardware systems were
built and integrated locally following the ESA quality standards. A large fraction
of the analysis software was developed by the teams providing the scientific
instruments.

Several key design decisions were made early in the ISDC project:
– Use only FITS as data format (most data files are compressed);
– Keep all data on-line on hard disks;
– Control all interfaces using IRAF parameter files and the data format of every

FITS extension through CFITSIO template files.
– Build each analysis step with a standalone executable (FTOOL concept);
– Customize a public domain and modern environment (CERN’s ROOT) to

develop analysis scripts and applications (Rohlfs et al, this volume);
– Use OPUS developed at the STSCI to control the processing flow (Beck et

al, this volume);
– Use a single operating system for operations (SUN/Solaris) but port the

analysis software on Linux as well;
– Use HEASARC’s W3Browse as archive interface and distribute all data through

the internet (Meharga et al, this volume)
The INTEGRAL data model and implementation has been developed to

allow scientific analysis with thousands of different datasets without the need
for a Database Management System. As INTEGRAL spends a considerable
fraction of the time dithering around the target that is being observed, about
a hundred pointings or slews are performed every day and a new dataset is
created for each of them. Those datasets can be grouped in an arbitrary way
for scientific analysis. The FITS grouping convention has been extensively used
(O’Neel et al, this volume) to build observation datasets and various indexing
tables.

Several key applications have been developed:
– A library of tools to receive and broadcast CCSDS telemetry and to wrap it

to FITS format.
– A real-time multi-threaded system made of several concurrent and commu-

nicating processes to extract the relevant information from the telemetry,
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searches for gamma-ray bursts using various algorithms in the data of the dif-
ferent instruments, filter the triggers and broadcasts gamma-ray burst alerts
over the internet.

– An application to decommute the telemetry and store the complete informa-
tion in FITS format. The decommutation is driven by the S2K database for
the decoding of the housekeeping telemetry and by specific code for each of
the scientific telemetry packet (Morisset et al, this volume).

– Several processing pipelines have been written to handle data sets derived
from the telemetry as well as auxiliary files.

– A set of portable graphical user interfaces to browse, display and perform
simple analysis of the data and of the results of the scientific quick-look
analysis (Lerusse et al, this volume).

– A set of analysis scripts (with user interfaces, Beck et al, this volume) calling
the scientific software modules written in part by the teams building the in-
struments. Those scripts are used with standard parameters for automated
analysis and are also distributed to the scientific community for offline anal-
ysis.

– An archive, indexing and distribution system used to ingest, store and dis-
tribute on line all INTEGRAL data (Meharga et al, this volume).

The software was built as much as possible mission independent and a part
is currently being reused for the Planck mission (Türler et al, this volume).
Tools have also been developed to manage software deliveries, configuration and
automatic testing (Beck et al, this volume).

5. Conclusions

From the user’s perspective, the INTEGRAL operations are very successful:
– The planning overhead has been minimized such that more than 96% of the

available time is used for scientific observations.
– Science operations during the first nominal year of the mission will be com-

pleted as planned. Target of opportunity observations have been scheduled
in less than one revolution.

– The accuracy of the mission auxiliary data necessary for science analysis
mission exceeds the performance requirements.

– Gamma-ray burst alerts are broadcast on the internet within 30 seconds.
13 new gamma-ray sources have been detected in the Galaxy and announced
often within one day, which generated about 60 IAU circulars or astronomical
telegrams.

– Real time data have been made available to observers within 3 hours. First
public data have been made available in the archive 2 months after the end of
the performance-verification (PV) phase. First data resulting from the stan-
dard analysis together with analysis software were distributed to observers 3
months after the end of the PV phase.

The performance of the INTEGRAL ground segment meet the requirements
defined prior to launch and are essential for the scientific return of the mission.
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Abstract. INTEGRAL, the INTErnational Gamma Ray Astrophysics
Laboratory of the European Space Agency, was launched on October
17, 2002. INTEGRAL operations are performed very successfully and
the instruments provide data of good quality. These data are routed to
the INTEGRAL Science Data Centre (ISDC), where they are processed,
archived and finally distributed to the science community. In this paper
we present the organisation of the centre and its software development.
Some details of the data flow are given along with a description of the
core ISDC software libraries.

1. Introduction

The main duties of the ISDC are the reception of the telemetry, the search for
Gamma-ray bursts in real-time, the detection of new and transient sources with
a delay of a few hours after their observation and the archiving and distribution
of the scientific data products.

To fulfill those tasks a team of scientists and software engineers was set
up. The software development was performed jointly with the teams who built
the instruments on board INTEGRAL. The instrument teams provide the so
called instrument specific software (ISSW) requiring a deep understanding of
the instruments’ behaviour. ISDC’s focus is the processing infrastructure and
the integration of the ISSW into the overall system.

2. The INTEGRAL Science Data Centre

The INTEGRAL Science Data Centre is attached to the Geneva Observatory
and is organised as a consortium of scientific institutes from 12 countries spread
over Europe and the U.S. From those institutes the ISDC receives valuable
resources in the field of scientific knowledge, data processing experience and
software engineering skills.
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The ISDC started its activities in 1995 with a total staff of 2 Full Time
Equivalents (FTE). At the time of the INTEGRAL launch in 2002 the number
of staff had grown to some 35 FTE. They were and still are actively supported
by numerous members of the instrument teams.

Part of the ISDC system is currently being adapted to be used for the
processing of the data from the Low Frequency Instrument on board ESA’s
Planck satellite. Details can be found in the paper of Türler et al. in this
volume.

3. Data Flow at the ISDC

Most of the INTEGRAL observation time is spent dithering around the targets
of interest. As a result the accumulated data can be broken down into data
groups corresponding to distinct periods of pointings with a stable attitude and
slews, when the spacecraft changes the orientation. The data organisation and
processing are based on these time intervals called science windows.

Some 120 kBit/s of telemetry data are received in real-time at the ISDC. In
addition, the data are received a second time after recovery of data lost between
the ground stations and the ISDC. For a description of the INTEGRAL ground
segment please refer to the paper by Walter et al. in this volume.

3.1. Real-time Data Processing

• Detection of gamma-ray bursts
The real-time data are used to perform a fast search for gamma-ray bursts.
A dedicated system has been developed at the ISDC to trigger on these
events and to broadcast the information with a minimum delay to a com-
munity of subscribed users. Several gamma-ray bursts in the field of view
of the IBIS instrument onboard INTEGRAL have been detected between
the launch and the time of this paper. The first burst was detected in
November 25, 2002 and the typical delay between the reception of the
telemetry at the ISDC and the reception of the alert by the subscribed
clients is a few tens of seconds.

• Search for new or transient sources
On a time scale of a couple of hours the real-time telemetry is analysed
to detect new or transient sources. This task is broken down into several
steps. All telemetry data is fed into the pre-processing where nearly all
the house keeping and science packets are decoded and stored in the FITS
format for further processing. The pre-processing is described in detail in
the paper by Morisset et al. in this volume.
After a few intermediate steps for time format unification, data conver-
sion and automatic calibration, the data is processed by the ’Quick Look
Analysis Pipeline’ where images are reconstructed. These are then used
to search for time varying or new sources.
The whole processing chain from telemetry reception through the creation
of images to the comparison of observed source fluxes and positions with
catalogue data is fully automatic. It requires only minimal human mon-
itoring to react to anomalies in the data or the processing software. In
case a new or transient source is detected by the ISDC software a manual
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inspection of the data is performed. If the detection is confirmed, feed-
back is provided to the INTEGRAL ground segment and to the science
community.

3.2. Data Archive

To recover from potential data loss between the ground stations and the ISDC,
the telemetry is consolidated by the Mission Operations Centre located in Darm-
stadt, Germany. There the most complete telemetry data available is written to
CD-ROM and sent to the ISDC with a typical delay of two to three weeks after
the actual observation.

The consolidated data are used at ISDC to populate the INTEGRAL data
archive. Besides the telemetry and raw data, high level data products like im-
ages, light curves and spectra are generated and stored in the archive. Those
products comply to the HEASARC/OGIP standards and may be further anal-
ysed using standard tools like XSPEC etc.

In total some 2.5 GB of data are archived per day. This leads to a few
TB of data during the planned lifetime of the INTEGRAL satellite. All data
in the archive are stored on hard disks and thus are permanently available for
further use. Once in the archive, the data corresponding to observations from
accepted proposals are provided to the corresponding principal investigator. The
distribution media available are network access and tape media. The community
and the ISDC largely prefer the network access via standard FTP.

After an initial proprietary period of one year all data become publicly
available and can be downloaded from the INTEGRAL archive via W3browse
developed at HEASARC. For a more detailed description of the archive and its
data browser please refer to the paper by Meharga et al. in this volume.

4. Organisation of the Software Development

The software development for the ISDC was based on the classical waterfall
life cycle as suggested by the ESA PSS-05 software standard. In the early
development phase, user requirements, software requirements and architectural
design documents were established. Each phase ended with a review of the
corresponding documents. The reviews were organised with the participation
of ESA as well as the instrument teams, who provided the instrument specific
software modules for the ISDC system.

Throughout the development phase and in particular during the time close
to the launch, the ISDC participated in many ground tests and as well as in-
strument calibrations. The data from those activities were extremely valuable
to improve the ISDC software and the interfaces between the various parts of
the ground segment.

4.1. Configuration Management and Change Control

The full ISDC software system consists of some 380 components. Twenty five of
those are software libraries. Please see section 5. for a further discussion of the
ISDC Support Software.
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The ISDC software is mostly developed on SUN Solaris and, where needed,
ported to Linux. Most of the off-site users of the scientific analysis software do
have Linux as their preferred operating system.

The individual software components are formally delivered to the ISDC
software librarian who registers them. Upon successful completion of compila-
tion and unit tests the software is stored in a central software library. From
there modules are checked out for integration, test or operational purposes.

Once a component is sufficiently stable, changes are to be documented in
the form of Software Problem Reports or Change Requests. A Change Control
Board has been put in place to assess and coordinate the proposed changes.

4.2. Daily Builds

The latest versions of all components are frequently built to detect errors or
incompatibilities introduced due to recent changes. In addition the unit test of
each component is executed. The output data and log-files of the current test
run are compared to a reference output provided by the software developers at
delivery time. In this manner, unwanted side effects of changes or bug fixes can
be detected early in the cycle.

5. Support Software

Early in the development phase ISDC provided a common set of interface li-
braries:

• Data Acess Layer (DAL) – see the paper by O’Neel et al. in this volume
• Report Interface Layer (RIL) – unified style of log and error messages
• Parameter Interface Layer (PIL) – following the IRAF parameter style
• A GUI extension to the IRAF parameter files – based on special comment

lines in the parameter file

The interfaces provided by the support software are exclusively used by
all ISDC components. Care was taken not to allow direct access to low level
functions e.g. access to CFITSIO etc.

The support libraries are mostly implemented using the C programming
language. As a requirement from some of the instrument teams they also provide
FORTRAN90 bindings.

6. Conclusions

The ISDC software system was developed between 1995 and 2002 by a consor-
tium of scientific institutes. Instrument specific software modules were provided
by the teams who developed the instruments. The integration of those modules
was performed at the ISDC.

Since the beginning of the INTEGRAL operations in October 2002, the
ISDC system was operated without any major problem. Procedures and tools
have been implemented allowing the minor problems to be fixed with a generally
short delay. The design of the ISDC system has proven to be robust. In addition
it provides enough flexibility to adapt to operational changes.
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Abstract. The know-how and the tools developed at the INTEGRAL
Science Data Centre (ISDC) can also serve other scientific space missions.
This is clearly illustrated by Geneva’s contribution to the level 1 data pro-
cessing for the Low-Frequency Instrument (LFI) of ESA’s Planck mission.
We present here a general overview of the main tasks of this first step of
the data processing with the implementation chosen for INTEGRAL and
Planck. A similar scheme could be very efficiently applied to other space
missions and would help to match tight budget constraints by reusing
existing software and knowledge.

1. Introduction

The INTEGRAL gamma-ray mission of the European Space Agency (ESA) was
launched on October 17, 2002. Since then, the INTEGRAL Science Data Centre
(ISDC) is continuously receiving, processing, analyzing, distributing and archiv-
ing the data of its four instruments (Courvoisier et al. 2003). The ISDC is
located in Versoix, near Geneva, Switzerland and is staffed by about 35 sci-
entists and engineers. Starting in 1996, this team defined and developed, in
collaboration with the Instrument Teams, the complete data processing system
including visualization tools, as well as alert generation tools for gamma-ray
bursts and for new or flaring sources.

The effort invested in this development can be efficiently reused for other
space missions. This is currently being done at the ISDC for ESA’s Planck
mission to be launched in 2007. Since the end of 2001, a small sub-team of the
ISDC, including only three software engineers, is developing the main software
components for the level 1 data processing of the Planck Low Frequency Instru-
ment (LFI). This work is done in collaboration with the LFI Data Processing
Centre (DPC) in Trieste, Italy, where the software will be integrated and run.
We present below a general level 1 data processing architecture and show how
this scheme was implemented for the INTEGRAL and Planck missions.

1Geneva Observatory, ch. des Maillettes 51, CH-1290 Sauverny, Switzerland
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is a very generic tool, we could reuse it basicly unchanged for Planck. The second
step is to decode, sort and decompress the data. This is done for INTEGRAL
by a complex tool called PreProcessing (Morisset et al. 2004). PreProcessing
reads the header of each packet and based on this information sorts the packets
per instrument, operation mode and data type. It handles both science and
housekeeping data and its architecture is independent from the telemetry. A
new type of telemetry packet will simply require a new dedicated parser. This
object oriented design makes it easy to adapt the software for other missions.
In the case of Planck, only limited changes to PreProcessing were needed to
develop the LFI Telemetry Unscrambler (TMU). The output of this program is
stored for the time being in separate FITS files. As for INTEGRAL, the data
structure format is defined in ASCII templates, which are used by the software
to generate empty FITS files ready to be filled with the data. For Planck it is
foreseen to store the data in a Versant database to allow a more flexible usage.
The interfaces between the TMU and the database are currently being defined.

2.2. Data Visualization

At this point, a data centre has to be able to visualize the data which have been
stored. As an illustration, typical displays for INTEGRAL and Planck data are
shown in Figure 1. This is important to check the completeness and the quality of
the scientific data and to monitor the health of the instruments by looking at the
housekeeping data. This task is quite complex for the four instruments aboard
INTEGRAL because of the great variety of data which have to be displayed
sometimes even in 3-dimensional graphics. ROOT, a C++ framework developed
for particle physics at CERN, was found to be a powerful tool to perform this
task (Rohlfs 2004). For Planck, the task is simplified by the fact that the data
at this level consist of one-dimensional series of measurements equally spaced
in time. However, it was also chosen to use ROOT for the Planck LFI Quick-
Look Analysis (QLA) in particular to be able to easily include a “ToolBox”
allowing to apply mathematical functions to the data. It is for instance possible
to display time-averaged data, the ratio of two data sets or to perform and
display a Fourier-transform of the data. The Real Time Assessment (RTA) of
the Planck LFI health will be performed by a tool similar to the QLA allowing,
as for INTEGRAL, to select any housekeeping parameter to display its temporal
evolution.

2.3. Data Preparation for Level 2

The final step of level 1 data processing is to convert the data into physical units
and to store them in a format that can be directly used for level 2. This includes
instrument calibration and time correlation, i.e. converting the time given by the
on-board clock to Terrestrial Time (TT). The treatment of auxiliary data is also
part of this step. Auxiliary data are not sent by the spacecraft, but received from
the ground segment. They include orbit parameters, spacecraft attitude and
observation scheduling information. The experience we had with INTEGRAL is
that this step is far from being trivial and unexpected problems might arise quite
late in the software development process. For Planck the task of the TeleMetry-
to-Time Ordered Information (TM2TOI) component, as identified now, consists
of simply producing long sequences of time ordered measurements spanning six
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months of data in order to perform whole sky maps as part of level 2. The
needed auxiliary information to reconstruct the maps shall be appended to the
data. This simple scheme will certainly become a much more complicated task
once all the details of the instruments and the auxiliary information will be
available.

3. Summary and Conclusion

The tasks to be performed as part of the level 1 data processing are quite general
and do not differ much from one space mission to the other. We illustrate this by
the architecture designed for INTEGRAL at the ISDC and efficiently adapted
to the Planck mission. That so different missions – one observing in the gamma-
ray and the other in the millimeter range – can indeed share the same software
architecture at the first level of data processing demonstrates that this scheme
will certainly also meet the needs of other space missions. Such an efficient reuse
of knowledge and software is of prime importance towards a significant reduction
of the development coasts of future missions.
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Abstract. We are developing an automated image reduction and analy-
sis pipeline for WFI (Wide Field Imager, mounted on the 2.2-m MPG/ESO
telescope at La Silla) and HST/WFPC2 images to complement Querator,
the custom search-engine which accesses the astronomical image archives
based at the ST-ECF/ESO centre in Garching, Germany. The image re-
duction and analysis is performed using an 40-processor Origin SGI based
at NUI, Galway. To increase our dataset we complement the reduction
and analysis of WFI archival images with the analysis of pre-reduced co-
spatial HST/WFPC2 images, and hope to include other archives as data
sources. Our pipeline includes image reduction, registration, astrometry
and photometry stages. We describe how we overcome such problems as
missing or incorrect image meta-data, interference fringing, poor image
calibration files, etc, and we discuss how such a pipeline can benefit astro-
physical research, specifically the long-term optical variability of Brown
Dwarfs. The pipeline was written using tasks contained in the IRAF
environment, and linked together with Unix Shell Scripts and Perl.

1. Virtual Observatories

Recent technological advances in observational astronomy have revolutionised
the manner and depth at which astronomers image the night sky, and improve-
ments in electronic image acquisition and reduction have increased the infor-
mation potential which can be gleaned from such exposures. Systematic sky-
surveys have seen the rise of image archives stored at multiple sites which can
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be accessed by astronomers across the globe via high-speed networks. Observed
through pre-arranged strips of the sky through different broad-band wavelength
filters, the accumulated data is quickly reduced and stored, and can be trawled
through in search of many different astronomical phenomena. The concept of a
virtual observatory to exploit this increase in the spatial and temporal coverage
of the sky has gained currency in recent years and is now being independently
implemented by several different groups (Szalay 2001; Quinn et al. 2002; Mann
2002). As part of the AVO’s program, ASTROVIRTEL (Pierfederici et al. 2001)
has been created with the aim of enhancing the returns of the ST-ECF/ESO
archive. Not technically a virtual observatory, it is rather a project to develop
and assess the requirements of the AVO. Here, we discuss the development for
a fully automated pipeline to reduce and analyse a stream of image data, ob-
tained from the WFI and WFPC2 archives. Automation of the image-processing
pipeline is not only necessary, because of the sheer volume of data streaming in
each night; it is also beneficial, as it ensures that this consistency is maintained
in the data reduction.

2. Acquisition & Preliminary Reduction

Reference

Querator Image Sel. CCD Red.

Photometry

Astrometry

Spectroscopy

Registration

Archive ImageMissing Data

Missing Data

ST-ECF/ESO
Archives

The pipeline (see above for a schematic) consists of two stages; data acquisi-
tion and image processing. The former is controlled by “Querator” (Pierfederici
2001), an on-line request form linked to the ST-ECF/ESO archives. Using ei-
ther a sky-box (in celestial coordinates) or a recognisable object name (which
is passed into a database which provides basic data, cross-identifications and/or
bibliographies for astronomical objects) the program returns all images satisfy-
ing some set conditions. The success of the pipeline is heavily dependent on the
image meta-data (generally as header keywords in the FITS files, but it can also
be in the form of pixel masks, observation logs, etc). Although recent survey
data have near-complete meta-data, in-depth analysis of older image sources can
be severely compromised by a dearth of same. Some such cases can be flagged as
less than optimal without interrupting the pipeline’s flow. However, where vital
information is lacking, the pipeline breaks down until this can be recovered.

To approach photon-counting accuracy in long, integrated exposures re-
quires the removal of the instrumental (CCD) signature from the data, insofar
as this is possible. This includes the subtraction of a bias offset (applied to
ensure positive-valued pixels) and, occasionally, a thermally-induced dark cur-
rent, which scales with exposure time. Time-dependent pixel-to-pixel sensitivity
variations across the detector are corrected by the division of a flat-field frame,
which is an exposure of constant illumination across the detector. This images
either an “empty” region of the twilight sky or the inside of the observatory dome
in unfocused mode. Defective pixel lists are usually supplied by the observatory
and can easily be corrected by either interpolating the nearest neighbours or by
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Figure 1. (l to r) Raw and processed (using the pipeline) WFI im-
ages 47 Tuc; an example of WFI fringing and the corrective fringing
template.

flagging them as defective. There also exist algorithms to deal with extrinsic
or transient sources of bad pixels, such as cosmic ray hits. Fringing, caused by
multiple reflections from penetrating long-wavelength photons in thinned CCDs,
is corrected by subtracting a fringing template, although automatically access-
ing the pattern on the science image in order to determine the correct scaling is
non-trivial.

Images should ideally be reduced using calibration frames (with identical
instrumental configurations - readout speed, filter, etc.) taken on the same
night. Otherwise the “next-best” calibration frames are used, and the resultant
images flagged as such. After the initial image selection phase of the pipeline,
preliminary CCD reduction (as mentioned above) is carried out on all WFI
images for all nights. Figure 1 shows the results of the automated reduction on
a WFI image of 47 Tucanae. The WFPC2 dataset is pre-reduced, on retrieval,
and can be shunted straight through to the analysis stage of the pipeline.

3. Image Manipulation and Analysis

Obtaining the geometrical transformation necessary to register multiple im-
ages of the same field but of different spatial alignment is crucial if photom-
etry/astrometry is to be performed a set of images. An adequate representation
of the World Coordinate System (WCS), which defines the relationship between
pixel coordinates in the image and sky coordinates, sometimes resides within the
meta-data. Otherwise we resort to pattern matching under the assumption that
several stars are common to the images in question. This is an iterative pro-
cess which aids the identification and exclusion of incorrectly matched tie-points
from the fit. Following registration, photometry (aperture or profile-fitting eg,
the DAOPHOT algorithms (Stetson 1987)) and/or astrometry can be performed
on selected objects in each image.

4. The Pipeline Model

The pipeline was constructed using the tasks and scripting language contained
in the IRAF (Image Reduction and Analysis Facility) package. This is com-
plemented by Unix shell scripts (invoked directly from within the IRAF envi-
ronment). For more complicated or unorthodox tasks FORTRAN code can be
linked to the IRAF environment. Access to external catalogues can be provided
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Figure 2. Colour-magnitude diagrams obtained from the automatic
photometric analysis of WFI 47 Tuc images.

using Perl. Various applications (for example image matching/subtraction algo-
rithms (Tomaney & Crotts 1996; Alard & Lupton 1998) can also be incorporated
into the pipeline. We have chosen this form of pipeline implementation (per-
formed on an 40-processor SGI Origin 3800) rather than coding directly from
first principles because of the obvious gains in development speed and flexibility.
Although not the most computationally efficient solution, computational speed
is not a bottleneck for our purposes

5. Future Work

Although the primary science goal of this project is to assist in the detection
of optical variations in brown dwarfs (indicative of atmospheric activity), it
could provide solutions to a wide array of other astrophysical problems provided
a robust automated pipeline is supplied with relevant data. Our next step is
to add the ability to reduce data from different instruments to our pipeline.
For example, adding a spectroscopic reduction and analysis component would
greatly enhance the scientific return in analysing different stellar species.
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Abstract. I describe the design of a simple IRAF-based reduction and
analysis pipeline, developed for the BFOSC instrument on the 1.52m
Cassini Telescope at Loiano, run by the Osservatorio Astronomico di
Bologna. The original motivation for this was pedagological: to enable
our NUIG undergraduate students to quickly process their observations
while still ’at the telescope’, thus enriching their learning experience dur-
ing their annual field-trip to Loiano. However, the current and future
development of the pipeline is also being driven by our research pro-
grammes involving BFOSC data. On the basis of header keywords, raw
frames are automatically grouped and processed (CCD reduction, coaddi-
tion, photometry, deconvolution, RGB-tricolour representation, and basic
astrometry, with spectroscopy partially implemented as of now). Of par-
ticular interest is that the xFOSC family of instruments produced by the
Astronomical Observatory of Copenhagen, which includes BFOSC, share
identical design and operation. This should make it simple to adapt the
pipeline to any of the ten FOSC instruments: ALFOSC on the Nordic
Optical Telescope, DFOSC on the ESO/Danish 1.54m, and so on.

1. Introduction

In 2000, NUI Galway established Ireland’s first undergraduate degree program
where Astronomy is the major subject taken in all four years. Every Spring, we
take our twenty 2nd-year students on their own observing run to Loiano, run by
the Osservatorio Astronomico di Bologna, Italy. The Loiano 1.52m Cassini Tele-
scope is equipped with BFOSC (Bologna Faint Object Spectrograph & Camera,
one of the excellent xFOSC family of instruments produced by the Astronomical
Observatory of Copenhagen. Each year, our students acquire masses of BFOSC
data - but what has been missing from their learning experience was the ability
to quickly process their observations while still ’at the telescope’. This
prompted me to develop an automatic reduction and analysis pipeline, which is
IRAF-based.

However, the current and future development of the pipeline is also being
driven by our research programmes involving BFOSC data: variability studies in
ultra-cool dwarf stars (Ó Tuairisg et al. 2004); evolution of binary stars in older
open clusters; the supernova remnant-pulsar connection; abundance variations
within globular clusters. So our frequent research observing runs on the 1.52m
are also benefitting substantially.
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2. Step 1: Classification & Auxiliary Header Information

On the basis of FITS header keywords, raw frames are automatically grouped
and processed. The pipeline is header-driven.

Existing keywords OBJECT & IMAGETYP determine whether each frame
is a bias, dark frame, flatfield, HeAr lamp spectrum, or scientific target. For the
latter, all frames of a given target are grouped together.

Keyword fields are automatically re-parsed to handle changes in punctua-
tion and lower/upper case, producing a suitable unique NEWOBJEC classifica-
tion. Accidental zero-length exposures are reclassified as bias frames.

Using only the NEWOBJEC keyword list, another IRAF script is auto-
matically generated for checking if the target names actually match the frame
content (necessary since observers frequently forget to update the OBJECT ke-
word when changing targets). Running this checking script is one of the very
few points where human interaction is required; the user edits another script to
patch any wrong or missing keyword values, with reference to the observing log.
This step should be part any archive data-integrity checking/correction.

Location: I added an entry for Loiano to /iraf/noao/lib/obsdb.dat. This
is used when a new OBSERVAT keyword is set to LOIANO. Filters: The FIL-
TERS keyword is an integer code, with the actual filter name in the adjacent
comment field. This is parsed to produce a new descriptive (string) FILTNAME
keyword. Slits: A similar operation is used to parse the integer APERTNR to
the descriptor SLITNAME. Grisms: The grism-wheel setting is already cor-
rectly numbered in GRISMNR. The fact that GRISMNR=1 for no grism is used
later, to distinguish images from spectra. Readout/Gain: BFOSC supports
slow (18 sec) and fast (2 sec) readout modes, but there is no keyword to denote
which was used, since in practice only slow frames are saved. However to allow
for future flexibility, a CCDSPEED keyword is added. GAIN & READNOIS
keywords are also added, with values (according to readout mode) from the
BFOSC manual. Timestamping & Airmass: The EPOCH value is automat-
ically obtained from the DATE-OBS of each image, via interim conversion to
its JD equivalent. The LJD of all frames are computed, and checked that they
are monotonically increasing - “turnovers” can occur, since DATE-OBS is set
by local time, not by the UT value. The UT-MIDDLE and AIRMASS are also
added. However, the bias and dark frames have no UT keyword (I regard this
as a design bug in the BFOSC controller) - they must be assigned suitable UT
values before their crucial LJDs can be computed.

3. Step 2: Final Grouping

Nested loops step through the lists of NEWOBJEC, FILTNAME, SLITNAME,
GRISMNR, CCDSPEED, & LJD from steps 1 & 2. Efficient hierarchical searches
are used. This produces new sublists (groups) of the raw frames for every
observational-group permutation encountered (analagous to the ST-ECF HST
associations - Micol et al. 1997 ). The criteria are as follows:

For nightly biases: NEWOBJEC(=“bias”) + CCDSPEED + LJD. For
frames to be bias-calibrated: NEWOBJEC(!= bias) + CCDSPEED + LJD.

For nightly flatfields in different filters (CCDSPEED ceases to matter):
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NEWOBJEC(=flat imaging or flat spectral) + FILTNAME + LJD. For imag-
ing frames to be flatfield-calibrated: NEWOBJEC(!= bias or dark or flat) +
FILTNAME + LJD. For spectral frames to be flatfield-calibrated: NEWOB-
JEC(!= bias or dark or flat) + SLITNAME + GRISMNR + LJD.

For calibrated imaging frames to be combined (LJD ceases to matter):
NEWOBJEC(!= bias or dark or flat) + FILTNAME. For calibrated spectral
frames to be combined: NEWOBJEC(!= bias or dark or flat) + SLITNAME
+ GRISMNR.

4. Step 3: Basic Frame Calibration

For greater flexibility in handling the groupings from step 2, and the unique in-
strumental modes, IRAF/ccdproc is not used. Instead, the pipeline’s own scripts
perform the automatic processing of the calibration products first: bias coad-
dition and checking, imaging flatfields production, spectral flatfields production.
(BFOSC dark current is so low that we have no dark frames to calibrate as of
yet). All of the final grouping permutations from step 3 are stepped through.
Data quality (DQ) masks are produced to flag any saturated pixels or bad
columns, to faciliate their (optional) subsequent exclusion from frame coaddi-
tions etc. Individual flatfield frames are automatically scaled and weighted by
their median/mode values before coaddition, and automatically normalised or
response-corrected afterwards.

Further scripts apply these calibration products to the science frames,
according to the correct night/readout-speed/filter etc. All target grouping/-
association permutations can be stepped through in one pass, or a single target
can be selected. DQ masks are also constructed in the process.

5. Step 4: Target Registration & Coaddition; Tricolour Composite

We now have science-ready individual frames. Coadding associations (images of
the same object in the same filter, with substantial pointing overlap) requires
accurate frame registration. Unfortunately, BFOSC does not store reliable WCS
(World Coordinate System) information in the frame headers; the commanded
RA & DEC are given, but they do not account for manual repositioning of the
FOV, or tracking drift between guidestar acquisitions. Therefore registration
demands user identification of the coordinates of a common star. In future this
will be upgraded to the more automatic cross-correlation technique, which we
have used in other work (Ó Tuairisg et al. 2004).

The frames are then filtered by DQ mask, registered, scaled by EXPTIME,
corrected for zero-offset by the mode of their overlap, weighted, and averaged
with cosmic-ray rejection, taking account of GAIN & READNOIS. The resulting
mosaics in each filter are then registered to each other. The GAIN, READNOIS
& EXPTIME keywords are updated to NEWGAIN, NEWREADN & NEWEX-
PTI, to reflect the averaging of NCOMBINE frames.

If 3 or more filters were used, an RGB tricolour composite can be created
using IRAF/rgbsun. Dynamic range limits are automatically passed to the task,
based on the mean background levels and standard deviations of each mosaic.
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6. Step 5: Photometry & Astrometry

The pipeline now enters the realm where it is normal to have extensive human
interaction. But for “quick” results, even crowded-field photometry has been
completely automated. The user may choose to override “typical” settings in
the IRAF/DAOPHOT-2 parameter sets.

All of the aligned mosaics are coadded, to maximse FOV and depth for
star-detection. Using this master starlist, each mosaic is passed through the
IRAF/ DAOPHOT-2 tasks phot, pstselect (about 100 stars), psf (analytic model
only), & allstar. A second iteration improves the PSF fidelity, by cleaning
away neighbouring stars and supplementing the analytic model with a LUT of
residuals. Further optional iterations can use higher-order models to deal with
the moderate SV-PSF (spatially varying PSF) characteristic of BFOSC.

Colour-magnitude diagrams are constructed from the photometry in differ-
ent filters. Astrometric calibration is done against stars in the 2MASS point
source catalog, as we have done for HST/WFPC2 images (Butler et al. 2002).
This module is currently incomplete.

7. Conclusions & Future Work

The benefits to us of this BFOSC pipeline are already clear: faster feedback on
data quality while observing; ability to explore calibration options more deeply;
faster analysis of data to publication quality back home; enhancement of our
students’ experience of observing.

Modules under construction include astrometry, analysis of the calibrated
spectral frames (based on IRAF/doslit), and using calibration products from
different nights. I also aim is to identify the customisations needed to adapt the
pipeline to other xFOSC instruments (ALFOSC on the La Palma 2.5m NOT,
DFOSC on the 1.54m Danish (ESO), TFOSC on the new 1.5m TT1, etc.) - for
use either at the telescope, or to perform automatic “best” calibration of the raw
data in the archives of each xFOSC instrument. As an example of the former
case, it could be used in conjunction with custom xFOSC-compatible light filters
which we are developing for cluster abundances work.

Acknowledgments. Many thanks to the Loiano TAC chair (Dr. Valentina
Zitelli) & the Osservatorio director (Prof. Flavio Fusi Pecci); my fellow Loiano
observers (Dr. Aaron Golden, Dr. Andy Shearer, Prof. Mike Redfern); our

AT201 students; the Loiano telescope operators; Dr. Seathrún Ó Tuairisg for
discussions on aspects of pipeline design; and the authors of the softwars (IRAF,
DAOPHOT-2, STSDAS, COLOR, etc.) on which the pipeline scripts are based.
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Abstract. MAXI is an X-ray all-sky monitor loaded onto the Japanese
Experiment Module of the International Space Station (ISS) from 2008.
MAXI monitors more than 103 X-ray sources, and provides quasi-real-
time data of, for instance, AGN variability and X-ray Novae through the
internet. Each X-ray event is stored into the MAXI databases on the
ground as a single data record. As a result, the databases contain more
than 100 Giga records with ∼ 0.2−1 TB in 2 years mission life. We have
just built this first huge ’photon event’ database for low-speed Mil-1553b
interface data.

1. MAXI and Database

MAXI is an X-ray all-sky monitor which will be loaded onto the Japanese Ex-
periment Module (JEM, “Kibo”) of the International Space Station from 2008
(Matsuoka et al. 1997). MAXI scans the whole sky in every ∼ 90 minutes with
the sensitivity of as high as 7 mCrab (5 sigma level), reaching a detection limit
of 1 mCrab in one-week. Thus, MAXI will continuously monitor X-ray time
variability of a number of AGNs over a period of two years (Kawai et al. 2003).

MAXI has two kinds of X-ray detectors: Gas Slit Camera (GSC, see Mihara
et al. 2002 in detail) and Solid-state Slit Camera (SSC, also see Miyata et
al. 2002). The GSC consists of twelve identical position-sensitive proportional
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counters with the total area of ∼ 5,000 cm2, and covers an energy range of 2-30
keV. The source direction is determined with the long rectangular field-of-view
(1.5×80 degrees) and a charge division method in the detectors. A set of three
cameras covers 1.5×160 degrees in an arc. While, the SSC consists of 32 X-ray
CCD chips (1 inch square). It covers a soft energy (0.5-10 keV) band with a
high energy resolution in spite of a relatively small total effective area (∼ 200
cm2), and complementarily works with the GSC.

Relatively large spatial resolution (∼ 1.5 deg) of the detectors prevents us
from instantaneously determining a source direction for each X-ray. Further-
more, directions of the detectors change every moment due to the ISS orbital
revolution. These and a large amount of data prevent us from building a normal
database for pointing observations or for monitoring observations (for instance,
the database for RXTE ASM1). Instead, we have tried to build the first ’photon-
event’ astronomical database for this mission. This will make it easy to produce
any kind of light curves, images and energy spectra for given periods and/or
directions, suitable for highly variable sources. It will take much time (order of
∼ 1 TB/100 MB/s ∼ 104 s) to do this for each source from raw telemetry data
without such a database. Here, we briefly introduce the MAXI software system
and the present status.

2. Data and Download

X-ray event data, house-keeping (HK) data and health and status (H&S) data
are processed in parallel by the on-board data processor (DP) with 4 MIPS
R3081 CPUs and VME bus (developed by NEC TOSHIBA Space Systems, Ltd,
NTSpace). Using two interfaces on ISS (Table 1), the data are downloaded to
the NASA and JAXA ground stations through the two relay satellites, TDRS
and DRTS, respectively (Fig. 1). All the data are once stored to a database in
the Operations Control System (OCS) at JAXA in Tsukuba and transferred to
our 1553b and Ethernet databases (individual databases for a security reason).

The low-speed Mil-1553b interface is mostly available and is believed to be
the most robust though the band-path is limited. Our system is designed so
we can achieve a minimum scientific goal even if the medium-speed Ethernet
interface is unavailable. For instance, GSC and SSC 64-bit data are degraded
to 16-bit data with the DP, and downloaded through the 1553b interface.

Table 1. Summary of two ISS interfaces for MAXI.

Interface Trasfer-Rate Availability Data

low-speed Mil-1553b 20-50 kbps 17 hr/day H&S and summary
medium-speed Ethernet 200 kbps 4–5 hr/day full data set

1http://xte.mit.edu
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Figure 1. MAXI data and work flows and software road-map.

3. Database System for 1553b Data

3.1. sub-Tera order records

We have just built the 1553b database. Currently, the database contains 1807
items in 81 tables. Most items are accumulated every second, and 100–200 X-ray
event/sec are expected in orbit. As a result, the total number of the records in 2
years mission life will be ∼ 2000× 86, 400 (s/d) ×365 (d/y) ×2 (y) ∼ 1.2× 1011,
and the total size of the database roughly 1.2× 1011 × 2− 8 byte ∼ 0.2− 1 TB.

The database itself is developed by Systems Engineering Consultants Co.,
Ltd. (SEC)2, and made with Java 1.4.x using ORBD and JDBC in order to
make the system free from hard and softwares as best as possible.

3.2. Flexible and Scalable

The system should be flexible and scalable, because data items and hardwares
have not yet been fixed. (We do not know what kinds of OSs survive in future,
and how much hardwares will progress.) We describe all the data information
(item name, C type, DB information, address in telemetry data, and so on) in a
spreadsheet file. All the data-dependent parts in the system are automatically
produced from this file even if some modifications are necessary (Fig. 2).

2http://www.sec.co.jp
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Figure 2. Spreadsheet and its productions

3.3. Current Status

We are now testing the database at RIKEN in various hardware environments
(different CPUs and hard disks) using PostgreSQL 7.3.x. We are also plan-
ning to test Sybase ASE 12.5 and Oracle 9i to find the best (cost) performance
environment.

The DB system is so large that data access time will be a serious problem.
This is our main concern at the moment in this test. How to divide data into
(small) tables will be a key to solve the problem. Detailed results will be reported
elsewhere.
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Abstract. The Little Template Library is an expression templates based
C++ library for array processing, image processing, FITS and ASCII I/O,
and linear algebra. It is released under the GNU Public License (GPL).
Although the library is developed with application to astronomical image
and data processing in mind, it is by no means restricted to these fields
of application. In fact, it qualifies as a fully general array processing
package. Focus is laid on a high abstraction level regarding the handling
of expressions involving arrays or parts thereof and linear algebra related
operations without the usually involved negative impact on performance.
The price to pay is dependence on a compiler implementing enough of
the current ANSI C++ specification, as well as significantly higher de-
mand on resources at compile time. The LTL provides dynamic arrays of
up to 5 dimensions, sub-arrays and slicing, support for fixed size vectors
and matrices including basic linear algebra operations, expression tem-
plates based evaluation, and I/O facilities for columnar ASCII and FITS
format files. In addition it supplies utility classes for statistics, linear
and non-linear least squares fitting, and command line and configuration
file parsing. YODA (Drory 2002) and all elements of the WeCAPP re-
duction pipeline (Riffeser et al. 2001, Gössl & Riffeser 2002, 2003) were
implemented using the LTL.

1. LTL Features

1.1. Multidimensional Dynamical Arrays

The multidimensional array class MArray features creating and referencing sub-
arrays (rank preserving), slicing (rank reducing), e.g. a column of an image,
mixing sub-arrays and slices in the same indexing expression (e.g. a sub-matrix
of a slice of a cube), referencing the data of other arrays (“views”), and reference
counting for the memory chunks holding the actual data. STL-compatible iter-
ators enable interfacing with STL containers and algorithms. MArrays resolve
arbitrary complex arithmetic expressions without the creation of temporary ob-
jects by making use of expression templates (Veldhuizen 1995). All standard li-
brary math functions are supported, while user supplied functions can be added
easily. Indexing arbitrary sets of elements, the evaluation of conditional expres-
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sions, methods for re-indexing, and index iterators are implemented. A set of
simple statistical functions (reductions, see Sect. 1.3.) as well as methods for
stream, ASCII-file, and FITS file I/O are provided.

1.2. Fixed Vector & Matrix Classes

The fixed vector and matrix classes FVector and FMatrix provide: compile time
fixed size (allows strong optimization), expression template based evaluation of
arithmetic and linear algebra expressions, referencing column and row vectors
of a matrix, vector dot product, matrix-vector and matrix-matrix dot-product.
All operations on small enough objects are automatically unrolled by template
meta-programs. In addition there are STL-compatible iterators, and methods
for Gauss-Jordan elimination, linear least squares fitting (i.e. polynomial ap-
proximation of MArrays), and nonlinear least squares fitting (i.e. Marquardt-
Levenberg algorithm).

1.3. Simple Statistical Functions

The LTL also provides some statistical functions on MArrays (and expressions).
These reductions include: boolean evaluations (allof(), noneof(), anyof(),
and count()), mean values (average, median, variance, rms, kappa-sigma clip-
ping), and others (like minimum, maximum, sum, product and histogram). All
statistical functions may ignore an arbitrary NaN value.

1.4. The Utility Classes

The utility classes provide an easy way of programming a command line or
configuration file based user interface. There are also classes for I/O formatting,
i.e. date formatting and date conversion etc.

2. Performance

The LTL is explicitly designed to have high performance (i.e. comparable to
hand optimized code) while having a high abstraction level to allow the user to
write readable and reusable code. Fig. 1 shows for a simple calculation, involving
a constant and four two dimensional arrays in single floating point precision,
that already for 16× 16 elements arrays one line LTL performs as good as hand
optimized Code. Our fixed size vectors and matrices can overcome the worse
performance for too small sized dynamical arrays.

3. Code Examples

MArray<float,2> B = // construct as sub-array
A( Range( A.minIndex(1)+2, A.maxIndex(1)-5 ), Range::all() );
MArray<float,1> C = A(3, Range::all());// construct as slice
// construct from expression
A = exp( sin(100.0 * indexPos(A,2) / M PI) *
cos(100.0 * indexPos(A,1) / M PI) );
// replace values via index list
IndexList<3> list = where( A==0 ); A[list] = 1;
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Figure 1. Performance of a standard C (light gray), a hand opti-
mized C (dark gray), and a LTL implementation using dynamical ar-
rays (black) of A = Constant ∗ B + C ∗ D (A,B,C,D 2-dimensional
arrays): Mflops / array size [bytes] of a single array, GCC-3.1, SPARC
/ Solaris

// build reciprocal, but avoid division by zero
B = merge( A!=0.0, 1.0/A, 0.0 )

A.setBase(-100, -100); // re-index array
// loop over indices
MArray<float,2>::IndexIterator i = A.indexBegin();
while( i != A.indexEnd() )
{int x = i(1); int y = i(2); ++i;}

// write to / read from stdout / stdin
cout << A; cin >> A;
// read 3rd column from ASCII table foo
AscFile File( "foo" );
MArray<float,1> A = File.readFloatColumn( 3 );

// multiply data of FITS file with value
// of header key GAIN and write back file
FitsIn infile("filename.fits");
MArray<float, 2> A; infile >> A;
const double gain = infile.getFloat("GAIN ");
FitsOut outfile("outname.fits", infile);
outfile.addHistory("multiplied with gain");
A *= gain; outfile << A;

// declare fixed size vectors and matrices
FVector<float, 4> u, v;
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FMatrix<float, 3, 4> A; FMatrix<float, 4, 4> B;
// calculate a dot product
float s = dot(u, v);
// calculate a matrix vector product
FVector<float, 3> w = dot(A, u);
// do a Gauss Jordan elimination
u = GaussJ<float, 4>::solve(B, v);

4. Installation

Retrieve the latest versions via CVS:
cvs -d :pserver:anonymous@deepthought.usm.uni-muenchen.de:
/usr/share/cvsroot login
Password: 42
cvs -d :pserver:anonymous@deepthought.usm.uni-muenchen.de:
/usr/share/cvsroot checkout ltl
If you want to get the latest developer branch use the option -r ltl-1-7. Stable
releases have even subversion numbers. (Developer branches are odd.) The latest
tarballs can be retrieved from
http://www.usm.uni-muenchen.de/people/drory/ltl/index.html.

The LTL has been built successfully with GCC versions 2.95.2 to 3.3.1 (Linux
/ IA32, Mac OS X / PPC, Solaris / SPARC), ICC version 7.1 (Linux / IA32), Sun
C++ version 5.5 (Solaris / SPARC), and IBM Visual Age xlC version 6 (AIX
/ PPC, Max OS X / PPC). DEC/Compaq/HP (whatever) compiler support is
on the way. The LTL’s build system is based on GNU autoconf.

5. Prospects

We are concentrating on three issues which will be implemented next: A com-
plete documentation using Doxygen, support for large files (> 2GB) on all plat-
forms and for FITS extensions, and optimization for CPU floating point vector
units.
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Abstract. ORAC-DR—a flexible reduction pipeline—was originally de-
veloped by the Joint Astronomy Centre for real-time inspection of re-
duced data at its telescopes. Starlink is extending ORAC-DR to process
at home institutions data from other observatories, notably ESO, whose
instruments make no provision for ORAC-DR. I outline the problems en-
countered and solutions implemented or proposed to apply ORAC-DR to
the infra-red instruments ISAAC, NACO, INGRID, and Classic Cam.

1. Introduction

ORAC-DR is an intelligent, data-driven, tailorable pipeline system, developed at
the Joint Astronomy Centre (JAC). Object-oriented Perl data-reduction recipes
use Starlink applications to process the bulk data, invoked within ‘primitives’,
each of which correspond to an astronomically meaningful step in the reduction.
It has general code for common operations such as managing calibrations, flexible
data display, and data-format conversions.

Before the work described here, ORAC-DR already supported a wide va-
riety of instruments and techniques at UKIRT, JCMT and AAO (Cavanagh et
al. 2002 and references therein). At these institutions the data collection co-
operates with ORAC-DR, so the sequence of integrations match the reduction
recipes, and ORAC-DR-specific metadata are present.

Starlink realised that ORAC-DR had the potential to reduce data from
telescopes even without this symbiosis, or face-to-face dialogues with instrument
scientists, available in an observatory setting. This is particularly important for
UK astronomers recently exposed to complex ESO instruments. It has potential
for Virtual Observatory (VO) applications, where an archive stores the raw data
and the astronomer wants a reduced mosaic or fully calibrated spectrum. The
reduction recipes can encapsulate knowledge of the instrument signature and
reduction techniques, freeing the astronomer to concentrate on the science.

This paper describes some of the problems and solutions adopted to apply
ORAC-DR to some infra-red instruments ISAAC and NACO at ESO; INGRID
at the ING, La Palma; and Classic Cam on Magellan.
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2. Problems and Solutions

2.1. Metadata

ORAC-DR is driven by FITS metadata. These comprise steering headers like the
observation and group numbers, and recipe name; and recipe-specific metadata,
such as filter, exposure time, and grating name. ORAC-DR translates the latter
type of header, sometimes in combination, into common internal headers with
standard meanings and units, thereby insulating the recipes from instrument-
specific headers.

While the observation number is usually present, the other steering head-
ers are not. As ORAC-DR works sequentially, preprocessor C-shell scripts de-
termine from a combination of headers or assumptions based upon web-based
information, the delineation of the groups (each group being a related set of
observations). For example, the HIERARCH.ESO.TPL.EXPNO = 1 in ESO data
implies the start of a group; as does when any of the main attributes like filter,
and exposure time change in Classic Cam headers. The scripts insert the few
required steering keywords into the metadata.

There is a close mapping of ESO templates to existing ORAC-DR recipes.
However, it’s not always one-to-one, for example it’s not clear whether to self-
flat or use a separate flat for a dithered infra-red sequence. These are different
recipes, but the same template. The user can always substitute the appropriate
recipe on the ORAC-DR command line, or edit the RECIPE header. Commonal-
ity between dictionaries at ESO, does permit general infrastructure, subclassing
where necessary to specific instruments. Code reuse is an ORAC-DR mantra.

The quality of FITS headers is extremely variable, and many cases omit
vital data for recipes, let alone provide an accurate record of the instrument
status and something at all adequate for VO use. The Classic Cam headers were
particularly spartan. Even the detailed ESO headers had some metadata needed
by the recipes missing, such as the grating dispersion. Appropriate values were
usually found in or derived from web pages and manuals, which for ISAAC were
very good. If only other observatories were as diligent. However, occasionally I
had to consult an instrument scientist, more so for Classic Cam and INGRID.
Dialogue also ensued whenever there were two headers ostensibly presenting the
same attribute, but with different value, or the meaning of a header was unclear
or its units were not specified.

Headers change as experience with an instrument grows and a pipeline
must cope. Where available, data dictionaries help greatly, but their history
is not readily available to the external developer. It would help if the CVS
repositories of the dictionaries were made publically accessible. For ESO data I
extended the translations empirically, by testing with data over a wide range of
observation dates. Judging by the experience at UKIRT, no doubt the existing
translations are not comprehensive and will require more exposure to users’ data
over an extended period. Some expected headers were not always present, so
the translations must be flexible and search a few headers in turn. The data
dictionaries don’t include the dependencies.

The ESO headers include hierarchical keywords, which required modifi-
cation of the Perl package Astro::FITS::Header. Starlink applications had
already handled these headers for many years.
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2.2. File Naming

ORAC-DR file naming mostly follows the JAC conventions, although there is
some provision for others. ESO use the UT date and time in one of its naming
conventions, while ORAC-DR currently needs the observation number. Thus
the preprocessor scripts rename the files to have JAC-like nomenclature, while
allowing for times spanning midnight UT. A goal is for ORAC-DR to accept
such names, and to allow selection of observations made between certain times.

2.3. Test Data

Some of the ports were instigated by users with data to reduce. Data from an
individual user is highly selective. There may be no clues as to how representa-
tive they are. The INGRID, Classic Cam, and NACO pipelines therefore only
have limited testing. NACO does, however, benefit from the ISAAC pipeline.

Accessing data from the ESO archive is not straightforward when you do not
know which object you want, and whether the data you select is representative
or pretty. This demands closer co-operation with the instrument scientists and
archivists. It would be useful to collate representative test data for regression
testing of ORAC-DR.

2.4. Instrumental Idiosyncrasies

Every detector and instrument has its own properties. For example, ISAAC
has spatial distortion, electronic ghosting, variable bias. NACO—at least in
the data seen thus far—has large swathes of very noisy pixels. INGRID has
a multi-extension FITS file containing pre-exposure and post-exposure images.
Each instrument has a different non-linearity correction. Polarimetry masks and
dither patterns vary between instruments.

It is easy to insert new steps into a recipe or have instrument-specific steps
without affecting existing primitives or other instruments’ reduction. It’s then
a question of finding a suitable algorithm. All were solved using existing atomic
Starlink applications. While the solutions were not especially sophisticated, they
seem fine judging by the photometric accuracy and quality achieved.

3. Recipe Development

The processing demands of the instruments new to ORAC-DR required new
recipe code, which in some cases benefited the already supported instruments.
Nevertheless much primitive code was reused. The highlights of these are listed
below.

• Automatic wavelength calibration of non-thermal infra-red ISAAC spectra.
• Support for dithered target and offset spectral beams.
• New recipes for calibration-lamp flats.
• Combine multiple dark and arc integrations, and process multi-filter groups

of flat-field frames.
• Correction for spatial distortion, variable bias, and electronic ghosting.
• Cope with several more observation sequences, such as various object-

sky patterns for chop-sky imaging, not just SOSOS. . . and uses time-based
interpolation for its modal sky subtraction.
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4. Conclusions

• It is viable to generate an ORAC-DR pipeline producing publication or
near-publication quality results for non-ORAC observatories. Most recipes
were used ‘off the shelf’.

• It is possible to achieve this in days or weeks rather than months or years
in the simpler cases. The exact time depends on the number of new recipes
needed, the quality of the metadata, the instrument complexity and special
characteristics. To fully support an instrument like ISAAC in all its modes
is still about six months’ work, but extending to other ESO infra-red in-
struments will be much less. As the recipes encompass more instruments
there will be fewer new problems to tackle.

• Comprehensive testing is not possible for the external programmer. Fine
tuning for secular changes, and rare or pathological cases relies on user
feedback.

• Standards for metadata need to improve markedly at certain institutions.
This includes providing clear comments and units. A data dictionary is
desirable too, preferably with interdependencies included. The dilettante
culture must change for the VO too. Time to name and shame!

• It is better for the metadata to be too verbose, and record more instru-
mental and sequence data than is sufficient. Such information can also be
useful diagnostics to secular or sudden changes of instrument properties.
The pipeline can only take account of these, if it can recognise them. If
observatories could be persuaded to add a few additional steering head-
ers, the pre-processing step could be avoided. ORAC-DR offers a cheap
pipelining system for observatories without resources to create their own.

• Astronomers do not like black boxes, and will surely wish to tinker with
the provided recipes. While ORAC-DR offers some tools for this, it needs
a configuration system and command-line overrides for recipe variables to
permit easier tailoring of recipes by astronomers. This is in development.
The ORAC-DR programmers’ manual (Jenness & Economou 2001) needs
updating and made astronomer friendly.

• It would be useful to have collated infra-red standard-star data available
from data centres, accessed by cgi scripts, as already happens for spec-
troscopy calibrations in ORAC-DR, or via a web service.

Acknowledgments. Starlink is funded by the Particle Physics and Astron-
omy Research Council (PPARC) and managed by the Space Science and Tech-
nology Department (SSTD) of the Central Laboratory of the Research Councils
(CLRC).
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Abstract. We will present some formal description of the SuperAG-
ILE (SA) detection system data, the relationships among them and the
operations applied on data, with the aid of instruments such as Entity-
Relationship (E-R) and UML diagrams. We just realized functions of
reception, pre-processing, archiving and analysis on SA data making use
of Object Oriented and SQL open source software instruments.

1. Introduction

The data stream expected from the SuperAGILE instrument, onboard the AG-
ILE gamma-ray mission, are continuous and massive flows (20 kb/s) of raw
information sent to ground for a minimum of 3 years, plus a larger rate during
ground tests (see figure 1). Data coming from the instrument concern physical
measurements and equipment housekeepings. We have developed and are im-
proving an information system to handle and archive the data produced at first
by the prototypes and later on by the SA flight model. A big effort in the design
phase has led us to achieve an integrated modular software system responding
to most of the functions needed to extract knowledge from SA archives.

2. Requirements and Conceptual Design

The SuperAGILE experiment is described by processes, the processes scheme
induces a scheme on the SA information system. We arrive at the goal of ex-
tracting scientific knowledge from SA data following these steps: first we pursued
an accurate operation of requirements definition joined with reflections on our
past work (Feroci et al. 1999; Lazzarotto 2001) and the study of some standards
coming from other researches (see IVOA working team 2003). Then we devel-
oped an E-R scheme to have a conceptual level project, modeling the data items
and operations on them. It describes concepts of interest to the application s
such as detectors, analogue and electronical hardware, software components and
operators and the relationships among these concepts, in a simple but precise
way, not computer specific (see Fig. 2). At this level we isolated some metadata
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Figure 1. Use cases for SA ground and flight prototypes data appli-
cations

describing measurement data. The metadata will be contained in the persistent
Data Base Management System (DBMS), massive measurement data are stored
in a repository (e.g. large computer hard-disks).

3. Performance Study and Logical Design

Logical rendering of the conceptual model materializes in the realization of a
relational database scheme (Fig. 3) for ’run’ (measurement or simulation) meta-
data. Also the scheme of scientific contents data is realized following the object
oriented and the relational paradigms. The definition of a metaformat for exper-
imental data and a formal model for the operations on them, make it possible
to do a performance study on the applications (see part of the model in the
Operation Table (Table 1)).

Table 1. SA data operation table
Operation Type(I/B) Frequency
ReadData I 50 per day

CreateAddLUT B 1 per month
CreateResMat B 1 per day
AddCalibrate I 50 per day
EnCalibrate I 50 per day
GetDetImg I 20 per day

GetSpectrum I 20 per day
GetLightCurve I 20 per day
GetSkyImage I 15 per day
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4. Physical Scheme of DBMS and Architecture of the Analysis Soft-
ware

To handle the experiment archive we use a DBMS based on SQL to store meta-
data realizing a RAM persistent short projection of the repository. We save
archiving, summarizing instrumental information and textual information from
the acquisition logfile. The content of the database image at a certain time is
given in html format and put in a public web area, from where every autho-
rized user can read useful information and download desired files with ftp links.
The procedures are written in C++ embedding mySQL and science libraries,
Root (Brun 1997; see also http://root.cern.ch), cfitsio (Pence 1999; see also
http://heasarc.gsfc.nasa.gov/docs/software/fitsio/fitsio.html ), As-
troRoot (Beck 2004; see also http://isdc.unige.ch/index.cgi?Soft+astroroot
). The implementation is also realized with the help of a C/C++ interpreter
”Cint” that permits development and easy tests of C++ code macros. We also
used postgresSQL to implement DBMS functions, the linking with the Root
library is more efficient with mySQL. For data analysis software we use OO
approach, (a simple classes scheme is reported in figure 3), it implements func-
tions analysis operations and produces higher level of abstraction scientific data
products such as light curves, detector images and spectra.

5. The Final Goal of the System: Scientific Knowledge Extraction
Applications

The idea is to save structured reports regarding automatic analysis on large
amounts of data, in other metadata saved in the DBMS archive. Then it will
be possible apply comparative studies on SA data sets, with the application of
advanced statistical and Computer Science techniques. The results of analysis
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Figure 3. SA measurement session conceptual scheme and classes for
sadas software

operators will be stored in compact data sets rendered, for istance, in XML. We
created a raw prototype of this system in 2001 using SAX mission data archives,
then we defined the whole Scientific Knowledge Extraction (SKE) process for our
contest expressed above, suggesting the approach we are developing and testing
now on laboratory and simulations SA data with the purpose of applying the
refined and tested SKE system also to SA flight data soon after its launch in
2005.
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Abstract. The AIPS++ (Astronomical Information Processing Sys-
tem) Project has developed a codebase of libraries, tookits, and applica-
tions for the analysis of radio astronomical data. We discuss the overall
architecture and core components of this package along with the cur-
rent technologies in use. The existing package features many applications
which are required for the next generation telescopes under development
(e.g., multi-field, multi-scale, and wide field imaging algorithms, full pri-
mary beam Stokes I,Q,U,V imaging, automated and interactive statis-
tical data editing, flexible calibration and self-calibration based on the
telescope measurement equation; we highlight some of this functional-
ity and discuss the future directions for the applications and underlying
technology.

1. Introduction

AIPS++ (Astronomical Information Processing System) was developed by an in-
ternational consortium of observatories (ASTRON, ATNF, JBO, NCSA, NRAO)
as a toolkit for the analysis/reduction of radio astronomical data. As of April
2003, the consortium was disbanded; however, development continues based
on project/instrument needs. In particular, AIPS++ is the baseline reduction
package for the ALMA (Atacama Large Millimeter Array).

AIPS++ was designed as a large-scale, distributed system. Its architec-
ture is based upon distributed components, making it easy to add, replace, or
upgrade functionality. This also facilitated the distributed development within
the consortium, enabling many workers to participate in the development (i.e.
scalable effort). It was also developed with modern languages and modern com-
puter science techniques (e.g. object-oriented programming). This makes the
package easily expandable and parallelizable at different levels (from the core
C++ libraries to the scripting level).

The underlying mathematical framework for the analysis within AIPS++ is
the Measurement Equation (Hamaker, Bregman, Sault, 1996) which provides a
general basis for modeling the instrumental errors in the calibration and imaging
system. algorithms, and further, it makes no hardware specific assumptions, i.e.,
no assumptions regarding connected-element arrays or uniformity of antennas.

AIPS++ employs a well defined data model, the MeasurementSet. It was
designed to meet the following requirements:

• the format must accomodate synthesis and single-dish data from a variety
of telescopes, both current and future, in as broad a framework as possible
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Figure 1. The AIPS++ MeasurementSet.
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(i.e., it must be able to adapt to handle unforseen telescope operations,
hardware devices, calibration plans, observing modes and data reduction
processing).

• it must be compatible with the requirements of the measurement equation
formalism.

• it must build upon the knowledge and experience associated with previous
data formats such as the AIPS and MIRIAD internal formats and the
FITS format for interchange.

2. Toolkit

The AIPS++ code base has extensive functionality. In particular, the core radio
astronomy applications are already in place.

1. data fillers - available for many instruments and several archive and inter-
change data formats

2. editing and visualization - available for both visibility and image data;
rasters, contours, vector, and 3-D slice displays.

3. calibration - flexible calibration of all corrupting terms
• based on underlying measurement process
• arbitrary parameterization and polarization basis for effects
• visibility-plane components supported

• P - parallactic angle correction (pre-computed)
• C - polarization configuration (pre-computed)
• G - electronic gain; solvable
• T - atmospheric correction; solvable
• D - instrumental polarization response; solvable
• B - bandpass response; solvable
• F - ionospheric correction; pre-computed from global, empirical

model (PIM)
• pre-computed or solved using chi-square based on the measurement

equation
4. imaging - complete suite of imaging and deconvolution tools

• supports polarimetry, spectral-line, multiple fields, mosaicing, non-
coplanar baselines (simultaneously)

• single dish OTF, holography
• clean algorithms: Hogbom, Clark, Schwab-Cotton, Multi-scale
• incremental multi-field deconvolution
• Non-Negative Least Squares and Maximum Entropy deconvolution
• flexible in image size (2n not needed)
• supports wide range of coordinate systems
• tracks moving objects

5. tools for unlimited data access/exploration (e.g., TaQL, LEL)
6. good scripting, pipeline capabilities
7. infrastructure necessary for high level applications development is already

in place (e.g., quanta, measures, coordinates, lattices, tables, etc.)
8. provides for development and prototyping at different levels (low level

access to higher level applications)
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Figure 2. System Framework. The grey boxes indicate the existing
framework; the white boxes indicate the additions possible through
changes in the software bus.

3. Framework

The existing framework of AIPS++ is built upon proprietary technology (e.g.,
Glish) and as such represents a fairly closed system. It is unable to take advan-
tage of new technologies wich have become readily available since the original
design of AIPS++ over a decade ago (e.g., Python, Java, CORBA, etc). How-
ever, replacing Glish as the underlying software bus and task manager implies
essentially a new system, providing an opportunity to open the architecture of
the package while maintaining and enhancing the science data processing func-
tionality (i.e., the existing C++ application libraries are maintained).

Figure 2 illustrates the existing and future framework for the AIPS++
codebase. Replacing Glish as the software bus with a version of CORBA provides
interfaces to other existing languages and tools (e.g., JAVA, Python, etc) which
are both well-tested and well-known in the community. Since the original design
of AIPS++ used the object-oriented component concept, little work is required
to preserve the existing applications/libraries and make them available in such a
new framework. As a technology exploration, a prototype pipeline for ALMA has
been constructed using AIPS++ applications/libraries called through the ACS
environment (ALMA Common Software - a CORBA-based common software
infrastructure).

For more information on AIPS++, see: http://projectoffice.aips2.nrao.edu
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Abstract. We propose a framework for constructing a unified, concep-
tual domain model for astronomy. We believe such a model to be an
essential ingredient for a future Virtual Observatory (VO). We also give
a high level, skeleton proposal for this VO domain model. We indicate
where details must be filled in for more specialized models. We describe
one detailed base level model, a component model for Quantity, which is
a generalisation of previous informal proposals. Our domain model puts
it in a larger context that includes such concepts as measurement, error,
and units.

1. Introduction

Standard methodologies (see Fowler 1997, Booch 1994, Halpin 2001) identify
various phases in the software development process. The first phase analyses the
universe of discourse (UoD), that is the world that we are interested in talking
about in the context of a particular project (Halpin 2001). The goal is to come
to a comprehensive domain model containing all the relevant concepts and their
interrelations. There are reasons why such a model is an essential ingredient
for the development of a Virtual Observatory (VO). It will provide a common
grammar and vocabulary for expressing the varied data products existing in
distributed astronomical databases. It will define the set of concepts that a
user of the VO can use in queries to these archives. Without such a common,
“Esperanto” data model it will not be possible to achieve true interoperability
between different archives. In different terms, we believe the conceptual model
arising from the standard analysis phase to be equivalent to an ontology.

2. Modelling Domain

We define the UoD for the VO as “the work that astronomers, astrophysicists
and support scientists do and the results they have obtained”. Our motivation
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for this choice is that we believe that users of the VO are ultimately interested
in the results of the work done by other astronomers. Users are not “just”
interested in getting access to images, simulation results or other physical results
of astronomical research, stored in some astronomical archive, but will want to
know what is actually represented by these results, how they were obtained,
what experiments were executed and how. The latter is what we mean by the
term “work”.

When we say that we believe VO users will be interested in the experiments
that produced the results, we mean that they should be interested in them.
One of the main tasks of the VO is to enable other astronomers to do rigorous
science with the results and services that are made available through it by their
colleagues. It is obvious that results can only be interpreted through knowledge
of the process that produced the results – the “provenance”. We believe the
VO has both the chance and duty to formalize the concepts underlying this
provenance by including them explicitly in the modelling effort.

3. Modelling Concepts

Here we list some of the core concepts we believe need to be modelled explicitly
to give a proper description of the world of astronomy, the UoD of the VO.
In the full model (http://www.g-vo.org/materials/UDM-Poster.pdf), these
have been translated into UML classes and worked out in more detail.

• experiment
By experiment, we mean that work that leads to results that are of interest
to users of the VO.

• result
The data resulting from astronomical work that users of the VO are as-
sumed to be interested in.

• protocol
It should be possible to retrieve what was actually done, why and how. This
we call the protocol of the experiment. Separating this concept from ex-
periment has an obvious use when a certain protocol is followed in multiple
experiments, eg. using an analysis tool such as SExtractor.

• objective/observable
The goal of the experiment, as described in the protocol. The objective of
an experiment is to assign values to variables.

• variable
One can assign values to variables by measuring them or calculating them.
Thus, the variables are the things which are to be or which have been
determined by an experiment.

• measurement
A result consists of values that have been assigned to variables. A mea-
surement is a special kind of “value assignment”, namely the common one
corresponding to a numerical value.

• value (quantity, category)
This is the smallest atomic unit in the result hierarchy. The concept value
corresponds to a value assigned to a property. SI calls this a “value of a
physical quantity” (NIST 1999).
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• uncertainty/confidence/error
In the scientific process of assigning values to properties by measurements,
errors will be made. These may be statistical, systematic, and possibly
correlated. However they are caused, to interpret measurement values
it is imperative that they be accompanied by the confidence/uncertainty
associated with them.

• phenomenon
This concept corresponds to SI’s “quantity in the general sense”, or to
Fowler’s PhenomenonType (Fowler 1997). It is the generalization of “a
property that a body or substance can have” (NIST 1999). Phenomena
are the ultimate things scientists are trying to determine.

• property
This is a phenomenon assigned to a particular thing, as in “a property of”
that thing. For example, colour is a phenomenon and the colour of that
galaxy is a property of that galaxy.

• subject
Subject is the concept that unifies the thing mentioned above and in the
SI definition for “quantity in the general sense”. It includes other concepts
like body, substance, region, etc. It is really an anchor concept that corre-
sponds to a collection of properties, since a particular thing is defined by
properties that we can measure, know, or be interested in.

• unit
Unit defines the “measuring rod” that is required to interpret numerical
values (quantities) assigned to numeric properties. SI defines it as a par-
ticular property of a particular, identified subject. All values of the same
phenomenon can be expressed by giving the ratio of that property to the
property of the identified subject.

• reference system
Just as a unit specifies the measuring rod for interpreting numerical values
assigned to a property, so the reference system can be thought to specify
the zero point. Examples include a coordinate system for positions on the
sky, and a magnitude system for expressing fluxes.

• standard
To enable interoperability, or more simply, for us to be able to under-
stand each other’s (meta-)data, it is not sufficient to provide a model (the
grammar of the “Esperanto” discussed above), we also need to agree on a
number of standard instances – the “vocabulary”.

• physical artifacts (database, file)
Data will be stored in some physical datastore which may be a filesystem
or a more formal database system. We need to be able to identify and
locate these containers.

4. Model Detail: Measurement and Quantity

Modelling quantitative values with units and errors has received considerable
attention in the IVOA data modelling working group. In Figure 1 we propose
a model for this area. The main difference between this and other propos-
als (see http://www.ivoa.net/twiki/bin/view/IVOA/IVOADMQuantityWP for
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«key» -name : string

Category

-baseClass 0..1

-abbreviation : string
-amount : numeric

AtomicUnit

-power : rational
-amount : numeric

ComponentUnit

CompoundUnit

-component

1..*

Unit

-component

1

«key» -amount : numeric

AtomicQuantity
-unit

1

Classifier

-name : string

ComponentQuantity

CompositeQuantity

-component

1..*

Quantity

-quantity 1

Value

Measurement

-category

1

-value1
-error

0..1

Property
-property

1

Figure 1. A detail of the domain model, dealing with measurements
and values.

IVOA Quantity data modeling resources ) is that we believe that the core con-
cept is the measurement, which we define as the act of assigning a value plus
error to a property, not the quantity itself. We further generalize the Quantity
concept to values and classifiers. To see how this model fits within the large
scale framework we refer the reader to the full diagram (http://www.g-vo.
org/materials/UDM-Poster.pdf).
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Abstract. The NOAO Mosaic Pipeline is a fully distributed and par-
allel system able to efficiently process and reduce mosaic imaging data in
near real time. Basic CCD reduction, removal of instrumental features
(e.g. fringes, pupil ghosts and crosstalk), astrometric calibration and zero
point photometric calibration are performed. The NOAO Mosaic Pipeline
System is composed of a variable number of processing nodes organized in
a network. Data can enter the processing network at any node, thus im-
proving the robustness of the whole architecture. While being developed
with the NOAO Mosaic Imagers in mind, the system is general enough
that it could be easily customized to handle other instruments.

1. Overview

The main characteristics of the NOAO Mosaic Pipeline System are:
• Science driven development.
• Based on a comprehensive Data Model.
• High degree of modularity and code reuse.
• Dynamic, freely variable number of computing nodes.
• Dynamic, XML based configuration of modules and pipelines.
• Dynamic master-slave hierarchy among the nodes.
• Dynamic routing of data through available nodes.
• Sophisticated predictive load balancing.
• Database based calibration file management.
• High degree of abstraction from the underlying implementation.

2. System Architecture

To the outside world, the NOAO Pipeline System appears as a black box (Fig.
1). Data is submitted to the Pipeline either directly from the telescope or from
the NOAO Science Archive. A pipeline operator is able to constantly monitor
the health and performance of the system and, if necessary, completely control
the processing.

Quality control data is produced at several steps in the Pipeline, covering
both basic telemetry and advanced image parameters (e.g. sky uniformity, PSF
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Figure 1. Schematic description of the NOAO Mosaic Pipeline ar-
chitecture.

variations etc.). Monitor GUIs can subscribe to these streams of informations,
enabling, for instance, the instrument scientist to monitor the performance of
the instrument.

The system produces calibrated data, master calibration frames, catalogues
and data quality information that can be delivered to the observer and ingested
in the Science Archive.

3. Node Architecture

Processing nodes have a layered architecture, as illustrated in Fig. 2. The
Processing Software (e.g. IRAF tasks, scripts, compiled code) does the actual
number crunching. The Software is logically organized in modules. Modules
are then grouped into standalone pipelines. Pipelines form the full processing
system. Any number of instances of each module can be started, to fully exploit
the processing power of the host machine.

The Black Board subsystem is responsible for making data flow through
the processing modules/pipelines (modules and pipelines can be dynamically
chained together at run-time, using an XML based configuration system). The
Black Board also provides an event handling and message passing framework
that individual modules and pipelines use.

The Node Manager is a high performance server, running on each node.
It fully controls the operation of the Pipeline System on that node, allowing
pipeline operators (via Control GUIs) to:
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Figure 2. Schematic description of the NOAO architecture of the
processing network.

1. Start/stop/restart the whole Pipeline System or parts of it.
2. Control the processing of each dataset.
3. Monitor the status of the processing network.

The Node Manager also serves as load balancer. This functionality is imple-
mented in a fairly sophisticated algorithm able to “predict” the load of a given
processing node given its current CPU load, number of processors, number of
instances of a given pipeline and the number of files in the queue.

The current architecture implements well defined interfaces for inter-machine
communication and for communications with Monitor and Control GUIs. Data
being processed, software and state are always kept local to each machine (hav-
ing a private copy of the Black Board). The result is that each node of the
processing network is an independent entity. This makes the NOAO Pipeline
able to handle the failure of one or more nodes by transparently re-routing data
to the available machines.
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Abstract. By constructing instrument models which incorporate as full
as possible a knowledge of optical and detector physics, the calibration
of astronomical data can be placed on a firmer footing than is currently
the norm. A number of developments make it more practical today to
efficiently use optical models in the whole observational process: At first,
the proposer can prepare observations using model based exposure time
estimators and data simulators. Second, the observatory controls the
instrumental configuration, tests data analysis procedures and provides
calibration solutions with the help of instrument and environment mod-
els. We show in particular how such models can be used to ease very sig-
nificantly the calibration and operation of complex instruments from the
Hubble Space Telescope and the Very Large Telescope and provide a high
level of homogeneity and integrity in the post-operational archives. We
review the role of instrument models for observatory operations, observ-
ing, pipeline processing and data interpretation and describe the current
usage of instrument modelling at the ST-ECF and ESO.

1. Introduction

With ever more complex instruments entering service at general user type ob-
servatories an increasingly high importance is assigned to calibration tasks. The
currently employed concepts for the calibration of observational data, evolu-
tionary products of the historical development of instrument and detector tech-
nology, do not necessarily implement the best possible schemes to handle the
precious data from large ground and space based facilities. Most of our calibra-
tion concepts are based on the principle of comparison with empirical readings
from so called standards. Admittedly, computational tools have become much
more elaborate, so that the standard readings (i.e. the calibration reference
data) can be filtered and long term trends can be studied with the help of

1Affiliated to the Astrophysics Division of the Space Science Department of the European Space
Agency

481



482 Ballester & Rosa

archives. However, at the very basis are empirical relations obtained from data
containing noise. A typical example is the fitting of low order polynomials to
obtain dispersion relations from wavelength calibration lamp spectra. The cali-
bration strategies currently adopted in most of optical astronomy are empirical
methods aimed at cleaning data from instrumental and environmental effects by
a sequential application of instrumental corrections. Usually the transformation
of detector based units into astrophysical units is done as a separate last step at
the boundary between calibration and data analysis. The whole sequence makes
it hard to arrive at a physical understanding of variations in instrumental char-
acteristics which ought to drive maintenance measures or algorithmic solutions.
It further requires a long learning process to determine the optimum deploy-
ment of resources - observing time for calibration observations and manpower
for subsequent analysis.

The gap between the calibration of individual observations and the moni-
toring of instrument performance has been closed by new operational concepts
such as the one designed for the VLT data flow (Haggouchi et al., 2004). But we
need in addition to implement a physical calibration concept. As will be shown
in the following, instrument models which provide the means to simulate the
observational data gathering process from first principles form the basis for in-
strument configuration control, predictive calibration, and forward analysis. In
this paper we review the use of instrument models at the Very Large Telescope
(VLT) and the Hubble Space Telescope (HST) throughout the life-cycle of an
observation: exposure time calculators for the VLT, first use of model based
calibrations for the HST Faint Object Spectrograph, bootstrapping calibration
of the VLT UV-Echelle Spectrograph, predictive calibration for the HST Space
Telecope Imaging Spectrograph and finally controlling the performance of the
VLT Interferometer.

2. Exposure Time Calculators

For the astronomer to be able to plan his observations, and for the Observation
Programme Committee to be able to evaluate the quality of a proposed observa-
tion schedule, it is necessary to have good estimates of telescope performance and
time required to reach the desired science objective. Exposure Time Calculators
(ETCs) are one class of tools used to support this by modeling astronomical tar-
gets, telescopes and components in the optical path, and producing estimates
of signal-to-noise ratios and exposure times. Some of the ETCs also provide
information on the raw data products, such as simulated images and spectra or
spectral formats. Furthermore, instrument scientists also use ETCs to evaluate
the efficiency of instruments during the design phase. Moreover, ETCs may have
a number of additional applications, for example for the estimation of limiting
magnitudes in an archive environment (Voisin, 2004).

Exposure time calculators predict the observational performance of an in-
strument in terms of signal-to-noise reached or exposure time needed for a given
target and under certain conditions. At the VLT we record since 1998 an in-
creasing usage of such models from an initial value of 20 simulations per proposal
to the present figure of 40 to 50. Peak usage takes place during the few days
before the proposal deadline and can reach a total of 3000 a day. For this reason
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the ETC models are primarily designed for speed and easy maintenance, and
less emphasis is placed on the accuracy of detail.

We provide centralised access from a single Web address2 and through a
system of templates provide a homogeneous interface across the instruments.
User interface templates, macro language, components database and configura-
tion files, as well as the design of generic models facilitate the traceability and
the maintainability of the system. We also cover the complete range of instru-
mentation at the VLT by supporting more than 25 instruments. These are not
independent models, but rather six main programs for the optical imaging and
spectroscopy, infrared imaging and spectroscopy as well as echelle and adaptive
optics modes.

The ETCs rely on a variety of components, such as the transmissions and
detector performance, and many specialised models are involved for the per-
formance of adaptive optics systems, fiber optics or atmospheric sky emission.
The accuracy of these models is about 10%. The engineering database con-
tains laboratory measurements of the optical components. The level of accuracy
is adequate for the preparation of observations given the fact that the actual
realisation of observation conditions, intensity of atmospheric lines, level of con-
tinuums, seeing reached will produce a variability of the observing results. Ex-
posure time calculators provide a first level of verification of the performance of
an instrument if compared to measured performance.

3. Model-based Calibration for the HST Faint Object Spectrograph

In order to use models for data calibration, we need to reach a better accuracy
than that of observation preparation models. Instrument models which are based
on first principles clearly have the predictive power required to make substantial
progress in the areas of calibration and data analysis. Before implementing
the concepts of predictive calibration and model-based analysis, two central
questions have to be answered.

• Can one construct from first principles physical software models of astro-
nomical instruments which are able to predict observations of standards,
ie, calibration relations, to a sufficient degree of accuracy, and work rea-
sonably fast so that they can be embedded into routine calibration and
data analysis procedures?

• Are such implementations affordable in comparison with the effort needed
to maintain the classical calibration scheme, and do they bring any addi-
tional benefits for the operation of common-user instrumentation?

3.1. Scattered Light Model

A first application of such modeling has been the FOS Scattered Light correction:
calibrated UV spectra of a variety of targets show an unphysical upturn at the
shorter wavelengths. The effect is much more pronounced for intrinsically red
energy distributions. It is obvious that the intrinsic UV properties of such
targets can only be recovered via a software model that simulates to a precision

2http://www.eso.org/observing/etc
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of better than one part per million the dispersion and image formation of the
aperture-collimator-grating-detector combination. A physical model of the FOS,
cast into software, was finally capable of correctly predicting the scattered light
for any kind of intrinsic spectrum in all modes of the instrument (Bushouse,
Rosa, Mueller, 1995). This model correctly replicates the relevant reflection,
diffraction, dispersion and detection processes in the optical train of the FOS,
and shows that the ultimate source of the scattered light are the far wings of
the line spread function. The shape and level of these predicted far wings are
very similar to the LSF measured pre–flight in the laboratory, indicating that
the effect is not simply due to a deterioration of surfaces or adjustments. In fact
the LSF is very close to the theoretical case of superb optics (Fig. 1), and only
very small amounts of surface roughness and dust are required to explain the
actual profile.

Figure 1. Line profile with extended wings of the HST FOS high
resolution mode. The thick line is the actual laboratory pre-flight mea-
surement while the undulating thin line is the prediction from the FOS
optical model with unlimited spatial resolution

This example demonstrates that a software model going beyond a simple
throughput calculation, i.e. correctly describing all relevant physical effects, can
be very powerful in solving problems encountered during the scientific analysis of
data. Used in this way, the model appears simply as an additional data analysis
tool in support of the calibration process. Ultimately, the goal is to go one
step further and to advance from the calibration strategy of signature removal
currently in use.

3.2. Dispersion Relation and Geomagnetic Image Motion

Another model could be successfully developed and applied to FOS data. The
dispersion relation from the standard FOS pipeline was represented by a poly-
nomial solution. The usual problem with polynomial solutions is that outliers
and misidentifications will be included in the polynomial solution and make it
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converge away from the true solution. Instead, using a dispersion model based
on the grating equation and the S-distortion model of the detector yield a sub-
stantial improvement of the calibration accuracy (Fig. 2).

Figure 2. Residuals of measured line positions with respect to the
predicted location when using the standard FOS pipeline polynomial
dispersion solutions (left panel), and when using the optical model
based solutions of the POA-FOS pipeline (right panel)

Since the FOS on HST used detector systems (Digicons) with electron op-
tics, the observations were affected by the geomagnetic field. Insufficient mag-
netic shielding of these detectors resulted in an imprint of the changing geo-
magnetic environment during HST orbiting the earth onto the raw data - the
so called geomagnetically induced image motion problem (GIMP). It had been
identified early on after launch and an on-board correction had been applied
to all observations from April 1993 onwards. However this correction itself was
inadequate. As part of the Post-Operational Archive project (Rosa, 2000) of the
ST-ECF both, the original effect and the inadequate procedure were modelised
to yield an optimal correction for all 24000 measurements in the FOS archive at
once.

After correcting for the dispersion relation and the GIMP, a very substantial
improvement of the radial velocities measurements could be obtained (Fig. 3).
What was initially believed to be a grating wheel repeatability error turned out
to be residual from an inadequate procedure that could only be proven and
corrected through the physical model based approach (Rosa, Alexov, Bristow,
Kerber, 2001)

4. Predictive Calibration for the VLT UV-Echelle Spectrograph

If the model based approach proves to be useful for a low resolution first order
spectrograph, we should consider to calibrate much more complex instruments.
One of the most demanding cases of data calibration and analysis are 2D echelle
spectra. Traditionally, they require complex data reduction procedures to cope
simultaneously with both, the geometrical distortion of the raw data introduced
by order curvature and line tilt, and with the spread of the signal across the
tilted lines and between successive orders respectively. Unsupervised wavelength
calibration for these instruments can only be achieved by reducing to a mini-
mum the information needed to start the calibration process. This requires the
most efficient use of the a priori knowledge from the optical properties of the
instrument under consideration.
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Figure 3. Physical model based correction to a FOS science exposure:
wavelength zero-point offsets in the original data (black symbols) and
two versions of the model based correction (red and blue symbols) on
a rapid-readout dataset spanning some 40 minutes of exposure time.
More details are given in the above reference Rosa et al., 2001

A generic description of spectrographs based on first optical principles has
been developed (Ballester & Rosa, 1997). It incorporates off plane grating equa-
tions and rotations in three dimensions in order to adequately account for line
tilt and order curvature. This formalism was validated by confronting the mod-
els for actual spectrographs (CASPEC and UVES from ESO, and STIS from
HST) with ray tracing results and arc lamp exposures.

The geometric calibration is a complete definition of the spectral format
including the order position and the wavelength associated to each detector
pixel. This step was traditionally carried out via visual identification of a few
lines and for this reason new methods had to be developed. The precision
with which the geometric calibration is performed determines the accuracy of
all successive steps, in particular the optimal extraction and the photometric
calibration. In the case of UVES, the high non-linearity of the dispersion relation
made it necessary to develop a physical model of dispersion in order to predict
the dispersion relation and to efficiently calibrate the several hundreds of optical
configurations offered by the instrument (Fig. 4).

To cover the many possible configurations the pipeline uses header informa-
tion to select the appropriate optical layout. This layout is based on the specific
knowledge of the optical design of the instrument, cast into a physical model.
The model is involved at many stages of the calibration to provide reference
values and initial solutions for the current configuration making the data reduc-
tion completely automatic. In addition to the calibration solutions, the pipeline
delivers quality control information to assist the user in assessing the proper
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Figure 4. Sequence of events during UVES geometric pipeline cali-
bration. Model predicted positions of wavelength calibration lines are
projected onto a format-check frame. The predicted positions are ad-
justed to the observed positions and an initial dispersion relation so-
lution is produced. The order position is automatically defined on a
narrow flat-field exposure using the physical model. The initial dis-
persion relation is refined on a Th-Ar frame in order to fully take into
account the slit curvature

execution of the data reduction process. At the VLT this approach has been
extended to other instruments, FLAMES-UVES which is a fiber adaptation of
UVES, and also for the infrared ISAAC spectrograph where especially at the
longer wavelength range there is a lack of atmospheric calibration lines (Yung,
2004).

5. The STIS Calibration Enhancement project

Since the benefits of using the 2D generic spectrograph model in the UVES
pipeline have proved to be so essential for the quality and the repeatability of the
science data, it was obvious to take the model based approach even further. The
STIS/CE (Space Telescope Imaging Spectrograph Calibration Enhancement)
project is a full fledged implementation of the physical model based approach
for STIS on HST. The deliverables (ESA to NASA) involve the construction of



488 Ballester & Rosa

a pipeline which is heavily based on first principles such as physical optics and
CCD physics.

A major component of the STIS/CE pipeline is the STIS dispersion model,
based on the formalism previously developed for UVES. In the case of STIS
a mechanism is needed to optimize the configuration description of the instru-
ment to an accuracy better than that provided by the engineering data, which
can only be a starting point. There are fixed parameters precisely known from
engineering such as number of grooves or focal lengths. Other parameters are
not known to an accuracy sufficient for calibration purpose, for example grating
angles. Finally some parameters may vary from exposure to exposure (repeti-
tion errors). Each mode is represented by a master configuration file that has
been optimised using dedicated, long exposure time, calibration frames. From
that individualised configuration files can be produced with the help of short
exposures accompanying the science data. Currently the dispersion model pre-
dicts the location of wavelength catalog lines to a precision better than 0.1 pixel
over an area of 2000x2000 pixels (Modigliani & Rosa, 2004). Paramount to
this success was not only the refinement of the optical description, but also the
re-measurement of wavelength calibration lamps at the National Institute of
Standards and Technology (NIST) (Kerber, Rosa, Sansonetti, Reader, 2003).

Another interesting component of the STIS/CE pipeline is the corrective
module for Charge Transfer Efficiency (CTE). The Charge Coupled Devices
(CCDs) operating in hostile radiation environments suffer a gradual decline in
their CTE, or equivalently, an increase in charge transfer inefficiency (CTI).
STIS and WFPC2 have both had their CTE monitored during their operation
in orbit and both indeed show a measurable decline in CTE that has reached
a level that can significantly affect scientific results. As part of the Instrument
Physical Modelling Group effort to enhance the calibration of STIS a model was
developed of the readout process for CCD detectors suffering from degraded
charge transfer efficiency. This model is based on simulating on the microscopic
(single electrons) level the transfer of charge across the CCD chip during readout,
and the trapping of electrons in defects of the silicon lattice. The model enables
one to make predictive corrections to data obtained with such detectors (Bristow,
2004).

6. Models for the VLT Interferometer

With a maximum baseline length of 202 metres, the VLT Interferometer makes
it possible to reach high angular resolution of the order of a few milliarcseconds.
In March 2001, first fringes have been obtained with the VLT Interferometer
using the test instrument VINCI. Three more instruments will be active at the
VLT Interferometer, providing capabilities for coherent combination in the mid-
infrared wavelength domain with MIDI, up to three near-infrared optical beams
with AMBER, and simultaneous interferometric observations of two objects with
PRIMA.

Preparing an interferometric observation requires adequate tools that can
handle the geometrical configuration of the array and target/calibrator positions.
Most observations in interferometry will involve measurements for different spa-
tial frequencies and are likely to require different configurations and spread over
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extended periods of time, several weeks or several months. The geometrical con-
straints on the observation of the science and calibrator targets and the limited
observability of the objects due to both the range of delay lines and shadowing
effects will make it necessary to assess the technical feasibility of observations
at both stages of phase 1 and phase 2 preparation. During phase 1, general
tools like the WEB-based visibility calculator and exposure time calculators will
be provided. In phase 2, the details of the observation can be validated more
accurately.

Figure 5. The VLTI Visibility Calculator and the Calibrators Selec-
tion Tool

The VLTI Visibility Calculator (Fig. 5) is the tool used for such calcula-
tions. The VLTI Visibility Calculator computes the fringe visibility as a function
of the object diameter, the position of the target in the sky at the time of the
observation, and the selected configuration. It takes into account the horizon
map of the observatory and shadowing effects induced by telescope domes and
structures on the observatory platform. It computes the optical path length, the
optical path difference, and takes into account the range of the Delay Lines to
estimate the period of observation for a given target. A second tool, the VLTI
Calibrators Selection Tool, allows the user to query the list of VLTI calibrators
and select the adequate targets for a given science object. With the longest
VLTI baseline (202 m), angular resolutions can be measured at the scale of one
milliarcsec (1 mas). Unresolved objects, namely objects much smaller than the
1 mas limit, will yield maximal visibility. The fringe visibility decreases with
the angular size of the observed target.

We need also to understand the performance of the system and developed to
this end a unified model of performance for the instruments of the VLT Interfer-
ometer. The commissioning instrument VINCI has been used for measurements
for two years and the first science instrument MIDI has been commissioned in
the course of 2003. The model predicts the accuracy on the visibility measure-
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ments. We are dealing here with new properties of the atmosphere, in particular
one needs to characterise the atmospheric piston noise and its influence on the
measurements. The predictions from this model are compared to the aggregated
two years of VINCI measurements. Further verifications are now performed in
the mid-infrared using MIDI measurements.

7. Conclusion

In conclusion, our ample experience with the physical model based approach
allows us to address the questions that we raised at the beginning of this paper.
Firstly, physical models can be developed, and they are accurate enough to
solve many practical calibration problems in various operational environments
(ground- and space-based). In particular, in several cases that we have described
here, it would not have been possible to correct the data without a model.
Today models are used in operations critical areas. The main additional benefit
of models is that they provide an independent control on the data gathering
process with the assurance that they are properly understood.

Acknowledgments. In this review we have tried to give credit to many
contributors by citation of primary articles. It is clear that we could not include
all of them and therefore would like to acknowledge also those contributions not
mentioned explicitly in the text.

References

Ballester, P., Rosa, M.R. 1997, A&AS, 126, 563-571

Ballester, P., et al. 2000, ESO Messenger, 101, 31-36

Bristow, P. 2004, this volume, 780

Bushouse, H., Rosa, M.R., Müller, Th. 1995, in ASP Conf. Ser., Vol. 77, ADASS
IV, ed. R. A. Shaw, H. E. Payne, & J. J. E. Hayes (San Francisco: ASP),
p. 345

Haggouchi, K.., et al. 2004, this volume, 661

Kerber, F., Rosa, M.R., Sansonetti, C.J., Reader, J. 2003, ST-ECF Newsletter,
33, 2

Modigliani, A. 2004, this volume, 808

Rosa, M.R. 2000, ST-ECF Newsletter, 27, 3

Rosa, M.R., Alexov, A., Bristow, P., Kerber, F. 2001, ST-ECF Newsletter, 29,
31

Voisin, B. 2004, this volume, 125

Yung, Y., et al. 2004, this volume, 764



Astronomical Data Analysis Software and Systems XIII
ASP Conference Series, Vol. 314, 2004
F. Ochsenbein, M. Allen, and D. Egret, eds.

Software Tools for 3D spectrography
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Abstract. Since the very first Tiger prototype operated at the CFHT
(June 1987), the Centre de Recherche Astronomique de Lyon (CRAL)
has been a very active player in the development of 3D spectrographs
and their related softwares, including data acquisition, instrument nu-
merical modelling, data reduction and analysis tools. The CRAL has
recently joined the European RTN Euro3D to promote 3D spectrography
in Europe, and develop softwares of common interest. In this context, we
report here on the past, on-going and future instrumental developments
at the CRAL, as well as on the related software packages.

1. 3D spectrography at the CRAL

1.1. 1987: first experience

The first experience of 3D spectrography for the CRAL took place at the CFH
telescope, on Mauna Kea, in June 1987. The resulting instrument, TIGER (see
below) was the first lens-array based integral-field unit experiment, pioneering
the optical principle proposed by G. Courtès from the Laboratoire d’Astronomie
Spatiale in Marseille (France). This successful experiment prefigured the later
large investment the CRAL devoted in such instrumentation. As an illustration
of the still alive TIGER concept, Fig. 1 shows one of the lens-arrays used for
the SNIFS instrument (225 lenses only).

1.2. The TIGER concept: the “trick”

The challenge for 3D spectrography is to store three-dimensional (two spatial and
one spectral) data on a two-dimensional detector (CCD). How is this possible ?

Using a lens-array solutions, here is the trick. First imagine you have
a uniform illumination at the entrance of the lens-array (Fig. 2, left panel).
The micro-lens array samples the field and focuses the light into micro-pupils
(next 4 panels). This corresponds to the spatial sampling stage of the spec-
trograph, which additionnally focuses the light into small spots (the so-called
micro-pupils), thus compacting the information and providing useful space in
between each sample. This free space is used to store the spectral information.
The micro-pupils are dispersed via a classical spectrograph (see Fig. 2, last 3

1Institut de Physique Nucléaire de Lyon, France
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Figure 1. The micro-lens array (here the one of SNIFS), the core of
the lenslet-based 3D spectrograph.

Figure 2. The “TIGER trick” to store 3D data on a 2D detector.

panels). Assuming the dispersion direction is aligned with the CCD columns, a
problem quickly arises with spectra from different micro-pupil overlapping along
the columns. It is solved by slightly rotating the array. In many circumstances,
it may be useful to limit the vertical range using a filter. The overall optical
concept is presented in Fig. 3. Note that in the provided illustration, the lenses
are squares but any shape allowing good compactness (e.g., hexagonal) can be
used (the optimal rotation angle being adapted for each geometry).

1.3. TIGER at the CFHT (1987-1996)

This instrument was a project conducted by two French teams (Lyon and Mar-
seille), and was originally devoted to the study of galactic dynamics, quasars
and active galactic nuclei. It allowed acquisition of about 400 spectra of an
object simultaneously. The original TIGER instrument was a very basic device,
borrowing the mechanical structure of PUMA (Punching Machine, the ancestor
of the present Multi-Object Spectrograph), in duty at the CFHT. No specific
optimization had been achieved neither for the mechanics nor for the existing
optics (Bacon et al. 1995).

It nevertheless provided a number of spectacular results, the first published
paper including the spectral identification of the components in the Einstein
Cross (Adam et al. 1989). It also allowed the team to investigate the capabilities
of such an instrument, and to prospect for the future. On the software side,
things were also rather preliminary. A simple toolbox was developed as a MIDAS
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Figure 3. Lens-array based IFU optical design.

context, providing basic signal extractions, and requiring a high level of human
interactions. No GUI was available at that time.

1.4. OASIS at the CFHT (1997)

OASIS (Optically Adaptative System for Imaging and Spectrography) was the
first full 3D project conducted at the CRAL (from its design to its scientific
application). It became a general user instrument opened to the CFHT com-
munity, and took advantage of the PUEO adaptive optics system. OASIS was
a very flexible instrument, handling several spatial and spectral samplings to
match the users scientific requirements. It has been commissioned in the sum-
mer of 1997 and operated until 2001, with the CFH Telescope becoming a more
survey oriented facility (e.g., CFHT Legacy Survey). OASIS thus moved to the
William Herschel Telescope (4.2m, La Palma) at the beginning of 2003, and was
adapted to be used with the WHT NAOMI AO system. It now offers an even
more complete set of spectral and spatial configurations, and should otherwise
perform in a similar way as at the CFHT.

The software aspect was challenging, since OASIS has been designed a gen-
eral user instrument at the CFHT. The community was basically not educated
regarding 3D spectrography, and the versatility of OASIS only meant more gen-
eral (thus more complex) reduction algorithms. Both the acquisition software
and the data reduction were GUI oriented, and driven by the firm goal to be as
user-friendly as possible. This is illustrated by the acquisition process, during
which the observer is asked for quantities which are meaningful to him/her, like
the spatial or spectral sampling, instead of instrumental specifications (such as
which optical component to include). This also strongly affects the design of
the GUI for the data reduction (XOasis, see Fig. 4), which therefore shows the
reduction steps in a strict logical order. Moreover, some kind of ’history’ is
stored in each processed exposure, so that a number of a priori checks can be
performed prior to its running. Last but not least, a Web server was set up for
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Figure 4. XOasis GUI for data reduction.

software download (http://www-obs.univ-lyon1.fr/∼oasis), and the users
provided with a hot-line service facility.

Handling complex data is not just a matter of providing an efficient graphi-
cal user-interface. Since the instrument had multiple optical configurations, the
best way to properly and accurately extract the user data, without a high level
knowledge of the instrument, was to implement a data extraction process based
on an instrument numerical model. This was probably the major software
investment, which still benefits both users and conceptors. This allows more
accurate extraction and calibration of the data, distinguishing the different dis-
persion orders (for low spectral resolution configurations) and mimicking the
optical distortions and aberrations (achromatism) of the instrument.

Two other development decisions, taken at that time, appeared to be critical
for the future: first, the elaboration of a C Input/Output libraries handling mul-
tiple common-used formats, like FITS of course (based on the cfitsio routines),
but also MIDAS (.bdf, .tbl), IRAF (.imh, .pix) or the STSDAS tables. The
aim was to make the processed data compatible, at any reduction step, with the
user’s favorite tools. Facilities to import and export from these various formats
were also provided. The second point concerns the global architecture. Each
processing module is an executable (i.e., Unix binary), running as a stand-alone
routine. Parameters may be passed through the command line. The GUI is
built as a separate front-end passing the parameters to the module through the
command line, plus some fancy features like saving the session history, provid-
ing an electronic logbook, etc. Given that layout, the data reduction process
can easily be operated in batch mode through a pipeline, or via user-written
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shell scripts, or in interactive mode via the GUI. All processing share the same
module basis, serving maintenance tasks.

1.5. SAURON at the WHT (1999)

SAURON was the first IFU dedicated to a specific science case. It is a panoramic
integral-field spectrograph for “understanding the formation and evolution of
elliptical and lenticular galaxies and of spiral bulges from 3D-observations”
(http://www.strw.leidenuniv.nl/sauron). This instrument has a large field
of view and was optimized to have a high throughput (20% including atmosphere,
telescope and detector), and to allow simultaneous sky subtraction. SAURON
has been designed for studies of the stellar kinematics, gas kinematics, and line-
strength distributions of nearby early-type galaxies. The project was carried out
by a consortium gathering the CRAL and two European teams: the Sterrewacht
Leiden and Oxford University. The instrument was installed at the WHT in 1999
and provided impressive results so far (de Zeeuw et al. 2002).

The XSauron software shares with XOasis most of the data reduction mod-
ules (with different parameter values for the instrument numerical model). It
has been enhanced with new analysis tools developed by the consortium. But
as a survey instrument, SAURON also required the building of a true pipeline.
A first “linear” pipeline (based mostly on Tcl modules plus a global wrapper)
was developed in Lyon, and a more robust pipeline (Jython, etc) is being tested
at the Sterrewacht Leiden.

1.6. SNIFS at UH (2004)

A recent addition to the suite of IFUs developed in Lyon is the Supernova In-
tegral Field Spectrograph (SNIFS), another science-case dedicated instrument
(Aldering et al. 2002). SNIFS has been designed to provide a systematic spectro-
scopic follow-up of Supernovae Ia. This project is a partnership between LBNL
(Berkeley), LPNHE (Paris), IPNL (Lyon) and CRAL. The instrument will be
operated for 3 years at the UH Telescope (Hawaii), for a total of 20 percent of
the nights.

SNIFS is a two-channel optical spectrograph equipped with a micro-lens
array (TIGER type) integral field unit (Lantz et al. 2003). The blue channel
will cover 3500–5700 Å, while the red channel will cover 5300–10500 Å. SNIFS
includes a photometry camera run in parallel with the spectrograph; it allows
photometric normalization of the spectrographic observations even under non-
photometric sky conditions. SNIFS is also equipped with a calibration unit for
the spectrograph which will provide the relevant spectral flats and arc exposures.
The intended operational mode for SNIFS is quasi queue observing. Target
coordinates and exposure sequences are generated automatically.

On the software side, this was the first time a full numerical simulation of
the instrument was used to confirm building options and to deeply check the
data reduction process before the instrument is put in operation (Bonnaud et
al. 2004). Given the heavy use of the instrument, a fully-automated processing
pipeline is being designed by the IPNL team, based on previous XOasis and
XSauron reduction modules, as well as a scheduler, built by the LBNL team, to
afford and optimize the observational procedure.
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Figure 5. Slices prototype tested in the CRAL

2. The new generation: using slices

To avoid spectra to be polluted by the other dispersion orders (low disper-
sion configurations), but also to increase data compactness on the detector, the
CRAL investigates a new type of 3D spectrographs using slicers (see Fig. 5, the
active surface being on the left). Each slice cuts a strip in the field of view.
Each strip is then dispersed and gathered on a detector, with a slight shift with
respect to the previous one induced by the slight angle given to the slices (see
Fig. 6). The current corresponding studies held in the CRAL are:

MUSE Phase A study (VLT-2) The major scientific goal is deep spectro-
graphic observations of high-z galaxies, in particular of Lyα emitters. The
Principal Investigator of the MUSE project is R. Bacon (CRAL). The field
of view being rather large for such a spectrograph (1 square arc-minute),
the field is sampled in 24 sub-fields, which thus results in 24 spectrographic
channels. CRAL is in charge of many software aspects, AIP (Postdam)
being responsible for the data reduction package.

NIRSpec (JWST) NIRSpec provides users of JWST with the ability to obtain
simultaneous spectra of more than a hundred objects in a 9 square arc-
minute field of view. The baseline spectrograph will take advantage of
a micro-electromechanical system (MEMS) to provide dynamic aperture
shutter masks. The CRAL is involved in the phase A study for an IFU
mode, and deeply involved in the instrument numerical model (Gnata et
al. 2004).

ESA prototype Slicer feasibility study for NIRSpec.

SNAP The Supernova/Acceleration Probe (SNAP) Mission is expected to pro-
vide an understanding of the mechanism driving the acceleration of the
universe. The satellite observatory is capable of measuring up to 2,000
distant supernovae during the three-year mission lifetime. The CRAL is
involved in calibration scenarii and performance evaluations.
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Figure 6. Image slicer optical concept (from Allington Smith et Con-
tent, Univ. of Durham)

3. The growing amount of data

One of the major challenges IFU software will face in the next years, as for
many other instruments used for surveys, is the data flow. The amount of
data produced at once is growing continuously, as shown in Table 1. Parallel
processing would be straightforward for instruments having multiple channels,
like MUSE. But some software improvements or new tools will be required to
handle these data, such as data mining tools. One cannot imagine checking data
quality of 90,000 spectra without any robust tools detecting some unexpected
feature for you, nor trying to view at once the full dataset.

Table 1. Increasing volume of data per exposure for IFU

Instr. Year Nb spectra Nb pixels Volume (in Mb)

Tiger 1987 572 270 0.59
Oasis 1997 1200 360 1.65
Sauron 1999 1577 540 3.25
Vimos∗ 2002 6400 550 13.42
Muse 2008 90 000 4096 1406.25

∗Not a CRAL-made IFU, given for comparison with Muse.
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4. Reaching the EURO3D RTN. . .

The goal of the Euro3D Research & Training Network, founded by the Euro-
pean Commission, is to convert integral-field spectrography from a technique
reserved to experts to a common-user and powerful observational tool. The
RTN is a partnership between 11 partner institutes, namely: AIP (Potsdam;
PI of the RTN being Martin M. Roth), Cambridge, Durham, ESO Garching,
MPE Garching, Leiden, CRAL (Lyon), LAM (Marseille), Milano, Paris and
IAC (Tenerife), alltogether operating 14 different IFUs.

To promote 3D spectrography in Europe, the RTN will train 10 post-doc
during two years, focus on common scientific projects (7 have been identified)
and develop state-of-the-art data analysis software.

Here is the list of the software work-packages the RTN is in charge of:
• Data format and software specifications Data format definition (in-

cluding FITS format, FITS keyword list), software requirements (e.g., plat-
forms, code structure, language, interfaces)

• 3D Visualization (Sanchez et al. 2004) Input/output of data files,
data cube transformation, display/plotting options, extracting spectra and
monochromatic images, GUI

• Line fitting tool Emission lines, gas kinematics, line ratios, line deblend-
ing, global data cube fitting, automated fitting processes

• Crowded field 3D spectrography Accurate background subtraction,
spectrography of faint point sources on high surface brightness distribu-
tion: testing, interpolation techniques, PSF-fitting techniques

• 3D mosaicing Combination of multiple exposures to increase S/N and/or
FOV, “shift and stare” mode, dithering

• Data cube exploration, data mining 3D data scape, surveys, 3D
archives, object finding for specific signatures, serendipitous discoveries

• 3D deconvolution High spatial resolution, deconvolution techniques, de-
convolution guiding using high resolution images, PSF restoration tech-
niques

• 3D cross correlation Galaxy kinematics, radial velocity maps, radial
velocities derived from absorption and emission lines, low signal-to-noise
spectra, template spectra

4.1. Euro3D data format

As integral field spectrographs become more common around the world and
in Europe in particular, the need for a common data format was recognized
as a critical asset which would benefit all potential users. Here, we present
the Euro3D format that is adapted as a post-instrumental-signature-removal
format for all instruments within the Euro3D network. It follows the FITS
standard, and includes several extensions all of them being binary FITS tables.
Fig. 7 is intended to provide a comprehensive overview of the format. It consists
mainly of a binary table extension, storing each spatial sample (spaxel: SPAtial
piXture ELement) ID, its coordinates and the associated data, ie. signal, data
quality and variance. A second extension contains the group description, in
case several kinds of spaxels have been glued in a single datacube. For detailed
information on this format, please refer to Kissler-Patig et al. 2003 and to the
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Figure 7. Euro3D file format

Euro3D Data Format Definition Document on the Euro3D Web server (http:
//www.aip.de/Euro3D).

4.2. E3D LCL I/O library

Since the development time-scales for the Euro3D analysis tools are short, the
I/O library needed to be available quickly. It was decided to use an existing
library, the Lyon IFU I/O library, as a starting point. This I/O library is part
of a larger software “suite” developed in Lyon. The Lyon C Library (LCL)
results from the extension by A. Pécontal-Rousset of the IFU I/O library to
include the Euro3D-format specific I/O and others dedicated routines to handle
new features, like groups or spaxels. It provides transparent access to FITS files
(including E3D datacubes), and benefits from already existing features such as
command-line arguments and error handling tools.

The LCL is written in ANSI C (callable from C++), and the systematic
use of the GNU autoconf and automake tools insures good portability to any
Unix system. The low-level FITS I/O access routines use the cfitsio library
(http://heasarc.gsfc.nasa.gov/docs/software/fitsio/fitsio.html) im-
plying very good FITS compliance (even if the FITS format evolves), and a high
reliability and long-term maintenance (see Fig. 8).

The latest stable version (presently only distributed internally) can be
downloaded from the Euro3D website (www.aip.de/Euro3D, cf. password pro-
tected internal pages). What you can get there is:

• The Euro3D LCL library software package with its installation guide,
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Figure 8. Euro3D I/O libraries

• The Euro3D library cookbooks: documentation on how to use the LCL
library, along with examples,

• The Euro3D developer guide: documentation on how to set up the Euro3D
Development Environment, and a template architecture.

The Euro3D I/O Lyon C Library is now made available inside the Euro3D RTN.
It has not yet been released externally, but people interested in such features
are encouraged to contact the RTN PI or Arlette Pécontal-Rousset.
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End to End Simulation of the JWST/NIRSpec Instrument
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Abstract. The near-infrared multi-object spectrograph NIRSpec is one
of the three science instruments onboard the future James Webb Space
Telescope. NIRSpec will cover the 0.6 to 5.0 µm wavelength range and
will be able to obtain simultaneous spectra of more than 100 objects in a
9 square arcminute field of view, thanks to an array of micro-shutters. It
has been realized that accurate modelling of the instrument was needed:
to obtain realistic estimates of its expected performance and to check
that the science goals could be achieved; to define and validate the op-
eration and calibration scenarios; and, on the long run, to develop and
test the data reduction software. In this context and as part of the EADS
NIRSpec study funded by ESA, we have developed an end-to-end Fourier-
optics model of the instrument, which takes into account both geometri-
cal aberrations and diffraction. In this paper, we will first describe the
model, its objectives and its implementation. We will then show some
results and how they are used to estimate the instrument performance.
We will conclude by stressing that this kind of modelling is now becoming
a standard task in the studies of some major astronomical instruments.

1. James Webb Space Telescope (JWST) and NIRSpec

The JWST is known as the successor of the Hubble Space Telescope. It is
an infrared telescope operating from 0.6 to 28µm; diffraction limited at 2µm.
JWST will be constructed using deployed structures since the maximum size of
the rocket shrouds will not accommodate the full mirror or sunshade diameter.
That is why the primary mirror is not a circular one but a 6.5m-segmented
hexagonal mirror. JWST launch is planed for late 2011.
NIRSpec (Near Infrared Spectrograph) is one of the 3 instruments onboard
JWST. This instrument will be the multi-object spectrograph of JWST and
is under ESA responsibility. NIRSpec will be able to observe simultaneous spec-
tra of more than 100 objects in a 9 square arcminute field of view in the 0.6 to
5µm band, thanks to an array of micro-shutters (MSA). Users will be able to
select the objects of which they want to get spectra by closing or opening each
micro-shutter.
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Figure 1. Simplified view of NIRSpec optical design.

2. Why do we need an End to End Simulation of NIRSpec?

We first need to assess the combined impact of diffraction and aberrations on
the instrument performance. That is why we need to compute the PSFs (point
spread functions) on the micro-shutters array and on the detector, and the image
on the grating. In order to be able to use NIRSpec as a photometric instrument,
we also have to assess the diffraction losses at the level of both the micro-shutters
and the gratings. Simulated NIRSpec science and calibration exposures will also
be very useful to validate calibration and operation procedures and to develop
the data reduction software.

3. Modeling Input Parameters

Fourier optics and more especially Fresnel Approximation is used to model
diffraction effects. Fast Fourier transformations (FFTs) are used to progress
from the telescope pupil plane through the MSA plane, the gratings plane and
the detector image plane (See Figure 1).

Apertures are simulated using binary matrices called intensity masks (1
when the point is in the aperture, 0 otherwise). In our model, we do not have
to assume that we have perfect optics because we take geometrical aberrations
effects into account by introducing phase masks before computing FFTs. These
phase masks correspond to the wavefront errors produced by the real instru-
ment. Low frequency wavefront errors due to optical aberrations are described
using Zernike polynomials. Roughness of the optics introduces high frequency
wavefront errors, which are described by a random phase mask (Born and Wolf
1989). To obtain good sampling of both the pupils and PSFs we use zero padding
which involves performing FFTs on a quite large matrix (above 6000*6000).

4. Calculation Scheme and Implementation

We have used Zemax (a commercial program that can model and analyze optical
systems) to extract all the optical parameters (e.g. focals, aperture or diameters)
and Zernike coefficients needed to simulate NIRSpec. We have written some
user-friendly macros in the Zemax Programming Language in order to put all
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Figure 2. Calculation scheme.

these parameters into a formatted ASCII file in a very simple way. By running
these macros, one gets an ASCII file describing the system per wavelength and
per point in the field. Only the format of these files really matters and they
could have been obtained another way.

Zemax only supports some diffraction calculations and is not usable alone
to assess the impact of diffraction in NIRSpec. To simulate propagation from
pupil to image plane our code running under GNU/Linux takes ASCII files
computed by Zemax as input and performs masks and FFT calculations (see
figure 2). This code has been designed with a modular approach: It is a Fourier
Optics library easy to reuse as a black box in other simulation software because
there no hardcoded parameters describing the optical system and because one
can simulate all of the most common shapes of optical apertures. Complex
FITS images store the amplitude and phase repartition. Our simulation code
is written in C and makes use of the Euro3D development environment and
I/O libraries developed by Arlette Pécontal-Rousset (Pécontal-Rousset 2004).
To compile and use it you only need the standard GNU tools and two libraries.
The first one is called GSL (GNU Scientific Library) which is a numerical library
written in ANSI C. The other one is FFTW which is a very efficient C library
for computing the Discrete Fourier Transform (DFT) in one or more dimensions
(and more especially in two dimensions in our simulation code), of arbitrary
input size, and of both real and complex data.

5. From Raw Results to Instrument Performance

Using this simulation C code, we have computed PSFs on the MSA, images
on the gratings plane and PSFs at the detector level. PSFs are, however, only
raw results and that is why we have developed tools to assess the instrument
optical performances. These “slit tools” are written in C. Given an output FITS
image computed by the simulator, it is for example straightforward to plot the
encircled (or ensquared) energy using slit tools. If we assume we have a random
distribution of point sources whose PSFs centers are in a given rectangular area
inside an open micro-shutter (180µm in spatial direction times 80µm in spectral
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Figure 3. Effect of a 20µm decenter of the PSF at the level of the
MSA on the image at the level of the gratings. The white circle repre-
sents the gratings aperture. (Log scaled image)

one), the slits tools are able compute the average slit losses at this level. This
study led us to define an available micro-shutter area inside which the losses
are not too great. This area will play a leading role in defining the operation
scenarios.

We have also proven that the diffraction losses at the plane of the gratings
slightly depend on the way the PSFs are centered in the open micro-shutter (See
Figure 3). This fact proves that we do need an accurate model of NIRSpec to
be able to extract photometric well calibrated data from the exposures.

Simulated PSFs at the detector level have enabled us to compute the spec-
tral and spatial resolution of NIRSpec assuming for now that the detector is
perfect.

6. Conclusion and Future Work

Using this model we have assessed the effect of diffraction and optical aberrations
on NIRSpec’s optical performance. We now have to use more detailed wavefront
errors maps and to model real detector effects. Thanks to the modular approach
we have taken, this code is going to be reused in other projects.
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Abstract. The astronomical community has benefited greatly from the
dramatic increase of speed and storage capacity of computers and the
wide availability of high speed Internet access. Armed with the latest
hardware, users have placed increased demands on astronomical data
visualization software that no one could have imagined just a few years
ago.

Until recently, a typical FITS file was composed of a single image
less than 100Mb in size. Now FITS files composed of mosaics images,
multiple-extension FITS images, FITS data cubes, and RGB composite
images are common. These FITS files now test the limits of hardware and
operating systems with regard to file size and address space. And along
with this explosion of new data file representations comes demands for
more flexibility in visualization, support for external and remote analysis,
and seamless Web integration.

We will present a discussion of new user requirements and solutions
we have encountered in development and support of SAOImage DS9.

1. FITS File Interpretation

There has been an explosion of new data representations within the FITS file
framework. In the past, a FITS file consisted of a primary header, followed by
image data. Now, multiple extension FITS files are common. Users are taking
advantage of the flexibility of the FITS format to store a dynamic range of data
representations. They naturally demand the ability to display and render these
data in a variety of ways. Today’s data visualization software must be flexible
enough to support such options. SAOImage DS9 provides the user several differ-
ent ways to interpret and render a FITS file. For example, a multiple extension
FITS file can be opened as a Single Image, a Mosaic Image, an RGB Image, or
a 3D Data Cube.

2. Breaking the 2Gb File Size Barrier

Concomitant with the explosion of FITS file representations has been an explo-
sion of FITS file size. Users routinely require the ability to display images that
have a combined sizes of over 2Gb. This can be accomplished by implementing
Large File Support (LFS). LFS allows the user to read, write, and seek into
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Figure 1. FITS Multiple Extension Images

files over 2Gb in size. To support LFS, software must be modified to support
I/O addressing beyond 2Gb and must be linked against 64-bit-aware standard
libraries. GCC 3.x now supports LFS on most platforms. By recompiling with
the correct options, GCC will seamlessly substitute 64-bit-aware library proce-
dures for their 32-bit counterparts. SAOImage DS9 now supports LFS for most
platforms.

3. Remote Analysis

One of the exciting trends in astronomical analysis software has been the growth
in remote analysis projects. With the availability of large on-line data archives, a
wide range of specialized analysis software, and high speed Internet connectivity,
it is now possible to provide users with a complete analysis suite of tools, not
restricted to one or two popular packages, but incorporating parts of many
different packages.

SAOImage DS9 supports a wide range of remote analysis services. Any
XPA-enabled site can permit DS9 to register itself with the XPA name server
running at that site. The DS9 web interface then will display the site’s web
page, which can be used to send FITS data to DS9 for display.

For example, the Chandra Education site, http://chandra-ed.harvard.
edu, offers Chandra-based educational activities. Once DS9 is connected to
Chandra-Ed, FITS images can be sent back to DS9 for display and further
analysis as part of these activities.

Chandra-Ed sends to DS9 compressed FITS images along with definitions
of analysis tools that can operate on the original event data maintained at the
Chandra-Ed site. These CGI-based definitions become part of the DS9 Analysis
Menu. Thus, after setting up regions of interest, the user can select a remote
analysis program. The associated CGI call sends parameter information back
to the Chandra-Ed site, where the remote analysis program is executed on the
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Figure 2. Chandra Education Remote Analysis Site

original event data. Results are sent back to DS9 for display. All such analysis
requests are processed in a secure chroot’ed environment.

In this way, DS9 can be used as a local front-end to remote archive/education
servers that offer both data and analysis support. Moreover, this can be done
without moving large data sets or complex software to the local machine.

4. The Virtual Observatory

The term Virtual Observatory means different things to different people. The VO
promises to ’“make data easier to use, easier to find, and easier to join with other
data”1. Users require easy access to on-line image and catalog servers. This
support must be fully integrated into data visualization software and provide
full access to existing and future web services as they become available. 1http:
//www.us-vo.org/

SAOImage DS9 now supports access to web-based image archive servers
via HTTP. Support for MAST, SkyView, 2MASS, ISSA, NVSS, First, NED and
many others are provided. FITS images are automatically displayed within DS9,
while other image formats, such as GIF, TIFF, JPEG, are displayed within the
web display window. When a user first invokes an archive server Web page, DS9
automatically fills in certain form fields such as RA and DEC with coordinates
from the current image. This allows the user to browse and retrieve images from
the archive quickly and easily. As new VO web services become available, they
will be supported within DS9.

1http://www.us-vo.org
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Figure 3. Web Based Archive Servers

5. Availability

DS9 is available on the Web at http://hea-www.harvard.edu/saord/ds9 or
via anonymous FTP from ftp://sao-ftp.harvard.edu/pub/rd/ds9.
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Abstract. The Distributed Volume Renderer (DVR) is a tool for vi-
sualizing data cubes by making them selectively transparent. DVR runs
best on clusters of computers when memory and CPU power is plentiful.
AstroGrid and the Australian Virtual Observatory have built a grid of
services to allow users of DVR remote access to computer clusters running
DVR, and to data archives. Our system is built using OGSI-compliant
grid services, accessed via a web portal.

We find that the basic concepts of the grid – services as commodities,
registries of services, controlled access to remote computers – enhance
the system; but the specific grid technology used is awkward and makes
development slow and error-prone.

1. The Application

Data cubes in astronomy are traditionally visualized by displaying slices through
a cube parallel to the cube’s axes. This method works on low-powered comput-
ers, but gives a limited view of the data.

A researcher gets a much better view of the data when the cube is rendered
partly transparent. Volume elements (”voxels”) are drawn with an opacity that
varies with voxel value, giving high opacity to the interesting features of the
data and low opacity to the noise. Most commonly, the sky noise is given low
opacity and voxel values well above the sky level are given high opacity.

Beeson et al. (2003) implemented this technique as the Distributed Volume
Renderer (DVR). Their software gives good visualization (q.v. examples)1 but
requires more computing power than most users have available. In particular,

1http://astronomy.swin.edu.au/staff/bbeeson/dvr/
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for a large cube, DVR needs more memory than most PCs have available; it
needs to run on a cluster.

2. DVR on the Grid

AstroGrid2 and the Australian Virtual Observatory3 have jointly adapted DVR
for the grid as a demonstration of technical potential. This demonstration was
shown at the IAU General Assembly of 2003.

DVR does not need grid middleware to run parallel computations; it already
exploits clustered computers. Instead, grid technology allow users access to
DVR installations on remote clusters without requiring them to obtain personal
accounts on those clusters.

In our grid adaptation of DVR, we provided DVR as a grid service at several
grid sites and allowed the user to choose any one of those sites for visualization.
We also set up archives of data cubes at several grid sites and let the user choose
the sources of data. For the demonstrations we created a temporary and private
grid with these resources:

Visualizer services:
Australian National University, Canberra
Cambridge e-Science Centre
CSIRO Division of Mathematical and Information Sciences, Canberra
Institute of Astronomy, Cambridge

Data-archive services:
Australian National University, Canberra
CSIRO Division of Mathematical and Information Sciences, Canberra
Institute of Astronomy, Cambridge
Jodrell Bank Observatory

3. Software Architecture

Figure 1 shows the entities and connections in the system.
We based the system on the Open Grid Services Infrastructure (Tuecke et

al. 2003) which defines the extra semantics added to generic web services to
make grid services. We developed two grid services from scratch: a visualizer
service that is a wrapper around DVR and a file-cataloguing service for the
data-archive sites. The services are coded in Java using Globus Toolkit4 version
3 (GT3) and run as web applications in the servlet engine Jakarta-Tomcat 4.1.

We made the services available to users via a portal on the WWW. The
portal was coded as a web application using Java Server Pages and J2EE filters.

2http://www.astrogrid.org/

3http://www.aus-vo.org/

4http://www.globus.org/
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Figure 1. Software architecture.

The portal is the sole client of the grid services and hides the complexities of grid
computing from the user agent. The graphics of the visualization are generated
on the server by DVR and displayed in a Java applet.

The user’s agent is a web browser. The user interface is presented to the
browser using XHTML and CSS, plus one Java applet. We do not require any
other software to be pre-installed on the user’s computer.

Our portal incorporates a registry of known services. This controls the set
of services that are presented to the user when setting up a visualization.

The OGSI services comprise a computational grid. We support this with a
data grid (Chervenak et al. 2001) allowing peer-to-peer transfer of files between
the archive and visualizer services. Our data grid can use HTTP for public data
or the GridFTP protocol (Allcock et al. 2002) to transport private data that
may not appear on a public file-server. Using a data grid removes the need to
copy files to the user’s web browser and desktop when moving them between
services.

Our services are application-specific. They have web-service interfaces that
provided exactly the operations needed for DVR and no other access to the com-
puting resources. In principle, we could have used the generic job-submission
services that are supplied with grid toolkits as part of the Open Grid Services
Architecture. In this case, there would be no custom Java coding and the por-
tal would be submitting scripts to the services rather than making RPC-like
requests. We chose to use custom services to improve security (by not allowing
users access to a command line on the remote computers), to simplify the portal
software and to gain experience in writing such services.

4. Results

The DVR grid works! We were able to visualize cubes on laptop computers with
slow internet connections, where DVR itself could not have run effectively.

The grid paradigm (Foster, Kesselman & Tuecke 2001) of commodity ser-
vices published through a registry makes our system usable. Most of our re-
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sources were off-line during one or more demonstrations, but at no time was
the system unusable; the user was always able to continue with the remaining
resources.

The data grid enabled the system to work efficiently between continents
and when the connection to the user’s screen was very slow. The system would
not have been usable if all data had been exchanged via the control connections
and the web browser.

The speed of visualization is limited by the delays in getting view-control
commands from the browser to the server and graphics from the server to the
browser. These delays arise more from network latency than from network
bandwidth. The network delays negate the gains of using more than about 10
processors in a cluster for visualization.

Coding services with GT3 is slow and error-prone. Problems with GT3
used up most of our development time and prevented us from fully exploiting
OGSI. If we had a better toolkit or more time to work on the problem, then we
might have made better use of the grid, e.g.:

• record service instances in the registry such that the user could disconnect
from the portal and later reconnect to the same session;

• use better security to protect the resources;
• use OGSI service data to describe the resources to the portal;
• use broker services to determine the best service sites for a visualization.
In summary, we have shown that GT3, an OGSI implementation, can be

used to give access via the grid to a real application in astronomy. The grid
paradigm enhances the system beyond what is normal for the WWW, but the
use of the grid toolkit hinders the development. Currently, the ideas of the grid
are more valuable than its products.
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Abstract. We present the results of comparison between characteristics
of highly atypical shadow bands recorded during total solar eclipse of 4
December 2002 in Botswana and theory of Codona. For the first time the
analysis was based on images of the phenomenon and not photometric
data. Thanks to this, use was made of high spatial resolution and detailed
plots of power spectra were obtained. The plots’ shapes are in excellent
agreement with the one predicted by theory. Due to the novel nature of
the recording process, some noteworthy image processing techniques were
used.

1. Introduction

Shadow bands are natural phenomena that appear just before and just after
totality during solar eclipses. They arise from the superposition of atmospheric
speckle patterns from elements of an incoherent, extended line source (the re-
maining visible crescent of the Sun). They are linear patterns moving across
the ground with typical speeds of a few m/s in the direction perpendicular to
their elongation. They align parallel to the tangent to the centre of the solar
crescent (Marschall et al., 1984). It has been observed that shadow band spac-
ing decreases and their contrast increases as totality approaches (Codona, 1986;
Jones, 1996, 1999).

2. Obtaining The Data

Shadow bands were recorded during total eclipse of 4 December 2002 in Botswana.
The imaging system consisted of a white, diffusely - reflective screen (surface was
perpendicular to the line of sight to the eclipsed Sun) and a digital video recorder
on a tripod in front of it. For the purpose of observation the aperture was locked
fully open, exposure time was 1 ms (so that the phenomenon was ”frozen”). The
recorder was capturing 25 non-interlaced frames per second.

The bands were also observed visually. They were weak and disorganized
and resembled the surface of boiling water rather than linear patterns.
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Figure 1. A typical image of the screen. Shadow bands are of ex-
tremely low contrast.

3. Image Processing

• Because we could not place the camera between the source and the screen
there was a certain amount of perspective elongation that had to be re-
moved from the images (Fig. 1). Perspective transformation arises if
a planar object is viewed from a fixed point in space (Glasbey, Mardia,
1998):

u =
a10x + a01y + a00

c10x + c01y + 1
,

(1)

v =
b10x + b01y + b00

c10x + c01y + 1

where x, y are the coordinates of a point in the object plane, and u, v are
the coordinates of the same point in the image plane. The inverse trans-
formation, (u, v) → (x, y), was applied to every image using the reciprocal
formulae. The eight parameters (a10, a01, a00, b10, b01, b00, c10 and c01) were
found using known positions of the four corners of the screen before and
after the transformation. This meant solving a system of eight linear
equations with eight unknowns. Bi-cubic interpolation was used for image
scaling.

• Subsequently images were flat-fielded using the ensemble-average as a flat-
field. This is a simple variant of a technique proposed by Lindler et al.
(1993) for Hubble Space Telescope’s Faint Object Spectrograph and usu-
ally referred to as ’superflats’. The general decreasing (increasing) trend
in overall brightness before (after) totality was removed by normalization.
That produced images with the same intensity level as the first (last) image
in the sequence. Background around the screen was cropped.

• The intensity values on the screen were in a very small range (30, 40
values on a 0-255 scale). We decided to enhance the contrast by applying
Gaussian curve fixing algorithm to the histogram of intensity and this
way determining the range that had to be widened (Fig. 2). Afterwards
we transformed each value in the histogram to a corresponding new ’bin’
between 0 and 255. Thanks to this we achieved values that subtended
whole scale.
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Figure 2. Typical intensity histogram with Gaussian curve fit (left).
Histogram of an image after contrast enhancement (right).

4. Results

Two batches of 1480 images (59.2 s) before and after totality were used for
further analysis. Operations that could be used to detect shadow bands are:

• computation of the cross-correlation between two successive images to
demonstrate the movement of coherent pattern between frames

• application of a FFT algorithm to a single image in order to find the shape
of power spectral density function, psd(k), defined by Kay and Marple
(1981), as predicted by Codona, and search for shadow bands’ character-
istic spatial frequencies.

Cross-correlation for different pairs of raw (without contrast enhancement)
images revealed nothing but a peak at (0, 0) coordinates. This means that
structure of the screen (hardly visible with an un-aided eye) is more pronounced
than the shadow bands (meaning zero-shift between the images). Besides that,
25 fps means 40 ms between frames while coherence time (t0) for the atmosphere
is usually not more than 10 ms (Monnier, 2003). Shadow bands change their
shape too much from one image to another for the cross-correlation to detect
them; the temporal-spatial approach was not useful in practice. The theory
describing shadow bands is mostly based in the spatial domain, so the use of
spatial approach in the analysis is more relevant.

Power spectral density functions were more likely to reveal shadow bands
as they are calculated in the spatial domain so that low fps limit of the digital
video recorder played no role here. We recorded ambient noise at a low light
level with the recorder (same settings as on the observation day), and calculated
averaged and normalized psds for the resulting ensemble of images. The psd
of an image is a two-dimensional function but for the purpose of this study a
one-dimensional psd was calculated in order to make comparisons with Codona’s
plots. Power spectra for the pixel vectors at a right angle to the tangent to the
crescent were calculated separately, added and averaged to produce a psd(k)
plot. The psd of the noise was then subtracted from each psd of shadow bands.
60 such functions were computed before and after totality, setting the interval
between measurements to 1 s. Smoothing with a rectangular window, 4 pixels
wide, was used. The cut-off frequency was imposed by the Nyquist theorem. In
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Figure 3. Shadow bands’ smoothed psd function (left), 41 s be-
fore second contact and Codona’s (1986) prediction of a psd(k) shape
(right).

some cases noise cancelled the signal in the very low frequency range, but that
part of the plots was not significant for further analysis.

The qualitative resemblance between our power spectral density functions
and the plot resulting from theoretical assumptions in Codona’s paper is striking.
According to Codona, shadow bands’ psds display three characteristic scales.
First characteristic scale is controlled by the geometry of the crescent and cor-
responds to the low-frequency peak in the spectrum. The next scale relates
to the first minimum in the plots and is due to the first null of the source’s
spectrum. Third scale corresponds to the fast oscillating term in the analytic
expression, called the ”Fresnel filter” (starting at the second minimum in the
plots). Which of them will be the dominant shadow band scale visible to the
human eye depends on the distance of the atmospheric scattering layer from the
observer and the time to totality. Codona derived formulae relating the height
of the scattering layer, z, to the dominant spatial frequency of a psd plot. The
derivation of the values of z is the goal of the next stage of the shadow bands’
data analysis.
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Abstract. We present the first version of E3D, the Euro3D visualiza-
tion tool for data from integral field spectroscopy. We describe its major
characteristics, based on the proposed requirements, the current state of
the project, and some planned future upgrades. We show examples of its
use and capabilities.

1. Introduction

The Euro3D Research Training Network (RTN) (Walsh & Roth 2002) was put
forward with the intention to promote integral field spectroscopy (IFS), or “3D”
spectroscopy, and to help making it a common user technique. In order to
accomplish this, one of the major tasks was identified as the need of providing
standard software tools for the visualization and analysis of datacubes. These
tools should be general enough to be entirely independent of the origin of data,
i.e. 3D instrument. Previously, a heterogenous collection of instrument-specific
data formats and software tools (e.g. XOASIS), proprietary software packages
and a lack of any standard have hampered a break-through of this powerful
observing method, leaving it merely as an expert technique with comparatively
limited scientific impact. The complexity of this problem is distribed by Pecontal
(2004).

Recognizing the importance of this problem, a work plan was devised to
start creating a package of tools for the analysis and visualization of IFS data.
Entitled 3D Visualization, Task 2.2 of this work plan foresees the development
of a programme, which should be capable of reading, writing, and visualizing
reduced data from 3D spectrographs of any kind. We have named this tool
“E3D”. In Sánchez (2004), we presented the detailed description of the program.
We present here the current status of the project, give a brief description of the
programme as it is now, point out some requirements which have not yet been
met, and explain some problems that were encountered during the development.
We also present some examples with real data, trying to explore the potential
of the tool already at its first stage of development.

2. Background

One of the major problems for the development of a standard visualization tool
is the lack of a standard data format. Every group has developed its own 3D data
format, both for the spectral and the position information (cubes, FITS images,
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Figure 1. Spaxels Inspector. This is the GUI for plotting monochro-
matic or polychromatic maps. It is possible to select different spaxels,
to be displayed subsequently on the Spectral Inspector.

FITS tables, MIDAS images, etc...). In order to overcome this problem, the
RTN has proposed a unified data format, the “Euro3D Data Format” (Kissler-
Patig et al. 2004). Taking into account previous experience from more than
a decade of operating 3D instrumentation in the visible and the near-infrared,
this data format is supposed to cover most foreseeable requirements of existing
and future instruments. The Euro3D visualization tool was written specifically
to make use of this data format.

It was the scope of the network from the very begining to provide a freely
distributed software, that could be installed/used on the largest possible number
of computers. This prevents us from developing the software in any commercial
(e.g., IDL) or non commercial environment (e.g., MIDAS) that could create
a long-term dependence or limit its use. The possibility of using/adapting a
previous existing tool (like DS9, XIMAGE or GIPSY) was considered. However,
the specific requirements of IFS prevented us from choosing this solution. A
major caveat was the requisite of that tools to handle with regular gridded data,
like datacubes, which force us to interpolate (i.e., alter) the data to visualize
them. Due to all these reasons it was decided to write a stand-alone software in
C.

A C-coded library (“LCL”) was developed to handle the input/output of
data on the proposed format (Pecontal-Rousset et al. 2004). This library allows
to read and write not only Euro3D format files, but also reads/writes single
spectra, monochromatic datacube slices, FITS images, and FITS tables. We
have tested different graphical libraries (NCARG, PLPLOT, X11 low-level rou-
tines,etc.) and created different prototypes based on these various libraries. As
a result, it was decided to use PGPLOT, mainly due to its flexibility, portabil-
ity, and in particular its capability to interact with Tcl/Tk. The latter property
allowed us to implement a scripting capability.
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Figure 2. Top-Left: Polychromatic map INTEGRAL data of HES
1104-185, using the spaxel representation. Top-Right: Same map
including a countour plot of the data. Bottom-Left: Interpolated
representation of the same map, using a Spline interpolation routine.
The original spaxels pattern is overplotted. Bottom-Right: Similar
interpolation, without the spaxels pattern, and using a Natural Neigh-
bour interpolation routine.

3. Requirements & Characteristics

Decisions upon the specification of E3D were made after extensive discussion in
various RTN meetings. The main requeriments are: (1) Display all the spectra
stored on the file as a single 2D image (stacked spectra, one spectrum per row);
(2) Display different spatial representations of the data (maps) from the stacked
spectra representation; (3) Select spectra from the map representation and (4)
use of alternative representations, like pseudo-slits. It was demanded that E3D
were built with a modular philosophy that allows to integrate different packages
on the future. E3D should be able to interact with the major astronomical data
analysis packages, like IRAF/PyRAF or IDL. A Shared Memory Server (SHM)
was integrated into E3D for this propose, although its capabilities have not been
already fully tested. Additional communication methods have been developed
and tested, based on the scriptable capabilities of E3D.

E3D comprises a C-coded core, with three main elements: (1) a library,
Euro3D.o containing low-level I/O and plotting functions; (2) tk e3d , a Tcl/Tk
interpreter, which adds the Euro3D routines to the standard Tcl ones and (3)
a number of stand-alone C-coded tools that help to handle the Euro3D format.
Together with the C-core, we have coded a Tcl/Tk Graphical User Interface
(GUI), that uses the Euro3D-Tcl routines (tk e3d.tcl). The GUI comprises
three main windows: (1) the Main window or Stacked Spectra Inspector. It
comprises the main Menu with different options to handle Input/Output and
different representations of the data; (2) the Spaxels Inspector. It comprises
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a main canvas for plotting monochromatic/polychromatic datacube slices and
(3) the Spectral Inspector. It comprises a main canvas for plotting the spec-
tra corresponding to spaxels which were selected from any of the two previous
windows. Figure 1 shows a snap-shot of the Spaxels Inspector. As explained
above the GUI has been coded in Tcl/Tk using the Euro3D-Tcl routines. This
is probably the most powerful outcome of the adopted programming philosophy,
since a scripting capability for handling Euro3D data is included “for free”. This
means that any user can create his/her own Tcl-coded scripts by making use of
the Euro3D-Tcl routines, and run them by invoking tk e3d .

E3D actually performs relatively simple routines, like spaxel selection or
image reconstruction. Figure 2 shows an example of four different representation
of the maps. The top-left panel shows a spaxel representation of a slice cut
of INTEGRAL data taken on the gravitational lens HES 1104-185 (Gómez et
al. 2004). Each spaxel has a radius of 0.27′′. The top-right pannel shows
the same representation including a contour plot. For displaying the contour
plot it is needed to interpolate the data, creating a regular gridded map. Five
different interpolation algorithms are already available on E3D. The two bottom
pannels of Fig.2 show two examples of these interpolation algorithms, both using
a 0.3′′/pixel grid. We have also included different representations of the spectra,
both in a pseudo slit-spectra form (a spatial cut in the datacube, mimicking a
slit-spectrum observation). A number of simple analysis tools has been added
to E3D. Among these tools are the specarith and spaxarith routines. Both
routines allow one to perform arithmetic operations between selected spectra
and selected polychromatic maps, respectively.

4. Future work

We have designed E3D to be a data visualization and data analysis tool. It is
our goal to integrate as many different tasks of the Euro3D software package
as possible into E3D. In the end, this strategy will provide a powerful analy-
sis/visualization tool. There are a number of bugs still to be fixed, some of
which have been identified. A few basic requirements are still on the queue.
For example, it has still to be decided how to handle different wavelength units
(for now: Angstroms), and different spatial units (for now: arcsec). There is
a need for improved zooming capabilities. We have to think how to treat the
data quality flags, and which are the best and most flexible defaults. Different
methods of selecting spaxels (area selection) have been proposed, but they have
not been coded. It is still under discussion how to handle science tables, and
how to plot their contents.

So far, we have tested E3D with data from a variety of instruments : IN-
TEGRAL (Arribas et al. 1998), OASIS, PMAS (Roth et al. 2000), SAURON,
SparsePak (Bershady et al. 2003), SPIFFI, TIGER, VIMOS, and with different
mosaic patterns (e.g. Sánchez et al. 2004). Some memory bugs and overload-
ing problems have been detected, rendering the program not very efficient for
massive reloads of big frames. We need further investigations of how to interact
with external packages (IDL, PyTHON, ...), and further tests with the SHM are
needed.
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However, given this early stage of development, E3D seems to be a promis-
ing tool, which has already proven to be useful for visualize and help the analysis
of real 3D data.
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Astronomical Data Storage and Distribution in the next
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Abstract. In this review, the current status and expected evolution of
data storage technologies in the next few years is considered in the light
of the expected needs of constantly growing astronomical data volumes.
Questions such as “should we abandon tapes?” and “why don’t we just
transfer all data over the net?”, or “Why do we give data out in the first
place? The VO will provide results!” will be discussed. The answers to
the above questions have led to the definition of a new data distribution
policy for the ESO/ST-ECF archive. This policy will affect both ESO
program principal investigators as well as general archive users.

1. Astronomical Data Distribution: the accelerating evolution

1.1. Antiquity

Over 2000 years ago, man was already looking at the starry sky and was try-
ing to build a model of the Universe based on the observations he made. Yet
data recording and data distribution were major issues in those days as the only
recording tools were eyes and hands. For data distribution, other pairs of eyes
and hands had to patiently work to copy the works of others. This situation
essentially prevailed from Antiquity to the invention of print. We owe copies
of say, Ptolemeus’ “Almagest” to the patient labor of Middle-age monks. It is
important to note that there are still relatively many such documents, available
today in libraries, musea and private collections. Those copies are mostly read-
able, proving that good quality paper and ink, together with the human eye
allow for a very long life time of that medium. The order of magnitude for the
lifetime of paper is therefore about 103 years.

1.2. Renaissance

With Gutenberg’s invention of print, the distribution of written material was
suddenly a lot more efficient and enabled -for what concerns astronomical data-
to easily equip a large amount of open-sea sailing ships with tables containing
star positions. This was essential for navigation and has probably been instru-
mental to the rapid development of high sea navigation at the time. For example
the Alfonsine tables created in the 14th century before the invention of print were

1also at Space Telescope – European Coordinating Facility
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to help sailors stay on course. None of the original ones have survived to this
day. However, later copies printed in larger quantities are still available and
readable. In 1543 and 1566, two edition of Copernicus’ book De revolutionibus
orbium cœlestium were published in approximately 500 copies each and over one
half survive to this day. We could therefore talk of the “half-life” of printed
material to be of the order of 500 years.

The other important consequence of the invention of print around 1450
is that the printed book enabled awareness of one-another’s work much faster
than before. For astronomy, this meant that Kepler and Tycho Brahe and other
scholars of their time could exchange theories and ideas much more rapidly,
over large distances. I will dare to claim here that this major technological
improvement was instrumental in allowing science to progress much more rapidly
than it did before.

1.3. Industrial Times

In the 19th century, another major technology was born: photography. Its
importance to astronomy is dramatic as it suddenly allowed the replacement
the subjective human eye by a fast, objective method to record the position and
brightness of nighttime objects. The first good quality picture of a night sky
object (the Moon) is due to John William Draper in New York, 1840. 1

Taken together with printing techniques, photography also allowed the dis-
tribution of material which could now be analyzed simultaneously by several
people. The density of information of a photographic plate was also tremen-
dous, multiplying the efficiency of observations by a large factor. Towards the
end of the 19th century, as observatories around the world were starting to
accumulate photographic plates, we witnessed the birth of astronomical data
archives.

1.4. Contemporary Period

The following (and so far last) major technological improvement with tremen-
dous influence on astronomy in recent times is the advent of digital data acqui-
sition. Astronomical space missions trying to detect faint high frequency signals
had to have a way to easily downlink the results of measurements. Moreover,
the nature of the signals they were trying to measure made it appropriate for
devices detecting photon incidence rates (photometers). Photon counters were
born and with them the era of digital data acquisition. The other big advantage
of digital values coming from a detector is of course that they could immediately
be processed by the ever improving computer.

What was initially useful in space at very short wavelengths was also in-
teresting on the ground in the optical. Semi-conductor technologies had in the
mean time produced very sensitive photo diodes which could be used with suit-
able fast low-noise amplifiers as photon counters in the optical and near infrared
domain. If the photon counter is a device with 0 dimensions, soon 1D detectors
followed (e.g., photo diode bars placed behind a prism) and finally 2D devices

1I recommend the reading of the very nice book “Star Struck” by Brashear and Lewis for very
nice reproductions of some of the ancient material described here.
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such as CCDs. Since a few years, 3D detectors try to acquire photon location
and energy at once (the STJ detectors), but the technology is still in its infancy.
Since the early days of photon counting, the amount of numbers coming out
of our detectors per unit of time has increased exponentially and (fortunately)
almost always following quite closely the computing power available.

2. Data Storage Technologies

In this section, the existing digital data storage technologies are reviewed. The
description is structured according to the different digital storage method tech-
niques, starting with sequential and finishing with direct access methods.

2.1. Sequential Methods

Several families of sequential devices exist. They all vary in data carrier format,
recording technique, physical size etc. The different classes as described below.

Helical Scan Devices: Helical Scan means that the tape and the write head
are presenting each other at a certain angle (inclination) such that while the
tape is moving, the data is recorded as diagonal stripes on the medium. The
advantages include a cheap recorder and good data density. These tapes have
appeared many years ago and thanks to their low price and high capacity, have
been very popular. The technology came from non-computer fields: analog or
digital video or digital audio. Among the various players in the field, we can
cite:

• the DAT (or Digital Audio Tape) is presently in its fifth generation already.
It offers today a capacity of 36GB per 170-meter tape. It is still a cheap
and reliable system, used mostly for backups and data exchange of smaller
amounts.

• the Exabyte tape seems to be slowly disappearing from the data backup
landscape -at least in Europe. Due to the lack of demand, its use as a
data exchange medium was discontinued several years ago already at the
ESO/ST-ECF archive.

• the AIT tape is a product of Sony. Sony has been going through 3 genera-
tions AIT. The AIT-3 technology now offers capacities of 260GB (uncom-
pressed) on a 55 EUR cassette. The most specific feature of AIT tapes
is a special on-cassette chip which records -among other information- file
location, allowing for a speedy file access.

Serpentine Track Devices: This technology proposes to record data linearly
on parallel tracks. The tape is mounted on a single reel and runs continuously
as it does not have a physical end. Once one track is fully written, the device
continues with the next parallel track. The advantages are:

• average file access speed is reduced by a factor equal to the number of
parallel tracks

• recording speed is a function of recording density and tape speed.
• un-interrupted streaming is easily achieved.
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Tape drives using this technology typically require larger tape cartridges and
therefore more robust mechanics, which will make the price of the devices sig-
nificantly higher than those of the helical scan technology. Presently, three main
contenders are competing on the market.

• S-DLT (Super Digital Linear Tape) technology can accommodate about
160GB of uncompressed data written at the rate of 16MB/s. The drive
costs around 3.7KEUR and a tape is about 65 EUR.

• LTO (Linear Tape Open) is a technology which was introduced fairly re-
cently, in response to the one-vendor “standard” that the DLT represents.
The “O” in LTO stands for “Open” and means that the specifications
of the technology are public. The initiative to create such a new device
stems from 3 major companies active in the field, including HP and IBM.
The nominal capacity is 200GB per tape and the drive can be acquired
for 4.2KEUR. It is therefore located in the same price range as the Super
DLT.

• The new SAIT system from Sony is in fact a mix of helical scan technology
and serpentine track systems: thanks to this combination, the highest
capacity on a single volume can be offered: 500GB of uncompressed data
can be stored on one 600-m cassette. The price of the recording unit is
however very high (about 10 KEUR) and will therefore not make this
technology well suited for data distribution.

Parallel Track Devices: The best representative of the parallel track tape sys-
tem is the good old 9-track tape for which data is written linearly, in one pass,
on multiple track running alongside the tape direction. The format has been
abandoned for a long time already and this system will not be covered in this
study. It is just mentioned for completeness.

2.2. Direct Access Methods

Solid-State memory: Solid-state memory comes nowadays in two flavor, ei-
ther:

• A lot of memory chips on an adapter that can be installed in the computer
and which the operating system can be configured to see as a disk drive.
This technique allows for a very fast access but is transient (the content
of the memory disappears once the computer is turned off).

• A simple USB adapter with memory that can be plugged in the computer
and viewed by the OS as a small disk drive. This “memory stick” is slow
but permanent.

Besides being both based on silicon and not having any moving parts, both
systems share another feature: they are very expensive.

Magnetic Disk: The old yet better and better magnetic disk has recently made
big progress in terms of capacity, data access speed but mostly price per unit
volume. So much so that since about 2 years, the cost of a multi terabyte
installation based on magnetic disks is smaller than the equivalent capacity
provided through say, optical disks and their associated jukeboxes. By the time
these proceedings will be made available, the situation will presumably have
changed quite a bit still. At the time of this writing and on the average European
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market, the price capacity ratio is such that a 300GB ATA internal disk drive
has a street price of about 300 EUR. A SCSI disk will have a capacity of 146GB
and cost 600 EUR. The equivalent Fiber Channel disk will still cost 730 EUR.
It is to be noted that almost any ATA disk can be converted to SCSI or FireWire
or USB by simply attaching a 70 EUR adapter to it. So the extra price paid for
the genuine SCSI disk is -in principle- for a guarantee of longevity and perfor-
mance.

Optical Technology: Optical technology, in particular of the “write once – read
many” sort was very popular in the 1990’s. This was due to the fact that it was
the only contender for direct access, large volume data archives. As mentioned in
the section above, optical technology has recently been removed from its throne
by magnetic disks, despite the popularity (and hence the low price) of DVDs.
Optical technology is divided into two distinct types:

• sectorized media: Magneto-Optical disks as well as DVD-RAM use a
medium which is pre-sectorized i.e., markers to help guide the read/write
operations are present on the surface. Magnetic disks are also sectorized
and this is probably the best way to efficiently address any random portion
of the medium to read or write. As far as those technologies in particular
are concerned, their aura and popularity has decreased in the face of strong
competition from the hard (magnetic) disk drives. Moreover, DVD-RAM
never picked up really.

• non-sectorized media: the best representatives of this category are the CDs
and DVDs. The fact that no sectorization must be physically present on
the surface makes the medium very very cheap to produce. However, the
medium must typically be written at once, with “sectors” being created
on-the-fly, using a specific software.

To be competitive, 5 1
4 inch optical disks should be today in the 50 to 100GB

capacity range. And their price should be very competitive so as to convince
those in the process of abandoning the technology to stick to it and retain their
hardware investment in say, jukeboxes. Since about a year, a company called
Plasmon and active in the optical storage field since quite a while is announcing
the “UDO” (Ultra Density Optical) device2 which should be capable of holding
up to 30GB per disk, but at the time of this writing, no product can yet be
purchased.

3. Best Data Archive Media Today

3.1. Criteria

In this section, the various criteria to be used for selecting a particular medium
type for archival purposes are presented. They consist in a fairly arbitrary list
of points, but probably cover most of the requirements one could consider in the
selection process. The reader should however keep in mind that such a selection
will have to be reviewed every 3 year on average, as available technology and
cost evolve very rapidly. As a matter of fact, when facing a continuous increase

2see http://www.plasmon.com/udo/index.html
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in data archive volume, staying with an old technology is counter-productive
and increasingly expensive. The cost of operating an archive is not so much due
to the amount of Terabytes to be handled as it is dependent on the number of
physical media that have to be kept in proper working order and occasionally
migrated. The criteria to consider are based on our experience and include:

• A reasonable cost of the master and backup copy
• At least a 3 year lifetime of the technology
• A high volume efficiency (in GB/m3)
• The total archive volume will fit on the smallest amount of media
• The file access time will be small compared to data processing time

3.2. Comparative Costs

In this part, comparative costs are presented. They will help us select what the
best media for a particular archive activity and volume should be. In Table 1
below, only one representative of each major technology has been chosen: for
e.g., other types of tapes, the conclusions would have been similar.

Table 1. Cost comparisons between three possible archive storage
technologies.

Technology capacity Access speed Volume cost Manpower TCOd

GB/vol MB/s EUR/vola Hrs/Vol EUR/GB

LTO-Ultrium2 200 25b 82.2 0.22 0.47

DVD-R 4 3.3 2.8 0.04 1.07

Hard Disk 250 17c 225 0.2 0.51

aConsiders the price of the medium plus price of the drive di-
vided by 1000. This is obviously only appropriate for tapes and
DVDs.
bA ceiling of 25MB/s is introduced as practical average transfer
rate between machines running Gb Ethernet
cCurrent maximum practical speed of the single disk drives
dTotal Cost of Ownership

3.3. Conclusions for archiving

To conclude our search for a suitable archive medium today and based on the cost
table 2 below, we could summarize the situation with the following weight table:

To summarize our findings, we could conclude that:
• Optical technology is more expensive than magnetic disks
• Optical technology involves too many volumes and therefore requires more

operations manpower
• Magnetic disks involves more fragile hardware and therefore requires more

system administration manpower
• Tapes are not always reliable, have poor file access time (in particular for

small files)
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Table 2. Multi-criteria archive media selection

Medium Criteria Tape Optical Mag disk

Low cost/GB 2 -2 0
Random file access time -2 -1 2
Technology lifetime > 3 years -1 2 2
Large density GB/m3 2 -2 0
Small amount of media 2 -2 1
Small amount of media 2 -2 1
Durability of media -2 2 0
Sum 1 -3 5

So what is an archive manager to do? The all optical solution today implies
an investment in hardware and operations manpower; an all magnetic disks
solution implies an investment in lots of computers and disks with obviously
added benefits of retrieval and processing speed, but system administration can
becomes a significant burden with so many active computer elements. Maybe
the best solution is a mixed one: The main copy of the archive can reside on
spinning disks and its backup on tapes. The benefits involve fast access to data,
the possibility to process data on-line and the use of a somewhat cheaper tape
system as a backup copy.

Again, what is to be kept in mind here is that the technical solution must
be designed and built to sustain the archive load for the following 3 years, after
which point it will remain necessary to review the decisions taken earlier.

4. Best Data Distribution Media Today

4.1. Criteria

For data distribution media, the selection criteria will be quite different. They
can be viewed at several different levels: user level and data provider level. The
challenge here is to find the medium which will satisfy as many as possible of
the sometimes contradicting requirements.

• The medium has a wide format acceptance
• The medium supports physical transport and manipulation
• The medium currently enjoys a low cost per GB
• The medium can support various capacities
• The medium is disposable

As a matter of fact, data provided to users or collaborators in a physical
form will have to be easily readable, with no need for expensive or otherwise
inconvenient reading equipment (e.g., high-density tape drives). Moreover, to
facilitate data access, a popular format for which software drivers exist on most
platforms will be preferred (e.g., the ISO9660 CD format). For obvious reasons
of costs, a medium with low production cost will also be preferred, but obviously
this will not necessarily be sufficient for very large data transfer. The best system
in terms of file reception time and cost for the data provider remains electronic
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transfer (e.g., FTP), but remains not interesting for data volumes going beyond
a few GB.

4.2. Comparative Costs

In this part, comparative costs are presented. In this respect, Table 3 will help
us select what the best media for a data distribution and exchange is.

Table 3. Cost comparisons between some possible data distribution
technologies.

Technology Capacity Access speed Volume cost Manpower Re-used
TCO

e

GB/vol MB/s EUR/vola Hrs/Vol EUR/GB

DAT-DDS5 36 3.0 24 0.23 1 0.99

LTO-Ultrium2 200 25b 82.2 0.22 1 0.47

S-DLT 160 16 77 0.22 1 0.55

SAIT 500 25 205 0.31 1 0.44

DVD-R 4 2.7 2 0.04 1 1.07

USB/FW Disk 250 17c 265 0.2 10 0.51

FTP 11 1 1.4 0 1 1.5

aConsiders the price of the medium plus price of the drive divided by
1000. This is obviously only appropriate for tapes and DVDs.
bA ceiling of 25MB/s is introduced as practical average transfer rate
between machines running Gb Ethernet
cCurrent maximum practical speed of the single disk drives
dNumber of times we plan to use the medium: 1 means no re-use
eTotal Cost of Ownership

4.3. Conclusions for data distribution

To conclude our search for a suitable data distribution medium today, we could
summarize the situation using a weight table (see Table 4).

Table 4. Multi-criteria archive media selection

Medium Criteria Tape Optical Mag disk Electronic

Low cost/GB 0 -2 0 2
Technology lifetime > 3 years 1 2 1 2
Large density GB/m3 2 -2 2 2
Small amount of media 2 -2 2 2
Flexible capacity 2 2 2 2
Disposable 1 2 -2 2
Wide format acceptance -2 2 2 2
Convenient file structure -2 2 2 2
Supports transport 1 1 0 2
Sum 5 5 9 18
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To summarize, we could conclude that electronic data distribution is a clear win-
ner in all category, in particular for what concerns the cost for the distributing
site and delivery speed. However:

• Electronic transfer cannot keep the data (need to store it somewhere local)
• The receiving end has to pay for transfer (Internet provider deal)
• And obviously, the network bandwidth limits maximum data package size

Examining the pros and cons of other media, we come to the following conclu-
sions: tapes still provide a reasonable format convenience and reasonable price
provided one uses them a lot. They also have fairly high capacities. Their dis-
advantages include sometimes very expensive drives, which have to be used a lot
to compensate for the purchase price and the fact that the medium is fairly sen-
sitive to environment. The compatibility between different drives do not always
guarantee readability from one drive to the next. The biggest disadvantage for
those drives is the very inconvenient sequential access and long file access time.
So tapes can only be used to copy data to another disk. They are therefore good
for backup but not so good for data transport.

Optical disk (CDs and DVDs) advantages include the very convenient di-
rect, random access to files and a very cheap medium for both the producer and
the the receiver. The current capacity makes it appropriate for medium-size
data packages. The Universal data format (ISO9660+extensions) is a guarantee
of readability on any computer platform. Detrimental to the optical technology
acceptance as a distribution medium is their low capacity (around 4 GB) which
means that their lifetime is limited by the progress of the internet bandwidth.
Another disadvantage of DVDs and CDs with respect to tapes or magnetic disks
is the relatively low read rate (3-6MB/s).

Magnetic disks also have pros and cons: a very convenient direct, random
access to files, very fast file download and fairly high capacity. A data format
such as ISO9660 can be written on them and be readable by many computers
transparently. Finally, the new USB and FireWire interfaces make external mag-
netic disks almost universally connectable on most modern computers. Among
the disadvantages, one will recall the expensive units that only makes sense if
returned after use - which implies more handling/shipping costs. A magnetic
disk remains a fragile device: it needs to be wrapped carefully for shipment.
All this means that it is only meaningful at the largest capacities (250 GB and
more).

5. Conclusions

5.1. Lifetime

This review has tried to give an idea of where data storage and distribution
is coming from, what it can do today and what are its limits. One of the
aspects that was not yet mentioned is where it is going. In this respect, the
recommendation of not making plans and decision as far as archive storage
for more than 3 years is an strong indication as to the practical lifetime of a
given modern technology. This does not mean that media written 3 years ago
will suddenly become unusable, but that it becomes increasingly expensive to
maintain and operate an archive with aging technology.
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As far as data distribution is concerned, digital media can practically be
read up until about 15 years, but the old claims of having optical disks readable
for 100 years is not to be taken seriously as, after a tenth of that period, no
reading equipment will be able to decipher their content. One could point to
the CD and DVD as a better future investment in this respect: true enough,
the devices built to read CD since 15 years can read the old and new media.
Conversely a DVD reader purchased today will still read your old CD from 20
years ago –a lot faster even, but DVD-Rs for instance are very sensitive to dust
and fingerprints and can be scratched very easily. Recovering lost data on the
surfaces of those media can be very difficult and multiple copies of a particular
set of data is the only guarantee of data survival. Much more difficult still is
the recovery of old magnetic disks...

So digital media will probably have a lifetime of 10 years, given the proper
reading equipment remains available. This is a far cry from older technologies
which could boast a 1000 year survival and rely on human eyes to decipher them.

5.2. The future of data distribution

Given all those considerations, is it still worth distributing data on tangible,
physical media? Shouldn’t archives and data centers take care of delivering
content in reduced, visual form, providing users with only a view on their data?

The upcoming large data production instruments such as the ALMA sub-
millimeter observatory and the many large visible and infrared mosaic cameras
on survey telescopes should all be good reasons for astronomers not to want
raw data delivery to their home bases: they should rather rely on reduced,
calibrated results as provided by the GRID and the VO tools. The data volume
will be such that no single observatory will probably afford to support the data
reduction infrastructure requirements of large survey programs.

Shouldn’t we also remember that most of the old books that came to survive
until our age were preserved because they represented mostly final, important
results? Publications are concerned with finished papers and conclusions rather
that early drafts and raw data. Of course to get there, we still need the raw
data but we also need the engines to process it and the infrastructure to deliver
the results. There is maybe no need to replicate everything everywhere.
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Abstract. Data Models exist in people’s heads. Data modelling con-
sists of making these explicit on paper, so that (a) we can discover if
there is more than one important model, and (b) we can develop using
the model which has the best impedance match with the targeted com-
munity.

We contend that there is in fact more than one model relevant to
the Virtual Observatory (VO), and that while the VOTable model is a
valuable fit to the archivists’ model of data, it may be a poor match for
many users or (much the same thing) for the software written to service
the sort of end-user astronomical applications which the VO targets.

We will also review some of the various modelling languages available.

1. Language, models and usability

In linguistics, the well-known Sapir-Whorf hypothesis claims that the way we
conceive of the world depends on the language we use to describe it. This means
that the language we use affects what we can think; and conversely, if we wish
to have and manipulate a thought, we must find some language to express it.

All this talk of languages matters to us, since when we create software
systems, we are generally creating a ‘language’ – in a user-interface, an API or a
protocol – which users must employ to interact with the underlying system, be
it an application, a library, or a remote service. The user, the language and the
system each have a model associated with them (see Figure 1), and if there is a
good three-way match between the models, then the user’s interactions with the
system will be straightforward and generally error-free. If there is a mismatch,
they will not. This is not just a matter of user-interface design; if the ‘user’ is
a programmer using an API or protocol, then this three-way match will help
them write correct code faster, and help produce an application which will be
usable by its eventual mouse-wielding audience.

In some cases this match is reasonably obvious (think of the web and either
HTML or HTTP); in other cases more work is involved (Unix shell language
is tightly bound to the underlying system, but it takes effort for the user to

1Alternate affiliations: NG, University of Glasgow ; DSB, University of Central Lancashire ;
PWD, University of Durham ; MBT, University of Bristol
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User Language System

model model model

astronomer, programmer GUI, API, protocol application, library, service

Figure 1. Systems, users, and the languages which mediate between
them, all have potentially separate implicit models.

acquire the corresponding model); and in other situations (notoriously video
recorder interfaces) the complete dislocation between the three models makes
the interface language almost unusable.

Ideally, then, there is a single model, which our user thinks with (possibly
with the help of documentation), which the language expresses, and which the
underlying system implements; it is the rendezvous which helps the system as
a whole hang together. If the model is made explicit during the development
process, then it can itself be examined, criticised, and checked for consistency
with itself and with the external system it is supposed to model, whether that is
an archive or a ‘quantity’. The Sapir-Whorf hypothesis suggests that it is only
once the model is itself part of the language of development, that we can think
with it and talk about it. Thus this is a software quality and usability issue; it is
an abstraction with the concrete goal of freeing software design from the details
of any particular implementation.

It is important to note that the interface language’s syntax is not a model.
Instead, that syntax should be chosen so as to faithfully reflect the model which
the language hopefully shares with user and system. However, we can only
discuss the faithfulness of the syntax once we have an explicit model.

So how do we make the model explicit? There are several obvious answers
to this, of which the most currently fashionable will be XSchema, UML, and
‘a Java class library’. A potential problem with each of these is that they each
come with a good deal of baggage. This is another aspect of the Sapir-Whorf
hypothesis: we are driven to see the world in terms of the structure of the
language we use to describe it, irrespective of whether these features are present
in, or adequately describe, the system being modelled. That means that if we
use XSchemas to model the world, we will discover that the world is hierarchical
with attributes, and if we use an OO language, the world turns out to have
methods. For example, while it is certainly possible in XML to model circular
reference or multiple containment (an RA IsA quantity and IsA position), the
resulting language would likely be confusing and hard to use correctly.

There are several strategies to deal with this. The first is to decide that
syntax is more important than anything else and let that lead the process (this
was arguably the case for UCD1). Another is to confront the problem, acknowl-
edge that our choice of language is not neutral, and make sure that choice is a
good one. A third is to choose a more primitive modelling language, which will
push fewer things into the model. We will return to this question in Section 3.
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2. Different models for the same data – the case of VOTable

Our second point was first made by the Emperor Charles V: “I speak Spanish
to God, Italian to women, French to men and German to my horse”. If there is
more than one type of user, and thus more than one user model, we may need
more than one language to achieve the required three-way match.

Several of the systems in the current VO use VOTable syntax (Williams
et al. 2002). Despite this, we claim that they do not all use the underlying
VOTable data model. VOTable is excellent as a way of archiving catalogue
metadata, and encoding all the available information about a catalogue or image.
This comes about because VOTable is expressive, recursive and flexible, and
these are advantages for many users, with the result that there is a good match
between the user, system and (VOTable) language. There is another category of
users, however, who do not need or want this sophistication, and who simply wish
to extract a more modest amount of information (such as image and variance
data) with as little knowledge as possible; this may be because they are busy and
cannot afford the time to read full documentation, or because they are writing
generic applications, and so cannot afford the luxury of reading documentation
and building in to their application knowledge of the various ways that a set of
data providers have exploited VOTable’s flexibility. The Simple Image Access
(SIA) protocol implicitly uses this simple model at both the user and system
ends, even though it uses in its responses the VOTable syntax. This dissonance
between models is a potential usability problem, and is addressable by using an
alternative model such as that of HDX (Giaretta et al. 2003).

The UCD system (Derriere et al. 2004) implies a third distinct data model,
corresponding to a distinct constituency which is interested in metadata rather
than pixels, and whose focus is on registries rather than image viewers.

This (Kuhnian) incommensurability is not a defect which can be evaded
by a yet more comprehensive Grand Unified Data Model; instead, it is a fixed
feature of the problem that the VO is addressing. Although they are less severe,
there are also similar dislocations between the metadata models which different
VO participants prefer. These gaps between models can be bridged by software
that understands more than one model (such as an archive which can service
two communities), by a consensus model, if one can be produced in a useful
timescale, or by accepting the existence of multiple models, and declaring what
mappings exist between them in such a way that software can mechanically
extract the semantics of a given set of metadata with at least as much fidelity
as it would from a consensus model. It is this last which seems the most flexible
and scalable of the options.

To illustrate what is gained by being able to discuss the data model ex-
plicitly, consider the following pair of RDF statements, which is how we might
express the fact that a column with ID raerr, say, is the error in an RA:

_x rdf:type :pos.eq.ra .
_x :stat.err #raerr .

This is RDF ‘notation3’, and expresses in detail that there exists a thing _x
that is of type pos.eq.ra, and has a property stat.err which is in the URL
#raerr; however the details are much less important than the observation that
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such a neutral notation exists, and that this notation is distinct from the lan-
guage we would use to communicate this in practice. This prompts a number
of valuable questions: pos.eq.ra appears to be a type whereas stat.err is a
property (in RDF terms): did we want this? Is this what we want a UCD like
stat.err;pos.eq.ra to mean? If not, what? For a given proposed UCD syn-
tax, what would such a set of statements look like? Can we construct similar sets
of statements which our proposed syntax could not express? Such questions are
extremely difficult to ask, let alone answer, without a notation which is distinct
from the syntax under discussion.

In summary, the VO contains multiple user groups and models, and its
challenges therefore cannot be met by an approach focused on a single central
model. Even when groups have largely compatible models (such as the producers
and consumers of complicated archive data), the mappings between them, and
consensus models, must be discussed using a notation which is distinct from the
proposed syntax, if it to be possible to discuss that syntax with clarity.

3. Modelling techniques

RDF, illustrated above, is one of several possible modelling languages.
XSchema is the World-Wide Web Consortium’s (W3C) standard schema

language which, as well as validation, is usable is a modelling language. It is both
verbose and rather complicated, and its main benefit over DTDs is its elaborate
type system, which looks familiar to those with a database schema background,
as well as being the type system for a variety of other W3C standards.

The Unified Modelling Language (UML) is intended for designing object-
oriented systems, and modelling their environments. Object-oriented notions
of subclassing and object manipulation are very natural within UML, in the
way that containment, for example, is natural in XML schemas. The Object
Management Group (www.omg.org) curates the UML standard as part of the
larger Model Driven Architecture (MDA) as a means of specifying platform-
independent application descriptions: XMI (XML Metadata Interchange) is an
XML-based modelling language intended to help generate and exchange consis-
tent XSchemas, UML, and code.

Resource Description Format (RDF) is a W3C low-level modelling notation,
which is usable by the inferencing engines which should drive the Semantic Web;
it is the modelling aspect, rather than this inferencing one, we have emphasised
above. Other W3C standards such as RDFSchema and OWL supplement the
base RDF syntax to the point where it is useful for describing realistic ontologies.
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Abstract. Radio interferometry data should be as accessible as any
other part of the electromagnetic spectrum in the form of images, spectra
or whatever the astronomer requires, without laborious massive dataset
transport or esoteric software at the user end. Many existing facilities
are developing on-line access to archive and current data, incorporating
VO compatibility. The next generation of interferometers will have data
access for non-experts designed into their archives.

1. Introduction

Until recently, many astronomers regarded reducing radio astronomy data as
an unnatural art. Yet pipelines and other user-friendly tools are now common.
Most astronomers make some use of radio data such as in identifying galaxy
types from the spectral energy distribution or probing obscured star-forming
regions. Public access data are at last becoming accessible, albeit usually via
the individual observatory web sites. The next step for VOs and data providers is
to supply final data products from any registered archive via a single interface.
The responses to our questionnaire to interferometry observatories show that

1The Astrophysical Virtual Observatory

2AstroGrid
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pipelined data reduction up to the production of images is possible for fixed-
element cm-wave telescopes such as

• ATCA (Australia Telescope Compact Array);
• MERLIN (Multi-Element-Radio-Linked-Interferometer-Network, UK);
• VLA (Very Large Array, USA);

and is becoming possible, for the calibration stages at least, of VLBI net-
works like the EVN (European VLBI Network) and the US VLBA. Calibration
pipelines and on-line access are also in use at mm wavelengths although data
acess is more restricted e.g.

• The US BIMA and OVRO, being combined as CARMA;
• IRAM (France).

In the next decade more arrays will come on line, first the wide-bandwidth up-
grades e-MERLIN and eVLA, then the LOFAR low frequency array and ALMA
(Atacama Large MM Array) and finally the SKA (Square Kilometre Array).

The data models and tools required are being developed in the context of
setting international standards for VOs, to provide a basis for the next generation
of interferometers. The IVOA hosts the radiovo@ivoa.net mailing list (open to
anyone interested) and the radiovo archive1.

2. Interferometry Data

Raw interferometry data consists of a series of complex visibilties which need to
be calibrated and Fourier transformed to produce an image. A single observation
can produce a range of resolutions (obtained by weighting the data or combin-
ing data from different arrays); minimum beam size and maximum sensitivity to
extended emission are mutually incompatible. Moreover, the potential field of
view is typically 30′ or 2× 109 0′′.04 pixels. The best way to meet user require-
ments is to extract tailor-made products on demand from calibrated visibility
data. Even so, the data volume and visualisation can be daunting, for example
multi-epoch 3D monitoring of SiO masers in 512 spectral channels, two transi-
tions and full polarization (Diamond & Kemball 2003). The product may not
even be a image, but extracted spectra, a radio light curve of an X-ray binary,
or the more specialised time series required for pulsar astrophysics. Calibrated
visibility data is the prime product for some applications such as gravitational
lens modelling. It may be the only product for interferometers with a small
number of elements such as in the optical and IR (see e.g. Monnier 2003).

3. VO Access to Interferometry Products

The questionnaire identified a range of user requirements. Astronomers want a
full data processing history but only a small minority want to do it themselves
(however this possibility should always be open). Most astronomers want a final
product, commonly but not exclusively an image. On-the-fly imaging will allow
the full extent of archives to be used such as the MERLIN prototype (Fig. 1).

1http://www.ivoa.net/forum/radiovo/
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Interferometry is by definition a high-resolution science but two surveys cov-
ering substantial fractions of the sky, WENSS and NVSS are already available
via their host observatories and Aladin. The first substantial multi-wavelength
spectral data-cube survey to become accessible via Aladin will be the CGPS. The
complementary and more traditional approach is to provide catalogues of point-
ings and source properties. Almost all open-access interferometers now provide
on-line lists of observations. However there are two significant obstacles:

1. Archives often list observations by proposal code or non-standard source
name. The named source may not be in the centre of the field. Consid-
erable cross-referencing can be required to establish the spatial, spectral
and temporal extent and the resolution and sensitivity of an observation.

2. Catalogue entries are often non-trivial to identify with SIMBAD sources.
For example, how do you identify radio lobes tens of arcsec apart with the
optical core of a QSO? Or distinguish between masers arising from an even
larger star-forming region and those associated with a Mira variable along
the same line of sight?

The first problem will be solved as observatories beome more aware of the ben-
efits from serendipitous use of their data and as data access and VO use even in
calibration is developed from the planning stage of new instruments, e.g. LO-
FAR: Smirnov (2004), ALMA: Schwarz (2004), CARMA: Scott (2004). The
second is being tackled at CDS using iteratively refined astronomical knowledge
(e.g. spectral index properties) to find counterparts to catalogue radio sources.
In the long term more sophisticated methods will be needed to locate data re-
lated to complex objects using astrophysical templates and pattern recognition,
investigating techniques already developed by planetary scientists.

At present, the MERLIN archive can be accessed by three routes; the MER-
LIN web page, via Vizier/Aladin and via the prototype AstroGrid registry. VO
searches and automatic updating (harvesting) will be implimented. This relies
on accurate metadata consistent with global standards. An IVOA2 working
group is developing a radio interferometry data model. It is likely that most
data providers will need a specialised data model for internal use. This should
provide parameters needed by a generalised model (such as IDHA or the SIAP
and SSA protocols) for providing data for users. For example, the factors deter-
mining the field of view (integration time, channel width, primary beam etc.)
may have observatory-specific names and algorithms but the VO just needs to
know the availability and quality of data in a given region.

4. Conclusions

Virtual observatories provide a great opportunity to open up all types of obser-
vation. Tools as well as data are needed to enable this in the case of complex
interferometry data. Current experience suggests that observatories (real and
virtual) should prioritise providing FITS images, calibrated visibility data and
other products, in that order. Archive access is being retro-fitted to most ex-
isting radio observatories which is vital not only to provide a service to the

2http://www.ivoa.net/twiki/bin/view/IVOA/IVOADMInterferometryWP
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Figure 1. The top images (HST overlaid with MERLIN contours)
show a radio supernova (B) in NGC 7469 discovered by Colina (2001).
The MERLIN archive revealed that HI absorption against the core A
had been observed in 1993 and on-the-fly imaging of the calibrated
visibilities showed that the RSN was not then detectable (lower left).

astronomers of today but to act as testbeds to ensure that the next generation
of telescopes meet the demands of all potential users.
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Abstract. In VLBI, generalized Linear Multi-Frequency Imaging (MFI)
consists of multi-frequency synthesis (MFS) and multi-frequency analysis
(MFA) of the VLBI data obtained from observations on various frequen-
cies. A set of linear deconvolution MFI algorithms is described. The
algorithms make it possible to obtain high quality images interpolated on
any given frequency inside any given bandwidth, and to derive reliable
estimates of spectral indexes for radio sources with continuum spectrum.

1. Statement of the problem

Let us consider a linear model for intensity Ikpq = I(xp, yq, νk) of the radio source
in a point (xp, yq) on the observational frequency νk:

Ikpq ≈ (I0)pq + (I1)pq βk + . . . + (IN−1)pq · (βk)N−1,

βk = νk

ν0
− 1, k = 1, 2, . . . , K,

where ν0 is reference frequency corresponding to the intensity (I0)pq.

If the intensity Ikpq in the point (xp, yq) can be approximated by power law
as

Ikpq = (I0)pq ·
(

νk

ν0

)αpq

,

then we can present it as

Ikpq = (I0)pq eξkαpq ≈ (I0)pq · (1 + ξkαpq)

where ξk = ln (1 + βk) ≈ βk,
and thus the spectral indexes αpq = α (xp, yq) can be obtained as

(I1)pq = αpq · (I0)pq

Let us consider a target function

ρ =
K∑

k=1

M−1∑

n=0

M−1∑

m=0

wknm ·
∣∣∣Vknm − V̂knm

∣∣∣
2
,
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where, wknm = w(un, vm, νk) ≥ 0 are weights, Vknm, V̂knm is a measured and a
model visibility function respectively,

V̂knm = Ak ·
M−1∑

p,q=o

[
N−1∑

l=o

(
Îl

)
pq
· βl

k

]
· exp {−2πi · (unxp + vmyq)} ,

where, Ak is a gain coefficient for k-th antenna,

(
Îl

)
pq

= ∆2ϕpq · (Il)pq

(
1− x2

p − y2
q

)−0.5
,

ϕpq is a normalized beam, ∆ is a grid step.
The problem of the optimization can be presented as a solution of the

following system of linear equations:

(D0)pq = 0, . . . , (DN−1)pq = 0

for a vector of intensity
(
Î
)

rt
=
((

Î0

)
rt

,
(
Î1

)
rt

, . . . ,
(
ÎN−1

)
rt

)T
, where the

m-th residual map (Dm)pq can be defined as:

(Dm)pq =
K∑

k=1

βm
k ·
{

Dkpq −
M−1∑

i=0

M−1∑

l=0

Bk,p−i,q−l·
N−1∑

n=0

(
În

)
il
· βn

k

}
, (1)

m = 0, 1, . . . , N − 1, (2)

where, Dkpq =
M−1∑

n,m=o
wknm · Vknm · exp {2πi (unxp + vmyq)} is a k-th ”dirty”

map at the point (xp, yq),

Bk,p−i,q−l =
M−1∑

n,m=o
wknm exp {2πi [un (xp − xi) + vm (yq − yl)]} is a k-th

”dirty” beam at the point (xp − xi, yq − yl).

2. Solution of the problem

Let us choose the following initial conditions:
(
Îm

)(0)

il
= 0 for all m, i, l and form

initial arrays (Dm)(0)pq ,m = 0, 1, . . . , N−1, and
(
B̂m

)
pq

=
K∑

k=1
A2

k ·(βk)
m ·Bkpq,

m = 0, ..., 2N − 2.
Calculation of the next s-th step (s = 1, 2, . . .) begins from the choice of

the point (xp, yq), of the map maximum

ε(s−1) = max
x2

r+y2
t < 1; 0 ≤ m < N

∣∣∣(Dm)
(s−1)
rt

∣∣∣.
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Now it’s possible to specify a vector
(
Î
)

pq
:

(
Î
)(s)

pq
=
(
Î
)(s−1)

pq
+ γE−1 · (D)(s−1)

pq ,

and the residual maps (D)rt = {(D0)rt , (D1)rt , ..., (DN−1)rt}T :

(D)
(s)
rt = (D)

(s−1)
rt − B̂r−p,t−q ·

[(
Î
)(s)

pq
−
(
Î
)(s−1)

pq

]
.

Here E =(Eij) is a positive defined matrix of maximum values of weighted

”dirty” beams, Eij =
(
B̂i+j

)
0,0

, i, j = 0, ..., N − 1; γ is a loop gain. The

process of the iteration can be completed if ε(s−1) < ε, where ε is a given
accuracy. Otherwise it is necessary to suppose s = s + 1 and to calculate the
next ε(s).Conditions of the convergence of the algorithm above is 0 < γ < 2,
1 ≤ N ≤ K.

The developed algorithm is nothing other than the multi-frequency lin-
ear deconvolution, itself. this is described in more detail this procedure by
Likhachev, et al. (2003). Notice that the developed algorithm allows to synthe-
size and analyze of high-quality VLBI images directly from the visibility data
measured on a few frequencies, without analyses of the images itself. In case
of multi-frequency linear deconvolution, it is possible to synthesize an image of
a radio source at any intermediate frequency inside any given frequency band.
Thus, spectral interpolation of the image is feasible. This part of the algorithm
is carry out the synthesis of the image itself. However, the algorithm also makes
it possible to obtain an estimate of the spectral index for a given radio source,
i.e., it implements the analysis of the image. It is clear that multi-frequency
imaging (MFI) will provide the highest angular resolution possible for any VLBI
project due to its improved (u, v)-coverage.

3. Implementation of the linear deconvolution algorithm

The algorithm described above was implemented in the software, Astro Space
Locator (ASL) for Windows (http://platon.asc.rssi.ru/dpd/asl/asl.html).
It was developed by the Laboratory for Mathematical Methods of the Astro
Space Center (Likhachev, 2003).

Fig.1 shows two deconvolved images of 3C84 as observed on the VLBA at
11 and 15 GHz respectively. Due to the better (u,v)-coverage, the quality and
angular resolution of the interpolated MFS-image at 11 GHz is much better than
for the same source at 15 GHz.

4. Acknowledgments
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Figure 1. 3C84 observations at 11 (interpolated) and 15 GHz
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Abstract. At Astronomical Observatory of Valencia University (OAUV),
CCD observations of asteroids and big planets satellites are obtained since
2001 with a big format camera and several telescopes.

Software has been developed, including accurate ephemerids calcula-
tion, stellar maps presentation, automatic measuring and reduction pro-
cess of film plates and CCD frames.

Software for special conditions is under development, including dis-
torted images from differential tracking and images with spikes. Treat-
ment of regular nets on old plates (‘Carte du Ciel’) is under development.
Software for comparison of single and overlapped CCD fields obtained at
different epochs has been developed.

1. Introduction

CCD observations of asteroids and big planets are obtained at Valencia Observa-
tory (OAUV) since 2001 with two telescopes of 30 cm. and 3 meters focal length
and a CCD camera CCD AP10 of big size (2048 x 2048 pixels of 14 microns),
getting fields of 30’ by 30’. A new telescope 60 cm wide (F8 ) with altacimutal
mounting, is operative since 2003. It will be used to astrophysical observations
and to astrometry of solar system faint objects.

Automatic techniques for measurement of plates, developed at OAUV since
1990, have been extended to detection and measuring of objects of CCD frames.

Reference stars are got from several dense catalogues. For each image a
‘data file’ is obtained, containing field information and catalogue stars in and
around field region. Field measurement is make with VisualBasic 5.0 algorithms,
with images on BMP format.

2. Observation of asteroids and satellites

Small distance of Uranus and Neptune satellites from planet needs maximum
resolution of CCD images (2048×2048 pixels). Results improve with a red filter
that dims blue color of planet. Special algorithm for detection and separation
of satellite images has been developed.
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Figure 1. Final step of the asteroid identification

We have developed algorithms for several kinds of observations, including
ephemerids calculation, stellar maps presentation, measuring and reduction of
CCD fields and residuals calculation for asteroids observations.

In satellites work, ephemerids are obtained with ERA software (Krasinsky
& Vasilyev 2001), provided by Applied Astronomy Institute of St.Petersburg
(Russia). CCD field size allows this kind of observations every day.

3. Algorithm for asteroids and satellites astrometry

The selected image is charged if ‘data file’ exists. Measurement can be done in
‘automatic’ or ‘manual’ way. Detection process includes algorithms for distorted
images. After images measurement in CCD field, catalogue stars are identified
and adjusted with images. Asteroid image is selected manually and coordinates
α, δ and magnitude are obtained. Process for satellites is similar and all main
satellites can be selected for each planet (López et al. 2001).

4. Fields comparison

Algorithms for individual and ‘mosaic’ fields comparison has been developed,
allowing the search and detection of objects with different positions or brightness
(new asteroids, nova stars, variable stars).

In first case, each field is analyzed automatically, adding manually stars
not identified. For comparison, two similar triangles are found and field images
superposed for blinking. If identification is not correct, blinking shows big dif-
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Figure 2. Separation process of close images with differential motion

ferences and triangles must by chosen manually. Comparison field is fitted to
the reference one by rotation and translation of image pixels.

5. Fields overlapping and comparison

In this case two ‘field mosaics’ of 4×4 ‘reference images’ (A) and ‘working images’
(C) are constructed. To do that, linking of adjacent fields allow to overlap them
in order to obtain a single mosaic image for (A) and (C). Comparison of mosaic
images is done by hand blinking. If it shows a bad fitting, images of three object
in both mosaics are selected and image (C) is fitted to image (A) by rotation
and translation..

6. Special algorithms

Algorithms for analysis of peculiar images, as obtained in differential motion,
spikes shown by bright images of telescopes and existence of reticula in old plates
(Carte du Ciel).

In differential motion of crowded fields plates, distortion of images and par-
tial overlapping increase difficulties of algorithm. After detection of a complex
image, contour is obtained and spurious images are eliminated.

For every group a sequential separation process is applied. Gaussian model
with two axis is fitted to each object and is substracted from its image before
continuing with the next one.

Spikes joined to reflectors images and reticula of ‘Carte du Ciel’ plates need
a previous elimination before applying standard measuring algorithms. In both
cases a ‘dirt’ field image produces many ‘ghost’ objects. Our algorithm for spikes
elimination is rather efficient (López & Morañ o 2003).

We are developing algorithms for ‘Carte du Ciel’ plates full analysis, without
using lists of objects detected in previous studies. Bad quality of some plate
zones increases complexity of this analysis.
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Figure 3. Reticule elimination in Carte du Ciel plates

7. Conclusions

We have developed a program for systematic observations of asteroids and satel-
lites,that is carried on with several telescopes and CCD sensors at OAUV.

Several problems associated to astronomical images analysis (spikes elimi-
nation, differential tracking of crowded fields, reticula of ‘Carte du Ciel’ plates,
etc.), have been faced with good results.

Our projects for next year include astrometry and photometry of faint as-
teroids, using 60 cm. telescope.
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Abstract. Of particular interest to the fields of astrometry and spec-
troscopy, the fourth in a series of papers defining conventions for encoding
world coordinate information in FITS headers will consider the problem
of representing small systematic errors, or distortions. Here we present a
preview of work in progress.

1. Introduction

Standard methods for specifying world coordinate systems (WCS) in FITS im-
ages (Hanisch et al. 2001) have been developed by Greisen & Calabretta (2002)
and applied by Calabretta & Greisen (2002) to the problem of celestial coordi-
nates (Papers I & II). The extension to spectral coordinate systems (Greisen et
al. 2003, Paper III) is also at an advanced stage.

However, these methods implicitly assume ideal astronomical instrumenta-
tion and are not easily adapted to describe the complex distortions found in
some imaging devices. Examples abound, from classical “plate solutions”, to
spectrometer wavelength calibration. It may also happen that the distortion is
“inherent” to the object of study, for example the oblateness of the Sun and
Earth. Irregularity of form is carried to an extreme by various minor bodies of
the Solar System.

Work in progress, summarised here, extends the current FITS WCS for-
malism by providing methods to describe the distortions inherent in the image
coordinate systems of real astronomical data. It is envisaged that a range of dis-
tortion functions will be provided, including N-dimensional polynomial, cubic
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Figure 1. Conversion of pixel coordinates to world coordinates show-
ing optional distortion corrections enclosed in the dashed boxes.

spline, B-spline, and table lookup methods; that these will be applicable over
multiple image dimensions; and that they may be applied either before or after
the standard linear transformation stage of the coordinate calculation.

An early draft of Paper IV is available1 for comment. We invite input
from the general FITS user community regarding the adequacy of the proposed
methods for existing or future applications.

2. Methodology

The new steps to be introduced into the algorithm chain are enclosed in dashed
boxes in Figure 1. Key features are:

* For each axis a distortion function may be applied to either the pixel
coordinates or intermediate world coordinates (but not both).

* The distortion function is defined in the pixel-to-world direction. Polyno-
mial, cubic spline, B-spline, and table lookup functions will be provided.

1http://www.atnf.csiro.au/people/mcalabre/
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* The CTYPEia header cards will indicate that a distortion function is to be
applied, its type, and whether before or after the linear transformation.

* New DVi ma header cards perform several functions:

- Define which coordinate axes form the independent variables of the
distortion function (axis coupling).

- Provide an offset and scale for renormalization of the independent
variables of the distortion function.

- Encode the parameters required for the distortion function.

* DVERRja will record the maximum error of the distortion correction on axis
j, and DVERRa will record the maximum error of the combined distortion
functions for all axes.

* Methods will be provided to define different distortion functions for dif-
ferent regions of the image, e.g. as may be required for arrays of CCD
detectors.

Of course, the exact details are subject to change in response to feedback from
the FITS user community.
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Abstract. JPEG 2000, the new International Standard for still image
compression, has many unique features that offer advantages for users of
astronomical data. It is capable of both lossless and lossy compression,
selectable by the user on command. When used for on-board compres-
sion, the algorithm can be configured for low-memory requirements. In
archives of large data sets, a compressed file can be reordered without
decoding. Efficient software and hardware implementations are currently
under development.

1. Introduction

JPEG 2000 is the new International Standard for digital image compression.
Following a call for contributions in 1997, and several years of technology devel-
opment, JPEG 2000 was adopted by the International Standards Organization
in December 2000 and published as ISO/IEC 15444-1. Unlike its predecessors,
JPEG 2000 can be used for both lossless and lossy compression, selectable on a
case-by-case basis.

Figure 1 is a flow diagram of the JPEG 2000 algorithm. The component
transform is used for three-color or for multispectral/hyperspectral data, to per-
form decorrelation in the wavelength dimension. The wavelet transform per-
forms decorrelation in the two spatial dimensions. The quantizer can be used
as the principal source of lossiness in compression, while the bit-plane entropy
coder is lossless. Finally, the rate controller ensures that the desired compression
ratio is achieved.

JPEG 2000 Part 1, the Core Coding System, contains features that all com-
pliant decoders must support. These include reversible (5x3) and irreversible
(9x7) wavelet filters with a Mallat decomposition tree, scalar quantization, and
three-component color-space transforms. All technologies accepted for Part 1
were offered by their originators on a royalty-free, non-discriminatory basis.
Part 2 of the standard (Extensions) includes technologies for special applica-
tions, some of which are relevant for astronomical data. These include arbitrary
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Figure 1. Flow diagram of the JPEG 2000 encoder.

wavelet transforms, arbitrary linear transforms in the wavelength dimension,
and trellis-coded quantization (Marcellin & Fisher 1990).

2. Application to On-Board Processing and Downlink

Satellite-borne instruments typically have extremely limited memory, owing to
size, weight and power constraints. Moreover, many instruments are scanners,
which naturally build up a large image one line at a time. For these applications,
it is desirable to have a JPEG 2000 implementation that buffers up the smallest
possible number of image lines before compression, and releases the compressed
data directly to the downlink. This configuration is called the scan-based mode.

Our implementation of this mode is based on the use of scan elements,
which may be either image tiles or precincts. The precinct, a concept unique
to JPEG 2000, is an area in the wavelet domain that corresponds to a location
in the image domain. Unlike tiles in the image domain, precincts are free of
artifacts at their boundaries because the wavelet transform is performed in a
continuous (sliding window) fashion. Our implementation uses scan elements
corresponding to 8, 16, 32, or 64 lines in image space. A constant bit rate
may be achieved by buffering the compressed data from several adjacent scan
elements and performing a running average with the rate controller. Figure 2 is
a flow diagram of our implementation of the scan-based mode (Part 1 features
only).

3. Application to Data Archiving and Dissemination

A JPEG 2000 codestream, which is formed at the output of the entropy coder,
can be organized in four different progression orders: progression by quality, by
resolution, by position, or by component (usually wavelength). This flexibility
is made possible by the use of the wavelet transform, which is inherently a
decomposition by resolution, and the bit-plane entropy coder, which is inherently
an ordering by quality. The role of these two elements is shown in Figure 3.

The scan-based mode naturally outputs the codestream as a progression by
location: that is, all the bits corresponding to a given scan element are released
to the downlink while the next scan element is being compressed. However, once
the entire data file has been received on the ground, it is possible to reorganize
the codestream into one of the other progression orders without decoding. This
procedure assumes that the appropriate markers have been inserted into the
packet headers of each scan element during encoding; there is a very small loss
in compression efficiency, due to the increased overhead.
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Figure 2. Scan-based processing in JPEG 2000 Part 1. WT=Wavelet
transform. SQ=Scalar Quantizer. EC=Entropy coder. RC=Rate con-
troller.

Figure 3. Resolution scalability and SNR (quality) scalability in bit
plane coding.
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Figure 4. Implementation of the reordering parser.

We have written a reordering parser that parses the codestream markers
and packet headers and reorders the codestream as required for dissemination.
Transmission of the reordered codestream can be halted at any point. Thus a
user may receive from the archive a thumbnail sketch of an image (progression by
resolution), a low-quality version (progression by quality), or a single wavelength
(progression by component) before deciding if he wants the entire file. The
implementation of the reordering parser is shown in Figure 4.

4. Conclusion

Our experiments using real data from astronomical and Earth-observation satel-
lites have shown that JPEG 2000 has many advantages for on-board use. Ef-
ficient software and hardware implementations, which are currently under de-
velopment by several commercial firms, will meet the speed and memory re-
quirements of satellite-borne instruments. For archiving, JPEG 2000 offers high
compression efficiency, unparalleled flexibility of access, and the reliability of an
International Standard.
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Abstract. We present a new, Maximum Likelihood (ML) based, method
for the estimation of the shift between two images. It notably outper-
forms the classical cross-correlation method especially in the case of low
photon levels. Moreover, it is arbitrarily subpixel, without any resam-
pling of the image, through the maximisation of a criterion. The method
was tested with simulations and was applied to the case of infrared as-
tronomical imaging where the signal is usually very weak. We have also
extended our method to the joint estimation of the shifts in a sequence
of N images, and preliminary results are presented in last section.

1. Introduction

An accurate centering of a sequence of images is mandatory in thermal IR as-
trophysics to increase SNR while preserving the resolution of an instrument.
A classical method to estimate the translation parameters is the linear cross-
correlation of noisy images with a reference (Vanderlugt 1964, Kumar et al.
1992). Downie and Walkup (1994) showed that taking into account the noise
statistic can greatly improve the accuracy. Carfantan & Rougé have studied the
case of the subpixel estimation of the maximum of the intercorrelation of two
images with various interpolation for a stationnary gaussian noise (Carfantan
and Rougé 2001). Finally Guillaume et al. have studied the pixel accurate shift
estimation problem in the case of poissonian noise at low photon level (Guil-
laume et al. 1998). We have developped a new, Maximum Likelihood (ML)
based, method for the estimation of the shift between two images. It is arbitrar-
ily subpixel, without any resampling of the image, through the maximisation of
a criterion. We describe in section 2 the theoretical basis of the method. Then
in section 3, we present the results obtained with simulated images for different
types of noise (pure gaussian additive or mixture of stationnary gaussian and
poissonian noise). Results on real data are presented in section 4. We have also
extended our method to the joint estimation of the shifts in a sequence of N
images, and preliminary results are presented in last section.
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2. Description of the method

If we assume a reference r, the intensity at pixel (k, l) of the observed translated
image i1 can be written as:

i1(k, l) = [r(x, y) ∗ δ(x− x1, y − y1)]x(k, l) + b1(k, l) (1)

where (x1, y1) are the translation parameters, b is an additive noise, and x is
the sampling operateur. If the image is Nyquist sampled, one can reconstruct,
via the Fourier domain, a shifted version of the image for any subpixel shift.
If we approximate the noise in the image, i.e. a mixture of gaussian (detector)
and poissonian noise, as a non-stationnary gaussian noise, then the anti log-
likelihood of observing an intensity i1(k, l) for the reference intensity r(x, y) and
for the hypothesis µ = (x1, y1) is given by:

J (x1, y1) =
∑

k,l

1

2σ2
1(k, l)

|i1(k, l)− [r(x, y) ∗ δ(x− x1, y − y1)]x(k, l)|2 (2)

where σ2
1 is the noise variance which can be directly estimated on the image. It is

easy to show that, following the two hypothesis of stationnarity of the noise and
of periodicity of the reference, the ML estimate of the translation between the
two images is the maximum of the linear cross-correlation of the images. When
the reference is not known, one has to consider a noisy frame as a reference.

i1(k, l) = [i0(x, y) ∗ δ(x − x1, y − y1)]x + b(k, l) (3)

Where b includes both the noise in the image used as a reference and the noise
in the image to be recentered. Then the anti log-likelihood to be minimize has
the same expression as in equation 2 changing r(x, y) into i0(x, y) and σ2

1(k, l)
into σ2(k, l) = σ2

1(k, l) + σ2
0(x, y) ∗ δ(x− x1, y − y1) = 2σ2

1(k, l) :

J (x1, y1) =
∑

k,l

1

4σ2
1(k, l)

|i1(x, y)− [i0(x− x1, y − y1)]x|2 (4)

To find the minimum of this criterion, we used a gradient type adaptive step
minimization algorithm, issued from a collaboration of our team with the Groupe
des Problemes Inverses at Laboratoire des Signaux et Systemes (GPI 1997).
However, one has to notice that the criterion, in the case of unknown reference
and considering the real noise variance contains a lot of local minima. This
make the minimization difficult and so should decrease the performance of the
method in this case.

3. Results with simulation

The method has been tested with simulations in the case of a mixture of gaussian
(detector) and poissonian noise. The gaussian noise variance is constant (10)
and the photon level in the images ranges from 1 to 106. The cross-correlation of
the two images is interpolated around its maximum to provide a sub-pixel esti-
mation. In the case of the known reference, our method, considering a constant
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Figure 1. Adaptive optics image of ARP 220 in the L-band with
NACO at VLT. Left image, frames registred with a classical cross-
correlation method and averaged, right, frames registred with our al-
gorithm and averaged..

noise variance, outperforms the cross-correlation at very low photon level (i.e.
number of photons smaller or equal to variance of the detector noise). When
we consider the real noise variance, our method gives more accurate results and
slightly outperforms the cross-correlation at high photon levels.

In the case of an unknown reference, the performance of our method is
quite identical considering or not the real noise distribution since the criterion
contains a lot of local minima in the first case. It notably outperforms the
cross-correlation at low photon level and allows subpixel accuracy as soon as the
number of photon per pixel is greater than the variance of the detector noise as
the accuracy of the interpolated cross correlation is worst than the pixel.

4. Results with real data

The method has also been tested and used with a set of raw images of Arp 220
from NAOS-CONICA (NACO) at VLT. Arp 220 is a typical Ultra Luminous
Infrared Galaxy, caracterised by a very powerfull emission in infrared bands but
very faint counterpart at the visible wavelengths. NACO is the only adaptive
optics system that allows to servo infrared source and so achieve diffraction lim-
ited images at a large telescope of such galaxies. A series of 85 images of this
galaxy have been aquired in the L-band in March 2003. The background dy-
namics of each image is around 80000 photons per pixel and the source dynamic
at the maximum is around 200 photons per pixel. This is the case where the
classical correlation of images is inefficient. Our method allows to recenter each
frame with a subpixel accuracy, and so to obtain the image displayed on Fig. 1.
The resolution of this image on the sky is about 0.1 ”, i.e. diffraction limited
for a 8-m telescope in the L-band.

This allows to compare this image to the one obtain with the space telescope
in other bands giving insightfull astophysical interpretations (see Gratadour et
al. 2003).
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5. Joint estimation of the reference and the translation parameters

If we consider now a series of images {ij(k, l)} randomly shifted, and if we try
to find simultaneously the shift parameters {µj} = {(xj , yj)} and the reference
image r(x, y), then the anti log-likelihood can be written as:

J ({ij(k, l)}; r(x, y), {µj}) =
∑

m

∑

k,l

1

2σ2
1(k, l)

|im(k, l)−

[r ∗ δ(x − xm, y − ym)]
x

(k, l)|2

One can show that minimizing J ({ij(k, l)}; r(x, y), {µj}) on r(x, y) and {µj} is
equivalent to minimize: J ({ij(k, l)}; r(x, y) = rML(k, l), {µj}) on {µj}, with:

rML(k, l) =
∑

m

im(k, l) ∗ δ(x + xm, y + ym) (5)

It can additionnaly be shown (Blanc et al. 2003) that this joint ML solution
on r(x, y) and {µj} is identical to the ML solution on the sole {µj} assuming a
gaussian prior probability on r(x, y). The preliminary results show that, as in the
previous method (estimation of the shift between two images) the criterion which
considers the real noise variance contains a lot of local minima. This induce low
performance of the method in this case. But, if we consider a constant noise
variance, and we use the shift estimated with the previous method as guess for
the minimization of this joint criterion, the performance are better in the low
photon level domain (10 to 100).
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Abstract. A self-calibration program for processing data from the up-
coming SIRTF GOODS Legacy Project has been developed to derive the
sky and flat field for idealized data. The actual on-orbit data will doubt-
less suffer from geometric distortion and cosmic rays at some level, while
calibration is required to simultaneously derive the sky and flat field in the
presence of these effects to a level of better than a part in 10,000. Because
this translates to the requirement that the calibration be shot-noise lim-
ited, routines to remove both of these effects within an iterative version
of the self-calibration code have been developed. Results of tests using
these routines will be discussed. The algorithm applied to correct geo-
metric distortion is a new method that allows arbitrary transformations
with sub-pixel shifts - a substantial improvement over clipping techniques
and other distortion removal techniques currently in use. This enhanced
self-calibration program is general, allowing it to be used for high-quality
calibration of data from JWST and other future missions. The develop-
ment of these methods demonstrates the feasibility and effectiveness of
enhancing the powerful technique of iterative self-calibration to reduce or
eliminate anticipated effects in realistic data.

1. Introduction

The original iterative self-calibration program has been described in the poster
“Self Calibration for the GOODS Legacy Project” presented at ADASS 2002
(Grumm & Casertano 2003) . In short, the iterative routine simultaneously
solves for the sky and gain for ideal data (integer pixel shifts, no geometric
distortion, no cosmic rays). The new refinements to this program as described
here were tested on data generated by the simulators for SIRTF’s IRAC and
MIPS instruments, as on-orbit data was not yet available.

2. Geometric Distortion

Geometric distortion will be present at some level for both the IRAC and MIPS
instruments on SIRTF. For MIPS, this distortion has been measured, and is
on the order of one pixel at the edge of the 128x128 array. Distortion was
added to the simulated data using the “drizzle” routine described later. We
have investigated two types of algorithms for the self-calibration to remove the
distortion. In the first, outlier clipping is done so that the effect of the distortion
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will be reduced because the pixels in the brightest sources (which would be
expected to have the largest effect in the self-calibration) will be masked. In the
second, the variable pixel linear reconstruction task “drizzle” (Hook & Fruchter
1997, Fruchter & Hook 2002) is used to effectively remove the distortion . As
this method makes use of all of the data, it is preferable in instances where the
distortion is well known and characterized. The results of routines applying each
of these two methods are discussed.

2.1. Clipping Self-Calibration for Distortion Reduction

Clipping will reduce the impact of the brightest sources on the self calibra-
tion, and does not require a quantitative characterization of the distortion. In
this approach, an initial flat field was determined by running the program for
several iterations. The data was then flat-fielded, and data pixels exceeding a
given threshold were masked. The self-calibration program was then run on this
masked dataset until convergence. The threshold was set by specifying a value
that exceeds the mean by a given fractional amount. In this way the rms of
the derived flat field was determined as a function of the threshold. It would
be expected that as the threshold is reduced the rms would at first improve due
to the lower impact of the distortion, and then worsen due to an insufficient
number of available pixels. For a distorted set of noiseless images, the rms of
the gain image was minimized with a value of 4.55E-5 when the threshold was
set to 2.5% above the flat-fielded average, at which point 2% of the pixels were
masked. Without masking, the rms is 2.62E-4. For a set with shot noise, the
rms had a shallow minimum of 4.77E-4 when the threshold was set 1.5% above
the mean. Without masking the rms is 5.37E-4. The results are shown in Table
1; the ‘base’ rms pertains to the fit without clipping, and the efficiency shown
in brackets is the fraction of equivalent noise removed. Results for undistorted
datasets are shown for comparison.

Table 1. Clipping and drizzle results for 186-frame datasets.

Noise Distortion Base RMS Clipping RMS [eff.] Drizzle RMS [eff.]

No No 4.66E-8 NA NA
No Yes 2.62E-4 4.55E-5 [0.83] 1.02E-7 [0.9994]
Yes No 4.00E-4 NA NA
Yes Yes 5.37E-4 4.77E-4 [0.44] 4.11E-4 [0.92]

2.2. Drizzle-based Self-Calibration for Distortion Reduction

In instances where the distortion is well known and characterized, the variable
pixel linear reconstruction task “drizzle” is preferable to remove the distortion.
The data is projected onto the sky using drizzle, and the inverse routine “blot”
is used to project the sky back to the detector. The distortion is specified by
a distortion coefficient file, which allows fairly general (cubic and higher order
polynomial) specification. For the same datasets as were used for the clipping
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routine, the results are shown in Table 1. The drizzle-based self-calibration can
be seen to better remove the distortion, even in the presence of noise.

3. Cosmic Rays

As cosmic rays will appear in the data at some level, routines to reject them were
developed, based on the assumption that they may not be completely removed
by the standard pipeline. To simulate cosmic rays within the data, templates
based on ground-level data containing cosmic rays were used. A typical template
contains several dozen cosmic rays. Cosmic rays are rejected using an outlier
rejection scheme as follows:

1. data containing the cosmic rays are run through the self-calibration rou-
tine.

2. from the derived sky and gain, a 2nd set of observations is created.
3. pixels in this 2nd observation set that differ from those in the original

observations by more than a defined threshold are considered pixels con-
taining cosmic rays, so are masked; neighboring pixels are also masked,
creating a 3rd observation set.

4. the 3rd observation set is input to the self-calibration routine.

The results of the rejection routines on undistorted datasets with and without
shot noise are summarized in Table 2. The threshold value used for rejection
was α∗σ(predicted data)+β ∗ (predicted−sky), with α=3.0 and β=0.01. From
the 3 noiseless cases shown, it can be seen that 96% of the equivalent noise
(additional rms due to cosmic rays) is removed.

Table 2. Cosmic Ray rejection results for 720-frame datasets.

Noise CR added RMS w/o CR rejection RMS with CR rejection [eff.]

No No 4.21E-8 NA
No Yes 1.38E-4 5.73E-6 [0.96]
Yes No 2.01E-4 NA
Yes Yes 2.43E-4 2.09E-4 [0.81]

The results of simultaneously using both the distortion-removal and rejec-
tion routines are shown in Table 3 for all combinations of shot noise, cosmic rays,
and added distortion for 720-frame datasets. For cases with distorted datasets,
the distortion removal routine was used.
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Table 3. Cosmic Ray rejection results for 720-frame datasets.

Noise CR added Dist. added rms w/o CR rej. rms with CR rej. [eff.]

No No No 4.21E-8 NA
No Yes No 1.38E-4 5.73E-6 [0.96]
Yes No No 2.01E-4 NA
Yes Yes No 2.43E-4 2.09E-4 [0.81]
No No Yes 6.11E-8 NA
No Yes Yes 1.39E-4 5.71E-6 [0.96]
Yes No Yes 2.02E-4 NA
Yes Yes Yes 2.43E-4 2.08E-4 [0.85]

4. Discussion

Tests using realistic simulated SIRTF data show that if geometric distortion
is well characterized, it can be removed by the drizzle-based self-calibration to
almost the shot-noise level. If the distortion has not been quantified, the use
of clipping can reduce the effect of the distortion by roughly half. The use of
an outlier rejection method within the self-calibration allows cosmic rays to be
rejected to nearly the shot-noise level.

Currently we are investigating a low-level aliasing in some of our results. It
is evident as alternating high and low pixels in the derived sky and gain, and is
most noticeable in areas of the sky having relatively low exposure. This aliasing
seems to be due to the combination of undersampling and the iterative nature
of the algorithm. Various methods are being investigated to eliminate or reduce
this effect.
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Abstract. Physical models are used to reproduce and correct transient
effects of infrared (IR) photo-detectors in time series after incoming illu-
mination changes. Such photo-detectors, working at low background for
IR astronomy in space, cover the ranges 6-15 µm (Si:Ga), 40-110 µm (un-
stressed Ge:GA) and 120-210 µm (stressed Ge:Ga) and are working at low
temperature. We discuss detectors models (direct models) and transients
corrections (inversion methods). Some have been successfully applied to
ISO data, others are in preparation for SIRTF (MIPS) – launched in Au-
gust 2003 – and ASTRO-F (FIS) – to be launched in 2005. New results
for MIPS 160 µm and the FTS of ASTRO-F/FIS are evidenced.

1. Introduction

Most of the photo-detectors used for low background IR astronomy are working
at low temperature (around 1.7 K (Ge:Ga) and 3 K (Si:Ga)) and therefore are
affected by memory/transient effects due to the time needed by the detector
to reach a new stable state after a change of incoming flux. Depending on the
detector but also on the IR level, the time constant can be as long as seconds
to hours. Such transient responses are non-linear. Without correcting from this
transient effect, the observations can be systematically biased.

In this paper we show that an approach combining analytical models and
inversion methods can correct these effects. First we remain the results for Si:Ga
detectors, then we discuss the work actually in progress for Ge:Ga ones.

2. Si:Ga photo-detectors

Concerning Si:Ga detectors, several results have been achieved since ISO launch.
It has been confirmed on three different detectors (ISO-CAM LW, ISO-SWS b2
and ISO PHOT S&P) that a physical model (Vinokurov and Fouks, 1991; Fouks
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and Schubert, 1995) can describe at percent level the transient response of such
detectors on uniform illumination. This analytical direct model is strongly non-
linear, non-symmetrical and includes the long term memory effect. This model
is based only on two parameters: the instantaneous jump β and a time constant
λ. For all Si:Ga detectors of ISO it was shown that (β,λ) are constant for a given
pixel. A readout by readout inversion method achieves accurate correction of
these effects (Coulais and Abergel, 2000). Limitations are detailed in Coulais
& Abergel (2003a). This inversion method can be applied to any analytical
model: e.g. SWS b2 (Kester et al., 2003) where variations of the dark current
was included and for Ge:Ga detectors where main problem was coming from
memory effect (Caux, 2003).

The Si:Ga model mentioned here does not describe the transients response
for non uniform illumination. A new numerical 3D model was derived, based
on same physics (Fouks et al., 2003) and a more classical fitting approach was
developed to recover the parameters of the observed source.

3. Ge:Ga photo-detectors

While Ge:Ga detectors do not exhibit strong non-linear transient effects as the
Si:Ga ones, their models are up to now less accurate. Because polarization
voltage is lower for the Ge:Ga ones than for the Si:Ga ones, equations are more
complex, then approximations are needed to derived analytical models (Fouks,
1997; Haegel et al., 1999).

The direct models used for Ge:Ga detectors on-board ISO have been re-
viewed in Coulais et al. (2002). It was also pointed out that results suffer from
limited accuracy of ramp processing (Coulais et al., 2003) and limited numbers
of dedicated tests (Coulais and Abergel, 2003b).

A new very interesting case appears with the MIPS 70 µm array (Young
et al., 2003) This thin detector is affected by a strong continuous drift and
a StimFlash is applied every ∼2 minutes to continuously calibrate this drift.
Unfortunately, the accuracy of this system is limited to a few percents, it adds
noise in the data, and transients at small time scales remain uncorrected. Up
to now, no simple analytical model can described the complex transients of this
detector. Numerical approach was also used for these data (Haegel et al., 2001)
but without any quantitative results yet published. Furthermore, it is difficult
to build an efficient correction method from such numerical direct model. From
our study of the ground based test (GBT) data, the key points in the error and
bias grand total appear to be: (1) the sensitivity of the array to glitches (impact
of high energetic particles) (2) the accuracy of the latents correction (transients
after StimFlash) (3) the accuracy of the calibration based on StimFlash (4) the
transients them-selves. As a result, transient modeling and correction for the
MIPS 70 µm detector is not the most urgent point.

For the MIPS 160 µm detector, the situation is much more conventional.
On the one hand, a first order model based on physics (Fouks, 1992) accurately
reproduces upward steps. Moreover, from dedicated GBT, we have shown that
the two model parameters are constant for a given pixel. On the other hand,
the downward steps are quasi instantaneous. A promising inversion method
has been developed (Malaizé, 2003, see Fig. 1). It is founded on a least square
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Figure 1. SIRTF MIPS 160 µm data from dedicated GBT : observed
data, estimated incoming flux and model output. A series of steps was
requested in order to characterize the transient response (to distinguish
between different models and to explore a large range of incoming flux).

estimate accounting for first order upward + instantaneous downward models
as well as piece-wise constant incoming flux. Obviously the longer the blocks,
the more efficient the correction.

ASTRO-F carries two types of focal-plane instruments, one of which is the
Far-Infrared Surveyor (FIS) (Takahashi et al., 2000). The FIS adopts a stressed
Ge:Ga array (Doi et al., 2002) of 5× 15 and monolithic arrays (Matsuura et al.,
2002; Fujiwara et al., 2003) of 3× 20 and 2× 20 pixels to continuously cover 50
to 200 µm in wavelength. The FIS is designed primarily to perform an all-sky
survey and additionally to have spectroscopic capability with a Fourier transform
spectrometer (FTS) (Takahashi et al., 2003) – using the same detectors than FIS.

Up to now, no one of the models previously used can fit the experimental
transient responses. GBT for transient characterization is still an on-going work
(Kaneda et al., 2002) Since (1) we know that the Ge:Ga detectors are signif-
icantly affected by transient effects and (2) we do not have any direct model,
we have studied with two extreme models which effects may be dominant for
the FTS mode. One model was the Fouks model for the Si:Ga detectors. This
model does not reproduce well the main transient effect for the ASTRO-F de-
tectors, but it is interesting since it is very efficient to introduce strong long
term memory effect. The second model was derived by Patrashin (Priv. Com.)
from another model (Fouks, 1992). In such a case, the long term memory effect
is not strong. We have used a readout per readout correction method in both
cases since we have full analytical models. This end-to-end simulator allows us
to check the acceptable ranges for scanning speed, noise and also the hint level
for glitches.
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4. Conclusion

Significant progress has been made during last years in order to correct tran-
sient effects of IR photodetectors. Models coming from the physics give high
accuracy prediction for the transient response. Models can be used to check
problems within systems (detector and associated devices) and also to improve
and optimize future detectors. Several methods have been developed to remove
the transients effects in scientific data.

The obvious success of such approach for most of the ISO detectors is very
useful for present and future space missions, especially SIRTF, ASTRO-F, Her-
schel and MIRI on-board the NGST. First results for MIPS 160 µm and ASTRO-
F are encouraging.
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Abstract.
The first XMM-Newton serendipitous source catalogue has been re-

leased on 2003 April 7. The XCAT-DB (http://xcatdb.u-strasbg.fr) is
one of the sites from which it is available. The database offers powerful
tools to perform various kinds of scientific analysis, particularly designed
to deal with links between catalogue sources and correlated entries ex-
tracted from many archival catalogues available at CDS and NED. The
XCAT-DB is able to inter-operate with CDS databases providing multi-
wavelength views on regions of interest. Online views and downloads of
pipeline products related to selected X-ray sources are also available.

1. The 1XMM Catalogue

1XMM is the first comprehensive catalogue of serendipitous X-ray sources from
the European Space Agency’s (ESA) XMM-Newton observatory. The catalogue
has been constructed by the XMM-Newton Survey Science Centre (SSC) on
behalf of ESA. Most of the entries have not been previously reported as X-
ray sources. The catalogue contains 33026 X-ray source detections with high
likelihood values, together with a further 23685 detections with lower likelihood
values. These latter sources have lower reliability. The 33026 X-ray source
detections relate to 28279 unique X-ray sources (SSC 2003).

2. Database Access

A public access to the XCAT-DB is provided at:

http://xcatdb.u-strasbg.fr

The detail of any 1XMM source can also be retreived with a simple URL:

http://xcatdb.u-strasbg.fr/\
cgi-bin/xcat_asu.pl?OBS_ID=iiiiiii&XMMSRCNAME="xxxxxxxx"
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3. Database Content

The XCAT-DB contains all 1XMM catalogue entries associated with products
from related XMM-Newton observations and correlated archival sources as ex-
tracted from Vizier, NED and Simbad. The XCAT-DB data model is derived
from that of the SSC-DB (Michel et al. 2003). The Pipeline Processing System
(PPS) used for 1XMM provides for all observations EPIC images and source
lists (Fyfe et al. 2001). In addition, the PPS computes cross correlations with
a group of ∼ 200 archive astronomical catalogues. Correlated archival source
information is delivered as FITS tables, HTML pages and other graphical prod-
ucts (SSC 2000). All correlation links are implemented in the XCAT-DB by
using qualified association vectors (the correlation vectors). The built-in cross-
matches allows to restore the unicity of archival sources at loading time. An
archival source correlated with 2 X-ray sources for instance will appear twice
in the pipeline products whereas it will appear only once in the XCAT-DB but
with 2 links toward the X-ray sources. These N-M relationships between X-ray
entries and archival sources are well suited to handle cross-identifications.

4. XCAT-DB features

4.1. Two entry points

XCAT-DB data can be accessed by making selections either on 1XMM sources
or on archival sources. Archival sources can be selected in one specified catalogue
or in all catalogues. Once data are selected, the database can be browsed by
following instrumental links (source-observation-camera-energy bands) or scien-
tific links (correlations). Pages describing individual sources or source lists are
generated on the fly but all registered pipeline products can be viewed online or
can be downloaded through an automatic redirection toward the AIO (Arviset
2004).

4.2. Building Complex Queries

The graphical user interface has been designed to edit very complex queries.
Query constraints are setup one by one and appended to the current query.
The current query can be executed at any time and then refined. A simpler
(one-click) interface is also provided. The current query is summarized on the
screen by a human readable (but not editable yet) text. Queries can include
constraints on search cones, on any source attributes and on some related ob-
servation parameters. The XCAT-DB is furthermore able to handle constraints
on the content of the correlation vectors modeled by correlation patterns.

4.3. Searching by Correlations Patterns

A correlation pattern is a sub-query applied on the vectors of correlations.
Sources having a correlation vector matching the pattern are selected. Cor-
relation patterns are built in 2 steps. The pattern itself is first built including
e.g. constraints on catalogue name and on distance.

NED or Simbad entries at less than 3 arcsec.
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In the second step, the number of correlated sources expected to match the
pattern is set:

at least one NED or Simbad entries at less than 3 arcsec.

Finally, the new constraint can be included into the current query. It will be
processed as any other constraints.

select X-ray sources
having a hardness ratio 2 in the range of 0.5 to 1.0
and detected in observations having a duration > 10000 sec

done by "I. Newton" or by "G. Galileo"
and correlated with

at least NED or Simbad entries at less than 3 arcsec.

This feature offers the possibility to build very focused queries but requires users
to know very well all of the 200 archival catalogues. A simpler interface similar
to that of Vizier (Ochsenbein 1998) provides patterns based catalogue categories
instead of specific catalogues. X-ray sources can be then selected by constraining
the existence of counterparts in a given category:

select X-ray sources
having a hardness ratio 2 in the range of 0.5 to 1.0
and detected in observations having a duration > 10000 sec

done by "I. Newton" or by "G. Galileo"
and having Hipparcos counterparts
and having counterparts with spectroscopic data
and having no Radio counterpart.

4.4. A Real Example

The XCAT-DB has been extensively used by the SSC to prepare optical iden-
tification campaigns of serendipitous field and X-ray selected EPIC sources.
Searching the XCAT-DB already led to several remarkable scientific results. A
bright ’historical’ source 4U1344-60 was identified with a low galactic latitude
low redshift AGN. A number of very young active stars and new massive X-ray
binaries were found in a group of hard X-ray emitters located in the galactic
plane and correlated with optically bright object. The nature of ultra-hard X-
ray emitting AGN with optical counterparts brighter than R ∼ 19 has also been
studied in details. On the other side of the X-ray band, the density of very soft
X-ray sources without any known optical counterparts was used to constrain
possible LogN-LogS curves of isolated neutron stars while optical follow-up has
revealed a couple of new good candidates. Preliminary results have been pub-
lished in Motch et al. (2003).

4.5. Interoperability

The system allows EPIC fields of view and source positions to be overlayed on
any external image using the Aladin applet (Bonnarel et al. 2001). Vizier cata-
logues may also be queried around any X-ray or archival source. Finally, users
can download their selections in FITS tables allowing further local processing.
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4.6. User Databases

An expected consequence of constraining correlation vectors is that query exe-
cution times are even less deterministic than usual. Query execution duration
are usually below 3 seconds but they can exceed 2 minutes in some extreme
cases. In order to make such answer delays acceptable, user query results are
stored in the XCAT-DB. User selections are thus persistent over different ses-
sions. Queries are actually executed only after a user’s request (e.g. due to a
query modification). These user databases are totally private and they can be
erased at any time. Queries are stacked over a batch queue processing only 3
jobs at the time in order to keep the largest bandwidth for browsing accesses.

5. Prospects

The XCAT-DB is totally based on the OODBMS O2. All the code is written in
O2C, a 4LG a bit similar to Java but managing the persistence transparently.
No major evolutions of the XCAT-DB are scheduled out of the normal upgrade
operations (e.g. correlation with new catalogues, new layout). The main issue
concerns O2 which is reaching its very end of life and must be replaced. A
Solution based on SQL/Java is under development. It will use the SAADA
technology (Nguyen 2004).
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Abstract. The ISO Data Archive (IDA) and XMM-Newton Science
Archive (XSA) are usually accessed through a dedicated and powerful
Java user interface available from any browser. To allow the access to
external applications and expert or normal users that need to retrieve data
directly from the archive bypassing the Java User Interface, an integrated
Archive Inter Operability system (AIO) has been developed for XSA and
IDA. This paper describes the general inter-operability services that this
system provides as well as the specific VO standards services like SIAP
that are already supported.

1. Introduction

Within the ESA’s Science Operations and Data System Division, the Archive
Development Team in Villafranca, Spain is responsible of developing and main-
taining ESA Scientific Archives. For the ISO Data Archive (IDA1) and the
XMM-Newton Science Archive (XSA2), the standard way to access to these
ESA archives is through a powerful Java User Interfaces.

To allow the access to external applications and expert or normal users that
need to retrieve data directly from the archive bypassing the Java User Interface,
an integrated Archive Inter Operability system (AIO) has been developed for
XSA and IDA.

The general AIO services are:
• Postcard Server (URL)
• Product Server (URL)
• Product Server (Socket)
Later on, we have adapted our AIO inter-operability services to comply to

the new VO standards, in particular to SIAP (Simple Image Access Prototype).
VO SIAP compatible AIO services are:
• Image Query
• Image Retrieval

1http://www.iso.vilspa.esa.es/ida

2http://xmm.vilspa.esa.es/xsa
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Figure 1. ISO and XMM-Newton Postcard Servers.

2. General AIO Services

The IDA and XSA Archive Inter-Operability (AIO) systems allow external appli-
cations or archives to access directly the ISO and XMM-Newton data products
bypassing the standard User Interfaces which require interactions with a human
being.

Full documentation about how to use these services can be found at:
• ISO : http://pma.iso.vilspa.esa.es:8080/aio/doc
• XMM-Newton : http://xsa.vilspa.esa.es:8080/aio/doc

2.1. Postcard Server (URL)

The Postcard Server is accessible via a URL for each observation that returns
an HTML page containing a quick-look view of the data products for that obser-
vation together with links to relevant documentation and links to the products
themselves (via the Product Server). Example of the Postcard Servers are given
in Figure 1.

The Postcard Server is already used by various archives such as CDS, Al-
adin, IRSA, ADS, HEASARC.

2.2. Product Server (URL)

The Product Server is accessible via a URL that returns an HTML page with
the link to the FTP server where the requested data have been put. After a
few seconds, the data products download via FTP is initiated. Alternatively,
by setting an extra parameter, the data products can be downloaded directly
without going to the FTP server. This is particularly interesting for applica-
tions like Aladin who wants to request the products for future display. Various
parameters in the URL define the level of data products that is requested by
the user.
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Figure 2. AIO run in Socket Mode

In combination with the Postcard Server which gives a quick view of the
available data, the Product Server allows the user to download the real scientific
products for his own analysis.

2.3. Product Server (Socket)

The Product Server can also run in the Socket mode in order from any client
or user to directly request ISO and XMM-Newton data products without going
through a URL. This option is heavily used by instrument experts who want to
automatically retrieve data products for automatic analysis.

Various parameters can be specified in the command line to define the level
of data products that is requested by the user. It can return a single file or a
conjunction of files in a tar format. The Product Server also allows an XML file
as input in order to specify a more complex data products request.

An example of an AIO session in Socket Mode is given in Figure 2.

3. VO Compatible Services

The ISO and XMM-Newton AIO systems have then been adapted to support
the VO standard SIAP (Simple Image Access Protocol) which basically supports
two modes, image query and image retrieval.

Details about the adaptation of the existing AIO system to the VO stan-
dards can be found in Osuna et al. (2004).

3.1. SIAP Image Query

The SIAP defines various types of searches like cone search, target search based
on some already defined UCDs. The results of such search can be in HTML or
TEXT for human visualization but also in VOTable (the standard VO format)
for easier parsing and later use into a VO client (e.g. Aladin). These SIAP
Image Queries re-use the existing search mechanisms already present in the ISO
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Figure 3. XMM-Newton SIAP Cone Search, HTML and VOTABLE
results

Data Archive and XMM-Newton Science Archive. An example of the SIAP cone
search for XMM-Newton is given in Figure 3.

3.2. SIAP Image Retrieval

The AIO SIAP Image Retrieval is using the standard AIO product server in a
URL mode to pipe directly the standard data products to the requesting client.
The default data products to be returned correspond to the highest level of
automatically processed products.

4. Conclusions

The ISO Data Archive and XMM-Newton Science Archive offer flexible and pow-
erful Inter-Operability services which allow to access directly archive metadata
and data products.

These services are already compliant to the recent VO standard Simple
Image Access Protocol and we have as well adapted them to support Simple
Spectra Access by using similar mechanism.

These services are already widely used by ESA instrument experts and by
external archives and applications and we foresee a more extensive use in the
coming era of the Virtual Observatory and inter-operable archives.

Acknowledgments. The authors would like to acknowledge the rest of
the ESA RSSD VILSPA Archive Development Team who have participated in
the IDA and XSA development : John Dowson, Jose Hernandez, Inaki Ortiz,
Guillermo San Miguel and Vrata Venet as well as the ISO and XMM-Newton
Archive Scientists, Alberto Salama and Matteo Guainazzi.
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Abstract. We report on the progress of the development of CVcat, an
interactive catalogue on Cataclysmic Variables, which is the first appli-
cation based on AstroCat, a general framework for the installation and
maintenance of web-based interactive astronomical databases. Registered
users can contribute directly to the catalogue content by adding new
objects, object properties, literature references, and annotations. The
scientific quality control of the catalogue is carried out by a distributed
editorial team. Searches in CVcat can be performed by object name, clas-
sification, certain properties or property ranges, and coordinates. Search
results can be retrieved in several output formats, including XML. Old
database states can be restored in order to ensure the citability of the
catalogue. Furthermore, CVcat is designed to serve as a repository for
reduced data from publications. Future prospects include the integra-
tion of AstroCat-based catalogues in the international network of Virtual
Observatories.

1. AstroCat – a new concept for astronomical catalogues

1.1. Motivation

Traditionally, in astronomy the availability of online digital information is excel-
lent with respect to scientific publications (NASA’s Astrophysics Data System,
arXiv.org preprint server) and raw observational data. With the development of
the AstroCat software we intend to fill the gap between these two categories by
enabling astronomers to set up interactive astronomical catalogues for reduced
and inferred data (Fig. 1).
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Figure 1. Level of abstraction and digital availability of astronomical
information.

1.2. Objectives

AstroCat is a software framework for the implementation of a new type of web-
based interactive astronomical catalogues. AstroCat -based catalogues are in-
tended to hold information on the physical properties of astronomical objects
of a specific class. We provide the possibility to account for fine-grained hier-
archical sub-classifications of the selected objects. The information contained
in the catalogue should be gathered from trustworthy publications, preferably
from refereed papers. The scientific quality control is performed by users who
assumed editorial duties. If available, a hyperlink to an electronic version of
the referenced publication should be given for each catalogue entry (e.g. via the
ADS, the astro-ph preprint server, or online journals like the Information Bul-
letin on Variable Stars). We will also provide the possibility for authors to share
reduced data (spectra, light curves, images, etc.) from their publications with
the community of users.

Our new concept of astronomical catalogues and the differences to existing
catalogues are best characterized by the terms interactivity, up-to-dateness and
accessibility :

Interactivity: All registered users may contribute to the database content
by adding new data. The reliability of the data is ensured by an editorial
team which is allowed to modify catalogue entries. We achieve a high level of
objectiveness by allowing for several entries per property. We also allow for
detailed annotations on the catalogue entries.

Up-to-dateness: Most ‘classical’ catalogues are updated only in irregu-
lar and/or lengthy intervals. In AstroCat -based catalogues all changes to the
database are made instantly visible to the users. To ensure the citability of the
catalogue, we provide a mechanism for restoring previous states of the catalogue
content.

Accessibility: The web-based character allows for simple but powerful search-
ing on the database via a web browser. The query results can be formatted in
various user-definable styles. We also provide the possibility to retrieve the query
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results in XML format in order to supply the user with semantically enriched
data.

Additional information on the AstroCat/CVcat project can be found at
our web page1. At this location, we provide an online discussion forum2 where
comments on the project can be placed.

2. CVcat – the online catalogue on Cataclysmic Variables

CVcat, a first version of an online catalogue on Cataclysmic Variables (CVs),
was developed by the CV group in Göttingen and presented to the public in
August 2001 due to the increasing need in the community of CV researchers
for an authoritative, up-to-date, online database of the relevant objects (Kube
et al. 2003). In this catalogue some of the concepts of AstroCat are already
realized. It comprises data from ‘classical’ catalogues on CVs (mainly Ritter &
Kolb 2003) as well as additional information compiled manually from numerous
publications.

Since the acceptance of CVcat in the CV community is good, we decided to
re-implement the catalogue with additional features providing more flexibility
and convenience to the users. For that purpose, we started to develop the
AstroCat framework which is not only designed for the re-implementation of
CVcat, but can also be used for the installation of catalogues covering different
astronomical fields.

Up to now, CVcat is used by ∼150 registered users and can be accessed at
http://www.cvcat.org. The upgrade to the AstroCat -based version is planned
for January 2004. A non-interactive demonstration of the new version can al-
ready be found at http://astrocat.uni-goettingen.de/cvcat-demo/.

3. Target Group

AstroCat is especially suited to set up databases used by relatively small re-
search communities (several hundred users). Since all catalogue entries should
be approved by editors, we estimate the maximum number of objects that can be
handled properly to be several thousands. The possibility to comment on cata-
logue entries is particularly useful if extensive calculations and/or non-standard
methods are required to derive the respective object properties.

4. Technical Realization

The catalogue data is held in a PostgreSQL database management system. The
communication between the database and the webserver (Apache) is controlled
by PHP scripts. Queries to and results from the database are handled internally
in an XML dialect, AstroCatML3, for which an XML Schema can be found on

1http://astrocat.uni-goettingen.de

2http://astrocat.uni-goettingen.de/\#discussion

3http://astrocat.uni-goettingen.de/\#astrocatml
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Figure 2. Software components and data flow in AstroCat.

our web page. A schematic view of the data flow in AstroCat can be found in
Fig. 2.

5. Outlook

After the completion of CVcat we plan to transfer the new concept to a differ-
ent field of astronomical research by installing a catalogue on extrasolar planets
(EPcat) based on the AstroCat software. Furthermore, we will provide a reg-
istry where the metadata of all AstroCat -based catalogues can be stored, in
order to establish interoperability mechanisms between catalogues, e.g. simulta-
neous searches. It is also intended to integrate the information provided by the
catalogues based on AstroCat in the global network of Virtual Observatories.

6. Partners

AstroCat/CVcat is funded by the Deutsche Forschungsgemeinschaft (project
number LIS 4 - 554 95 (1) SUB Göttingen). The project is realized in col-
laboration with the Niedersächsische Staats- und Universitätsbibliothek (SUB),
Göttingen, in the framework of Virtuelle Fachbibliothek Astronomie. CVcat will
be hosted at the SUB after completion.
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Abstract. This BoF session aimed at gathering people concerned by
atomic and molecular data and databases and by interoperability mat-
ters, in order to try to compile efforts which are already started in this
domain, evaluate the needs and requirements of the targeted interrelation
of atomic and molecular data bases with VO projects and try to establish
collaborations in this domain.

1. Presentation

This Bof was connected to the poster paper by Dubernet et al. (2004).
A presentation was first done by the authors stating the efforts started in

this field in France and addressing as an example specific problems of represen-
tation of molecular data in VO standards. The support of the presentations can
be found at: http://wwwusr.obspm.fr/∼vo-phys/PAGE-VO/main.html

2. Discussion

Around 20 persons attended the BoF session. Several people underlined the
difficulty to speak a common language in atomic and molecular physics there-
fore implying strong difficulties in defining related metadata and, in particular,
UCDs.
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Abstract. Data discovery will be a core utility of the Virtual Observa-
tory (VO). Registries that contain high-level descriptions of resources such
as archives and services are essential for making data discovery efficient
in a distributed environment. We review a framework architecture for
VO registries currently under development within a International Virtual
Observatory Alliance (IVOA) working group. We present an overview
of a prototype implementation of the framework developed as part of
the National Virtual Observatory (NVO) project. We illustrate how in-
stitutions can publish descriptions of their resources within their own
registries. Other registries specialize in harvesting these descriptions to
centralized locations where users may search them. We show how our
prototype registry supports the NVO’s first publicly released service, a
Data Inventory Service.

1. A Common, Global Approach to Resource Discovery

Registries are an important linchpin for the Virtual Observatory (VO): they
provide the mechanism for discovering the resources available to applications.
By resources, we primarily mean data and services, but we can view other things
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Figure 1. A distributed model for registries.

as “resources”, such as organisations, projects, and software. A registry is simply
a list of resource descriptions, expressed in terms of structured metadata to
enable automated processing and searching.

The International Virtual Observatory Alliance1 has established a Registry
Working Group that is actively developing a common framework for resource
registries. This framework must address a number of requirements. The most
important function of the framework is to allow users to select resources likely
to pertain to a scientific question based on various characteristics: e.g. the
type of resource (catalogs, image archive, educational resources), coverage in
space, time, and frequency, and where the data comes from and who curates it.
The framework must recognize that resources come and go, and so it must adapt
accordingly. A distributed system not only avoids depending on a single point of
failure, it allows for multiple views of what is available in the VO. The framework
must also help preserve the data providers’ control over their data by letting
them control what gets registered, what’s included in the description, and when
it gets updated. In particular, registries should integrate well with a provider’s
existing resource management tools (e.g. GLU). Finally, the framework must
allow extension to describe new types of resources in the future.

The distributed model for registries developed by the Registry Working
Group that addresses these requirements is illustrated in Figure 1. It features
three types of registries. The full searchable registry is intended for use end-
user applications and contain all resource descriptions known to the VO. These

1http://www.ivoa.net



Resource Registries for the VO 587

registries are filled by collecting descriptions from many local publishing registries
through a process called “harvesting.” Publishing registries are distinguished
from searchable ones in that, as the name implies, they do not support searching;
they simply expose resource descriptions to the searchable ones (see Williamson
& Plante 2004). There can be multiple full searchable registries; thus, there
needs to be a “replicating” process to keep them synchronized. The third type
of registry is the local searchable registry. These are intended for searching
by end-user applications but do not contain everything that is known to the
VO. Rather, they might specialize in a particular type of resource or scientific
topic, e.g. resources related to supernova research. Thus, these might carry out
“selective harvesting” to populate themselves.

2. The NVO Prototype

The US-based National Virtual Observatory (NVO) project has put together a
prototype implementation of this framework. The purpose of the prototype is to
support a real end-user application, the Data Inventory Service (DIS; McGlynn
et al. 2004). This service gives user a listing of what data is available for some
location of the sky; the first step in this inventory service is to search a registry
for services serving catalog and image data.

2.1. Resource Metadata

The IVOA Registry Working Group is developing a standard set of metadata
for describing resources2. The standard comes in two parts. The first is a prose
document that defines the basic concepts (Hanisch et al. 2004). The second is
a set of XML Schemas used to encode the concepts into XML.

The XML version of the metadata takes advantage of XML Schema’s object-
oriented modeling capabilities. The core concepts are defined in the “VORe-
source” schema. At the center of the model is a generic Resource which contains
metadata concepts that apply to all resources. More specific “resource classes”
extend Resource by inheriting the core metadata and adding additional, spe-
cialized concepts. Examples of specific resource classes include Organisation,
DataCollection, Service, and Registry. These extensions are defined in
separate schemas so that applications can pick and choose which extensions to
use. With these schemas, data providers can describe various kinds of research
organisations (e.g. data centers, observatories, and missions), their data collec-
tions and archives, and a variety of services. In particular, not only can they
describe emerging VO standard services like Cone Search and Simple Image
Access,3 they can also describe their existing browser-based and CGI services.

2.2. Publishing Registries

We established two prototype publishing registries: one at Caltech and one at
NCSA. Each featured a web page form that data providers could use to register

2http://www.ivoa.net/twiki/bin/view/IVOA/IVOARegWp03

3http://www.us-vo.org/standards.html
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their resources. The motivation behind the development of these registries was
two-fold. First, we needed to build a listing of all known Simple Image Access
implementations, which we had not had before. Second, we wanted to use these
prototypes to develop techniques for making the registration process easier for
data providers. A more detailed discussion of the NCSA registry is described
in this volume by Williamson and Plante (2004). Both implementations store
the descriptions entered by users as XML documents. These descriptions are
exposed to a searchable registry via the Protocol for Metadata Harvesting using
Open Archives Initiative4 (OAI; see discussion in Williamson and Plante 2004).

It’s worth noting that the specific manner in which a data provider publishes
data descriptions will likely depend on the number of resources being described.
If the provider only has a few resources that are fairly static, then the easiest
thing to do will likely be to just go to a site like those set up at NCSA and Caltech
and fill out the forms; such “public” registry sites would manage the descriptions
of the resources on behalf of the provider. If the provider has a moderate number
of resources to register (say, a few tens) that may be changing somewhat with
time, she may wish to take greater control over the descriptions; in this case, they
may install a generic registry (e.g. VORegistry-in-a-Box, Williamson and Plante
2004) at their own site. If the provider has a very large number of resources,
which are perhaps highly dynamic, he may wish to implement the OAI interface
himself, perhaps plugging directly into his existing database or other tools used
for managing resources.

2.3. The Searchable Registry

A prototype searchable registry was set up (jointly) at JHU and STScI (described
in further detail in this volume by Greene et al. 2004). It collects resource
descriptions from the publishing registries at Caltech and NCSA and loads them
into a relational database. Searching is provided to client applications through a
web interface. In this prototype, the interface is fairly specialized to the needs of
the Data Inventory Service; however, we expect this to be standardized through
the course of development by the Registry Working Group.

At the moment, there is no automated mechanism for regularly polling the
publishing registry for new records. Instead, the web service interface has a
special operation for initiating the harvesting process.
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Abstract. We describe the architecture of a general cross-comparison
engine capable of spatially matching sources in one astronomical source
catalog with those in another. The software is highly modular and is writ-
ten in portable C++. By performing many cross-comparisons of small
sky regions in parallel, the software will scale to very large input catalog
sizes. Support is provided for common catalog formats and data sources
(e.g. local disk, database servers), and the addition of support for custom
data formats and sources is simplified by the modular architecture em-
ployed. Hooks for customized source pre-processing and match-list post-
processing are also available. Taken together, these attributes will make
Compare a powerful package for cross-comparing astronomical catalogs
on all scales and for cross-identifying sources between catalogs, allowing
it to serve the needs of both large projects and individual astronomers.
In particular, the package will be installed at San Diego Supercomputer
Center, where it will perform cross-comparison between large-scale cata-
logs (such as MACHO and 2MASS) housed there. When complete, it will
be a cornerstone compute service for the NVO. We have applied an early
version of the package to the cross-comparison of the SDSS Early Data
Release and the 2MASS 2nd Incremental Data Release catalogs, a compu-
tation central to the NVO Brown Dwarf demonstration project. Despite
being performed sequentially, the comparison of 9.8 million SDSS sources
to 0.5 million 2MASS sources completed in approximately 100 seconds
when run on a 4 CPU Sun V480 with 16GB of memory.

1. Introduction

The Compare software package is a framework for performing spatial joins
between two lists of astronomical source positions. For each source s in a primary
catalog P , it finds all sources in a secondary catalog S within a given angular
distance dm of s. This will be referred to as the match list for s, and corresponds
to a list of candidates in S which might be observations of the same astronomical
object as s. In addition, the software finds all the sources sn ∈ P such that
∀t ∈ S, dist(sn, t) > dm (the primary no-match list), as well as all sources tn ∈ S
such that ∀s ∈ P , dist(s, tn) > dm (the secondary no-match list). The process
of cross-comparing two catalogs is a necessary first step when cross-identifying
observations from different missions, but also has many other applications. It can
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for example be used to pick a ”best” observation from a cluster of observations,
to merge or group observations in some way, or to help identify artifacts in a
catalog.

2. Design Goals

The primary goals targeted by the Compare software package are high perfor-
mance regardless of input catalog size, generality (the ability to process catalogs
of arbitrary size and format on a variety of run-time platforms), and extensibil-
ity. The existing cross-comparison codes at IRSA1 suffer from various limitations
which render them incapable of meeting these goals. They were written for a
fixed hardware platform and do not make any attempt to be portable; they are
tied to specific input and output data formats; finally, they operate on fixed
column sets, limiting their use to specific catalogs. This last limitation means
that any processing requiring column values not initially retrieved requires an
additional pass through the potentially very large input catalogs. Compare is
designed to overcome all of these limitations.

3. Design

The software, written in portable C++, is partitioned into five major compo-
nents:

Data Access: The component responsible for reading source positions (as well
as any other requested fields). Implementations which read data from
ASCII/binary table files and from Informix database tables are provided.

Source List Processing: A component which can filter sources, as well as
modify or generate the data fields associated with each source.

Cross-Comparison This component computes match lists as well as primary
and secondary no-match lists.

Match List processing This component allows for customizable match list
filtering and processing.

Data Storage This component is responsible for storing match and no-match
lists. Implementations which store data to ASCII/binary table files are
provided.

These are illustrated in Figures 1 and 2. Each component implementation
conforms to a simple interface, and communication between different compo-
nents is limited to the consumption and production of sources and match lists.
This makes it easy to add support for new input/output data formats, cross-
comparison algorithms, and source or match list processing modules. Writing a
working cross-comparison application becomes a matter of choosing and linking
component implementations.

1InfraredScienceArchive:http://irsa.ipac.caltech.edu
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Figure 1. Data access and source list processing

Figure 2. Cross-comparison, match list processing, and data storage
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4. Implementation and Scaleability

The problem of scaling to very large catalog sizes is handled by splitting the sky
into smaller disjoint regions which fit into machine RAM. A single Compare
process is only capable of cross-comparing sources one region at a time; however,
regions can be distributed across multiple Compare processes for simultaneous
execution. It is important to note that the single largest performance bottleneck
is I/O, so performance gains from parallelization will be modest unless I/O is
also partitioned across multiple independent storage devices. Redundant I/O
can be avoided by spatially indexing the input catalogs, and by performing
all required source and match-list processing inside Compare. To summarize,
high performance (when comparing large catalogs) requires high I/O bandwidth
and spatially ordered data-access, a fast way to retrieve sources very close to a
position, and a fast way to retrieve sources for larger regions of the sky.

4.1. Results

An early version of the Compare software was used by the NVO2 Brown Dwarf
Demonstration Project3. The prototype compared 9.8 million SDSS sources to
0.5 million 2MASS sources, finding 326020 source pairs within 3 arcseconds of
each other in approximately 100 seconds. Roughly 80% of execution time was
spent in I/O. Further confirmation that I/O is the major performance bottle-
neck for large-scale cross-comparisons is the fact that a series of simple SQL
queries which retrieve the entire 2MASS working point source catalog (1.3 bil-
lion sources, 1.2TB of disk) take a total of around 4 days to complete.

5. Applications and Future Work

Compare was funded by the National Partnership for Advanced Computational
Infrastructure as a demonstration project for Grid computing, and as such will
be ported to the Tera-Grid as soon as it matures. Furthermore, spatial joins of
the 2MASS, SDSS, USNO, and MACHO catalogs are planned, with results to
be served as publicly available data sets. In the interest of promoting research,
we would like to make source code for the software available to individual as-
tronomers. In addition, there are several avenues of future development to ex-
plore. Firstly, support for more input formats (specifically the VOTable format)
and data sources (RDBMSes other than Informix) is desirable. Secondly, perfor-
mance could be improved by generating I/O code and data structures specific
to a desired catalog column set at compile-time (or even run-time). Thirdly,
allowing the use of SQL expressions to filter sources and matches (or to gener-
ate new column values) would allow astronomers unfamiliar with C++ to make
wider and more efficient use of the software. Finally, including a module capable
of determining whether or not the neighborhood of a source from one mission
has been observed by another would be invaluable when processing primary and
secondary no-match lists. Software availability is expected in early 2004.

2http://us-vo.org

3http://irsa.ipac.caltech.edu/applications/WebCompare/nvodemo/
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Abstract.
The architecture of Montage, which delivers custom science-grade

astronomical images, was presented at ADASS XII. That architecture
has been tested on 2MASS images computed on single processor Linux
machines that hold all image data in memory. This year, we describe the
design of a grid-enabled version of Montage, suitable for large scale pro-
cessing of the sky. It exploits to the maximum the parallelization inherent
in the Montage architecture, whereby image reprojections are performed
in parallel. All the re-projection jobs can be added to a pool of tasks
and performed by as many processors as are available. We show how we
can describe the Montage application in terms of an abstract workflow so
that a planning tool such as Pegasus can derive an executable workflow
that can be run in the Grid environment. The execution of the work-
flow is performed by the workflow manager DAGMan and the associated
Condor-G. The grid processing will support tiling of images to a manage-
able size when the input images can no longer be held in memory. When
fully tested, Montage will ultimately run operationally on the Teragrid.
We will present processing metrics and describe how Montage is being
used, including its application to science product generation by SIRTF
Legacy Program teams and large-scale image processing projects such as
Atlasmaker (this conference).
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1. What Is Montage?

Montage has the broad goals of providing astronomers with software for the
computation of custom, science grade image mosaics in FITS format. Custom
refers to user specification of the parameters describing the mosaic: WCS pro-
jection, coordinate system, mosaic size, image rotation and spatial sampling.
Science grade mosaics preserve the calibration and astrometric fidelity of the
input images (Berriman et al. 2003).

Production of an image mosaic consists of four steps:
1. Re-projection of input images to a common spatial scale, coordinate system

and World Coordinate System (WCS) projection
2. Modeling of background radiation in images to achieve common flux scales

and background levels (by minimizing the inter-image differences)
3. Rectification of images to a common flux scale and background level and
4. Co-addition of re-projected, background-corrected images into a final mo-

saic.
Montage accomplishes these steps in independent modules, written in ANSI C
for portability. This ”toolkit” approach controls testing and maintenance costs
and provides considerable flexibility to end users. They can, for example, use
Montage simply to reproject sets of images and coregister them on the sky, or
implement a custom background removal algorithm without impact on the other
steps, or define a specific processing flow through custom scripts.

2. Distribution of the Montage Code

Version 1.7.1 of Montage is available for download at the project web site at
http://montage.ipac.caltech.edu.The distribution consists of 20 modules
containing 7560 lines of code, on which have been run 2595 test cases that
exposed 119 defects. It includes a complete User Guide. This release em-
phasizes accuracy in photometry and astrometry over performance, and sup-
ports serial processing only. Montage has been built and used on many plat-
forms (http://montage.ipac.caltech.edu/docs/platforms.html), but has
been formally tested on Linux Red Hat 8.0 (Kernel release 2.4.18-14) running
on 32-bit Intel processors. The tests involved building mosaics of 2MASS 2nd
Incremental Release Full Resolution input images in 10 WCS projections; the
mosaics were up to 2 x 2 degrees on a side, and output in Equatorial J2000,
Galactic and Ecliptic coordinates.

3. Applications of Montage

Another paper in this volume (Williams et al. 2003) describes how Montage
underpins Atlasmaker, which aims to deliver a multi-wavelength, science grade
image atlas of the sky. Two of the SIRTF Legacy Program teams, GLIMPSE and
SWIRE, are actively using Montage. Apart from its obvious role in generating
science image products, Montage is also supporting data simulation and quality
assurance. GLIMPSE will generate an infrared atlas of the galactic plane, and
to support quality assurance of this atlas, GLIMPSE has used Montage as an
engine to co-register 2MASS images in the J, H and K bands and MSX im-
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ages at 8 µm. SWIRE will perform a wide area imaging survey of high galactic
latitude fields to study the evolution of stellar populations up to z=3, and has co-
registered SIRTF Infrared Array Camera synthetic images and 2MASS images
to support observation planning and pipeline testing. In support of their Cool
Cosmos project(http://coolcosmos.ipac.caltech.edu), the IPAC Education
and Public Outreach team is using Photoshop to combine single color mosaics
made by Montage into spectacular multi-color images of regions of the sky cov-
ering spatial extents of several square degrees and more. A striking example is
a three-color 2MASS mosaic of Rho Ophiuchus and the Galactic Center.

4. Montage: The Grid Years

Montage’s capability of supporting any WCS projection and preserving the cal-
ibration and astrometric fidelity of the imput images comes with a substan-
tial computational burden. For example, reprojecting and resampling a single
2MASS image (1024 x 512 pixels; 2 MB in size) requires 100 seconds of process-
ing time on a 1.4 GHz Linux box. This computational burden is a consequence
of the accuracy and generality in the algorithm used to perform the reprojection.
This algorithm uses classical spherical trigonometry to compute the overlap be-
tween the input and output (reprojected) images. The redistribution of flux
from the input pixels to the output pixels consumes the bulk of the processing
time; as a very good rule of thumb, the redistribution of flux in the reprojection
of 2MASS images took up over 90% of the processing time in our test program.

We will investigate ways to speed-up the processing, but a simple way of
providing speed-up is to run Montage on parallel processing environments, now
relatively inexpensive. Many parts of the Montage processing can be run in par-
allel. Reprojection of input images can obviously be run on as many processors
as are available, but many of the background removal can be run in parallel
too. Fitting planes to the overlap between pairs of images can be performed in
parallel as soon as the reprojection has been completed. Calculation of the pa-
rameters of of the best-fit background model requires that all the fitting has been
completed, but subsequent application of the model to the individual images can
be done in parallel.

We have been developing a parallel processing architecture for Montage
that takes advantage of the parallelization just described and uses the processing
modules already tested and delivered. There are two broad aims to this work:

1. Take advantage of the modular design to develop grid-enabled software
that will run on any parallel processing environment, such as an array of
processors, or a grid of clusters; such software provides maximal flexibility
to end users wishing to build large scale mosaics on local machines

2. Deliver a distributed image mosaic service that runs on the Teragrid (see
www.teragrid.org); users order mosaics through a web form and receive
e-mail notification when the mosaic is ready for pick-up. When complete,
this service will take advantage of emerging protocols proposed by the
NVO for discovering image data and making them accessible to Teragrid
processors.

The first goal is met through a script that is built by Montage at run time. For
a particular job, this script describes the flow of data and processing, specifies
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which data are needed where, and which processes are to be run and when. This
script, a directed acyclical graph (DAG), must be built at run time because the
overlaps between the input images, requisite to the background removal, depend
on their footprints on the sky, and therefore cannot be defined in advance of the
processing. This DAG is what is submitted to standard tools for execution on
available processors.

The second goal is met through a “DAG building script”. It is part of a
prototype architecture that has successfully run Montage on the 64-bit Linux
Teragrid clusters at SDSC, NCSA, PSC, ANL, and CACR, and on the 32-bit
processors of the USC-ISI/Wisconsin Grid.

A web service located at JPL creates an abstract workflow description of
a mosaic request made to Montage by calling the DAG-building script. This
workflow description, written in XML, is submitted to Pegasus (Planning for
Execution in Grids), developed at ISI as part of the GriPhyN project. It inter-
prets the “abstract workflow” to produce a “concrete workflow”, which specifies
the location of the data and the execution platforms. The concrete workflow is
optimized by Pegasus to take advantage of previous processing runs, through the
concept of Virtual Data. If Pegasus finds that data products described within
the abstract workflow are already available (via queries to the Globus Replica
Location Service), it reuses them and thus reduces the complexity of the concrete
workflow. Pegasus also adds transfer nodes in the concrete DAG for staging the
input image files and transferring out the generated mosaic. When the con-
crete workflow has been prepared, Pegasus submits it to Condor’s DAGMan for
execution.

Thus far, we have performed test runs to build 2MASS mosaics of the M42
region (Orion Nebula) that are 1.5 degrees on a side. One run on a single pool
at SDSC consisted of 951 jobs, including 117 data transfer jobs, to process 113
input image files, and ran to completion in 94 minutes.

Acknowledgments. Montage is funded by NASA’s Earth Science Technol-
ogy Office, Computational Technnologies Project, under Cooperative Agreement
Number NCC5-626 between NASA and the California Institute of Technology.
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Abstract. The eSTAR Project1 uses intelligent agent technologies to
carry out resource discovery, submit observation requests and analyse
the reduced data returned from a network of robotic telescopes. The
agents are capable of data mining and cross-correlation tasks using on-
line catalogues and databases and, if necessary, requesting additional data
and follow-up observations from the telescopes on the network. We dis-
cuss how the agent technologies used in the eSTAR prototype have ma-
tured and have now been deployed in the field on research class telescopes
that on first inspection don’t fit into the autonomous robotic telescope
paradigm.

1. Unique Ideas...

The two fundamental ideas behind the project which makes it unique are that we
treat telescopes and databases in a similar manner, both being made available
on the Observational Grid, and that the main user of the Grid should not be
humans, but autonomous intelligent software agents.

2. What is an Intelligent Agent?

Loosely, an agent is a computational entity which according to Green et al.
(1997),

• Acts on behalf of another entity in an autonomous fashion.
• Performs its actions with some level of proactivity and/or responsiveness.

1http://www.estar.org.uk/
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Figure 1. A screenshot of the main interface into the eSTAR user
agent. This allows the astronomer to inspect previous, ongoing and
planned observation programmes. The main observation window is
shown centre field, with the results windows on the right. The results
of a real time cross-correlation of a returned field are shown on the left.

• Exhibits some level of the key attributes of learning, co-operation and
mobility.

We can view the system as a unified information grid, within which intel-
ligent agents live. We anticipate that agents will eventually be developed by
astronomers to address their own science drivers, these agents being able to
request and interpret data.

3. Deploying the system

Moving away from the contract model of our prototype system (Allan et al. 2003)
the current generation of software (see Figure 1) is built around the collaborative
agents paradigm, and makes use of contextual web services (Parastatidis et
al. 2003), with a number of different agents pooling their expertise to solve a
problem.

We have now (as of Aug. 2003) deployed our agents in the field onto a
non-robotic research class telescope, UKIRT, which proved to be a far simpler
task than we initially estimated. Observation requests are made by the user’s
intelligent agent to an agent embedded at the Joint Astronomy Centre (JAC),
where the request in Robotic Telescope Markup Language2 (RTML) (Penny-
packer et al. 2002) was automatically translated to the JAC’s internal Telescope

2http://alpha.uni-sw.gwdg.de/∼hessman/RTML/
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Figure 2. Observing at UKIRT using the eSTAR system. Th pres-
ence of a human in the observing loop is irrelevant as the embedded
agent acts as a translation layer to hide their presence.

Observation Markup Language3 (TOML) format (de Witt et al. 2004, in prep.),
see Figure 2.

All aspects of an observation programme at the JAC are either software
readable or software controllable via the Observation Management Project4

(OMP) (see Economou et al. 2002 and Delorey et al. 2004). This allows the
embedded agent to fully specify an observation, which is placed in the queue as
a high priority target of opportunity (TOO) which is seen when the observer
next requests an observation. When the data is taken by the observer it is auto-
matically reduced in real time by the ORAC-DR (Economou et al. 1999) system
which returns the fully reduced data to the embedded agent, which forwards the
result back to the user’s intelligent agent. To the user’s agent it’s irrelevant that
there is a human in the loop.

4. γ-Ray Burst Programme

In semester 04A the agents we have deployed onto UKIRT and the JCMT will
be used to provide rapid followup to γ-Ray bursts. Alerts from the GCN5 will
be filtered by an agent and any meeting the pre-derfined criteria (e.g. positional
accuracy) will trigger target of opportunity observations.

3http://omp.jach.hawaii.edu/schema/TOML

4http://omp.jach.hawaii.edu/

5http://gcn.gsfc.nasa.gov/
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5. Brokering and Software as Services

Agents are both providers and consumers of services. However since we operate
in real time the reliability of these services must be high, for instance reliable ac-
cess to catalogues is vital to the project. We therefore have deployed a testbed
catalogue brokering service6. This service which will attempt to retrieve the
desired catalogue from Vizier, SkyCat and other sources, falling back to a sec-
ondary source if the primary source is unavailable. The broker service will also
parse and return the catalogue in a user specified format, irrespective of the
format in which it was originally retrieved.

6. Where now?

We intend to broaden the abilities of the eSTAR network by deploying our
agents onto more telescopes, including the Liverpool and Faulkes Telescopes,
and to distribute an agent tool kit to allow the easy construction of intelligent
agent by astronomers. This is essential for further progress and widespread
adoption of the technologies we’ve developed. In summary,

• It is important that, as much as possible, federated databases and tele-
scopes share a common interface.

• We believe that the power users of the Grid will use intelligent agent
technology, not “dumb” applications.
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Abstract.
AstroGrid, a UK eScience project with collaborating groups drawn

from the major UK data archive centres, is creating the UK’s virtual
observatory.

AstroGrid has now completed its requirements capture and design
stages, and has begun to release software capabilities on a three monthly
cycle. It is using the iterative process, with eight iterations, with each suc-
cessive iteration release building a working system comprising increasing
capabilities.

AstroGrid’s first functional release with it’s ’Iteration 2’ product,
and the capabilities and functionality that this provides, is described.
AstroGrid’s technical input into joint products in conjunction with the
European Astrophysical Virtual Observatory, and the Australian VO, is
discussed.

The component based AstroGrid architecture and how external projects
may be able to deploy components of interest in constructing there ’VO’
- for instance the use of MySpace to provide secure intermediate ’grid’
user storage areas, is discussed.

1. Introduction

AstroGrid1 is a UK eScience project with collaborating groups drawn from the
major UK data archive centres, is creating the UK’s first virtual observatory.
Together with the other major world-wide virtual observatory projects (see the

1http://www.astrogrid.org/
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International Virtual Observatory Alliance2), AstroGrid is creating a set of co-
operating and interoperable software systems that will: allow users to interrogate
multiple data centres in a seamless and transparent way; provide powerful new
analysis and visualisation tools; and give data centres and providers a standard
framework for publishing and delivering services using their data.

AstroGrid is developing a standardised framework to allow creative diver-
sity, which will:

• to improve the quality, efficiency, ease, speed, and cost-effectiveness of
on-line astronomical research

• to make comparison and integration of data from diverse sources seamless
and transparent

• to remove data analysis barriers to interdisciplinary research
• to make science involving manipulation of large datasets as easy and as

powerful as possible.

2. The AstroGrid Architecture

In it’s fist year, AstroGrid produced a detailed Phase-A report3, setting out the
science requirements for the project, and outlining the general architecture and
software components that would be produced during the two year ’build phase’
of the project. The current AstroGrid architecture, is diagrammatically shown
in Figure 1.

It should be noted that AstroGrid is being constructed in a modular fashion.
Thus, various modules, such as MySpace, could be deployed by other projects,
in a standalone manner, or in combination with other AstroGrid modules, such
as the Registry module. AstroGrid is in active discussion with other global VO
projects as to how they might be able to benefit from use of part or all of the
AstroGrid component framework.

An overview of the architecture can be found on the AstroGrid Wiki site at
http://wiki.astrogrid.org/bin/view/Astrogrid/ArchOverview. This also
shows various deployment scenarios, of how user groups, such as data centres,
tools providers, other VO projects, might employ AstroGrid components in their
specific situation.

For a more detailed description of a number of the components of AstroGrid,
see elsewhere in these proceedings: MySpace (Davenhall et al. 2004), Registry
(Auden et al. 2004).

3. AstroGrid Development Activities

AstroGrid has now completed its requirements capture and design stages, and
has begun to release software capabilities on a, nominally, three monthly cy-
cle. In its two year build phase, AstroGrid is using the iterative process, with
eight iterations, typically of three months, with each successive iteration release

2http://www.ivoa.net

3http://wiki.astrogrid.org/bin/view/Astrogrid/PhaseAReport



AstroGrid: Initial Deployment of the UK’s Virtual Observatory 603

Figure 1. The AstroGrid architecture

building a working system with progressively enhanced functionality. The first
iteration was released March 31, 2003, with iteration two being released June
30, 2003. These two iterations laid down the initial component framework.

3.1. The Iteration 2 Release

This iteration included the following components:

• Portal: developed with Cocoon, and including portal pages for Workflow,
MySpace Explorer, Data Viewer, with a simple interface to the AstroPass
component

• Registry & AstroMQ: implemented with IVOA schema standards, with a
registry management portal page

• Data Centre, Dataset Access, Job Control: allows a query of, and data
return from a dataset/database

• MySpace: enabling the creation of files in MySpace (not tables), a MyS-
pace registry and data mover component.

3.2. The AstroGrid/ Australian-VO Visualiser

AstroGrid and the Australian Virtual Observatory (Aus-VO) have jointly pro-
duced a visualisation system for data cubes that allows real-time control of the
user’s viewpoint via a ”virtual camera”. The visualiser software runs on pow-
erful compute clusters. The data inputs are user selected and transfered to the
computer process using grid service technologies. This product is fully described
in Rixon et al (2004). It is an example of the types of applications that will be
made available through the AstroGrid infrastructure..
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3.3. AstroGrid and the Astrophysical Virtual Observatory (AVO)
1st Light Demonstrator

In the context of the AVO4 1st Light demonstrator, Quinn et al., 2004, As-
troGrid developed the web service wrapper to the SExtractor source extraction
application (Bertin & Arnouts, 1996). This enables user initiated re-extractions
of image data, a powerful additional capability.

4. AstroGrid Beta Testing

With the recent deployment of its iteration 3 release, AstroGrid has embarked
on a rigorous ’beta-testing’ programme. In the early stages, when science func-
tionality is somewhat limited, a small group of interested scientists have been
invited to gain hands on experience of the AstroGrid system. Their feedback
and input will help the project understand issues such as functionality provision,
usability and reliability. As further iteration releases are rolled out, it is antici-
pated that the ’beta-test’ community will enlarge, as the system begins to meet
the needs of a wider range of research programmes. Information concerning the
Beta test programme is available at:
http://wiki.astrogrid.org/bin/view/Astrogrid/BetaTesting

5. The AstroGrid Future

By the end of 2004 AstroGrid will have constructed a fully functional prototype
VO system, linking together major data centres in the UK, and providing seam-
less access to high value data sets such as that being generated from the UKIRT
infrared camera through the UKIDSS5 survey. In order to ensure that the As-
troGrid system is hardened into a robust production system, further funding is
being agreed through end 2007, to support the necessary functional enhance-
ments to the system.
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Abstract. Early in the mission, the Chandra Data Archive started the
development of a bibliography database, tracking publications in refereed
journals and on-line conference proceedings that are based on Chandra
observations, allowing our users to link directly to articles in the ADS
from our archive, and to link to the relevant data in the archive from the
ADS entries. Subsequently, we have been working closely with the ADS
and other data centers, in the context of the ADEC-ITWG, on standard-
izing the literature-data linking. We have also extended our bibliography
database to include all Chandra-related articles and we are also keeping
track of the number of citations of each paper. Obviously, in addition to
providing valuable services to our users, this database allows us to ex-
tract a wide variety of statistical information. The project comprises five
components: the bibliography database-proper, a maintenance database,
an interactive maintenance tool, a user browsing interface, and a web ser-
vices component for exchanging information with the ADS. All of these
elements are nearly mission-independent and we intend make the pack-
age as a whole available for use by other data centers. The capabilities
thus provided represent support for an essential component of the Virtual
Observatory.

1. Introduction and Existing Capabilities

For the past two years the Chandra Data Archive (CDA1) has been building a
database linking articles in the literature to Chandra datasets being presented
in those articles as a service to our own users and to users of the ADS2.

Currently, on the side of the CDA users are able to link from observations to
articles in the ADS, while there are also some links to scattered publications. On
the part of the ADS, users can link from articles presenting Chandra observations

1http://cxc.harvard.edu/cda

2http://adswww.harvard.edu/
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Users

Journals

Datacenters

ADS

Query for articles

& link to articles at ADS

publications at ADS

& datasets at datacenters

Query for datasets

& link to datasets

Query for articles
to datasets

Harvest links

Establish links between:

Figure 1. Planned query mechanisms to allow users flexible access
to data and publications.

to those datasets in the archive and select articles with general Chandra mission
tags.

These are valuable services but not as general as one would like and very
labor-intensive to maintain: to date humans have inspected 11,000 articles to
be judged on relevance and manually made 2400 links between the literature
and the archive’s datasets. The objective is to move to a system where the links
can be harvested automatically and users are provided with access to data and
published articles through the ADS and through the data centers as illustrated
in Fig. 1. We will outline in the following sections the steps that will lead to
such improved user-friendliness.

2. Identifiers and Automatic Linking

The ADS, the data centers, and the US journal editors are working on a proposed
agreement that will enable authors to insert links to archived datasets directly
into their manuscripts. These identifiers will be IVOA (International Virtual
Observatory Alliance) compliant and consist of a name space (ivo:), an authority
Id (ADS), a data collection (e.g., Sa.CXO), and a dataset name. For more
detailed information, see Accomazzi & Eichhorn (2004).

The objective is to allow the data centers and the ADS to harvest the links
between the literature and the archived datasets automatically, thus eliminat-
ing a large component of the labor that is currently invested in bibliographic
databases associated with archives.

3. Database Extension

Whereas our database originally only contained links between datasets and the
bibcodes of journal articles and conference proceeding papers that presented
these datasets, we have been extending it in three directions. First, we now
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include five subject categories of papers: referring to specific observations (the
original database); referring to published results; predicting Chandra results;
referring to instrumentation, software, or operations; other. Second, we now
include all other types of publications, with the exception of preprints. We
would be prepared to include Astro-ph articles if the data identifier links could
be harvested from that site; but it does not seem likely that this will happen
anytime soon. Third, we are including a large variety of of attributes for each
article in our database, such as: subject category; kind of publication (book,
journal, proceedings, thesis, circular, review, newsletter, internal note); type
of publication (article, abstract, memo, data, erratum, title only, electronic);
number of citations; keywords; date of publication; refereed or not.

To this end we have expanded our database to 10 tables:
• BibTable is the main table that holds one record for each article with all

simple attributes, some of them encoded.
• ObsId contains the links between bibcodes and single-observation datasets.

Each ObsId may refer to more than one record in the BibTable and each
record in the BibTable may refer to more than one ObsId record. ObsIds
link to the observation catalog (a separate database) and to proposals for
more information.

• Subjects contains the description of the five encoded subject categories.
• Datasets are conglomerates of observations that belong together and are

represented by a single identifier, rather than (potentially) a large number
of identifiers.

• DatasetObsIds enumerates the ObsIds contained in each Datasets record.
• URLs provides a mapping between BibTable entries and articles that are

maintained as specific URLs.
• StdKeywords contains the standard keywords for each article.
• StdKeywordCategories holds the descriptions of the standard journal

keyword categories.
• StdKeywordList is the list of canonical standard keywords as adopted

by the major journals.
• CustomKeywords holds the keywords invented by individual authors.

We manage the entry of new records into the bibliography database through
a dedicated database which is filled through automated queries to the ADS
database. Attributes are filled in through a GUI and the entries are migrated
to BibTable upon completion.

In addition, automated ADS queries update the number of citations for
each article and check the continued validity of all bibcodes.

Table 1 provides some statistics on our database as of ADASS XIII.

4. Services

We are developing the following services:
• Exchange of information with the ADS, in particular the harvesting of

Bibcode-Dataset Identifier pairs in both directions.
• Provide access to datasets through either a Dataset Identifier or a Bibcode.
• Provide information to the ADS on Bibcodes that are not related to specific

observations.



608 Rots, Winkelman, Blecksmith, Bright & Paltani

Table 1. Number of articles in the CDA bibliography database as of early
October 2003

Category 1999 2000 2001 2002 2003 Total No. Cit.

Observations 53 284 485 485 352 1659 5639
Refer to obs. 9 94 333 499 322 1257 5300
Instr., s/w, ops. 34 141 124 69 18 386 1362
Predict result 11 67 21 14 21 135 306
Unclassified 15 90 70 29 40 244 663
Total 122 676 1033 1097 753 3681 13270
Total Reviewed 1011 2507 2735 2758 1859 10870

• Provide access to publications through queries from our archive. We are
developing a specialized literature query interface related to the Chandra
mission, allowing users to search for articles on the basis of criteria that
are specific to Chandra.

• Derive metrics through queries to the bibliography database (standardized
metrics as well as custom requests).

5. Conclusion

We have developed a comprehensive database design that is capable of tracking
almost all mission-related publications and preserving all relevant information.
Added to this are a database and GUI that make maintenance, particularly data
entry, as painless as possible. Our services include cross-linking with the ADS,
literature search from our archive, and metrics.

The entire package is reasonably mission-independent and available to other
data centers.

Acknowledgments. This work is supported by NASA contract NAS 8-
39073 (CXC).
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Abstract. In this work we focus on the determination of the relative
distributions of young, intermediate-age and old populations of stars in
galaxies. Starting from a grid of theoretical population synthesis models
we constructed a set of model galaxies with a distribution of ages, metal-
licities and intrinsic reddening. Using this set we have explored a new
fitting method that presents several advantages over conventional meth-
ods. We propose an optimization technique that combines active learning
with an instance-based machine learning algorithm. Experimental results
show that this method can estimate with high speed and accuracy the
physical parameters of the stellar populations.

1. Introduction

The availability for the first time of huge astronomical spectroscopic surveys
such as the SDSS, with more than 106 spectra, will allow the determination of
intrinsic physical parameters of a large number of galaxies, including the age
distribution or star formation history and metallicity distribution of their stellar
populations.

The importance of the accurate knowledge of these parameters for cos-
mological studies and for the understanding of galaxy formation and evolution
cannot be overestimated. Template fitting has been used to carry out estimates
of the distribution of age and metallicity from spectral data. Although this
technique achieves good results, it is very expensive in terms of computing time
and therefore can be applied only to small samples.

Starting from a grid of theoretical population synthesis models we con-
structed a set of model galaxies with a distribution of ages, metallicities and in-
trinsic reddening. Using this set we have explored a new method that maximizes
speed and accuracy. Our proposed technique combines standard least-squares
fitting with an active instance-based machine learning algorithm. Experimental
results show that this method can estimate with high speed and accuracy the
physical parameters of the stellar populations. Based on empirical evidence we
believe that this method can be applied with equal success to other astronomical

609
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problems, reducing the computational cost and thus providing the capability of
analyzing larger quantities of astronomical data.

2. Description of the Models

For the spectral synthesis of simple stellar populations the atmospheric models
have been folded with the predicted number of stars along isochrones of given
age and metal content (Bressan et al. 1994). The atmosphere models have been
inserted in low resolution Kurucz models (Kurucz 1993) in order to preserve the
complete energy distribution.

The models have the following characteristics:
• Ages are from 106yr to 2× 1010yr in logarithmic steps:

[106yr, 108yr,108.3yr,108.6yr,109yr,109.6yr,109.78yr,1010yr ,1010.2yr]
• Metallicity has the values Z=[0.0004, 0.004, 0.008, 0.02, 0.05] in Solar units
• The resolution is smoothed at the desired value.

For the present experiments we used solar metallicity (0.02) and a resolution of
20 Å.

3. The Proposed Solution

Given an observed galaxy spectrum we would like to determine the relative
distribution of ages and their intrinsic reddening. We restricted the problem to
finding three contribution of ages: starbursts of age 1Myr, an intermediate age
population with age between 100Myr and 1000Myr and an old population with
age greater than 1000Myr. Each of the three populations is affected by the same
reddening law which is defined as follows:

R(ci, λ) = 1− eλ×ci (1)

where ci is the free parameter of each stellar population and λ is the wavelength,
in this case going from 890Å to 2.301 µm. In order to determine the free pa-
rameters of reddening and the relative contributions we pose the problem as an
optimization problem, where a modified version of a machine learning algorithm
is trained to estimate the reddening parameters of the three populations. Once
we have an estimate of the reddening we can compute the relative contribution

of ages,
−→
A , with a pseudo inverse matrix as follows:

Let M = [−→m1, ...,−→m9] be the grid of our nine theoretical models described earlier.
−→o is the observed spectrum, and −→r = c1, c2, c3 is the vector of the free redden-
ing parameters predicted by the learning algorithm for −→o . We can compute

S = [
−→
F1r, ...,

−→
F9r ], by applying to the theoretical models the reddening function

as defined in equation 2.

−→
Fir(λ) = −→mi(λ)×R(ci, λ) (2)

We know that the observed spectrum −→o is the product of S and the unknown
relative contributions

−→
A ,

−→o =
−→
A × S (3)
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−→
A = S∗ ×−→o (4)

then by computing S∗, the pseudo-inverse of S, we can determine the relative
contribution of ages, as equation 4 shows. The following section introduces the
optimization procedure used in this work.

4. The Optimization Procedure

We are interested in the problem of finding the parameters of a known analytic
function that best match an observation. Let −→o be the observed galactic spec-
trum variable, let f(−→r ) be a function with the same dimensionality as o. The
goal of the optimization procedure is to obtain the value of f(−→r ) that minimizes
the error e = |o− f(−→r )|. In order to solve the problem more efficiently, we pose
it as a learning problem, where a learning algorithm learns the reddening pa-
rameters −→r , and with a forward model we compute f(−→r ). The training set
used by the algorithm, 〈f(−→xi),

−→
t i〉, is formed by randomly generated reddening

parameters, −→xi , and their corresponding galactic spectra,
−→
ti , where contribu-

tions of ages were also generated randomly; its test set consists of the galactic
spectra to be analyzed denoted here by −→o 1, ...,−→o n and it outputs an estimate
of −→r1 , ...,−→rn that is expected to minimize the errors e1, ..., en. When a new set of
solutions −→r1 , ...,−→rn is proposed by the algorithm, we compute their corresponding
f(−→r1), ..., f(−→rn), using equations 2,3 and 4, and use the new pairs 〈f(−→ri ),−→o ′i〉 to
augment the training set, and continue this iterative process until convergence
is attained. Since this type of active learning adds to the training set examples
that are progressively closer to the points of interest, the errors are guaranteed to
decrease in every iteration. The pseudocode of the algorithm is the following:

1. Generate randomly an initial set of vectors −→x i, ...−→x m and compute their corre-
sponding f(−→x 1), ..., f(−→x m).

2. Let P = 〈f(−→x 1),
−→
t 1〉, ..., 〈f(−→x m),

−→
t m〉 be the initial training set.

3. Let T = −→o 1, ...,−→o n be the test set.
4. While T is not empty

1. Train an approximator A using P as training set
2. For each −→o i in T

• Use A to predict −→r ′
i

• Generate −→o ′
i

• P = P ∪ 〈f(−→r ′
i),
−→o ′

i〉
• If |oi −−→o ′

i| < threshold remove oi from T

In this problem the approximator mentioned in step 4.1 is Locally Weighted
Linear Regression, an instance-based learning algorithm that has shown good
results in similar optimization problems (Fuentes & Solorio 2003).

5. Experimental Results

r1 r2 r3

mae×106 0.0149 0.0482 0.4182

Table 1. Mean absolute errors in reddening parameters

In order to evaluate our proposed solution we experimented generating ran-
domly 500 spectra together with metallicities and intrinsic reddening, we then
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Figure 1. In this figure we show test and predicted spectra shifted by a
constant amount to aid visualization. Vectors A and R are the parameters
for the test spectrum, while A’ and R’ are the corresponding predicted pa-
rameters.

A1 A2 A3 A4 A5 A6 A7 A8 A9

mae×106 4.58 2.92 1.79 2.78 6.48 2.83 5.79 4.33 1.90

Table 2. Mean absolute errors in predicted population fractions

generated their corresponding spectra. From this set we selected randomly 150
spectra that were used as the test set, the remaining spectra were used as the
training set. We repeated this process 10 times, and reported the overall av-
erage. Table 2 presents mean absolute errors in estimating age distributions,
in Table 1 we show the errors in the reddening parameters. Figure 1 shows a
comparison between a test example and the predicted one. On average, it takes
15 seconds to predict the parameters of a single spectrum.

6. Conclusions

We presented in this work an optimization algorithm that can estimate with high
accuracy age distributions and reddening of stellar population in galaxies. The
algorithm achieves convergence by iteratively creating new data points that lie in
the vicinity of the query point. One important feature of this method is its high
speed, it takes 15 seconds to estimate the parameters of a single spectrum. This
represents a great advantage over other more conventional methods proposed
for this problem, which may take several hours to find the solution for a single
spectrum.
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Abstract. I present a method to estimate fourth order cosine coefficient
of Fourier harmonics, so called boxiness, from second and fourth order
moments in Cartesian coordinate. The method is faster than traditional
fitting method about by order and have enough accuracy for r > 10pix
objects.

1. Introduction

Boxiness, the fourth order cosine coefficient of Fourier harmonics, is known to be
an important photometric parameters in study of early type galaxies (e.g. Ko-
rmendy & Djorgovski 1989) The boxiness parameter is, however, not measured
in recent huge survey data. One of the reason would be the fact that stan-
dard boxiness measurement process is complicated and takes time; fit ellipse,
take residual, iterate if needed, and fit trigonometric functions. Another reason
could be that fitting method is usually not full-automatic, and requires manual
interactive operation, which disables us from constructing pipeline analysis.

About 2nd-order Fourier components, such as major/minor axis, many sur-
face photometry packages estimate the parameters from 2nd-order Cartesian
moments (e.g. Stobie 1980), and therefore automatic measurement is imple-
mented. Extending the idea, I developed a procedure to estimate the boxiness
from 2nd and 4th order non-weighted Cartesian moments.

2. Method

In this study, I follow the formalization of the general ellipse by Stobie (1980);
setting original coordinate as (x,y), and coordinate along the major and minor
axis of the best fit ellipse as (X,Y),

X = xcos(φ)− ysin(φ)− x0 (1)

Y = xsin(φ) + ycos(φ)− y0, (2)

where x0, and y0 are the center of the image, and φ is the rotation angle. The
shape of isophote is then supposed to be expanded with Fourier components as

X2 +
Y 2

Q2
≤ a2(1 +

∑
cncosn(θ + ωn))2, (3)
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where θ = tan−1((Y/b)/(X/a)), a and b are semi-major axis and semi-minor
axis, and Q is the axis ratio (Q = b/a). With this notation, a4 = c4cos4ω4

is the boxiness-parameter. It corresponds to B4/r in Carter (1978), a(4)/a
√

Q
in Bender et al. (1988), and c4 in Milvang-Jensen & Jørgensen (1999). If a4

is positive, the isophote is disky, and if a4 is negative, the isophote is boxy. I
neglect 3rd and higher than 4th order components for simplicity, for they are
not dominant terms in elliptical galaxies. The isophote shape is thus written as

X2 +
Y 2

Q2
≤ a2(1 + c4cos4(θ + ω4))

2 (4)

I define a moment of a shape as non-weighted, < z >=
∫

zdA/
∫

dA. With
such moment, estimated major/minor axis can be written as

a0 =
√

2(p + q)

b0 =
√

2(p− q),

where p and q are Stokes parameters,

p ≡ < x2 > + < y2 >

q2 ≡ (< x2 > − < y2 >)2 + 4 < xy >2 (5)

(Stobie 1980). It should be noted that p and q are rotation invariant combination
of moments. Such rotation invariant combination is obtained by integrating
r(cos2nθ + sin2nθ). As the boxiness is also rotation invariant, it is supposed to
be estimated from such combinations. For fourth order case, rotation invariant
combinations are

p4 ≡ < x4 > +2 < x2y2 > + < y4 >

q2
4 ≡ (< x4 > + < y4 > −6 < x2y2 >)2 + 16(< x3y > − < xy3 >)2. (6)

As a4 is usually less than 10% (e.g. Bender et al. 1988), one can neglect c2
4

and approximate as 1 + O(c2
4) ∼ 1. With this approximation, p4 of Eqn. (4) is

written as

p4 = < x4 > +2 < x2y2 > + < y4 >

∼ πQa6
0

8A
×

(
(1 + Q4 + 2/3Q2) + a4(1 + Q4 − 2Q2)

)
, (7)

where A is the total area of the isophote. We can easily solve equation to
estimate a4 as a function of p4, Q, a0, and A,

a4 ∼
1

(1−Q2)2
(
8Ap4

Qπa6
0

− a4
0(1 + Q4 + 2/3Q2)). (8)
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3. Implementation and Simulation

The Eqn. 7 is implemented in standard C as a code for measuring boxiness
profile, a4(r). Rapid flooding method (Treuenfels 1994) is adopted for extracting
isophotal shape profile. And in moment calculation, “single visit with temporal
mean method” is adopted, which uses recurrence formulae; < xm

n >= f(xn, <
xn−1 >,< x2

n−1 >, ... < xm
n−1 >). As rapid flooding method visit once for each

pixel, and single visit with temporal mean method can calculate moment by the
single visit, the combination succeeds in quick boxiness estimation. For boxiness
estimation only, the code is about 20 times faster than IRAF/STSDAS ellipse
task (Busko 1996) tested on Solaris/SPARC architecture.

The error is estimated by applying the code to simulated images. For large
(r = 400) images, relative error of a4 is always less than 10%, with no systematic
error with rotation angle. All except rounder (Q=0.9) image have absolute error

less than 0.001. For smaller images, error correlates with r =
√

ab = a
√

Q. Error
is smaller than 0.005(rms) for r > 15 pix, and smaller than 0.01(rms) for r > 10
pix.

4. Result and Future Plans

The implementation is applied to real image of 23 E/S0 galaxies taken from Frei
(1996) R-band data. Our result is consistent with other studies within relative
error of 10% or absolute error of 0.01. The accuracy is as expected from model
analysis, and enough for boxy/disky discrimination. Figure 1 shows an example
of the result. Some inconsistency is found around log(a)∼1.8, where star debris
is seen in the image. It could be the difference of the image quality, preprocessing
of the image, or post-processing of the boxiness profile.

As a next step, I plan to investigate flux-weighted moments, preprocessing
(e.g. Unsharpmasking) of images, and interpolation of internal parts or interpo-
lation of moments at small radii.
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Figure 1. An example of boxiness estimation. Comparison of box-
iness profiles. Our estimation is shown as black dots. Measurement
with IRAF/STSDAS/ellipse (Busko 1996) is shown as cross with er-
ror bars. Other symbols are taken from literatures. Open circles, open
squares, and open stars represent measurement by Jedrzejewski (1987),
Peletier et al. (1990), and Michard & Marchal (1994), respectively.

Figure 2. R-band image of NGC 3377 from Frei (1996), The debris
of star removal affect the boxiness at log(a)∼1.8 in Fig 1.
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Abstract. Among the many celestial objects in the universe, galaxies
offer insights as to how the universe was formed and is continuing to
develop. The morphological classification of galaxies is important just
for this reason. The challenge lies in classifying the estimated billions
of galaxies that are in the universe, a very small amount of which are
now being studied by various sky survey like the Hubble Deep Field and
the Sloan Digital Sky Survey. The automated procedure described here
uses an image enhancing technique, segmentation, shape feature extrac-
tion and a supervised artificial neural network to classify the galaxies.
When trained to classify galaxies as E/S0 or S, the network is able to
learn 98.3% of the galaxies correctly and identify 89.9% of galaxy im-
ages in a test set. The major challenge is in the development of robust
and automated segmentation schemes. With manually threshold images
and Difference Boosting Neutral Networks we were able to achieve con-
siderable success in developing a supervised classifier capable of sorting
galaxies into subclasses.

1. Introduction

When defining a galaxy’s classification, a human classifier makes precise mea-
surements. This process can take a fairly long time, and the human vision system
is not especially suited for repetitive procedures such as extracting mathemati-
cal features of galaxies. Abraham et al. (1996), described how just two features
of galaxies, the Asymmetry Index and Central Concentration of Light, can be
used to distinguish between E/S0 and S galaxies. Properties such as these which
are characteristic of galaxy types can be given to an Artificial Neural Network
(ANN) (Angstenberger 1996 & Mahonen 1995), which in turn can classify the
galaxies. Our scheme for classification can be seen in Figure 1. This paper
focuses on all the parts of this scheme and demonstrates how an ANN is able
to easily distinguish between E/S0 and S galaxies. We discuss important image
processing techniques, shape extraction methods and ANN that allowed the im-
plementation of this scheme. All the code has been implemented in C language
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Figure 1. Overall Automated Galaxy Classification Scheme.

on Linux platform, with the exception of interactive thresholding module that
was performed by using Khoros Image Processing software 1.

2. Image Processing

The images used in this study were obtained from the Zsolt Frei Catalog (Frei
1999) which contains approximately 113 different galaxy images. This database
is often used as a benchmark for astronomical study. The images are carefully
calibrated CCD images. The images downloaded from the Zsolt Frei website
are processed in order to extract the necessary shape features. The first step
is a window to window histogram equalization process which performs a local
histogram equalization on each defined subsection of the image (Parker 1994).
This is used primarily to enhance the arms of spiral galaxies. We have tried sev-
eral other algorithms for image enhancement, however this algorithm produces
the best results.

After enhancement, the images are thresholded to convert the gray scale
information to binary scale information. Two automated methods which rely
on the image having a bi-modal histogram, Isodata algorithm (Ridler 1978) and
the Triangle algorithm (Zack 1977) were tried. In the case of galaxy images,
the Isodata technique tends to choose a threshold too high, turning too many
of the necessary pixels that carry information about the galaxy into background
pixels. The triangle algorithm is quite the opposite, choosing a threshold too
low which includes too many pixels from the background that are not part of
the galaxy. We adopted a midway approach by taking the average of the two

1Khoros Software: http://www.khoral.com
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values for our automated threshold value. In order to test the reliability of the
shape feature extraction by automated techniques, we also decided to threshold
the images interactively using Khoros Image Processing Software.

After thresholding, the images are processed further to eliminate noise and
other celestial objects via erosion. Next the galaxy’s foreground is made uni-
formly white by eliminating black pixels in it via dilation. The images are then
furthered filtered via a blob coloring routine which only keeps the largest con-
nected foreground region in the image to obtain the isolated galaxy image.

3. Shape Extraction

Five different shape features which characterize a galaxy were extracted for each
galaxy and were used as inputs to the ANN. Three of these parameters (Com-
pactness, Bounding Rectangle to Perimeter ratio and Bounding Rectangle to
Fill Factor ratio) have already been previously described (Goderya 2002). The
Bounding Polygon, obtained by Jarvis’ March method (Parker 1994), is imple-
mented to compute the Bounding Polygon to Perimeter (BP-P) and Bounding
Polygon to Fill Factor (BP-FF) ratios. The ratios involving the Bounding Poly-
gon help to further distinguish between ellipticals and spirals, however, because
of its tight binding nature it could also potentially be used to distinguish be-
tween different subclasses of spiral galaxies. Another benefit of constructing
ratios is that the parameters are then invariant to galaxy size and rotation. In
order to use the five features, we must implement an Artificial Neural Network
which can see the non-linear effects and work in multi-dimensional space.

4. Artificial Neural Network

We experimented with two different types of networks. The first was the stan-
dard back-propagation algorithm. Two configurations 5×2×2 and 5×2×3 were
tried. We calculated the Mathews correlation coefficients (MC) (Clark 1999). A
value of 1 for MC indicates that the network perfectly identified every galaxy,
a value of -1 indicates misclassification and a value of 0 indicates that the net-
work is unstable. For our first configuration we find MC=0.944 for the training
file and MC=0.690 for the test file. For the second configuration the Math-
ews coefficients for the training file are MC(E/S0)=0.884, MC(S)=0.871 and
MC(SB)=0.819, while for the test file they are MC(E/S0)=0.54, MC(S)=0.280
and MC(SB)=0.184. It appears that the standard back-propagation algorithm
does fairly well in classifying ellipticals and spiral galaxies. However it is not
able to completely learn all the general characteristics in order to discriminate
between simple spirals and barred spiral galaxies.

The second network we tried is the Difference Boosting Neural Network 2.
Our results show 100% classification accuracy with our training data thereby
confirming the the fact that the technique we adopted fro extracting the param-
eters are valid and very effective.

2See P7.10 for details: Sajeeth N. Philip, ”Optimal Selection of Training Data for the Difference
Boosting Neural Networks” ADASS XIII, October 12-15, 2003
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5. Discussion

We believe that it is possible to develop robust and practical automated galaxy
classifiers for large sky surveys. There is considerable amount of effort being put
by different people in this type of work. It is also important to keep in mind that
shape of the galaxy is dependent on red shift, band pass bias, dust scattering
and low surface brightness. The challenge would be make classifiers that would
take into consideration all these problems. To do this, it will be important to
investigate more parameters that are physically meaningful and correlate with
the astrophysical properties of the galaxies. This would result in a classification
scheme that would be more elaborate and free of any deficiencies unlike the
Hubble classification scheme. We have started looking into these directions and
the results will be presented in future meetings.
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Abstract.
We discuss a number of new and upcoming programs in NEMO soft-

ware toolkit that can be used to fit particle distributions (e.g. from N-
body simulations, but also grid based simulations) to observations. Non-
linear fitting, especially those with many complex parameters, present
themselves with many problems. Genetic programming is one such so-
lution. The fitting programs in this paper are mainly applicable to ana-
lyzing velocity fields of individual galaxies and interacting galaxies, and
apply new techniques such as genetic programming. We also discuss how
these packages can be of use to a theory component in a Virtual Obser-
vatory.

1. Introduction

Detailed mass models for galaxies give important clues about their possible past
formation and future evolution. The observed light distribution gives many clues
about the different components disk galaxies seem to be made up of (bulge, disk,
bars etc.), though it was not until the velocity field of tracer material such as HI
in the outer parts of disk galaxies was studied (see Sofue & Rubin, 2001, for an
excellent recent review), that an unseen component was postulated to exist. The
earliest velocity observations were mostly single optical slit spectra, and with
the assumption of circular orbits the inversion from a rotation curve to a mass
distribution was fairly straightforward. With different components and degrees
of flattening (assumed!) this is still a non-linear fitting process with typically
4 parameters, and traditional non-linear optimization techniques can work well
on some of these problems. Charbonneau (1995) introduced our community to
an approach using genetic programming (see also Gomez et al, 2004). With the
advent of radio and Fabry-Perot interferometers, and more recently Integrated
Field Spectrometers, two dimensional velocities fields are now commonplace and
accurately measured. This made it possible to fit a single rotation curve to
the whole velocity field (e.g. van Moorsel & Wells 1985) or alternatively for
each “ring” in the disk independently fit the position angle, inclination and
rotation speed. The geometry itself requires 5 fitting parameters (position angle,
inclination, X-center, Y-center and V-center), whereas the former adds an N-
parameter (typically 4 parameters) family of rotation curves, and the latter a
non-parametric lookup table for a rotation curve as function of radius.
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Figure 1. Left: Tilted ring fit with only rotation speed, inclination
and position angle of the disk fitted. Notice the bad fit in the inner
portions. Right: improvement in the kinematic determination of the
inclination of a disk galaxy of the functional disk fit (FS) vs. the tilted
ring (TR) method. The upper panel shows the ratio of the formal error
bars to be around 10 in the inner portions to 5 in the outer disk.

Beam smearing can add a large uncertainty to the fitted rotation curve. Add
to this the complexity of non-circular motions, such as due to bars and spiral
arms (see e.g. Barnes & Sellwood 2003) and you have a recipe for disaster.
One can thus see that inverting the observations to get to the original intrinsic
dynamics can be tricky. Takamiya & Sofue (2002) have recently attempted to
iterate over a position-velocity diagram (PVD) and thus recover the intrinsic
rotation curve that is consistent with a that 2-dimensional PVD. Swaters (1999)
on the other hand started a full blown 3-dimensional recovery, by simulating the
observation and comparing the results to the observations.

2. Velocity Fields

Velocity fields are commonly derived from a datacube by fitting gaussians or
taking moments. They both suffer from biases in the computed velocity, de-
pending on the surface density distribution and amount of beam smearing. The
result is that the velocity errors are not gaussian, which invalidates any normal
fitting procedure.

Traditionally galaxy disk modeling is done by either fitting the velocity in
a set of ring (tilted ring fitting, TR), see e.g. Begeman (1989), or by fitting a
functional form to the rotation curve in the disk (FD), see e.g. van Moorsel &
Wells (1985). The TR method (first implemented in GIPSY’s rotcur program)
is more flexible, since it allows for geometry to vary as function of radius, and
thus handle more general cases like warped galaxies. But it has a drawback that
in each ring the ”rotation curve” does not vary as function of radius, making
it look like a step function. In addition to the small number of points in rings
near the center, the velocity gradients in those rings can clearly not be neglected
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Figure 2. Tilted ring fitting of simulated disks. From top left to
bottom right the fitted values of intrinsic and observed rotation speed,
the position angle and inclination of the disk are shown. The center
and systemic velocity were fixed at the known answer in this example.
The solid line represents the correct answer. Notice that this particular
example has created a warped galaxy!

(see Figure 1, where some rings near the center did not even converge in this
particular example). The FD method (first implemented in AIPS’ vel program,
allows for a more accurate determination of the inclination (the kinematic incli-
nation). This is illustrated in the simulations of NEMO’s rotcur and rotcurfit
in Figure 1.

3. BIMA Simulations of Velocity Fields

As an example of a more complex simulation, we took simulated observations of
a disk galaxy with the BIMA interferometer. Since such interferometers create
maps with limited spatial information, advanced deconvolution techniques are
necessary to obtain the true distribution of the gas in a datacube. Because a
rotating disk has a different distribution in the cube depending on the recession
velocity, deconvolution can be biased if the observation did not have an optimal
distribution of antenna pair orientations, e.g. because the observation was a
snapshot, the galaxy was at an unfavorable declination, or if the array configu-
ration was not optimal. The simulated observations, modeled after the BIMA
SONG survey, were performed with MIRIAD (Sault et al, 1995), including their
velocity fields. These were then analyzed with the tilted ring fitting method in
NEMO, of which the results for one particular case are summarized in Figure 2.
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4. Genetic Programming

An excellent introduction to Genetic Programming can be found in Charbonneau
(1995)’s paper, and references therein. Genetic programming also do not need
to know the derivatives of the cost function w.r.t. its parameters, which can not
only be a huge save, but also practically impossible in other situations (see e.g.
Theis & Kohle 2001 for an application to fit galaxy-galaxy interactions). Our
simulations with a complex dynamical model, the distribution of gas and beam
smearing has a large number of complex parameters which do seem to be ideally
suited to this approach, and work work on this is in progress.

5. Theory in a Virtual Observatory

Packages like NEMO and Starlab are ideally suited to help integrating theory
and observations in a Virtual Observatory (see also Teuben et al. 2002). One
can either find (or re-compute) models that should represent observations, run
them through a set of programs that simulate an observation, and compare the
results to a true observation, or simulate the effects of an observation.
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Abstract. We present the first results of a system for automatic anal-
ysis of astronomical images from digitized plates. This system will auto-
matically identify spectral lines in low resolution spectra employing image
processing and analysis. We propose to carrying out an identification of
spectral lines with minimum human intervention, considering factors such
as type of emulsion, objective prism, telescope characteristics, etc. Our
pursuing goal is to obtain totally automatic software for the identifica-
tion of the spectra and its lines (emission /absorption). In this work we
present the first results of the automatic segmentation and the calculated
spectra in 1-D.

1. Introduction

INAOE has a great collection of astronomical plates taken with the Tonantzintla
Schmidt Camera between 1941 to 1995, there are altogether 15686 photographic
plates of three different types, 4484 are spectral type, 8432 are direct type and
2540 are direct of three images type (Tepanecatl, et. al. 2002). There are
also different types of emulsions (mainly the Series 103a of Kodak Spectroscopy
Plates). This work is focused in the spectral plates only. The Tonantzintla
Schmidt Camera has the following features: Focal length 231.4 cm, Focal relation
3.2, Plate scale 95 arcsec/mm, Correcting plate 66.4 cm. Mirror 76.20 cm. The
objective prism 3.96 degrees with dispersion of 1533 Å/mm between Hβ and

Hγ ; 954 Å/mm between Hγ and Hδ; and 626 Å/mm between Hδ and Hε (Haro,
1956). The plates have a size of 8x8 inches and they cover a 5x5 degree square.

Our objective is to develop an algorithm of optimal and robust segmentation
of stellar spectra on spectral plate images with the purpose of identifying its
spectral lines in an automatic form. People inside and outside of INAOE are
interested in analyzing this information in an automatic form. For such a task
we have the works by Borra et. al. 1998, and Zamorano et. al. 1990 as a basis.
In figure 1 we show a flow chart with the processes necessary to obtain our goal.

2. Algorithm and Plate Digitization

For plate digitization an EPSON Expression 1680 Professional Firewire scanner
is used which is able to scan a full photographic plate in a few minutes, it has
a resolution of 1600 dpi which correspond to a pixel size of 20 microns using
the transparency (positive) mode. The dynamic range is 8 bit (gray scale of 256
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values, spanning the range 0 (dark) to 256 (white)). We get images of 12600
x 12600 pixels with a size of about 150 MB. Each spectrum has approximate
dimensions of 350 pixels in length and 8 pixels in width.

Figure 1. Processes for the automatic identification of spectral lines.

2.1. Background Identification and Characteristic Curve

After the digitization we have images containing both sky, spectra and spurious
objets. The aim of this step is to rawly identify the spectra and sky regions. We
use a segmentation process for this goal and later extract the properties of the
resulting regions (Awcock, 1996; Lira, 2002).

The next step is to obtain the mean sky level or background identification
from the image. This value is calculated by summing all the pixels forming
the region considered as sky and divided by the total number. Taking the
sky level as a constant gray value, the program creates a new image with this
value, subtracting it from the original and creating an image without the sky
contributions but with all the spectral objects, including the spurious ones.

To obtain the characteristic curve is a complicated task because we do not
have sensitometric spots in our photographic plates. This implies that we can-
not construct a characteristic curve taking as a base the densities and the noise
associated with them as is normally done. We considered an alternative way of
obtaining this curve directly from the same plate using all it properties, because
the characteristic emulsions such as class, exposition time and development con-
ditions can be different among plates. In consequence, we obtained as a result of
this process a look-up-table (lut) for each image and modified the image using
this table. We are also analyzing the idea of using stellar spectra to construct
a characteristic curve for each image (Stienon, 1972). This technique basically
involves the use of spectra of several stars whose monochromatic magnitude
differences are known.
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2.2. Selection and Shape Analysis of the Spectra

At this point we have a linearized image without sky contributions, then we
applied filters for contrast improvement and image smoothing with the purpose
of emphasizing the spectra on the plate and eliminating the noise. After this
a thresholding segmentation is made, obtaining regions corresponding to each
spectrum. Characteristics such as position (X,Y), area, diameter, length of the
contour, direction, ellipticity and anisometry are extracted. A second process of
selection must be made using the calculated characteristics to eliminate spuri-
ous objects (arrows and/or annotations on the plate) that were not eliminated
with the previous criteria. The objects truncated by the edges of the plate are
eliminated too (Borra 1987 and 1988). Hartmanns formula was used in order to
know the spectra length for each type of emulsion (Sawyer 1948).

Once the spectra that we are interest in are identified, the first step for
their extraction in 1-D is to find their exact area and center, with the purpose
of considering only lines near to the spectral center and avoiding lines very
near the edges. We repeat the process for the columns too. This analysis is
made in the same way that IRAF does in the routine of APALL. The average
intensities are stored in a text file which is drawn later to show the spectra
in 1-D.The graphics at this point show only values of intensity for each point
without wavelength calibration.

3. Results

We presented the first results of the automatic segmentation and the calculated
spectra in 1-D. The results obtained are comparable with those in the 1-D spectra
using IRAF. The selection of objects is made with greater precision and in a
shorter time than by visual inspection. The processing time for a whole plate is
about 10 min. The results are show in figures 2 and 3. The first tests were done
with plates that have a 103a-O emulsion, it has a rank of effective sensitivity from
250 to 550 nm, and it allows us to make an identification of lines with greater
clarity in the blue region of the electromagnetic spectrum. More information
about this is available in http://www.inaoep.mx/∼raqueld/

Figure 2. Segmentation of an image by different methods. a) Ob-
jects selected with our method. b) Objects selected with SExtractor.
Note the automatic elimination of unwanted regions (small spectra and
observation notes).
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Figure 3. First results 1-D spectrums. a) Objects analyzed without
any process. b) Objects analyzed with our method. c) Section of the
digitized plate.

4. Future Work

Currently it is possible to identify the spectral lines by visual inspection in 1-D
spectra; we are working in the process of automatic identification. We plan to
produce a process that automatically identifies lines in spectra (emission /ab-
sorption). The algorithm should be applied to plates with a different exposition
time and different class emulsion in order to work with all the spectral plates of
INAOE‘s collection.
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Abstract. In this work we present Evolution Strategies (ES) as an effi-
cient method to approximate the initial conditions of the main interacting
group of three galaxies in M81.

The M81 group is one of the nearest groups of galaxies. Its biggest
galaxy, M81, sits at the core of the group together with its two companions
M82 and NGC3077. The interaction between these three galaxies is very
well defined on an image taken in HI. In this first attempt we use non-
self-gravitating simulations to approximate the initial conditions; even
with that restriction our method reproduces the density distribution of
the three galaxies with great precision.

Results presented here show that ES is an ideally suited method to
work in optimization problems in Astrophysics, where the solution is hard
to find by common methods. In particular we argue that ES is a good
method to find initial conditions of groups of interacting galaxies, where
a large number of parameters need to be determined.

1. Introduction

It now established that galaxies are not ”island universes”, but rather interact
with each other in pairs or in small or big groups. Interactions can form spirals,
bars, warps, rings and bridges. Thus, observing the morphological and kinemat-
ics results of an interaction can give us crucial information about the interaction
scenario.

Yet very few detailed studies of individual interacting systems exist. The
reason is that the number of free parameters in such simulations is very large and
one needs an excessively large number of simulations to cover the corresponding
parameter space.

The problem of finding the right parameters for modelling the interaction of
a given system of galaxies can be posed as an optimization problem. Indeed any
simulation will give a projected surface density map and line-of-sight velocities.
These can be compared to the corresponding observed quantities, and then the
best model is the one that minimizes the difference.
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We will here use a method called Evolution Strategies (ES), which, while
having much in common with Genetic Algorithms (GA) (Charbonneau 1995),
is better suited for working with continuous spaces, i.e. real parameters. Since
most of the parameters of interacting systems are continuous, this constitutes
a clear incentive for trying out ES. We have chosen the M81 triplet as the
interacting system to be studied.

The M81 group is one of the nearest groups of galaxies. Its biggest galaxy,
M81, sits in the core of the group together with its two nearby companion M82
(in the upper part of the image) and NGC3077 (in the lower part of the image).

2. Evolution Strategies

Evolution Strategies (ES) (Rechenberg 1975) is a technique for finding the mini-
mum of a function with a large number of variables using ideas based on biologi-
cal evolutionary process. We start by choosing K individuals, each characterized
by an object parameter vector O and a corresponding strategy parameter vector
S:

O = oi = 〈q1,i, q2,i, · · · , qL,i〉i = 1, · · · ,K (1)

S = si = 〈σ1,i, σ2,i, · · · , σL,i〉i = 1, · · · ,K (2)

The elements q are the parameters we need to find, and S contains standard
deviations of the L variables ql,i, l = 1, · · · , L

In the initialization of the process, the first generation, the elements of the
O and S vectors, can be chosen either totally at random, or with some help from
previous knowledge about the system.

Each of the K individuals, i.e. each set of initial conditions, is used as input
for the simulation program. The result of each simulation has to be evaluated
with the help of a fitness function.

The next sept is to produce a new population with the help of genetic
operators: cross-over and mutation. For cross-over two individuals are chosen
at random and in a such way that each individual is used once and only once.
Mutation is applied to the individuals resulting from the cross-over operation.
Each element of the new individual is calculated from the old individual using
the simple equation:

qmut = qj + N(0, σj) (3)

where N(0, σj) is a random number obtained from a normal distribution
with a zero mean an a standard deviation σj, which is given from the strategy
parameter vector. The process is repeated until the population converges.

3. Aplication to Interacting Systems of Galaxies

We use 30 individuals per iteration (K = 30). In constituting the children
population we apply first cross-over and then mutation to the parent population,
then we merge both populations, select the K best individuals from this merged
population, and use the result as input for the next iteration.
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Figure 1. Simulated and HI images for M81 group

In order to obtain the fitness fuction we used mainly the HI density infor-
mation, summarized in a 48 × 48 grid. We also grided the simulation results
on a similar grid and then obtained the fitness as the Kullback-Leibler distance
(Kullback & Leibler 1951).

For the simulation we use the test particle approach. In this approximation
the mass of each galaxy is assumed to be concentrated in a single point in its
center, while the disc, which responds most to the interaction, is represented
by test particles, initially on co-planar circular orbits around the center of the
galaxy. This approach is very fast and thus allows us to run the very large
number of simulations necessary for tackling this problem. Furthermore, in our
case the galaxies are not inter-penetrating and thus they are perturbed only in
their outer parts, making the test particle approach fairly adequate.

4. Results

We obtained the density matrix of the original image simply by scanning the HI
density map given in (Yun 1997). By using only this information we obtained
a good fit to the density matrix after 100 generations, i.e. a total of 100 × 30
simulations. The images in Figure 1 show the best simulation reached and the
original HI image. Table 1 shows the corresponding parameters for the best
simulation.

Although the density was fairly well reproduced in this way, the velocities
were innacurate. So, in future work we are planning to introduce some velocity
information to improve the velocity distribution.



632 Gomez, Athanassoula, Fuentes, & Bosma

z2 z3 Vx1 Vy1 Vx2 Vy2 Vx3 Vy3 i1 PA1 i2 PA2 i3 PA3 m1 m2 m3 t
62.05 11.14 3.17 1.59 -61.91 41.78 -168.75 -0.90 44.90 113.37 38.62 32.58 53.83 232.87 19.47 1.04 1.06 812

Table 1. Parameters to produce the simulation in Figure 1

Index 1 is for M81, 2 for M82 and 3 for NGC3077

5. Conclusions

In this work we presented an efficient method, based on ES, to approximate the
initial conditions of the M81 triplet.

Even with the several simplifying assumptions done in simulations, search-
ing with ES has demonstrated to be an excellent method for optimization prob-
lems where an exploration of continuous parameters spaces is needed; ES could
find a good simulation that match very well the HI density distribution in this
problem. We are planning to extend the application of ES to the study of other
interacting systems.

5.1. Future Work

In order to improve the method, the possibility of implementing a parallelization
of the ES could be considered with the purpose of reducing the computing time
required. Also, methods based on self-gravitating N-body simulations can be
used to improve the match between simulations and the HI density distribution.

Acknowledgments. We are grateful to CONACYT for partially supports
this work.
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Abstract. We present a new technique to segregate old and young stel-
lar populations in galactic spectra using machine learning methods. We
used an ensemble of classifiers, each classifier in the ensemble specializes
in young or old populations and was trained with locally weighted regres-
sion and tested using ten-fold cross-validation. Since the relevant infor-
mation concentrates in certain regions of the spectra we used the method
of sequential floating backward selection offline for feature selection. The
application to Seyfert galaxies proved that this technique is very insen-
sitive to the dilution by the Active Galactic Nucleus (AGN) continuum.
Comparing with exhaustive search we concluded that both methods are
similar in terms of accuracy but the machine learning method is faster
by about two orders of magnitude.

1. Introduction

Recent spectroscopic surveys of nearby AGN have proven that a large fraction
show high-order hydrogen Balmer absorption lines in the near-UV (González-
Delgado et al 1999) (Joguet et al 2001). These features are characteristic of
young stars and therefore represent strong evidence of recent star formation in
these galaxies. From a theoretical point of view, it is very important to de-
termine the age of these starbursts, in order to understand the nature of the
starburst-AGN connection and galaxy formation and evolution. The character-
ization of the nuclear star forming region (its age and mass) is very difficult to
achieve in AGN, due to the contamination of the nuclear stellar absorption lines
by the AGN component itself. The recent release of high-resolution spectra of
large number of galaxies by the Sloan Digital Sky Survey (SDSS) consortium
allows spectroscopic studies to be performed now on thousands of galaxies with
active nuclei. In this work we propose a Machine Learning (ML) method to
determine the age of stellar populations in synthetic galactic spectra. The ex-
perimental results obtained here show the efficiency of the automatic learning
method applied to astronomy.
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2. Background

2.1. Sequential Floating Backward Selection (SFBS)

SFBS is a feature selection algorithm that allows to work with non-monotonic
data. It constructs in parallel the feature sets of all dimensionalities up to
a specified threshold and consists of applying after each feature exclusion a
number of features inclusion as long as the resulting subsets are better than
those previously evaluated at that level. It makes a dynamically controlled
number of iterations and achieves good results without static parameters (Pudil
1994).

2.2. Locally Weighted Regression (LWR)

LWR is an instance based learning method; it assumes instances can be rep-
resented as points in an Euclidean space (Moore 2001). Its training consists
of explicitly retaining the training data and using them each time a prediction
needs to be made. LWR performs a regression around a point of interest using
only a local region around that point. Locally weighted regression can fit com-
plex functions in an accurate way and data modifications have little impact on
the training.

2.3. Ensembles of Classifiers

An ensemble of classifiers is a group of classifiers trained independently whose
outputs are combined in some way, usually by voting (Mitchell 1997). They are
normally more accurate than the individual classifiers that make it up.

3. Data

The data is composed by 14 high resolution synthetic spectra combined in pairs
considering 10 levels of dilution and including Gaussian noise. The experi-
ments were calibrated using two population synthesis models with different ages
(A. Bressan, private communication):

• A young population with ages between 107.0 and 108.6 years, representing
a starburst component,

• An old population with ages between 108.0 and 109.6 years, representing
the bulge component.

The spectra consist of 5655 points, from the optical to the near UV with wave-
lengths between 3600 and 5300Å and 0.2Å sampling. A subsampling process
was performed to a resolution of 1Å in order to make the data compatible with
the resolution of the observed spectra, in our case the SDSS spectral data. The
features selected are the Balmer and Calcium II lines that are characteristic of
the young and old populations respectively. The points of interest are selected
for each component and population using the SFBS algorithm.

4. Implementation

We made specialized classifiers using LWR trained in the high-order Balmer
and Ca II absorption lines to determine the young and the old populations
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Figure 1. Process of age identification

respectively; at the end of the process the results were combined by an ensemble
of classifiers. For each classifier we selected a subset of features maximizing the
probability of correct classification, this goal was achieved applying the SFBS
method offline. The general process of age identification is shown in Figure 1
and is as follows:

1. Select features in the relevant regions. This is done online using the infor-
mation retrieved by SFBS in a previous step.

2. Extract the information in the Ca II K line, which is typical of the older
bulge population.

3. Identify the old population using specialized classifiers.
4. For each spectrum with no classification: extract the information in the

Balmer lines that is characteristic of recent star formation.
5. Identify the young population using specialized classifiers.
6. Combine results in an ensemble.

5. Experimental Results

Table 1. Summary of results.

Young Old Time
Algorithm Noise Sample True Sample True sec.

Error Error Error Error
Exhaustive Search 0-11 - 0 - 0 12
Machine Learning 0 0.005 [0.003,0.01] 0.001 [0.003,0.01] 0.014

0.2Å 3-11% 0.007 [0.001,0.01] 0.025 [0.01,0.04] 0.092
Machine Learning 0 0.039 [0.02,0.05] 0.049 [0.03,0.06] 0.16

1Å 3-11% 0.059 [0.04,0.077] 0.069 [0.05,0.08] 0.35

We experimented using data with different resolutions and adding different
noise levels. First we used 14 high spectral resolution synthetic models at 0.2Å,
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after that we sub-sampled the spectra to 1Åto evaluate the performance of the
ML method and to decide if it is possible to make an extension to handle the
SDSS spectra. The ensemble was tested using ten fold cross-validation; in ten
fold cross validation we divide the data into 10 subsets of equal size; we train
the classifier 10 times, each time leaving out one of the subsets and using it for
testing the algorithm. The sample error is calculated each time and is averaged
to obtain the true error. An accuracy of about 0.3 dex in logarithmic age was
achieved. The main results are summarized in Table 1. The time of prediction
using LWR is linear in the number of examples and the experiments show that
the time is reduced drastically with respect to the technique that does not involve
ML. The method was then applied to the optical/near UV spectra of nuclear
regions of nearby Seyfert galaxies covering the wavelength region 3600− 5300Å
and it was found to be rather insensitive to the emission line and continuum
contamination.

6. Conclusions and Future Work

The results obtained by ML are compared with those produced by exhaustive
search in terms of time and precision. The machine learning method could find
the correct ages, and was faster than exhaustive search, and has the additional
advantage of the generalization capabilities inherent to this kind of algorithms.
We conclude that the ML method can be extended to work with real spectra
if we use a realistic noise model. The two-dimensional classification used for
age identification in galactic nuclear spectra is similar in many ways to other
problems and can be taken as a guideline in different problems (for example
classification of binary stars and search for supernovae in galactic spectra). An
extension of the method to handle observational spectra more reliably is to be
published elsewhere. A second goal will be to implement a ML algorithm to
find the AGN dilution and modify the synthetic spectra to predict three ages of
stellar populations instead of just two.

Acknowledgments. This work was partially supported by CONACyT (the
Mexican Research Council) under grants 31877, 171595 and 32186-E. E-P and
T-P gratefully acknowledge financial support from the Conference organizers.
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Abstract. The status of the CDS services is described. In particular,
new features developed in the context of the Virtual Observatory and
using IVOA-discussed standards have been included in the public version
of the services, e.g., filter capabilities using Unified Content Descriptors
(UCDs) in VizieR and Aladin, customized hierarchical data tree using the
IDHA data model, contour plots and colour composition in Aladin, and
others. Aladin has also been made easy to interface with Java plug-ins,
as shown with VOPlot, the table data visualizer developed by VO-India
in collaboration with CDS, which is also interfaced with VizieR.

1. Introduction

CDS is one of the major players of the International Virtual Observatory (VO)
endeavour, and its services are important building blocks of the VO. VizieR
and Aladin are respectively prototypes of federation and integration of hetero-
geneous resources. Several recent developments of the CDS services have been
implemented for the scientific demonstrations of the VO projects, in particu-
lar of the European Astrophysical Virtual Observatory (AVO). They take full
advantage of the new interoperability standards discussed in the frame of the In-
ternational Virtual Observatory Alliance, and allow also for testing the evolution
of these standards.
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2. SIMBAD

SIMBAD1 provides reference data for more than 3,150,000 astronomical objects
(end December 2003). SIMBAD is continuously updated from catalogues and
published literature and increases by 100,000 to 200,000 new objects and 5,000
new references every year. Recent updates include the list of observations of
the ISO satellite and links to the variable star data base of the American As-
sociation of Variable Star Observers. A long term action is under way, for the
proper cross-identification of radio catalogues, taking into account source spec-
tral properties. The help of G. Paturel (LEDA), J. MacConnel (STScI), W.
Osborn (Central Michigan University) and B. Skiff for the improvement of data
on galaxies, Carbon stars, globular cluster and open cluster stars respectively is
also gratefully acknowledged.

SIMBAD is undergoing its fourth major software upgrade, from a propri-
etary database system to the freeware PostgreSQL system, which will insure a
better long-term maintainability. SIMBAD has been a pioneer of interoperabil-
ity, with the early release of SIMBAD name resolver which is now widely used,
together with the NED one, by observatory archives and the ADS to translate
an object name into its position or a bibliographic list. A VOtable output will
soon be released in order to improve its interoperability in the VO context.

3. VizieR

VizieR2 provides access and query facilities to about 4,000 catalogues and tables
published in articles. This number increases by about 300 new catalogues every
year. New large catalogues include the UCAC2, 2MASS all-sky release and
DENIS second release. Logs of ground- and space-based observatories are also
included and regularly updated (e.g. recently ESO, XMM). Several catalogues
and mission logs provide access to images, spectra and time series, either located
locally in Strasbourg or distributed by remote observatory data services.

VizieR provides several output formats which allow a great flexibility in the
query result usage: XML and Tab Separated Value output can be re-injected
into another query. VizieR is fully integrated in the VO world: it provides a
VOTable output, and metadata visibility is improved by the possibility of dis-
playing the Unified Content Descriptors (UCDs) associated to every column in
a table. In addition, the relevance and usability of new possible definitions of
UCDs (Derriere et al. 2004) are actively being tested on VizieR data. Taking
advantage of VOTable output and of the international VO collaboration, one
VizieR output is a catalogue column visualization with the VOPlot tool (Kulka-
rni, Kembhavi & Kale 2004), developed by VO-India in collaboration with CDS,
which can be used as an applet. The implementation of very large catalogues
on a PC cluster is also studied (Ochsenbein et al. 2004).

1http://simbad.u-strasbg.fr/Simbad

2http://vizier.u-strasbg.fr/
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4. Aladin

Aladin3 evolution in the last years (Boch, Bonnarel & Fernique 2004) has been
strongly linked to the development of VO prototypes, in particular for the AVO
project, and has also taken advantage of the Images Distribuées Hétérogènes
en Astronomie (IDHA) project. The visualization of multispectral images has
been improved, with implementation of colour composition and contour plots;
filters allow to select and compute derived values from catalogue data for display,
possibly using UCDs - for example proper motions or colour indices from actual
photometry. Astrometric recalibration is also possible. New data sets have been
added in the local Aladin image database, e.g. 2MASS and additional colours
from DSS and MAMA digitization. All Aladin operations can be driven by
script commands, enabling automatized processing.

In the VO context, Aladin is fully compatible, as client and server, with the
Simple Image Access protocol. A view of the IDHA data model allows users to
visualize a hierarchical data tree (Allen et al. 2004), with a browser giving access
to appropriate metadata at each level of the tree. The software has been adapted
to allow for easy interaction of VOTable and FITS compliant external JAVA
applications, with a first application in the AVO January 2003 demonstration
(Quinn et al. 2004) to the Spectral Energy Distribution tool developed by
ESO and the Astronomy Catalogue Extractor developed by AstroGrid (running
SExtractor). The first application in the Aladin public version is the plug-in of
VOPlot.

5. Web Services at CDS

Several key CDS services have been made available as Web Services4 (Schaaff
2004): name resolver (including SIMBAD and VizieR names), VizieR access,
astronomical coordinates translation, UCD resolver and access to the UCD list,
GLU tag resolution. Additional services will be made available in the future
when needed.
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Abstract. Prospective users, instrumentation and location of the Ata-
cama Large Millimeter Array (ALMA) all present its software developers
with major challenges. The development of this software will be dis-
tributed among many institutes on two continents, mimicking the soft-
ware itself, which will have to function in a distributed environment,
spanning the 0.5-10 km baselines between antennas, as well as the much
larger distances that will separate the array site at the 5000m-high Llano
de Chajnantor, the Operations Support Facility in San Pedro de Ata-
cama, the Santiago Central Office, and the ALMA Regional Centers in
North America and Europe.

To make distributed development successful, we have defined inter-
faces that allow separated groups to work independently of their counter-
parts at other locations as much as possible. We have defined a common
architecture and infrastructure, so that work done at one location is not
unnecessarily duplicated at another, and that similar tasks are done in a
similar way throughout the project. A single, integrated Archive attends
to the needs of all subsystems for persistent storage, and hides details of
the underlying database technology. The separation of functional from
technical concerns is built into the system architecture through the use
of the Container-Component model: application developers can concen-
trate on implementing functionality in runtime-deployable components,
which in turn depend on Containers to provide them with services such
as access to remote resources, transparent serialization of value objects
to XML, logging, error-handling and security. The resulting middleware,
which forms part of the ALMA Common Software (ACS), is based on
CORBA and XML.

1. Introduction

The Atacama Large Millimeter Array (ALMA) is a joint project of the North
American and European astronomical communities, with Japan likely to join in
2004. It will consist of 64 antennas each 12 meters in diameter which will work as
an aperture synthesis telescope to make detailed images of astronomical objects.
They will be positioned as needed with baselines from 0.5 to 14 kilometers so
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as to give the array a zoom-lens capability, with angular resolution reaching 10
milliarcseconds. ALMA will represent a leap of over two orders of magnitude
in both spatial resolution and sensitivity, making it ideal for medium scale deep
investigations of the structure of the submillimeter sky. It will operate at an
altitude of ∼ 5000 meters on the Llano de Chajnantor in Chile’s Atacama desert.

1.1. ALMA Schedule

The first of the 64 antennas is expected to be on site in 2006, followed by the
first production receiver (4-band) in Q2 of 2007. A few months later, when 6-8
antnnas have been commissioned, early ALMA science operations will start; the
full antenna complement will have arrived in early 2012, at which point ALMA
will begin full science operations.

2. Software Scope

2.1. From the cradle to the grave. . . and beyond

The ALMA software needs to handle all phases in the life of an observing project,
i.e., 1) Proposal Preparation; 2) Proposal Review; 3) Program Preparation; 4)
Dynamic Scheduling of Programs; 5) Execution of the Observations themselves;
6) Calibration & Imaging; and 7) Data Delivery & Archiving. Even after the
data has been delivered to the PI, the work of the software is not done. The
system must support Internet-based archival research once any proprietary rights
to the data have expired. In this regard, the ALMA Science Research Archive
will be one of the first to have VO Compliance designed-in from the start.

At the same time, the software is required to make millimeter interferom-
etry accessible even to the uninitiated (while preserving the expert’s ability to
exercise full control). As ALMA’s Science Software Requirements state:

“The ALMA software shall offer an easy to use interface to any
user and should not assume detailed knowledge of millimeter astron-
omy and of the ALMA hardware.

“The general user shall be offered fully supported, standard ob-
serving modes to achieve the project goals, expressed in terms of
science parameters rather than technical quantities...”

Of course, when complexity is swept under the rug for the sake of the
neophyte user, the resulting lump remains. What is made simple for the user
will therefore be complex for the software developer. One goal of the system
architecture should be to relieve the developer of unnecessary complexity. Our
primary vehicle for achieving this is the separation of functional from technical
concerns, which is discussed below.

2.2. The numbers

ALMA’s baseline correlator will produce ∼ 1 Gbyte/s, which the software must
Fourier-transform from the time to frequency domain and reduce to average/peak
data rates of 4/40 Mbyte/s. The data that results from the later imaging of this
raw uv -data will increase these figures by about 50% to 6/60 Mbytes/s, implying
∼ 180 Tbyte/y to archive. (As the experience of the Hubble Space Telescope
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shows, Archive access rates could be a factor of ∼5 higher.) The wish to support
recent enhancements to the hardware of the baseline correlator has produced a
proposal to raise these figures to 25/95 Mbyte/s, demonstrating the need for the
software to be flexible and scalable enough to adapt quickly to dramatic changes
in requirements.

Amidst this storm of incoming data, the online calibration software must
be able to calculate pointing & focus corrections, phase corrections & average
phase noise and feed these results back to the observing process in ∼ 0.5 s, so
that antenna pointing & focus can be adjusted in near-real-time and the time
spent observing target and phase calibrator can be adjusted to match rapidly
changing atmospheric conditions (Lucas 2004).

Once observations belonging to a given Observing Program are complete,
the science data processing, i.e., the production of images via calibration, Fourier
transformation and deconvolution, must keep pace (on average) with the rate of
data acquisition.

Another important number to keep in mind is the dozen or so institutes on
two continents that take part in the development of software for ALMA. The
fact that this first number exceeds unity by an order of magnitude conditions
many of the architectural and process-related choices we have made, as we will
discuss below.

Table 1. Run-time Issues
Challenge Response
Changing observing conditions Dynamic Scheduler
High data rates Integrated scalable Archive
Diverse user community (novice to expert) Flexible observing tool, GUIs
Distributed hardware & personnel
AOS: antennas at 0.5-14 km from correlator High-speed networks
AOS-OSF: operators are 50 km from array Distributed architecture
OSF-SCO-ARCs: PIs, staff, separated from CORBA & CORBA services
OSF by 1000s of km, often by many Container/Component model
hours in time zone XML serialization

3. Development Approach

3.1. Separation of Concerns

Expressing the complexity in software of operating a mm-wavelength interferom-
eter is difficult enough for the developer without the additional burden of having
to know in detail the computer science domains of remote access, network pro-
tocols, and database technology. The separation of functional from technical
concerns is a strategy for enabling the application developer to concentrate on
the physics, algorithms, and hardware details of aperture synthesis interferome-
try, while a specialized, system-oriented team provides an easy-to-use technical
infrastructure of communications, database, and security facilities.

The functional architecture further divides these interferometry-related tasks
into subsystems that can be developed in relative independence from each other.
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The technical architecture furnishes these subsystem developers with simple and
standard ways to 1) access remote resources; 2) store and retrieve data; 3) man-
age security needs; and 4) communicate asynchronously with other subsystems
and components. In the end, separation of concerns is no more than a variant
of the divide-and-conquer strategy that Caesar used to conquer Gaul 2000 years
ago.

3.2. The difficult issues

The preceding discussion gives an idea of the difficulties that ALMA software
development must confront. Tables 1 and 2 summarize these problems and how
we are addressing them. The most important of these will be discussed later in
this paper.

Table 2. Development-time Issues

Challenge Response
Evolving requirements Iterative development
Changing data rates Modular, flexible design
New observing modes Scriptable observing procedures
New hardware (ACA) Generic, parameterized design
IT advances Isolation of system-dependent S/W
Distributed development Unified architecture (HLA)
Different s/w cultures Functional subdivisions aligned to existing

project organization
Common Software (ACS)
Don’t do it twice (but if you really must do the
same thing, do it the same way everywhere)

E-Collaboration tools

3.3. Why dynamic scheduling?

To maximize the scientific return of ALMA, it is essential that the observatory
be able to exploit the somewhat rare and unpredictable moments when the wa-
ter vapor level in the atmosphere is low enough, say between 0.2 and 0.5 mm,
to permit observing in the largely unexplored frequency range of 500-1000 GHz.
This will be done by operating ALMA in service mode, using a dynamic sched-
uler (Farris & Roberts 2004) that can react quickly to changing atmospheric
parameters, choosing observing programs of the highest scientific priority that
will exploit the conditions of the moment.

The principle construct that makes dynamic scheduling possible, is the
Scheduling Block [SB], a software object defined to be an indivisible unit of
observing activity. Once execution of an SB has started, it can be aborted but
not restarted in the middle. An SB will be self-contained to the extent that it
will contain all project-specific observations necessary to allow calibration of the
data that it produces (typically phase and possibly bandpass calibration; more
general calibrations, such as baseline determination and determination of the
pointing model, are the responsibility of the ALMA Observatory and lie outside
the province of a PI’s SBs). The dynamic scheduler will be able to query each
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Figure 1. A very schematic view of the ALMA system data flow.

SB to answer questions such as 1) What array hardware (e.g., antenna configu-
ration, receiver bands) do you require? 2) What atmospheric conditions do you
need?

The nominal execution time for an SB will be about 30 minutes; PIs can
specify longer SBs, but the dynamic scheduler will tend to prefer the shorter
ones, all other factors being equal, since these enhance its ability to react to
changes in observing conditions. As many, if not most observations of interesting
targets will require longer integration times than a single SB allows, multi-SB
observations will be the rule, rather than the exception. Quite often, these SBs
will not be executed consecutively, but this only presents problems for rapidly
varying (pointlike or solar-system sources), for which use of longer SBs will be
unavoidable. When an SB has finished execution, either because it has achieved
its performance goals or because it has reached its time limit, the scheduler will
repeat its selection process.

4. System data flow

Figure 1 shows, in an admittedly oversimplified fashion, the flow of ALMA data
from Observing Proposal through Scheduling, Data Acquisition, Calibration,
Imaging, Archiving and final delivery to the PI.

4.1. The Archive at the Core

As can be seen from Figure 1, practically all data acquired or generated by the
ALMA software system will be saved in its integrated Archive (Wicenec 2004,



648 Schwarz, Sommer & Farris

Meuss 2004). Much more than what we usually think of as a “science archive,”
the ALMA Archive will hold not only raw and processed scientific data, but
observing proposals and programs, a history of site environmental conditions,
and hardware characteristics and calibrations. To accommodate the rapidly
inflowing raw data, the Archive will be optimized to handle high streaming
input/output rates, but will be able to support only significantly lower random
access rates. In general, the Archive will deal with three types of data: 1) Bulk
data, characterized by high volume and a moderate number of records; this will
be stored as binary attachments to VOTable headers; 2) Monitor (“engineering”)
data, consisting of a moderate volume but large number of records; and 3) “Value
objects,” low volume, complex searchable structures such as Observing Projects
& Scheduling blocks, Configuration information and Meta-data providing link
to bulk data (e.g., via VOTables).

A Data Access Layer interface to these types of data has been defined,
allowing the underlying database technology to be hidden from subsystem de-
velopers. The existence of this interface will give the Archive developers the
ability to replace this technology when and if it becomes necessary or desirable
to do so.

4.2. Components & Containers

The Container/Component model (Völter 2003) furnishes us with the framework
for the separation of functional from technical concerns in the development pro-
cess. It is similar to frameworks provided commercially by Sun’s Enterprise Java
Beans, Microsoft’s .NET and the OMG’s CORBA Component Model. Briefly,
a Component is a unit of software with a well-defined functional (or “service”)
interface that is deployable inside a Container, upon which it depends for the
technical services it needs. This division lets subsystem developers focus on
functionality, rather than the details of, for example, remote communication
and deployment. The Component also implements a lifecycle interface, accessi-
ble only by the Container, that allows the Container to manage the Component’s
initialization, execution and shutdown. Both the functional and lifecycle inter-
faces are defined in CORBA IDL, which gives developers at least the theoretical
option to implement their components in any language which has an IDL map-
ping. The ALMA architecture in fact provides Container implementations (and
therefore allows Component implementation) in C++, Java and Python. A
subsystem may contain an arbitrary number of components.

The Container’s job is to handle technical concerns centrally and hide them
from application developers. It provides convenient access to other components
and resources, selected CORBA/ACS Services (Error, Logging, configuration,
. . . ) and enables decisions about deployment (which component(s) should run
on which hardware) and start-up order to be deferred until run-time. Should we
see a need for additional technical services in the future, these can be integrated
into the Container, minimizing any modifications that must be made to the
application (Component) software.

Figure 2 illustrates the relationships between Components and their Con-
tainers, and between Components and other Components with which they com-
municate.
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Figure 2. The Container/Component environment.

Role(s) of XML An important contribution to the capabilities of the Con-
tainer/Component framework comes from the multifaceted use of the eXtensi-
ble Markup Language or XML (Sommer 2004). We define the structure and
content of “Value Objects”, complex data objects such as Observing Projects,
Scheduling Blocks and VOTable headers via XML schemas. Binding classes that
allow type-safe native language access to these data structures and that can val-
idate compliance with these schemas are generated automatically by an open-
source framework. The Containers provide transparent serialization of these
Value Objects to XML, enabling subsystems to exchange and modify them in a
language-independent way. Moreover, the Archive has been designed to accept
such schema-conformant XML documents directly.

We are currently investigating the utility of generating the XML schemas
themselves from an overall observatory data model expressed in the Unified Mod-
elling Language (UML). This approach holds out the promise of more efficient
maintenance of the data model itself, drastically shortening the time needed to
incorporate the (inevitable) changes to the model that the evolution of ALMA
and of our own understanding will make necessary.

4.3. Data reduction pipelines

We will not attempt to recreate or rewrite the vast body of software that ex-
ists to process and analyze the data from radio aperture synthesis telescopes,
but will rely on the reuse of such software, in particular, on AIPS++ as the
data reduction engine for ALMA (Davis 2004). A subgroup of ALMA’s Science
Software Requirements Committee has audited AIPS++ for compliance with
the requirements of ALMA, and has identified those areas where functionality is
lacking or performance is inadequate. A joint group of AIPS++ project mem-
bers and ALMA developers are addressing these concerns. Another joint effort,
in this case by IRAM and AIPS++ staff, has verified the suitability of AIPS++
for the reduction of mm data from the interferometer at Plateau de Bure. Sys-
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tematic benchmarking of AIPS++ has led to major performance improvements
during 2003, so that we are now confident that the package will be able to meet
ALMA’s goals for rapid processing of the acquired data.

Meanwhile, AIPS++ itself is evolving to use a standard, open-source script-
ing language (Python) to replace its existing, bespoke scripting language (glish).
A proof of concept effort is underway to recast AIPS++ tools as Components (in
the sense discussed previously), using the C++ and Python Containers provided
by ACS. The first phase of this three-phase project has completed successfully,
giving us reason to hope that AIPS++ will integrate seamlessly into the ALMA
software environment.

4.4. ALMA Common Software (ACS)

The ALMA Common Software (ACS) implements the separation of functional
from technical concerns, especially the Container/Component model. More gen-
erally expressed, ACS is a framework for a distributed object architecture that
is used from the highest level software all the way down to the device level
in the subsystems that control antennas, receivers and correlator (Jeram 2004).
Built on CORBA, ACS hides CORBA’s considerable complexity, wrapping those
CORBA services used by ALMA.

ACS has been carefully designed to be independent of commercial software,
for example through the use of high-quality open-source ORBs such as TAO and
JacORB. It is constantly evolving to meet developers’ needs, having reached, as
of this writing, Release 3.0. The most recent developments have included the
implementation of the Python Container, needed by the subsystem responsible
for pipeline data processing, and an all-Java version (albeit with reduced func-
tionality), which is necessary for the developers of the Observing Tool to provide
software that can be installed on almost any astronomer’s desk- or laptop com-
puter.

At the start of the ALMA software effort there was considerable resistance
by developers to the discipline and standardization that is a consequence of ACS.
It is testimony to the soundness of the concept of common software, the quality
of its implementation and the dedication of the ACS team that developers are
now asking that ACS offer more features and support for their activities.

4.5. Avoiding nasty surprises

The history of software development is littered with the ruins of projects that
failed to meet the promises of their managers or the needs of their intended users.
It is generally recognized that it is only the rare project that re-implements an
existing system that can hope to freeze the requirements early in its lifetime.
As an experiment in the truest sense of the word, ALMA is certainly not such
a project. We have already encountered changes in our requirements and as the
characteristics of the hardware become clearer and an operations plan is finally
agreed upon, we must expect more. To mitigate the impact of these changes,
we follow an iterative development cycle: integration of all subsystem software
is performed by a dedicated Integration & Test team every month. Significant
additions to the system’s functionality come with bi-annual releases, interspersed
with annual design reviews (somewhat iconoclastically termed “Critical Design
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Review No. 1, 2, . . . ”) that concentrate on the functionality to be developed
during the coming year.

To date, the ALMA Software System has completed an Internal Design
Review, a Preliminary Design Review with reviewers external to the comput-
ing group, the first “Critical” Design Review, and two code releases. The first
of these code releases, R0, tested the build procedures and tools and a mini-
mal amount of code, while the second release, R1, successfully implemented a
skeletal end-to-end data flow, testing interfaces, communications mechanisms,
and developers’ understanding of them. The R1.1 release will concentrate on
eliminating the problems and mismatches uncovered in R1, while R2 will aim at
providing a useable system for the Antenna Test Facility at the site of NRAO’s
Very Large Array (VLA) in New Mexico. Later releases will build towards sup-
port of Early Science Operations in 2007 and, with the benefit of experience in
the use of earlier versions of the software, of Full Science Operations in 2012.

It remains to learn from the sad fate of projects whose end product evokes
the following from their customers: “It’s beautiful software but not what we
wanted.” We believe that the key to avoiding such a regrettable epitaph is to
ensure that user participation doesn’t end with the publishing of a requirements
document. To this end, a scientist expert in the problem area is assigned to every
subsystem development team with the task of 1) providing advice and help to
solve problems during development; 2) making sure that requirements are met
and that the requirements themselves are up to date; 3) evaluating subsystem
progress and redefining requirement priorities when appropriate; 4) ensuring
that subsystems interface properly; and 5) helping to develop a test plan and to
perform periodic testing and evaluation of the software from a scientific user’s
perspective.

The user tests represent the culmination of a comprehensive testing strategy.
At the lowest, or most detailed level, subsystem developers are responsible for
unit tests that verify the correctness of pieces (typically, classes or small groups
of collaborating classes) of code. Tools such as JUnit, pyUnit and cppUnit are
commonly employed to automate and standardize these tests. A “test first”
attitude is encouraged. Subsequent automatic performance tests will be used to
ensure that timing constraints are met and that data throughput is adequate.
The stand-alone subsystem user tests referred to earlier will be performed before
subsystem releases with adequate time to allow subsystem developers to respond.
Finally, integrated user tests that exercise the complete system will be executed
as soon as possible after integrated subsystem releases.

4.6. High-level Analysis & Design

The authors of this paper form the ALMA Computing IPT’s High-level Analysis
& Design (HLA) group. HLA develops and maintains the system architecture
and fosters its implementation in close cooperation with the ACS team. Over-
seeing subsystem-subsystem interfaces and guiding the planning for incremental
releases constitute another part of HLA’s activities. Finally, the HLA group
collaborates with the Integration & Test (ITS) and Software Engineering (SE)
groups to improve the ALMA software development process.

Under the guidance of a management team anchored on both sides of the
Atlantic, these collaborations among HLA, ACS, ITS and SE will play an impor-
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tant part in ensuring that the distributed development of the ALMA software,
by bringing the scientific and software expertise of many diverse participants to
bear on the challenges facing it, can outweigh the added communications effort
needed and ultimately prove a major factor in the project’s success.
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Abstract.
Gaia is an ambitious mission to chart a three-dimensional map of

our Galaxy, the Milky Way, in the process revealing its composition, for-
mation and evolution. Gaia will observe about 1 billion objects in the
Galaxy, about 100 times each one, during its 5-year lifetime, providing
astrometric data of unprecedented accuracy (about 10µas at 15th mag-
nitude) as well as radial velocities and photometric measurements in 16
broad and medium band filters.

Gaia will produce about 20 Terabytes of raw telemetry data that,
after treatment and reduction, will generate a database of the order of
1 Peta byte. Contrary to other PI-based missions, Gaia data is required
to reside in a database in its entirety, due to the complex interaction of
the algorithms that will operate on the data to derive distances, proper
motions astrophysical properties and create the final three-dimensional
model of the Galaxy.To estimate the processing power and complexity
required to build and manage such a database the European Space Agency
issued the Gaia Data Access and Analysis Study (GDAAS) contract. This
ongoing study is focusing on several important development issues. On
the one hand, it aims to collect a relatively complete set of algorithms
required to process Gaia Data and obtain from them estimates on CPU
power, memory and archive size for the whole mission. On the other
hand, it also aims to identify the most appropriate database management
system technology that will not only be reliable, but will last beyond the
5-year lifetime of the mission.

An overview of GDAAS and its current results is presented.
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1. Introduction

The Gaia astrometric mission was approved by the European Space Agency
(ESA) in 2000 as a Cornerstone mission, to be launched around 2010-2012. Gaia
will observe more than one billion stars, several millions of galaxies, hundreds of
thousands of solar system objects and many types of other exotic objects (ESA
(2000), Perryman et al., 2001). Gaia will provide astrometry (10µas precision at
V=15), multiband multi-epoch photometry and radial velocities for all of them.

Figure 1. Top-view of the Gaia satellite

According to present estimates Gaia will downlink about 120TB of raw
telemetry that will require about 1019 flops of processing to produce the final
Gaia catalog. In addition, the data presents complex relationships between
different data sets and scientific, instrument and satellite data.Therefore, the
design and implementation of the Gaia Data Management System is non-trivial.

In the spring of 2000, ESA issued a Call for Proposals for the development
of the Gaia Data Base and Access Study (GDAAS), having as its main goal “To
define an efficient, scalable, maintainable and usable system for populating the
Gaia database (DB) from the satellite data stream allowing not only the data
storage but also the processing of scan data”. The challenge was to establish
the technical baseline concepts for the system on a realistic basis and to prove
the feasibility of the approach chosen for the reduction of the mission data. The
contract was awarded to a Consortium constituted by GMV (Software Company,
Madrid), CESCA (Supercomputing Center of Catalonia) and the group at the
University of Barcelona as the scientific partner.

We present here an overview of the mission and the development of GDAAS,
describing the approach we have followed and some results of the tests performed
for critical algorithms.

2. Overview of the Gaia mission

Gaia is an ambitious space observatory, adopted within the scientific program
of ESA and building on the success of the Hipparcos astrometric mission.
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Gaia’s main goal is to obtain very precise astrometric data (positions, par-
allaxes and proper motions) of an extremely large number of stars and other
astronomical objects. For this, Gaia will carry on a complete and unbiased all-
sky survey up to 20th magnitude that will create a catalog of about one billion
objects. This catalog will contain mainly stars, but will also include many other
types of objects, namely:

• 106 - 107 galaxies
• ∼ 5× 105 quasars
• ∼ 105 extragalactic supernovae
• 105 - 106 (new) asteroids
• ∼ 50, 000 extrasolar planetary systems
• many others

Gaia’s angular measurements will have a precision of about 10 microarseconds
(µas) at 15th magnitude. In order to achieve this, Gaia will use two telescopes
combined onto a single focal plane composed of 180 state-of-the-art Charge
Coupled Devices (CCDs). The satellite will continuously scan the sky, allowing
for about 50 measurements for each star during the 5 years of duration of the
mission. Full sky coverage will be possible because of the spin motion of the
satellite over its own axis, combined with a precession motion.

Figure 2. The Gaia scanning principle

Continuous measurement of stellar sources using CCDs implies a special
operation, different than the typical shutter based imaging. Time Delayed In-
tegration (TDI) is the best option for this case, which is based on a continuous
charge shift from one pixel row to the next synchronized with the satellite spin
motion. It will be done in each CCD, thus accumulating the charge during its
corresponding integration period allowing long exposure times without distor-
tion or blur.
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The main focal plane will also provide Broad Band Photometry (BBP) for
the observed objects while a third telescope, projected over another CCD focal
plane, will measure radial velocities and Medium Band Photometry (MBP). This
will provide the third component of the spatial motion as well as complementary
physical information of the objects, allowing the determination of astrophysical
parameters like the metallicity or the effective temperature.

The combination of all these types of data and its high accuracy allows a
very ambitious scientific program for Gaia. The main science driver of the mis-
sion is the study of the origin, formation and evolution of our Galaxy, including:

1. Structure and kinematics of our Galaxy
• Shape and rotation of the bulge, disk and halo
• Internal motions of star forming regions, clusters, etc
• Nature of spiral arms and the stellar warp
• Space motions of all Galactic satellite systems

2. Stellar populations
• Physical characteristics of all Galactic components
• Initial mass function, binaries, chemical evolution
• Star formation histories

3. Tests of galaxy formation
• Dynamical determination of dark matter distribution
• Reconstruction of merger and accretion history

However, the Gaia scientific case is much wider, because the amount and quality
of the observations will have a strong impact in many other areas, namely:

• Stellar astrophysics
• Solar System studies
• Extra-solar planetary science
• Cosmology
• Fundamental physics

3. GDAAS

In the spring of 2000, ESA issued a Call for Proposals for the development of
the Gaia Data Base and Access Study (GDAAS), having as main goal to

Define an efficient, scalable and maintainable system for populat-
ing the GAIA mission database from the satellite data stream
The system should not only be designed for data storage and re-
trieval but also to allow the reduction processes to be easily imple-
mented and optimally run

The amount and complexity of the observations produced by Gaia makes the
data reduction a very challenging problem. The Gaia data processing can be
decomposed in 4 main categories of processes, as described in Figure 3:

1. Data ingestion: Gaia will downlink a total of about 120TB of (uncom-
pressed) data. The amount of daily data will heavily fluctuate depending
on the sky region being scanned by the satellite; GDAAS should be able to
cope with these variations, maintaining an ingestion rate compatible with
the downlink.
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2. First-look: the dowlinked data will be examined “on the fly” during
the ingestion process to detect transient phenomena like Supernovae or
microlensing events, as well as transits of minor planets. GDAAS should
allow the implementation of those time-critical processes.

3. Core processing: the key of the Gaia data reduction is a process called
Global Iterative Solution (GIS), fully described in Lindegren (2001). This
process runs on a subset of about 100 million “well behaved” objects and
allows to simultaneously obtain the calibration of the instruments, the
satellite attitude and the scientific results of the mission. Core process-
ing involves iteratively solving a system of some hundreds of millions of
equations and some hundreds of millions of unknowns.

4. Shell processing: once the core processing is finished, a plethora of spe-
cialized processes will run on the database to carry on specialized analysis
for many types of objects and phenomena. These “shell processes” will
allow the full scientific exploitation of the data

Figure 3. Overview of the Gaia data processing

Therefore, the main goal of the GDAAS study has been to establish the technical
baseline concepts for the system on realistic basis and prove the feasibility of
the approach chosen for the reduction of the mission (Gonzlez et al., 2002).

3.1. Technology

GDAAS has been developed from the start using the Object Oriented pro-
gramming paradigm. Before any system implementation was be carried on,
a UML model was defined describing, on the one hand, the data structure for
the database design (Data Model) and, on the other, the structure of the system
and of code to be developed.
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The coding of GDAAS is done in Java. This language was chosen for
its flexibility, allowing a quick development, and portability. In the future we
might consider moving to faster languages like C++ to improve performance if
necessary.

The system itself is designed in a classical three-tier structure, as shown in
figure 4.

Figure 4. GDAAS architecture

The Core layer is the GDAAS processing framework. This framework pro-
vides the basic tools for algorithm implementation and also advanced tools for
process distribution, and inter process communication. Therefore, GDAAS is
designed to be a distributed processing environment.

This core layer is complemented by a Data Manipulation Layer provid-
ing the interface to access the database. This layer isolates the details of the
database access from the implementation of algorithms in GDAAS. If the DB
system is changed only this layer has to be replaced, without any other change
in the GDAAS system.

Such a replacement has already been tested in the project. The database
system initially used in GDAAS was Objectivity, a fully object-oriented database
system. Due to incompatibilities with the hardware and performance problems
it was replaced by Oracle 9i-RAC, an object-relational DB system, which is
being currently used in the project.

The use if this layer, combined with the coding in Java, makes GDAAS a
highly portable system. GDAAS has been installed and run in many different
hardware and OS environments, requiring only minor adaptations.

Finally, the algorithms for data processing constitute the third layer of the
system. These algorithms are provided by the scientific community and imple-
mented using the GDAAS processing framework. Although the recommended



Gaia: understanding our galaxy 659

language for algorithm implementation is Java, we are experimenting with the
integration of algorithms written in C and Fortran.

3.2. Testing

A first functional prototype of GDAAS has been implemented and is being tested
using simulated telemetry. The ongoing tests cover the most critical processes
expected to be run in GDAAS, namely Data Ingestion (telemetry decoding,
initial data treatment and cross-matching) and GIS.

These tests are representative of the actual Gaia processing but simplified
and scaled-down:

• Only Astro instrument
• Basic instrument calibration model
• Simplified telemetry model
• Simulated telemetry from a realistic galaxy model (Torra et al. (1999))

• Observations limited to 13th magnitude instead of the20th magnitude
limit of the actual mission.

• Six months of observations

From these tests, several conclusions can already be drawn regarding the actual
Gaia processing:

1. The Gaia database will be of the order of a few PetaBytes.
2. The system can cope with the daily data ingestion, although for the most

crowded regions of the sky some extra resources should be provided occa-
sionally.

3. The system will require some hundreds of processors working in parallel
to cope with the reduction needs.

3.3. Organisation of the Work

In order to cope with this largely complex undertaking, the scientific commu-
nity around Gaia has been organised into a number of Working Groups, each
entrusted with a set of responsibilities towards delivering a set of algorithms
that will be used to further process the data (Ansari et al., 2003). The Working
Groups range from Classification to Multiple Stars Systems, Photometry and
Radial Velocity (i.e. all aspects of Gaia Science.)

Each algorithm that is delivered is evaluated by the GDAAS Scientific team,
then passed on for implementation to the software team and in parallel assessed
for its impact on the infrastructure. Configuration Control of each module en-
sures that the code is versioned and documented. These aspects are not only
important to ensure involvement of the Gaia community, but that long-term
changes can be tracked and preserved up to the implementation of the opera-
tional system.

3.4. Future developments

It is foreseen in the near future that more than 20 algorithms covering astromet-
ric, photometric, radial velocities and classification aspects will be introduced in
GDAAS to realistically assess the overall computing power impact required to
process the totality of data. The scale of the tests will also be expanded, and in
the next phase up to 5TB of data will be available in the testing environment,
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along with new and more poweful processing nodes. Grid-related distributed
computing technology will also be taken into consideration as protocols stabilise
and become more reliable.
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Abstract. The Data Flow System (DFS) supports the science opera-
tion model which is in place for the ESO Very Large Telescope in order
to globally maximise its efficiency and ensure a high and predictable data
quality level. It is a system which handles all necessary components in-
volved in the observation life-cycle. Although after some four years of
operation, the basic framework of DFS can be considered as ’complete’,
the implementation of new improvements and enhancements is a never-
ending process due to the appearance of new observing facilities, changing
hardware and software standards, and also due to feedback coming from
our various users, namely the operations teams at Paranal, La Silla, at
the ESO headquarters as well as external astronomers from their home
institutes. This article describes how new requirements are addressed to
maintain a good level of performance, together with keeping maintenance
costs low. In particular, it explains how the organisation and the Software
Engineering process put in place for that project makes it possible to have
a robust, efficient and flexible ‘science support engine’, without which it
would be difficult, if not impossible, to operate the ESO telescopes.

1. Introduction

The VLT Data Flow System is a distributed system which provides all necessary
components to support the operations of the Very Large Telescope :

• Phase 1: assist external users in the preparation and submission of their
proposals, and the Observing Programme Committee to assess and select
the proposals.

• Phase 2: Observation handling to prepare and schedule the Observation
Blocks, the smallest observational unit defining a sequence of high-level
operations that need to be performed sequentially and without interruption
in order to ensure the scientific usefulness of an observation. The latter
are submitted to the VLT Control System for execution.

• An archive system to store the raw data acquired by the instruments.
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• Pipelines to reduce the raw data in order to check the quality of the ob-
servations and monitor the health of instruments.

2. Why continuously enhance the DFS ?

Many new requirements imposed on DFS undoubtedly origin from its fairly long
life duration — a minimum of 20 years — which implies that the system cannot
be frozen for such period. There are 4 VLT telescopes at Paranal operational
for 4 years, but still the overall system is not ’complete’ since several new in-
struments are being developed and will be installed on-site in the next coming
years: 7 out of the 13 VLT/VLTI instruments are currently operational, and a
second generation of VLT instruments will start to be operated around 2007.

Thus, we expect on average one new instrument every year, each coming
with a new set of operational concepts and requirements to be addressed by
the DFS, such as higher data rates: VIMOS can produce up to 20 GB/night,
VST/OmegaCam up to 75 GB/night, and VISTA up to 300-400 GB/night. For
instruments producing more than 40 GB/night, the limits of capacity of the
current DFS Archive System — based on DVDs — are reached. Consequently,
a ‘Next Generation Archive System’ (NGAS) based on magnetic disks was de-
veloped, and is actually already operational.

Furthermore, the operational environment of DFS is quite complex: about
40 components (GUIs, web applications, processes, or daemons), and some
500 users located on different sites sometimes having different views, specific
needs, and a wide spectrum of interests. The astronomical community sub-
mits new change requests after using the ESO facilities. Paranal, La Silla and
Garching operations teams develop new schemes from their experience operating
existing telescopes, together with continuously optimising existing procedures.

Finally, as for any project, we try to keep up with new technologies, new
software and hardware standards in order to be able to meet new requirements,
streamline the system, and on top of everything, bring down the maintenance
costs as much as possible. This context is not specific to DFS, but is a real
challenge to harmonise requirements and avoid introducing changes rendering
existing features backwards incompatible. It requires a lot of caution, investiga-
tion, and formal software engineering processes and mechanisms to extend the
system without disturbing the current operations.

3. How to smoothly handle numerous changes ?

Only significant examples of approaches initiated to adapt the DFS to new
scenarios and make it flexible are described in this section.

3.1. A centralised project organisation

The DFS Group is composed by several different development teams all coordi-
nating with a specific entity: the System Engineering Team (SEG). An impor-
tant responsibility of the latter is to carry out Integration Tests, in particular
making sure that all DFS components can interact together. Consequently, a sig-
nificant effort (about 10 per cent of the overall DFS resources) has been invested
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early in the project to thoroughly carry out automatic and manual Integration
Tests. Also, experienced and professional testers act independently from the de-
velopment teams in order to check the software with a particular perspective in
mind (probably close to end-user’s one). The idea of having independent testers
is actually simple but has helped us a lot to deliver a robust software which meet
users requirements.

Another basic but extremely useful concept is to always keep a test envi-
ronment which - as much as possible - mirrors the main target configurations.
This rule has some cost, but our experience showed it was always worth while
to make such investment: many problems have been found before delivering the
software, saving a lot of time for installation and avoiding interruptions in the
daily operations.

Furthermore, SEG provides standard services, like configuration control
management, standards for Operating Systems, preparation and configuration
of delivery packages, as well as the distribution to external users.

3.2. A strict control of software changes

With a large amount of requests for new features, a well-defined scheme must
be in place to handle the changes in an efficient manner. For this purpose, a
Software Problem Report (SPR) system is used ESO wide for submitting change
requests and bug reports. It is supported by dedicated tools, and a formal and
controlled process.

3.3. An open centralised repository of the project knowledge

A major issue when having to deal with a large set of components continuously
evolving is to have efficient communication means so that the project knowledge
is properly saved, in other words try to catch the huge volume of ‘flying or
floating’ pieces of information which usually circulate within the Group members
over so many years.

For that aim, we have put in place a central repository which is actually a
quite important internal web site (currently made of several hundreds of pages),
together with some mechanisms to enable any member of the Group to add his
own contribution. In that way, all usual project documents are easily accessible
on-line.

3.4. A standard release cycle scheme

A release procedure of DFS has been established, and must be followed by every
development team. It encompasses a number of steps and rules, for instance
concerning how new DFS components should be delivered to the SEG team for
Integration Testing, i.e., when they should be frozen, so that the SEG team has
enough time to implement new test cases as needed before doing the testing. It
also defines the content and calendar constraints of Release Notes - which should
precisely describe the new features, giving direct links to all related problem
reports fixed since last release. Thanks to the fact that this information is
systematically required from developers, stored and easily accessible on the DFS
intranet, we are then able to keep a quite precise record of the history of all DFS
deliveries, and trace when and to whom they have been distributed.



664 Haggouchi et al.

3.5. A conservative approach with new technologies ?

Most software engineers desire to use new technologies. While keeping abreast
of new products and trends and adopting new technologies remains critical to
meeting changing requirements of projects having a long life duration, progres-
sive modification as well as continuous improvement are more effective in an
operational environment than technology revolution. For instance, we try to
limit the number of programming languages used in order to bring down the
maintenance costs and promote re-use of source code. Even upgrades of compil-
ers, operating systems, and Java releases, are planned carefully in advance. It
may take up to 6–8 months to test and adopt DFS software components on a
given baseline (operating system + compilers). This baseline will then remain
the standard one for a minimum of 1 year in the operational environment.

3.6. An iterative approach with new concepts

When significant functional or design changes are requested by our users, we
usually prefer to work in an iterative manner, to avoid going too far in the im-
plementation while the user’s requirements are not clear enough. We therefore
implement prototypes, like with the Next Generation Archive System, for vali-
dating new concepts, operate them for a while to gather feedback and refine the
requirements. This might appear as more costly. However, in the end it saves
resources as the final product often will be more robust, consistent and better
fit users’ requirements.

4. Conclusion

This paper presents the main Software Engineering practices applied in the
context of DFS, pointing out how we gain benefit from, e.g., having a dedicated
integration tests team, how effort invested on integration tests pay off in the
long-term, and how important a strict control of changes or communication
within the development group are.

Each of these points may not be so sophisticated individually, but the com-
bination of all of them in an overall established and formal process had proved
to be efficient in our case and a good solution to obtain a flexible and robust
data flow system which is something crucial for operating a modern observatory
facility.

Delivering the first version of such a system is probably not the most dif-
ficult, but defining a strategy for keeping it evolving during many years is also
a real challenge. Our experience so far when it comes to developing, maintain-
ing, and upgrading the DFS, has been good. Many problems have been faced,
which have led to changes in architecture and strategies but in general none of
these problems have become insurmountable obstacles leading to major delays
or interruptions of operation.
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Abstract. ImgCutout is a Web application that enables professional
astronomers and the general public to interactively visualize and explore
large, complex astronomical data sets. The application consists of a Web
interface that calls a Web service, which accesses SkyServer, a 1 TB SQL
Server database containing catalog data for 100 million objects, spec-
tra and images from the Sloan Digital Sky Survey. ImgCutout builds,
in real time, color mosaic-images of user-selected regions of the sky, and
overlays additional information about astronomical and spatial objects in
the database including: boundaries of survey fields and aperture plates,
outlines of individual objects and data quality masks, in addition to lo-
cations of photometric and spectroscopic objects. The tool can search for
lists of known objects, allows new database queries, and provides detailed
information about selected objects.

1. Introduction

The Sloan Digital Sky Survey (SDSS) is digitally mapping one-quarter of the
sky in 5 spectral bands. SDSS will ultimately obtain 40 TB of raw pixel data,
spectra of 1 million objects, and photometry for more than 200 million objects.

Raw survey data from the telescope are processed at Fermilab to produce
various image and data files. These data files are then loaded into the SkyServer
database at Johns Hopkins University (JHU) after further processing (Thakar,
Szalay, & Gray 2004). SkyServer is a relational database that is tuned and
heavily indexed to allow fast exploration and analysis of the data. The SkyServer
database occupies 1 TB for Data Release One (DR1), but it will grow to about
6 TB for the full survey.

We handle quick database queries interactively SkyServer Web site1, but
queries longer than a minute are handled by the Batch Query System (O’Mullane
et al. 2004), which requires registration.

1http://skyserver.sdss.org/
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Figure 1. Snapshot of the Finding Chart ImgCutout Web interface

2. ImgCutout Web interface

The SkyServer Web site provides interactive access to images and associated
catalog data via Visual Tools, which include the Finding Chart, Navigator, Im-
age List, and Explorer. These interlinked tools exchange information about the
current selected object, allowing transparent mobility between data views. All
of these visual interfaces use a common underlying SOAP Web service, Img-
Cutout2.

2.1. The big picture of the sky

To allow rapid data visualization, images are stored in JPEG format. During
the preprocessing stage, FITS images in 3 of the original 5 bands are combined
to create a color JPEG image. The JPEGs are stored in the database at 5
zoom levels, along with associated astrometry information. This preprocessing
facilitates rapid recovery of the frames and geometric transformations needed to
create dynamically a mosaic of any region of interest. Mosaics can be as big as
2048 × 2048 pixels, covering approximately 34 × 34 degrees.

Many interesting features can be overplotted on top of the images. The Field
option displays the boundaries of the original FITS images used to construct the
mosaic. The Plates checkbox shows the boundaries of the aperture plates used
to obtain spectra chosen from a list of potential Targets. Selecting SpecObjs
or PhotoObjs highlights objects in the image with spectroscopic or photometric
data. Outline and BoundingBox options mark the pixels associated with each
object (Figure 1).

2http://skyservice.pha.jhu.edu/dr1/ImgCutout/ImgCutout.asmx
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Figure 2. Possible lensed quasar and spectrum.

2.2. Data quality

Due to bad weather, bright stars, satellite trails, or other anomalies, 10–15% of
the raw survey data are substandard. The SkyServer Mask option allows easy
identification of regions with poor data quality. This visualization tool helps
guide data analysis and lets users decide quickly whether particular data are
useful for their purposes.

2.3. Viewing known sources. Making new discoveries

Using the Image List tool, users can simultaneously view thumbnails of SDSS
images for objects specified by a list of coordinates. The thumbnails provide a
visual index for objects specified by the user or returned by an SQL query of
the database. More detailed data views can be interactively selected from the
Image List tool allowing creation of Finding Charts, for example.

The most interesting feature of this tool is that users can generate a list of
coordinates and associated thumbnails by querying the database directly using
SQL. For example, visual inspection of the thumbnails generated in response to
the following search for high-redshift quasars:

SELECT specObjId, ra, dec
FROM SpecObj
WHERE specClass = 3 and z > 3

yields a potential lensed quasar. Selecting the thumbnail brings up a more de-
tailed image in the Navigator. Inverting the colormap improves the visibility of
faint background objects. Selecting PhotoObjs shows 5 closely spaced objects
present in the photometric catalog. The Explore tool then allows detailed inves-
tigation of colors, morphological type, and spectrum (see Figure 2). Based on
similar colors for some of the objects, followup observations were requested to
test whether or not this particular group of sources is indeed a lensed quasar.



ImgCutout 669

3. Design and Technologies

The user interfaces described above are all layered on the ImgCutout Web service
for SDSS data in the SkyServer database, but the same principles would work
equally well for other surveys. Interactive tools must respond quickly to be
successful, so JPEG images and database indexing should be considered for any
generic image cutout service. In general terms, the system is constructed as
follows:

1. Combine and convert FITS into JPEG.
2. Store JPEGs with several zoom levels in the database.
3. Store astrometry for frames and objects.
4. Store other relevant information (masks, plates, etc).
5. Construct a spatial index, HTM2 (Fekete, Szalay, & Gray 2004).

The database provides images and object data to an image cutout service in
response to SQL queries. The cutout service assembles the images into mosaics
and displays the mosaics with the selected overlays. In the specific case of the
SDSS, we perform these tasks using the following technologies:

• Database: Microsoft SQL Server 2000.
• HTM2 libraries: implemented with C++ and C#.
• Web interface: ASP pages and Java Scripts.
• Web service: implemented in .Net and C#.

The ImgCutout Web service can be accessed in various ways:
• Via our Web site3.
• Through other Web sites using HTTP protocol4.
• Using the SOAP protocol. A detailed tutorial5 is available on the IVOA

Web site about how to implement clients in a number of languages and on
different platforms.

• Using the Virtual Observatory (VO) Simple Image Access Protocol (SIAP)
service for SDSS data.

All of the ImgCutout software, a 1.3 GB subset of the SkyServer DR1 database,
and the SkyServer Web site code and content are available for download in the
MySkyServer site6. MySkyServer database and software are useful for experi-
menting with queries and seeing how the tools are implemented.
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Abstract.
This paper describes our GAMMS (Gravitational Adaptive Mesh

Multigrid Solver) code, which is a numerical gravitational solver, based
upon a multigrid (MG) algorithm and a local refining mesh strategy
(AMR, Adaptive Mesh Refinement). MG allows for an efficient ad accu-
rate evaluation of the gravitational field, while AMR provides high res-
olution computations exactly where needed. GAMMS is an open source
code which takes advantage of the open source, based upon MPI, DAGH
parallel library. Our code can be easily integrated with both N-body and
fluid-dynamics code, in order to perform high resolution astrophysical
simulations.

1. Introduction

Many astrophysical problems deal with the computation of gravitational forces.
Usually, this task can be performed only by computer simulations. A large
computational domain is to be treated, and good spatial resolution is required.
Cosmological problems are distinguished examples. A cosmological structure
formation process involves an extremely large dynamical range. As large as
the universe volumes are featured (103 Mpc), yet one must solve the problem
of resolving star formation regions in galaxies, which are typically at the 1 pc
scale. The spatial dynamical range per dimension required is as large as 109,
well beyond the maximum value, 103, that nowadays can be managed on super-
computers.

A solution to this range problem relies upon combining the Multigrid (MG)
method (Brandt 1977, Suisalu & Saar 1995) with local refinement techniques.
Multigrid solves differential equations using a set of multilevel grids, for an
optimal O(N) computational cost. Moreover, MG allows for efficiently track-
ing errors, and it can be effectively combined with local refinement techniques.
We exploited Adaptive Mesh Refinement (AMR), which allows for dynamically
defining and managing the computational meshes; they can be either refined,
where high resolution is required, or coarsened, where low resolution is enough.
Hence, the treatment of any interesting physical process is performed at its
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Figure 1. Sketch of an MG V-cycle on a grid hierarchy.

proper spatial resolution, whereas it would be too expensive by uniform grid
treatment.

The ensuing code, GAMMS (Gravitational Adaptive Mesh Multigrid Solver)
is described in the sequel.

2. Multigrid Algorithm

Let us consider Poisson’s equation

∆u(x) = F(x), x ∈ Ω,

where u(x) is the gravitational potential, F (x) is the mass density field, ∆ is
the Laplacean operator and Ω is the problem domain. Our Multigrid technique
estimates the solution by a Finite Difference (FD) scheme on a uniform, square
grid (base grid) on Ω, thus yielding a linear system of equations. The problem
solution is approximated by a Grid Function (GF), i.e. a value on each mesh
node.

The linear system is solved using a relaxation method, which computes
u on each node by considering only the adjacent ones, hence they efficiently
reduce the error only at high frequency modes, while performing bad on smooth
error components, which live at a whole domain scale. Slow convergence would
emerge. On the other hand, large scale smooth errors can be read as local errors
on coarser grids, where they can be smoothed out using the same relaxation
technique. Hence, several discretization levels of the same continuous problem
can be used to smooth out errors at different scales. This is the basic idea of MG,
which enrolls a hierarchy of coarser and coarser grids to reduce the error at larger
and larger scales, thus providing fast convergence. Traversing the hierarchy is
called performing a V-cycle. Figure 1 sketches a sample V-cycle.

To go up and down along the grid hierarchy, two problem–dependent opera-
tors must be devised: a restriction operator, which allows to map onto a coarser
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Figure 2. CPU seconds spent by MG vs number of grid points.

grid any GF given on a fine grid; a prolongation operator, in order to map any
GF given on a coarse grid, onto a one–level higher, finer grid.

The problem is eventually solved only at a coarse grid level, the upper levels
being resolved by exploiting the prolongation operator. Since coarsening produce
smaller algebraic systems, the computational cost of solving a linear system on
a coarse grid is low. One can prove that MG has an O(N) computational cost,
N being the number of grid nodes. MG can also easily manage locally refined
grids.

3. AMR Technique

The AMR technique (Berger & Oliger 1984) allows for refining any region in
the computational volume, by building a nonuniform grid, which is the union of
uniform sub-grids G0,...,GM , each one featuring its mesh size dk = hk+1 = hk/2,
k = 1, . . . ,M ; d0 being a given value.

Inside our GAMMS code, each adaptive mesh is built and controlled using
the DAGH (Distributed Adaptive Grid Hierarchy) library (see http://www.-
caip.rutgers.edu/~parashar/DAGH). DAGH provides data abstractions and
all the tools required in order to define and manage grid values on a nonuniform,
dynamically evolving mesh. DAGH is an open source package and features a
parallel implementation, based upon a standard MPI library.

4. Results

At the present stage, MG and AMR are not fully combined. We tested them
separately.

Tests on our MG implementation proved that the algorithm converges in
few relaxation sweeps, when a moderate number of V-cycles is performed. Figure
2 shows that the computational cost of our MG code increases linearly with the
number of grid points, as theory predicts.

Tests on our AMR code show that it can efficiently handle an adaptive mesh.
Figure 3 shows a three–level local refinement driven by a Gaussian function,
which was set initially on the coarsest, uniform grid. The grid was locally
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Figure 3. Hierarchical grid structure adapted to a Gaussian function.
Left: the Gaussian function. Right: the final, locally refined mesh.

refined according to the magnitude of the derivative: larger magnitude requires
finer resolution.

A detailed description of the codes and tests can be found in the Degree
Thesis of R. Peruzzo (2003) and U. Zuccon (2003).
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Distributing Planck Simulations on a Grid Structure
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Abstract. The production of Planck simulated data belongs to a class
of problems which could get a great deal of advantage from their dis-
tribution on to a Grid-enabled environment, and has been identified by
the Planck community as an ideal application to evaluate the power of
the European Grid infrastructure. If the project is successful, its natural
extension goes in the direction of studying the feasibility of porting large
sections of the Planck data processing on the Grid.

1. Introduction - The Planck Mission

Planck is the third Medium-Sized Mission (M3) of ESA’s Horizon 2000 Scientific
Programme. The mission is designed to image the anisotropies of the Cosmic
Background Radiation Field over the whole sky, with unprecedented sensitivity
and angular resolution, and it will provide a major source of information rel-
evant to several cosmological and astrophysical issues, such as testing theories
of the early universe and the origin of cosmic structure. Planck is scheduled to
be launched in February 2007, and two complete sky surveys are foreseen.The
scientific development of the mission is directed by the Planck Science Team

Planck is composed of two instruments: the High Frequency Instrument
(HFI) and the Low Frequency Instrument (LFI), operated by two dedicated
Consortia through their Data Processing Centres (DPCs). The DPCs have in
charge to integrate/run the simulation software contributed by HFI and LFI sci-
entists, process the simulation results (the output of Planck receivers), build/test
a number of pipelines to be used during operations to process both technical
(House-Keeping) and scientific data. At the end of the mission DPCs will de-
liver the following scientific products:

• Calibrated time series data, for each receiver, after removal of systematic
features and attitude reconstruction

• Photometrically and astrometrically calibrated maps of the sky in the ob-
served bands (frequency maps)

• Sky maps of the main astrophysical components
• Catalogs of sources detected in the sky maps of the main astrophysical

components
• Power spectrum of the CMB.

674
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2. Planck simulations and the Grid

Some development steps are still underway for the Planck mission, one of which
relates to the simulation of the mission outputs, necessary to forecast the be-
havior of satellite and instruments and to prepare the processing tools needed
to prepare the scientific outputs of the mission..

In particular, there is the need to extend the simulation applications devel-
oped up to now to cope with new observational constraints. Sharing of simu-
lation software, both existing and being developed, and of simulated data and
computing resources to obtain them, are important as well for the success of a
complex mission such as Planck.

One of the main challenges is the ability to design of a system, integrated
while distributed across different sites, capable of generating at the production
level different simulated skies depending on different instrumental configurations
or behaviors. Planck simulations and processing are therefore an ideal applica-
tion to evaluate the power of the European Grid Infrastructure.

2.1. A Possible Scenario

A possible scenario can be sketched for a Grid-enabled simulation environment
for Planck: the Planck user requests to download, through a user interface, a
specific set of all-sky simulated data under certain scientific hypotheses, and
using a selected mission and instrument configuration; the environment under-
stands if such a simulation has been already produced and, if so, it allows the
user to access the data; if no data are available, then suitable computing facil-
ities should be selected from a pool of available resources to produce the data
the user will eventually be able to access; data could be processed locally or, if
needed, in a distributed way throughout the Grid once again by selecting the
computing facilities from those available on the Grid infrastructure.

2.2. The Grid-enabled application

The Grid-enabled application is based on a suite of already-existing applications
developed by a set of institutes collaborating in the framework of the Planck
ESA mission. Such applications, running on separate local computing facilities,
simulate the microwave sky, produce time series of Planck data, and process
the simulated data. The exercise would be generating a Gridified Simulation
Pipeline whose components are the already-existing applications after they have
been successfully ported on the Grid infrastructure.

The tasks provided by the application (the Gridified Pipeline) is planned
to be: the generation of a microwave sky by tuning a set of input parameters
(e.g. noise and systematic effects introduction) the extraction of time series
simulating Planck “observations” of the generated sky

The key purpose is to make possible a profitable usage of the Grid in-
frastructure by the Planck collaboration to run the simulations code, and, if
possible, the whole data processing for the mission during operations. The main
objectives of the application are:

1. To prove the feasibility of the interfacing and porting of the simulation
applications on a Grid environment

2. To prove the feasibility of new applications interfaced with the Grid
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3. To prove the feasibility of a system allowing management of the existing
simulated data and production of new ones

4. To prove the feasibility of porting the whole Planck data processing struc-
ture, or a fraction thereof, onto a Grid environment

5. Training and dissemination activities to create grid competence and aware-
ness in different groups of the Planck community

2.3. Added Value

There are a number of advantages in using Grid-enabled software to run Planck
simulations. Simulations code and produced simulated data are transparently
and easily accessible to the Planck community through the Grid UI. They can
ask for specific simulated data and, in case, run the application (the Simulations
Pipeline) to produce them. Pipeline runs may require considerable computing
power capabilities: by using the Grid, pipeline runs will be disseminated over
the continental Grid infrastructure so that computing power shortages of sin-
gle institutes can be easily overcome. Moreover, computing resources exploita-
tion is optimized. Simulated data may be remarkable in size (e.g. frequency
and component maps, especially time series may be huge). Simulations results
may be transparently spread over different Storage Elements (SEs) and, from
them, retrieved by the gridified Pipeline. Because of their intrinsic parallelism,
simulations applications should gain great advantage when run over the Grid
infrastructure.

2.4. Problems/Requirements

There are some limitations in running Planck applications on a Grid-enabled
environment. Access to simulations software and produced simulated data of
the HFI and LFI Consortia is not free. The Planck-specific Integrated Data and
Information System (IDIS) infrastructure provides a federation layer having in
charge the access control to the Planck information system; only authorized
users can access the information system. Each IDIS user has a user profile
defining his/her privileges Therefore, it is necessary that the IDIS federation
layer is integrated with the Grid user certification and authorization mechanism

Moreover, a web-based Grid User Interface (UI) could be necessary/desirable
to make the simulated data retrieval and the simulated pipeline job submission
easy. It shall be possible to interface several DBMS via the Grid-UI.

It is finally to be noted that, at present, simulated data are stored in FITS
format, however in the near future the original data will be stored on a commer-
cial database management system (Versant is the current baseline). This may
imply some licensing issues.

3. Conclusions and Further Tasks

The production of Planck simulated data has been identified as an ideal appli-
cation to evaluate the power of the European Grid infrastructure in solving this
class of problems. It will therefore be proposed to the EGEE project as one
of the applications of the astrophysical community to be used as a test-bed for
the EGEE infrastructure. This is an astronomy application that is more in the
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spirit of the computational grid, rather than the data grid, which fits more with
the Virtual Observatory concepts.

A natural extension of the project goes in the direction of global processing.
A further step is thus foreseen to be studying the feasibility of porting the whole
Planck data processing infrastructure on to a Grid environment. In this case, the
construction of photometrically and astrometrically calibrated frequency maps
of the sky in the observed bands, the construction of sky maps of the main
astrophysical components and the population of a catalog of sources detected in
the sky maps of the main astrophysical components could be applications to be
Grid-enabled in the near future.

Acknowledgments. The authors wish to thank a number of colleagues
with whom the idea of distributing Planck simulations on a Grid environment
was discussed. Among these, Anthony Banday, Matthias Bartelmann, Leopoldo
Benacchio, François Bouchet, Kari Enqvist, Andrew Jaffe, Bob Mann, Enrique
Martinez-Gonzalez, Rafael Rebolo, Jean-François Sygnet. The authors are mem-
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Abstract. I describe a new parallel-processing stellar photometry code
called QLWFPC2 (http://www.noao.edu/staff/mighell/qlwfpc2)which
is designed to do quick-look analysis of two entire WFPC2 observations
from the Hubble Space Telescope in under 5 seconds using a fast Be-
owulf cluster with a Gigabit-Ethernet local network. This program is
written in ANSI C and uses MPICH implementation of the Message
Passing Interface from the Argonne National Laboratory for the parallel-
processing communications, the CFITSIO library (from HEASARC at
NASA’s GSFC) for reading the standard FITS files from the HST Data
Archive, and the Parameter Interface Library (from the INTEGRAL Sci-
ence Data Center) for the IRAF parameter-file user interface. QLWFPC2
running on 4 processors takes about 2.4 seconds to analyze the WFPC2
archive datasets u37ga407r.c0.fits (F555W; 300 s) and u37ga401r.c0.fits
(F814W; 300 s) of M54 (NGC 6715) which is the bright massive globular
cluster near the center of the nearby Sagittarius dwarf spheroidal galaxy.
The analysis of these HST observations of M54 lead to the serendipitous
discovery of more than 50 new bright variable stars in the central region of
M54. Most of the candidate variables stars are found on the PC1 images
of the cluster center — a region where no variables have been reported
by previous ground-based studies of variables in M54. This discovery is
an example of how QLWFPC2 can be used to quickly explore the time
domain of observations in the HST Data Archive.

1. Motivation

Software tools which provide quick-look data analysis with moderate accuracy
(3–6 percent relative precision) could prove to be very powerful data mining
tools for researchers using the U.S. National Virtual Observatory (NVO).

The NVO data server may also find quick-look analysis tools to be very
useful from a practical operational perspective. While quick-look stellar pho-
tometry codes are excellent tools to create metadata about the contents of CCD
image data in the NVO archive, they also can provide the user with real-time
analysis of NVO archival data.

It is significantly faster to transmit to the NVO user a quick-look color-
magnitude diagram (consisting of a few kilobytes of graphical data) than it is
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to transmit the entire observational data set which may consist of 10, 100, or
more megabytes of data. By judiciously expending a few CPU seconds at the
NVO data server, an astronomer using the NVO might well be able to determine
whether a given set of observations is likely to meet their scientific needs.

Quick-look analysis tools thus could provide a better user experience for
NVO researchers while simultaneously allowing the NVO data servers to per-
form their role more efficiently with better allocation of scarce computational
resources and communication bandwidth.

Successful quick-look analysis tools must be fast. Such tools must provide
useful information in just a few seconds in order to be capable of improving the
user experience with the NVO archive.

2. QDPHOT

The MXTOOLS1 package for IRAF has a fast stellar photometry task called
QDPHOT (Quick & Dirty PHOTometry) which quickly produces good (about
5% relative precision) CCD stellar photometry from 2 CCD images of a star
field. For example, QDPHOT takes a few seconds to analyze 2 Hubble Space
Telescope WFPC2 frames containing thousands of stars in Local Group star
clusters (Mighell 2000). Instrumental magnitudes produced by QDPHOT are
converted to standard colors using the MXTOOLS task WFPC2COLOR.

3. QLWFPC2

I have recently implemented a parallel-processing version of the combination of
the QDPHOT and WFPC2COLOR tasks using the MPICH2 implementation of
the Message Passing Interface (MPI) from the Argonne National Laboratory.

This new stand-alone multi-processing WFPC2 stellar photometry task is
called QLWFPC23 (Quick Look WFPC2) and is designed to analyze two com-
plete WFPC2 observations of Local Group star clusters in less than 5 seconds
on a 5-node Beowulf cluster of Linux-based PCs with a Gigabit-Ethernet local
network. QLWFPC2 is written in ANSI C and uses the CFITSIO4 library (from
HEASARC at NASA’s Goddard Space Flight Center) to read FITS images from
the HST Data Archive, and the Parameter Interface Library (PIL5) (from the
INTEGRAL Science Data Center) for the IRAF parameter-file user interface.

1http://www.noao.edu/staff/mighell/mxtools

2http://www-unix.mcs.anl.gov/mpi/mpich

3http://www.noao.edu/staff/mighell/qlwfpc2

4http://heasarc.gsfc.nasa.gov/docs/software/fitsio

5http://isdc.unige.ch/bin/std.cgi?Soft/isdc releases public\#osa-2.0
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4. QLWFPC2 Performance

The current implementation of QLWFPC2 was tested on a Beowulf cluster com-
posed of 5 single 1.8-GHz AMD Athalon CPUs with 3 GB total memory inter-
connected with a Gigabit-Ethernet local network and 120 GB of NFS-mounted
disk and an additional 40 GB of local disk.

QLWFPC2 running on 4 processors takes about 2.4 seconds (see Figure 1) to
analyze the WFPC2 archive data sets u37ga407r.c0.fits (filter: F555W; exposure:
300 s) and u37ga401r.c0.fits (filter: F814W; exposure: 300 s) of M54 which is the
bright massive globular cluster near the center of the Sagittarius dwarf spheroidal
galaxy. QLWFPC2 analyzed over 50,000 point source candidates and reported
V, I, F555W and F814W photometry of 14,611 stars with signal-to-noise ratios
of 8 or better.

The analysis of these HST observations of M54 lead to the serendipitous
discovery of more than 50 new bright variable stars in the central region of M54
(Mighell & Schlaufman 2004). Most of the candidate variables stars are found
on the PC1 images of the cluster center — a region where no variables have been
reported by previous ground-based studies of variables in M54. This discovery is
an example of how QLWFPC2 can be used to quickly explore the time domain
of observations in the HST Data Archive.

5. Recommendations

• Buy fast machines. QLWFPC2 almost met the design goal of 5 seconds
with a single CPU. Note that a very large number of machines operating
at less than 1 GHz would not be able to meet the 5 second design goal.

• Buy fast networks. Gigabit Ethernet is ideally suited for today’s GHz-
class CPUs and is now very affordable. Old networks operating at Fast
Ethernet speeds will be bandwidth-bound for tasks requiring large (> 1
MB) messages. The test Beowulf cluster has a latency of 90 microseconds
and a sustained bandwidth of 33 MB/s for large messages.

• Buy fast disks. The main disk of the test Beowulf cluster can read large
FITS files at a respectable 30 MB/s with 7200 rpm disks. Nevertheless,
reading two WFPC2 images still takes 0.6 seconds to read – which is a
significant fraction of the measured total execution times.

Acknowledgments. This work is supported by a grant from the National
Aeronautics and Space Administration (NASA), Interagency Order No. S-
13811-G, which was awarded by the Applied Information Systems Research
Program (AISRP) of NASA’s Office of Space Science (NRA 01-OSS-01).
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Figure 1. Typical QLWFPC2 performance results with two WFPC2 obser-
vations of a Local Group globular cluster running on a 5-node Beowulf cluster
with 1.8 GHz CPUs and a Gigabit-Ethernet local network. The points show
actual run times for between 1 and 5 processors; QLWFPC2 running on 4
processors takes about 2.4 seconds. The thin line shows a simple performance
model based on measured cluster performance metrics (network bandwidth,
disk drive bandwidth, and execution time of QLWFPC2 with a single CPU).
The thick line shows the theoretical limit of performance. Note that the
current version of the QLWFPC2 algorithm already meets the ideal perfor-
mance values for 1, 2, and 4 processors. A single WFPC2 data set is about
10 Mbytes in size and is partitioned into four calibrated images from the
PC1, WF2, WF3, and the WF4 cameras; the current QLWFPC2 analysis
algorithm sends all of the image data from one WFPC2 camera to a single
compute (slave) node for analysis — the increase in computation time for
3 (5) processors compared to 2 (4) processors reflects the underlying 4-fold
partitioning of a single WFPC2 data set. Spreading the analysis of data from
a WFPC2 camera to all compute nodes would improve the computation time
for 3 and 5 (and more) processors but would not improve the results for 1, 2
and 4 processors which are already optimal.
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Abstract. The operation of novel phased array based radio telescopes
requires vast amount of computational power for the processing of ob-
served data. In the LOFAR telescope, the central on-line and off-line
systems will use HPC resources provided by a 1000+ nodes cluster com-
puter. In order to profit from the enormous computational power of this
machine an application development framework is built. This framework
support the transformation of the current single-node data reduction ap-
plications to parallel equivalents that can execute on large clusters. In
the online systems, real-time signal processing pipelines can be executed.
Furthermore, the complexity of controlling many concurrently running
observations and analyses on an inhomogeneous hardware set is tackled.

1. The LOFAR Central Processor Facility

The central processor of LOFAR should provide the necessary processing and
storage capacity for the applications running on it. Although multiple types of
sensors are attached to the LOFAR infrastructure that provide data for mul-
tiple scientific fields, we focus here on the radio astronomical data. For these
applications, we can identify three key processing types:

• For sky imaging applications, the central processor is used for correlation,
beamforming, integration and, after short term storage, calibration and
image creation.

• For pulsar observations, an “extended core” of up to 50% of the stations
produce data for a central beamformer. A major processing task is the
de-dispersion measuring.

• For transient detection and analysis of time scales of a second or more,
series of snapshot images can be analysed using Fourier transforms. For
shorter time scales, detection algorithms operate directly on the station
beams or antenna data.

The aim of the central processor architecture is to provide first of all enough
processing power, data transport bandwidth and storage capacity to allow for
continuous operation of the observation facility. Secondly, the central proces-
sor will be built as a signal-processing cluster aimed at multiple types of data
processing.

The hardware architecture of the central processor is based on cluster com-
puter techniques with hybrid cluster nodes and a high bandwidth switch fabric
interconnect system. The different types of cluster nodes represent the required
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flavours of processing capacity. We have for instance nodes based on a normal
workstation to which digital signal processing boards are added, containing sys-
tem on chip processors such as a FPGA with a DSP IP core. Another flavour of
nodes is for example the storage node, which could be a workstation, connected
to a RAID disk array.

The central processor facility is constructed as a series of planes with
high bandwidth point-to-point connections between the planes, thus forming
pipelines. Orthogonal to the pipeline direction, an all-to-all network topology is
present which is used to bring data streams to the correct pipeline. Especially in
the first planes, such routing capacity is needed for re-ordering the input data.
For example in the case of imaging applications for astronomy, a complete ma-
trix transpose of all input data is required, which translates to an all-to-all data
transport tasks on the first one or two planes in the cluster.

The correlator architecture of LOFAR requires a transpose operation on
all input signals at the central site. With 100 stations each providing 32000
spectral channels, this is a gigantic routing task. In the central processor design
this transpose function is executed in two steps. In the first step, packages of
multiple frequency channels are routed in the first two planes of the cluster. The
fine-grained transpose operation that remains to be performed can efficiently
be executed by the node processors in cache memory. The transpose operation
requires a bandwidth of 1Gbps between all nodes in a plane. Other applications
may use the in-plane routing capacity to distribute large processing tasks over
multiple pipelines.

The combination of pipeline connections and fully routed planes is designed
as one large switch fabric, although different technologies might be used for the
planes and pipeline connections.

The combination of fully routed planes and pipelines being fed by those
planes offers a completely scalable hardware structure. The available processing
power can easily be distributed over multiple applications running in parallel.
More pipelines can be added to the switch fabric operating as data farmer.

In the processing pipeline a few planes are organised as storage system.
This section of the cluster is responsible for the storage of complete measure-
ments until the observation data is fully processed and the final data products
are produced. This provides the transformation of streaming data into a coher-
ent dataset. Since the data analysis applications are off-line processes, storage
facilities for several days are supplied. The required storage capacity of order
500 TByte can be implemented in two planes containing storage servers, each
equipped with RAID disk arrays.

The central processor design is based on abstractions from available tech-
niques to avoid dependency on actual available implementations. This is very
important to be able to fully profit from Moore’s law.

2. Programming Model

A programming model has been designed in which the applications can be ex-
pressed and mapped onto the available hardware. The programming model is
provided through an application development library layer built on the middle-
ware layer. The application is modelled in pipes and filter style using a hier-
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archy of processing steps that implement functional behaviour. The processing
steps are connected to each other using an abstraction of the message passing
paradigm, thus embedding parallel programming in the framework.

The scientific applications are expressed in functional steps in the process
step hierarchy. This whole hierarchy, along with the functional connections is
programmed into a single set of source files. The source files can then be mapped
onto the available hardware in multiple ways. During the mapping, the exact
processing hardware for the processing steps are selected and the connection
implementations are chosen. The application source code can be mapped onto
one ore more interacting processes. Each such application has its own virtual
machine responsible for the correct sequential execution of the application steps.
Since the virtual machines in all applications are generated from the same source
file, the synchronisation between the applications is guaranteed.

The processing model supports multiple message passing implementations.
Currently, implementations have been tested for MPICH, ScaMPI, ShMem,
Memcpy and Corba.

The Corba implementation uses remote invocations for the actual data
transport. Cyclic input and output buffers are used together with event han-
dlers in separate threads in order to get the required blocking behaviour for the
programming model. Performance tests have shown similar bandwidth charac-
teristics for the MPICH and Corba implementations.

The signal processing boards added to part of the cluster nodes are con-
trolled by a middleware layer that is currently being developed by the project
members. This middleware layer provides the appropriate hardware abstrac-
tions required by the application development framework. This also allows for
adoption of the new hardware items into the monitoring and control system.

Note that the programming model, and therefore the application code, is in-
dependent on the data transport implementation used since only a small subset
from the message passing paradigm is needed. Other middleware implementa-
tions can be used for the connections. Also direct device-to-device connections
can be controlled from the connection abstraction in the model.

The multiple message passing implementations supported in the program-
ming model can also be mixed. A demonstrator has been built in which a
ScaMPI application performs data routing tasks and sends its data to multiple
processing pipelines implemented with MPICH communication. The data trans-
port between the ScaMPI and MPICH programs is made by a Corba connection.

The application development platform is optimised to minimise overhead.
The data transport mechanisms in the framework are based on existing mid-
dleware implementations were feasible. Dedicated transport mechanisms are
implemented were needed. There the data transport bandwidth for data trans-
port between processes on a SMP node is measured.

The mapping of the application’s processing steps on to the hardware is
made independent of the processing step’s implementation. Therefore the same
application can be mapped onto the hardware in multiple ways. This is used for
performance optimisation by mapping of the processing blocks on the appropri-
ate ”flavour” of cluster nodes. The strategy pattern is used to select the correct
executable for the target processor.
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The switching fabric can be operated by a data farming process that farms
out blocks of data to pipelined processes. This data farming process is used
for both load balancing and fault tolerance. The fault tolerant operation is
demonstrated using the Corba connector in combination with Corba control
methods added to the processing steps. The pipeline applications are now both
controlled and fed with data through Corba objects.
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The GBT Precision Telescope Control System

Kim Constantikes

National Radio Astronomy Observatory, Green Bank, WV 24944

Abstract. The National Radio Astronomy Observatory has undertaken
an ambitious project that is intended to control our 100m primary Grego-
rian telescope, the Green Bank Telescope (GBT), at frequencies up to 115
GHz. In order to ensure adequate efficiency and pointing performance,
the net wave front path errors need to be less than 1/16 of a wave and the
telescope pointed to 1.2 arc seconds over periods of an hour. The Pre-
cision Telescope Control System (PTCS), an architecture that generates
control signals for the telescope servomechanisms on the basis of telescope
metrology and models, seeks to extend the domain of environments for
which high frequency observations can be effectively performed. We will
present an overview of the GBT and the PTCS architecture, discuss our
algorithmic and computational approaches, and present preliminary re-
sults of our characterization of the GBT and inferences about the ultimate
potential of the GBT for 3mm observations.

1. Introduction

The GBT is an offset-Gregorian radio telescope on a alt-az mount with a design
goal of 115 GHz operation. The structure is approximately 150 meters high
and masses about 8 million kilograms. The 100 meter aperture, 60 meter focal
length paraboliodal primary mirror has 2209 movable panels used to compen-
sate for structural deformations. Prime focus operation is used for low frequency
observations, and an eight meter diameter, eleven meter interfocal distance el-
lipsoidal subreflector is used at high frequencies to image onto receivers located
in a receiver cabin attached to the offset feed arm. The subreflector mount has
servos with approximately one Hertz bandwidth that can adjust all six degrees
of freedom and can be used to adjust for the up to 400 millimeters of relative
motion between the feed arm and prime focus as the feed arm bends during el-
evation changes from five degrees to 95 degrees. The receiver cabin has a turret
with eight receiver mounting locations so that receivers can be changed rela-
tively easily. The alt-az mount drives have slew rates of 20 and 40 degrees per
minute, respectively, and have encoders with 0.3 arc second resolution. Closed
loop control bandwidths are approximately 0.3 Hertz. The natural modes of vi-
bration of the GBT begin at 0.6 Hertz, and the structure is very lightly damped
due to its welded steel construction.

Requirements for net wavefront error and pointing accuracy can be de-
rived from observational requirements (Condon 2003). At the design maximum
frequency of 115 GHz these requirements are approximately 200 microns net
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wavefront error, about 3 arc seconds blind pointing, and about 1.2 arc seconds
radial pointing error RMS during source tracking1. We have added a require-
ment that we should stabilize pointing (and wavefront error) to these levels for
one-half to one hour, and that the environmental domain should be as large as
possible, i.e., over as great a range of tracking speeds, temperature changes, and
wind loads as possible.

Over the past seven months we have made substantial progress towards our
115 GHz goal, and now believe that we can now achieve the blind and track-
ing performance requirements for 50 Ghz, with a somewhat less than optimal
antenna efficiency.

2. Degradations to Pointing and Efficiency

The ideal pointing of the GBT is degraded by a variety of effects that can be
divided into mechanical alignments, structural deformations, and servo and drive
errors. The first category, mechanical alignments, includes the orthogonality
of the elevation and azimuth axis, RF axis and the elevation axis, azimuth
axis verticality, and encoder offsets. These effects are compensated for by a
traditional pointing model (using TPOINT2) and then applying the pointing
model to the commanded telescope positions to produce the servo demands for
the main drives. A caveat with this procedure is that model generation uses all-
sky surveys to produce pointing offsets as a function of elevation and azimuth
angles and can be corrupted by systematic wind and thermal effects.

Wind and thermal degradations to pointing are caused by the associated
deformations of GBT substructures. Scales of these effects are summarized in
Condon 2003 and are attributed to changes in primary focal length and trans-
lations and rotations of the primary, the subreflector (in the Gregorian configu-
ration) and feed. Additional pointing perturbations are caused by distortions of
the GBT alidade. The expected size of these effects and associated plate scales
have been predicted to be as large as 20” in the GBT design studies under 5 C
thermal gradients and 6 m/s winds, much higher than our ultimate performance
goals.

Even when the GBT primary panels have been adjusted to the required ac-
curacy at a specific elevation angle and hence are producing the desired efficiency,
thermal, wind, and gravity deformations can deform the mirror at different ele-
vations and in the presence of thermal gradients and wind loads. At this time
there are no definitive predictions of the magnitude of these effects, although we
are confident that they need to be measured and corrected.

Finally, the properties of the main drives and subreflector servos can intro-
duce additional pointing errors. For example, the elevation servo system exhibits
∼ 0.8” periodic errors due to closed-loop servo resonances at ∼ 0.3 Hz and a
limit cycle at ∼ 0.04 Hz. Structure vibrations can cause significant pointing er-

1At 115 GHz anomalous refraction could be a dominant factor in tracking performance. PTCS
goals include development of instruments and predictors to compensate for these effects as well,
but this paper will only concern itself with the pointing performance of the telescope itself.

2http://www.tpsoft.demon.co.uk/
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rors if they have been excited by main drive angular accelerations or pumped by
wind speed variations. The structural vibrations have modal frequencies from
∼ 0.6 Hz and up, but are likely to be unimportant at frequencies above 2.0 Hz.

3. PTCS Instruments

Various instruments are or will be used to directly measure or infer GBT con-
figuration. Static surveys using conventional techniques can be used for initial
setting of components (such as initial primary panel positions via photogram-
metry), but adjustments of the telescope during observation require additional
measurements. These instruments include precision structure temperature sen-
sors, precision air temperature sensors, a fixed angle-angle measuring device to
measure feed arm position in the coordinate frame of the tipping structure, one or
more star trackers to measure rotations of substructures (e.g., the primary sup-
port structure) with respect to the celestial inertial frame, precision inclinome-
ters to measure alidade structure rotation with respect to the azimuth track, and
a constellation of laser rangefinders located both on the ground surrounding the
telescope as well as on the tipping structure itself. These rangefinders could then
used to determine positions of key components on the structure as a function
of time. It is the latter system of rangefinders that has the most complicated
signal processing requirements to take the measured ranges to structure posi-
tions. We have devised a signal processing environment, called the Engineering
Measurement System (EMS), to fuse data from various sources including the
laser rangefinders and produce position information that could be in turn used
to generate control demands to the various GBT control subsystems and cor-
rect for the degradations described above. We anticipate further application of
the EMS in exploratory algorithm development and perhaps even generation of
real-time servo demands via, for example, SOAP interfaces.

4. Correcting Pointing and Focus using Structural Temperature Mea-
surements

We have recently had some success in correcting the GBT for minute time-scale
thermal distortions using structural temperature sensors. Linear combinations
(derived features) of an array of 19 0.1C accurate temperatures are used to
characterize deformations of substructures of the GBT, and then these data
are used in conjunction with astrometric observations to determine the linear
regression of these features with respect to experimentally determined focus and
pointing drifts in order to determine linear maps that take features and produce
correction signals. These regressions simultaneously estimate tradition gravity
pointing terms so that we end up with both a thermally-neutral gravity model
and the thermal corrections to the gravity model all at once. Figures 1 and 2
show the improvements we can achieve in nighttime focus and elevation angle.



692 Constantikes

0 10 20 30
-20

-10

0

10

F
oc

us
 O

ffs
et

 (
m

m
)

September 5, 2003 Focus Test

0 10 20 30
38

38.5

39

39.5

E
le

va
tio

n 
(D

eg
)

0 10 20 30
-20

-10

0

10

Hour (EDT)

P
re

di
ct

io
n 

E
rr

or
 (

m
m

)

0 10 20 30
-20

-15

-10

-5

0
November 20, 2003 Focus Test

0 10 20 30
0

20

40

60

0 10 20 30
-10

-5

0

5

Hour (EST)

Figure 1. Predicting focus with structural temperatures. The upper
graphs show measured (x) and predicted (solid line) focus, the bottom
graphs show the prediction error as a function of time. The September
experiment tracked a source near the North Celestial Pole. The mean
and standard deviation of focus error was 0.1 and 3.0 mm, respectively.
The November experiment was an all-sky pointing run. The mean and
standard deviation of focus error was -1.1 and 1.5 mm, respectively.
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Figure 2. Predicting elevation with structural temperatures. The
upper graphs show measured (x) and predicted (solid line) elevation
offset, the bottom graphs show the prediction error as a function of
time. The September experiment tracked a source near the North
Celestial Pole. The mean and standard deviation of elevation error was
-1.8 and 2.0 arc seconds, respectively. The November experiment was
an all-sky pointing run. The mean and standard deviation of elevation
error was -3.4 and 3.2 arc seconds, respectively.

5. Laser Rangefinders

The GBT Laser Metrology System currently consists of steerable 780 nm laser
rangefinders with 1.5 GHz modulation and phase detection of the returned 1.5
GHz modulations. There are associated glass retroreflectors located on cardinal
points of the structure that can be seen from the ground, such as the tip of the
feed arm, the elevation bearing housings, etc., and a large number on the primary
mirror itself. The former targets could be used to measure the deformations of
the optical element supports, i.e., the position and pose of the elements with
respect to each other. The latter are solely intended to be used in adjusting
the figure of the primary mirror to the nominal 150 micron accuracy required
for adequate antenna efficiency at 115 GHz. Twelve rangefinders on a circle
around the GBT could be used to trilaterate the positions of the cardinal point
retros, while up to six laser rangefinders on the feed arm could be used to
measure primary figure and tie the position of the optical elements together
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into a coordinate system for the purpose of collimation and to tie the optical
system coordinates to ground coordinates in order to predict GBT pointing from
a geodetic frame.

6. The Engineering Measurement System

The calculations required to achieve this goal are extensive and varied. For
example, auto-calibration of all rangefinders needs to occur on a frequent basis
(approximately once per minute). The positions and orientations of rangefinders
with respect to each other must be frequently measured in order to establish
the fiducial coordinate systems which may change due to ground monument
motions or changes in pose of the GBT that change the position of the feed
arm rangefinders with respect to the elevation axle due to feed arm deflection
The group refractive index of air is calculated from air temperature, pressure,
and dew point. Some data require filtering and smoothing operations to remove
blunder points and enhance accuracy. Errors must be propagated through all
calculations to get metrics of the final position estimate quality. Databases
of persistent calibrations, such as the glass offsets associated with individual
retroreflectors, are used and perhaps updated. Finally, nonlinear optimizations
solve for position given three or more independent ranges from distinct locations
to the target (retroreflector) of interest.

Since the algorithms and methods for achieving these results had been spec-
ified in an informal way we decided to implement an algorithm development
environment to explore different methods of reducing these data to the quan-
tities of interest: The positions of structural elements on the GBT. Our first
objective was simply to be able to perform automated, high accuracy, surveys
of the stationary GBT, and hence provide data to structure models, investigate
thermal deformations, etc.

There are several main elements to the environment: First, we choose a
graphical signal flow graph representation for the high-level signal processing
description. Processing tasks are described by a graph where edges in the graph
carry data items (as either primitives or user defied structures), and node in the
graph represent operators that can be overloaded for different input data. Hence,
the top-level description is just a data driven graph. Special node operators were
then devised to be able to insert into and query a relational database (though
ODBC). These special nodes provided us with a way to consistently represent,
e.g., persistent calibration and survey data for each rangefinder. Another special
node set provided us with connections to a powerful scripting numerical analysis
package, Matlab. This connection (and package) allowed us to leverage existing
high-quality numerical algorithms and visualizations without much effort on our
part. On important element of the script-level engine is a FEM-based model
of the GBT structure that is used to predict total range from rangefinder to
target and thus resolve the 10 cm uncertainty distance of the rangefinder ranges.
Finally, special nodes were constructed to allow standard transports into and
out of the signal flow graph. Initial implementations were TCP/IP transport,
and we are extending this to SOAP based transports.

Figure 3 is an example of a real-time trilateration data reduction that in-
volves all of the elements above. Data from rangefinders is asynchronously im-
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Figure 3. A signal flow graph in Wit demonstrating a trilateration
data reduction for the GBT Laser Metrology System

ported into the graph (upper left) and drives the subsequent operations. These
data are demultiplexed into weather data (for estimating group refractive in-
dex), data for estimating laser rangefinder zero points and coupling of the input
and output beams (”leakages”). These data are then processed to predict the
total corrected range from rangefinder to target, and construct a data item that
includes information such as the FEM predicted range, signal-to-noise qualities,
etc. Then these data items are tested for adequate signal to noise, no telescope
motion, etc. Qualifying data are then stored in a database. Then the database is
again queried for range records that satisfy certain requirements, e.g., all range
records within the past 60 seconds that have a specific retro as a target. These
data are then provided to a non-linear least squares algorithm and a target posi-
tion is generated that minimizes the residual range errors from all participating
rangefinders to the fitted position solution. Finally, these data are stored in a
database for further analysis, and could be used to generate real-time control
signals for adjust the GBT azimuth, elevation, etc.

The results of these calculations have been very informative, and have al-
lowed us to identify several problems with instrumentation and laser metrology
system design. We are now enhancing the EMS to allow applications to other
GBT instrumentation signal processing tasks, such as generating control signals
from inclinometers, and are sure that the environment will lets us rapidly explore
and determine suitable algorithms and techniques for production improvements
of GBT performance.
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Software reverse engineering and development: the VST
TCS case
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I-80131 Napoli, Italy

Abstract. The 2.6 m VST telescope is going to be installed at Cerro
Paranal (Chile) as a powerful instrument for optical surveys. It is a
joint project between the INAF - Osservatorio Astronomico di Capodi-
monte (OAC) and ESO. This paper deals with Telescope Control Software
(TCS) technical aspects and software engineering design and development
strategies.

1. Introduction

In the framework of a Memorandum Of Understanding jointly signed by ESO
and OAC, the OAC has been committed to design and realize the VST tele-
scope, software included. Nevertheless after the installation and commissioning
the VST will be managed by ESO. Therefore in order to simplify the future
maintenance of the software by ESO staff, it has been agreed to develop the
VST software in the most “VLT-compliant” way. This constraint translates
into pros and cons for OAC side, because many software utilities developed for
VLT are available, but their migration to VST case requires a deep knowledge
of all details, usually known to the original software developers only. In this
context a reverse engineering approach, combined with the traditional software
development for the VST specific subsystems, is the only solution.

2. Architecture

As the VLT is a large project involving many staff people for many years, a
strong standardization has been introduced by ESO in the software development
and hardware platforms. The VST software is based on the same standard ar-
chitecture: distributed workstations running HP-UX and VME-bus-based Local
Control Units (LCU) running the VxWorks real time multitasking operating
system, connected together via Local Area Networks. LCUs interface with field
electronics and electro-mechanics; the applications they run is a low level soft-
ware, used to control and monitor the hardware devices, modularly distributed
in processes and machines. The workstations coordinate LCUs and run the
graphical user interfaces and ”high level” application software; the workstation
software has time execution requirements less urgent than the LCU’s one, and is
the one the operators usually interface with. The basic ideas in the architecture
are modularity and standardization. Each LCU is devoted to control a spe-
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Figure 1. VST Telescope Model

cific subsystem, so the hardware devices are driven independently by different
LCUs, using whenever possible the same VME boards and the same software.
The programming languages on HP-UX platform are basically C++ for the
core control modules, and Tcl/Tk for graphical user interface development. The
LCU modules are developed in C. A key role in both workstation and LCU
software architecture is played by an On Line Data Base, which allows the on-
line information sharing between modules, monitoring the status of the system
and of commands execution. Between the operating system and the application
layer there is another software layer developed by ESO for VLT and reused for
VST, the VLT Common Software, providing a lot of utilities, tools and common
services to the application programmer.
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Figure 2. VST Telescope Control Network Architecture

3. Reverse Engineering

VLT software has been made available to Capodimonte staff, which was com-
mitted to reuse it as much as possible. This has been certainly an advantage
because many parts could be recycled for VST. But obviously many other parts
have been rewritten (most of the LCU software) or partially modified. Modifying
a code that you do not know is often harder than rewriting it from scratch: thus
a reverse engineering approach has been mandatory to let the old code run in
the different (for telescope hardware, no. of machines, telescope functionalities)
VST environment, to understand its operation in terms of simple functionality
or in deeper details when needed, to change small or large parts preserving the
interlacing between the many applications, running on many different machines.
Sometimes a lot of time has been necessary to change just a few lines of code.
ESO assistance in this hard work solved only partially the problem, because
generally the help in this kind of work is fully effective only if persons work in
the same location and can be easily grouped around the same table (otherwise,
even a trivial - for the original developer!- problem can take a long time to be
solved).
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4. Work description

Unlike other telescope projects of similar size, usually committed to large orga-
nizations or consortia of many institutes, the whole VST design and realization
has been committed to a small group (permanent research staff: 3 researchers
+ 2 graduated level technicians) of a small observatory, involved also in other
parallel international programs. On software side, 2 permanent staff units have
been available (1 has been deeply involved in other projects for the first years)
+ 2 short term young contractors, who unfortunately have changed many times
along the years, moving to better remunerated and permanent position jobs:
this has caused continuous loss of know-how and restart of the training with
new contractors from scratch. It must be remarked that while in other work ar-
eas the start-up period can be relatively short, obviously the training in this kind
of work cannot produce short term results, because in order to be operational
it is necessary a good knowledge of computer science (e.g. Unix and Real-Time
systems, C++ and Tcl/Tk languages, VLT software environment - used only
inside ESO projects), control engineering (e.g. feedback control theory, control
of industrial plants), very specialistic disciplines (e.g. active optics), daily tele-
scope operation: no young engineer or astronomer with this skill is available at
an affordable (for INAF-OAC) cost. It can be stated that VST telescope control
software realization is an international level challenge faced with a low budget
and with an undersized staff in comparison with similar projects usually carried
out by larger staffs, generally spread within different research institutes.

5. Status of work

Most of the software is now (November, 2003) ready for tests with the telescope.
Since this software interface with many external devices, it is foreseen a period
of intensive tests with real hardware in order to let the overall control system
(software + electronics) working at its best.

Acknowledgments. We are grateful to all those who have supported our
work. S. Sandrock and R. Karban of ESO gave us precious suggestions in our
migration from VLT to VST case.
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Using OpenOffice as a Portable Interface to JAVA-Based
Applications

Tom Comeau, Bruce Garrett, Joel Richon, Fred Romelfanger

Space Telescope Science Institute

Abstract. STScI previously used Microsoft Word and Microsoft Ac-
cess, a Sybase ODBC driver, and the Adobe Acrobat PDF writer, along
with a substantial amount of Visual Basic, to generate a variety of doc-
uments for the internal Space Telescope Grants Administration System
(STGMS). While investigating an upgrade to Microsoft Office XP, we
began considering alternatives, ultimately selecting an open source prod-
uct, OpenOffice.org. This reduces the total number of products required
to operate the internal STGMS system, simplifies the build system, and
opens the possibility of moving to a non-Windows platform. We describe
the experience of moving from Microsoft Office to OpenOffice.org, and our
other internal uses of OpenOffice.org in our development environment.

1. Introduction

The Space Telescope Grants Management System (STGMS) is an integrated
set of applications and web services used by both internal and external users to
manage HST-related grants.

The external STGMS application is a downloadable Java application used
by HST investigators and sponsored programs offices. It allows grantees to pre-
pare budgets, manage program funding, and submit performance and financial
reports. The external application is written entirely in Java, and runs on a
variety of platforms.

The internal STGMS application is used to administer HST grants. It is
used only by the Grants Administration and Finance Offices at STScI. One key
feature of STGMS is the ability to generate PDF documents for grant awards
and modifications, and store those documents in a database. External users can
then retrieve their own documents using the external application.

2. The Original System

The original system used Microsoft Office to prepare documents, convert and
store documents. The Microsoft Office interface was extremely complicated,
relying on Java, VBA, COM objects, two Office components, a Sybase ODBC
driver, and a separate Adobe PDF Writer.

To create a document, the internal STGMS application invoked a VB pro-
gram which launched Microsoft Word and Microsoft Access, Access extracted
the required data from a Sybase database using ODBC into an Access table. The
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Figure 1. The Microsoft Office solution required multiple interfaces,
and worked only on Windows platforms.

VB application then connected the Access data source to Word document and
allowed the user to make any required changes before submitting the document.
Word then printed the document to a PDFWriter, and saved the document to
the database using ODBC. If the recipient of the document wanted an electronic
copy mailed, the text of the Word document was extracted and emailed using
VBA. An outline of the interfaces is shown in Figure 1.

The entire process was complicated and prone to configuration errors. Be-
cause the Word documents had embedded macros, internal users were not al-
lowed to make permanent changes. All changes required developer support,
which slowed document changes and increased the cost of changes.

3. Abandoning Microsoft

While investigating a possible upgrade to Office XP, we also began investigating
alternatives and quickly settled on OpenOffice.org. OpenOffice.org 1.1 was offi-
cially released October 1st. Integration testing of OpenOffice.org with STGMS
is underway now.

STGMS uses the Universal Network Objects (UNO) interface to start the
OpenOffice.org Writer and give the Writer access to STGMS data. All of the
data access functions have been moved out of VB and into the Java application.
The OpenOffice.org documents have been made as simple as possible, and signif-
icant parts of the existing Java code were reused to provide the data needed by
the OpenOffice.org documents. The simplified interfaces are shown in Figure 2.

Once started, the OpenOffice.org writer uses STGMS classes to fill in the
user variables (fields) The application tells the Writer to export PDF to a file,
and the application saves the file using JDBC.
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Figure 2. The OpenOffice.org solution is significantly simpler and
works across platforms.

OpenOffice.org has an export to PDF facility that eliminates the need for
the Adobe PDF writer. This facility is also used by developers to exchange
documents across platforms.

Unlike the Microsoft Office implementation, our OpenOffice.org implemen-
tation uses no embedded macros. Because the document templates are macro-
free, they can be edited by Grants Administrator, rather than developers. This
significantly lowers the cost of changes and the time required to make permanent
changes to the templates.

4. OpenOffice.org Challenges

From a developer perspective, it is still challenging to understand and use the
OpenOffice.org API. JDBC support currently does not work correctly with some
databases, in particular the Sybase JDBC driver. Access via JDBC would have
been useful, but was not essential for our project. Instead we use JDBC from
the Java application to extract data and pass it to OpenOffice.org documents.

OpenOffice.org has a bean interface, but that interface is not supported, and
requires that we write native code. A working bean interface that did not require
native code would have been extremely helpful. Instead, we have implemented
changes to the OpenOffice.org menus, substituting our own menu item for the
OpenOffice.org file menu. The Java application listens for our custome menu
item and takes control back from the OpenOffice.org Writer.

The API is not easy to learn. The class hierarchy is not obvious, and the
Java and Python interfaces are clearly add-ons to the underlying C++ applica-
tion.

OpenOffice.org does have a VB-like language, but we are not using that
facility. We are explicitly reducing the number of languages used in order to
simplify STGMS maintenance.

5. Conclusion

OpenOffice.org reduces the total number of components needed and provides the
option to move off the Microsoft Windows platform. Because OpenOffice.org
works very well on Windows, we are not moving off Windows at this time.

From a user perspective, OpenOffice.org does most to all of what Microsoft
Office does at a much lower cost. Because OpenOffice.org is Open Source, and
STGMS is able to use simpler interfaces, we expect the cost to maintain STGMS
with OpenOffice.org will be significantly lower.
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An Overview of the Large Binocular Telescope Control
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Abstract. The Large Binocular Telescope (LBT) consists of two 8.4-
meter mirrors on a common mount. This configuration provides the light
gathering power equivalent to an 11.8-meter telescope and the resolving
power of an 22.8-meter telescope. Due to the binocular nature of the
telescope, there are unique requirements imposed on the telescope control
system (TCS) to ensure the health and safety of the telescope, while also
enabling observations in both independent and interferometric mode.

This paper presents an overview of the design of the TCS, from the
graphical user interface (GUI) and the plotting and analysis capabilities
at the highest interaction level to the low-level interfaces for the software.

1. Overview of the System

A logical view of the LBT TCS subsystems, represented by rectangles, and
the controllers, represented by rounded-corner rectangles, is shown in Figure 1.
Subsystems are autonomous entities which control attached telescope hardware
through one or more interfaces. In contrast, controllers are autonomous enti-
ties without attached hardware. The connecting lines in Figure 1 represent the
major communication paths between components.

From the physical point of view, the TCS has three support (control, global
memory, and telemetry) and an instrument network, all of 1 Gb/s capacity.
The control network is used for shipping commands through the system. The
global memory network is used to maintain a globally accessible data structure
which contains complete state information for the system. This global or shared
memory is replicated on each platform, and therefore, is robust to individual
subsystem failures. Telemetry streams can originate in any subsystem and are
stored in the telemetry archive. Certain subsystems can require high bandwidth
(MCS servo loops, AO loops) which cannot be accommodated on the other
networks, raising the need for a dedicated telemetry network. The instrument
network services the requirements of the instruments and storage of the acquired
data.
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Figure 1. TCS Logical Overview of Subsystems and Controllers (Ax-
elrod 2003)

2. Low-Level Infrastructure: Common Software Layer

This software layer provides the fundamental foundation upon which the TCS
is constructed and functions. This layer is comprised of a series of services and
structures which are accessed by the higher levels of the system.

System Data Dictionary and Network Shared Memory All system com-
mands, variables and their corresponding attributes, and ancillary infor-
mation are defined in a system data dictionary which enforces the concept
of a single information source, allowing for a greater level of system in-
tegrity. Telescope status is organized by subsystem and maintained in a
segment of network shared memory specifically designated for the sub-
system. Collectively, the subsystem segments comprise a “telescope-wide
shared memory” where each segment is propagated to all TCS platforms
for a contemporaneous update of all the platforms.

Event Subsystem Events are the means of recording actions, as well as errors
or abnormal conditions in the system. This mechanism provides a means
to both generate events and to be notified via a callback when a particular
event has occurred elsewhere in the system. Notification of events is only
sent to subsystems which have subscribed to receive such events; the sub-
system decides on the appropriate action to handle the event. All events
are stored in a central logging archive for diagnostic purposes.

Telemetry Streams Subsystems may register telemetry streams, sets of time-
sampled variables, which are delivered over the telemetry network to an
archive.
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Customized RPC Library The library was created to support a multi-
threaded environment. Since communication is accomplished via XML
strings, only strings need to be accommodated by the library.

Time Service A GPS synchronized time server will be present on the LBT
ethernet and will offer time services to any client via ntp. Since the system
design is intended to keep the ethernet load light, ntp should easily provide
time accurate to 1 msec.

3. High-Level Interface: GUI

Each subsystem has a dedicated GUI, created with Qt Designer, which is com-
prised of a main window and ancillary support panels and dialogs. The LBT
TCS GUI guidelines are defined by De La Peña (2003). Each GUI is an inde-
pendent executable and

• never communicates directly with its corresponding subsystem or to any
hardware,

• never communicates with GUIs for any other subsystem,
• issues its commands as customized RPC calls to the command sequencer

(CSQ),
• receives a handle from the CSQ which it uses to poll the status of the

issued command,
• obtains subsystem state and other critical information from the network

shared memory, and
• registers itself with the event handling system for direct communication of

alarms.
The GUIs have been designed such that they are instantiated in their “design-
time” form (disabled). Only when status is successfully obtained from networked
shared memory is the GUI enabled for use. A GUI can be aborted and restarted
without any interference to/from the TCS. Each subsystem GUI has exclusive
use of a monitor, giving rise to a TCS display wall. The display wall provides
individuals in the control room simultaneous state information for all of the
telescope subsystems. Finally, a standalone Matlab GUI application provides
capabilities for plotting telemetry streams.

4. Commanding and Sequencing

4.1. Communication

Command and control of the telescope is done primarily through a series of
GUIs which communicate directly with a centralized controller or command se-
quencer (CSQ). Commanding is accomplished by sending XML strings using a
customized remote procedure call (RPC) library. The customized library prop-
erly supports a multi-threaded environment and only needs to accommodate
the transfer of strings. The controller which initiates the command maintains
a handle from the receiving system which can be used to determine the status
of the command. System status (e.g., running, stopped) and state (nominal,
alarm) are read from network shared memory.
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4.2. Command Sequencer

The primary responsibilities of the CSQ are to validate incoming requests and
to route the requests to the appropriate subsystems. Since a single command
can blossom into a series of necessary actions which need to be assigned to a
variety of the telescope subsystems (e.g., mount control, pointing control), a
petri net technique is employed by the CSQ to handle the sequencing. Petri
nets are well suited to model concurrent and discrete events, and therefore, are
ideal for control system specification.

4.3. Subsystems

While subsystems control specific hardware and unique characteristics, all sub-
systems share common properties. These properties consist of: autonomous
operation, heartbeat, remote reboot, subsystem network interfaces, subsystem
API, and subsystem template. A few of these properties are discussed here.

Autonomous Operation For testing purposes, each subsystem must be able
to work autonomously. While the entire TCS depends upon the common
software layer, a minimal version of the common software should be able
to support autonomous operation of a subsystem. The minimal common
software has the following capabilities: manage subsystem configuration
via the data dictionary and configuration files, log events to local log files,
collect telemetry streams to a local archive, and use customized RPC ser-
vices to communicate with local or remote clients.

Heartbeat As the TCS is a distributed system, a software implemented heart-
beat is used to monitor the health of all the subsystem nodes. Each subsys-
tem provides a “heartbeat” function which returns with minimal latency
a system health code. In the event of an abnormal health code, the con-
trollers monitoring the heartbeat, GUI and CSQ, will alert the telescope
operator and client (respectively) that the subsystem should be restarted.

Subsystem API The subsystem API consists of two major components: com-
manding and getting/setting values. Commands are issued as customized
RPC calls, and a handle can be retrieved from the server such that the
commanding subsystem can monitor the progress of the issued command
and continue to perform other tasks. All subsystems support a minimal
set of commands which accommodate an orderly startup and shutdown of
the subsystem.

All values which can be configured and all read-only state values for a sub-
system comprise the keyword interface. The keywords define the external
state of the subsystem, and are stored in the LBT System Data Dictio-
nary as discussed in Section 2. The configurable values are accessible via
accessor or modifier functions.
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Abstract. The Combined Array for Research in Millimeter-wave As-
tronomy (CARMA) will be the combination of the BIMA, OVRO, and
SZA millimeter arrays. With first light scheduled for 2005, CARMA will
be the first heterogeneous millimeter array, combining antennas varying
from 3.5 m to 10.4 m in diameter. The controls for CARMA involve cre-
ating a uniform interface for all antennas. The antennas are grouped into
five independently-controlled sub-arrays, which will be used for scientific
observations, engineering, or maintenance. The sub-arrays are controlled
by two components: the Sub-array Command Processor (SCP) and the
Sub-array Tracker (SAT). While each sub-array has a dedicated SCP for
handling command processing, a single SAT computes and distributes
slowly varying parameters to the necessary sub-arrays. The sub-array
interface uses CORBA distributed objects to physically separate the user
interface from the array. This allows for stability in the core engine
controlling the array while enabling flexibility in the user interface imple-
mentation.

1. Design Considerations

Four major factors were considered when designing the CARMA Control Sys-
tem. First, being a multi-institutional collaboration, each developing hardware
and software at their respective locations, it was necessary to have a design that
would allow institutions to develop independently and in parallel. Second, the
array will consist of eight 3.5 m, nine 6.1 m, and six 10.4 m antennas; to deal
with the heterogeneous nature of the array, the antennas will be treated as dis-
tributed objects, each having a uniform interface for the system. Third, having a
heterogeneous array means that data collection will differ for different antennas;
the system must therefore be able to take such differences into consideration in
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Figure 1. Control System Interactions: Control system components
are the SCP and the SAT. Commands flow from a command line input
(CLI) or a graphical user interface (GUI) to the SCP, and from the
SCP to the SAT. Interactions between control system components and
other subsystems are shown with black arrows.

various circumstances. The last factor was to have a system that would allow
remote access to the array controls.

2. Sub-arrays

A sub-array is a logical grouping of antennas based on scientific, engineering,
and maintenance purposes. There are five sub-arrays for the control system;
each can be interactively controlled and are distinguished by a correlator and a
reference oscillator. The five sub-arrays are

• Science #1: 15 station spectral correlator for the 6.1 m and the 10.4 m
antennas, reference local oscillator #1

• Science #2: 8 station wideband correlator for the 3.5 m antennas, reference
local oscillator #2

• Engineering #1: Reference local oscillator #3, used for solving frequency-
related problems

• Engineering #2: Passive reference local oscillator, used for solving prob-
lems not related to frequency

• Offline: For antennas that are offline

With the exception of antenna assignment and shadowing calculations, the
schedule and command processing for each array is independent.
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Figure 2. Sub-array Command Processor (SCP): Command input
from a CLI/GUI are logged and checked for valid ranges and syntax. It
is then queued for passing to the ACP. The ACP then passes commands
to the SAT or to other subsystems.

Commands for a sub-array contain all methods necessary for controlling
antennas, the interferometric array, and the correlator. They consist of three
basic types: setups, queries, and procedures. Setup commands change the state
of the sub-array, typically completing within 200 ms. Queries return values
of specific monitor points, or sets of monitor points. Procedures involve time
consuming operations, such as data collection. All commands pass through a
queuing and sequencing mechanism, which enable the array to run schedules
automatically while also allowing interactive use. Commands are also used to
define the CARMA System State (CSS), which is necessary to restore the array
to its previous state in case of system restart.

3. Implementation

Distributed objects (DO) are physically throughout the array. Because of this,
CORBA is used to communicate between the DOs. The sub-array interface
itself represents a CORBA DO, whose methods are called to execute control
commands. The two control components of the sub-array are the Sub-array
Command Processor (SCP) and the Sub-array Tracker (SAT). The SCPs and
SAT all reside in an Array Control Computer (ACC); the centralization of these
components on a single system results from synchronization issues and mainte-
nance considerations.

3.1. Sub-array Command Processor (SCP)

The SCP is the major control component, through which all control input passes
via the methods of its DO, the “Control API” (CAPI). Each sub-array will have
a dedicated SCP for handling all control input commands. Commands from a
user interface are checked for valid value ranges and then queued before being
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processed by the Atomic Command Processor (ACP) within the SCP. The ACP
does the actual execution of the command, which involves calling commands
on the various DOs in the system. All methods of the CAPI implement a
command and response protocol by sending a return value, which contrasts the
rest of CARMA, where there are no return values. Return values are sent when
a command is queued or executed.

3.2. Sub-array Tracker (SAT)

The SAT ensures that the distributed components receive updated information
to correctly track sources. There is only one SAT for all the SCPs; the SAT
receives input from the SCPs and periodically recalculates the relevant system
parameters, sending them to the appropriate sub-arrays. For example, the local
oscillator reference receives updates in the local oscillator frequency based on
current source velocity; antennas receive right ascention (RA) and declination
(DEC) measurements, which are converted to local azimuth and elevation.
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Abstract. We present the design and development process of the con-
trol software for the LBT NIR spectroscopic Utility with Camera and
Integral-Field Unit for Extragalactic Research (LUCIFER) which is one
of the first-light instruments for the LBT on Mt. Graham, Arizona. The
LBT will be equipped with two identical LUCIFER instruments for both
mirrors. We give an overview of the software architecture and the cur-
rent state of the software package and describe the development process
by using a virtual LUCIFER instrument.

1. Introduction

The LUCIFER instrument is built by a consortium of five German institutes,
Landessternwarte Heidelberg (LSW), Max Planck Institut für Astronomie in
Heidelberg (MPIA), Max Planck Institut für Extraterrestrische Physik in Garch-
ing (MPE), Fachhochschule für Technik und Gestaltung in Mannheim (FHTG)
and Astronomisches Institut der Ruhr-Universität Bochum. It is a full cryogenic
near-infrared (NIR) spectrograph and imager (0.9 - 2.5 m, zJHK-band). It is
equipped with three exchangeable cameras for imaging and spectroscopy, two
optimized for seeing limited conditions and the third camera for the diffraction
limited case with the LBT adaptive secondary mirror working. This leads to six
observing modes: seeing and diffraction limited imaging, seeing and diffraction
limited long slit spectroscopy and seeing and diffraction limited multi-object
spectroscopy. For the seeing limited case there will be a field of view (FOV) of 4
x 4 arcmin2 and for the diffraction limited case a FOV of 0.5 x 0.5 arcmin2. For
the long slit and multi object spectroscopy (MOS) up to 33 exchangeable masks
over the full field of view will be available. The instrument will be equipped
with a Rockwell HAWAII-2 HgCdTe-array with a pixel size of 18 microns. It
is planned to build two identical instruments for both LBT mirrors having first
light with LUCIFER 1 estimated in summer 2005. For more details see Seifert
et al. (2002) and Hoffmann et al. (2002).
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Fig. 1: Princciple of the overall software architecture

Figure 1. The overall LUCIFER software architecture.

2. Soft- and hardware architecture

For each LUCIFER instrument the soft- and hardware can be distinguished into
two major parts: an instrument control and a read-out one. The instrument
control software package includes individual modules for each mechanical unit
like the grating, filter wheel or MOS unit. The read-out software package will
work as a server and will supply the resulting image data to the overall inspector,
which works as the master in this hierarchy and combines it with the instrument
data to a FITS image. The read-out process is hardware independent and it is
planned to adopt the C++ software for this process from the existing code of
the OMEGA 2000 camera (provided by the MPIA, Heidelberg). Since the NIR
detector read-out electronics, which will be built at the MPIA, requires special
computer hardware, the read-out has to be controlled by at least a SUN Ultra
Sparc 80 workstation with a minimum of 4 GB RAM. This machine will be faced
with a data stream of approximately 40 MB/s on two PCI buses respectively.
Currently two solutions are discussed: One with a powerful SUN V480 worksta-
tion with 4 SparcIII processors, 8GB RAM and 72 GB FC hard disk or the other
one with two weaker SUN V 270 workstations for each LUCIFER. The motor
electronics and the monitoring hardware for temperature and pressure can be
accessed via serial connections. In order to reach these units from the control
room a port sever is implemented in the electronic rack at the telescope site. It
is a network-based serial device server for connecting 16 RS-232 directly to a
TCP/IP network (Ethernet or Internet) and is delivered in a 19-inch rack.
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Figure 2. Hardware architecture and services.

3. Software development process

Since the server provides RJ45 connectors an additional fibre-to-RJ45 adapter is
necessary to connect to the local LBT network. The port server is identified by
its own IP address and running this server in raw mode allows direct connection
to each serial device, which is represented by a specific socket address. Due to
the electronics design every serial port is responsible for sending commands to
eight motors inside LUCIFER and receives the appropriated answers.
Due to the complexity of the instrument (it is a cryogenic instrument where no
encoder are available) and the fact that the whole software package has to be
easy maintained after commissioning an object-oriented software solution with
extensive UML (Unified Modelling Language) design is desirable. Therefore we
choose Java as the appropriate OO language. It is platform independent and
easy to maintain. For the documentation the powerful Javadoc style is used.
The UML design has been prepared with the Together Control Center, which
even provides reverse diagrams for already existing source codes. For the coding
process we use the open source tool editor Eclipse, which supports Java syntax
and CVS and much more. The derived classes are proofed with the help of JUnit
tests.
The development process can be describes in four major steps:

1. Analysis of the problem
2. Design of classes
3. Development of a rapid prototype
4. Re-Design

In order to test the communication concept and to get experiences with the
control electronics a prototype software has been developed. It is able to con-
trol the motors by sending appropriate firmware commands and can measure
temperature and pressure from the monitoring devices.
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Figure 3. The virtual LUCIFER instrument.

4. Software tests

The most important part during the software development process is to ensure
that the build software complies with the specification made previously. Be-
cause of the complexity of the instrument a test of the logical behaviour of the
software is necessary in advance of the completion of the instrument. For this
purpose a virtual instrument has been developed, simulating the behaviour of
all implemented units and motors. It consists of a TCP/IP interface so that the
control software communicates the same way as the real instrument. To provide
a tool which can be used as a testing environment three independent software
packages had to be implemented:

• A package simulating the mechanical movement inside the instrument.
This was done by mixing an event orientated approach with a mathemat-
ical one to ensure temporal consistency of real and model time.

• A package emulating the communication protocol of the used MPIA con-
trol electronics. This packages was realized by writing a command parser
which controls the simulation and generates responses.

• A package for visualisation of the current instrument status. This package
was written using Java3D and enables the user to see virtually the moving
of the simulated instrument.

Acknowledgments. This work is supported by the German Federal Ministry for
Education and Research (BMBF) under Ids: 05 AL2V01/8, 05 AL2PCA/5, 05 AL9EE1/7.
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Abstract. A Survey Definition Tool (SDT) has been developed at the
UK Astronomy Technology Centre (UK ATC) in Edinburgh. It automat-
ically fills an area of sky with telescope positions selecting suitable guide
stars in the process. The telescope positions are grouped together in tiles,
i.e. user defined patterns of positions that depend on the detector layout
of the instrument as well as on the observation and data reduction strat-
egy used. The resulting list of positions is split into manageable chunks
and formatted for use by the telescope’s observation control system. The
SDT was developed for the Infrared Deep Sky Survey (UKIDSS) at the
UK Infrared Telescope (UKIRT) in Hawaii. The survey instrument, WF-
CAM, is currently being built at the UK ATC. The SDT is implemented
in Java and can easily interface to other Java packages used in astronomy.

1. Background

In 2004 a survey instrument, WFCAM1, will be commissioned on UKIRT (Henry
et al. 2003). This will require some changes to the way observations are set up.
Currently an Observation Preparation Tool (OT) is used to set up the observa-
tion parameters such as instrument settings, filters etc. (Folger et al. 2002). In
common-user mode the telescope position for an individual observation is also
set manually in the OT. However, manually selecting the hundreds or thousands
of telescope positions that make up a survey would be cumbersome. Instead a
Survey Definition Tool (SDT) has been developed to automate this task. The
output of the SDT (telescope positions and guide stars) can be combined with
the output of the OT (instrument settings etc.) to form a complete definition
of the survey (see Section 4.).

Apart from its use for WFCAM/UKIDSS (Warren 2002) at UKIRT the
SDT can be readily modified for use with other telescopes and instruments. Its
use with future instruments on the James Clerk Maxwell Telescope (JCMT),
such as SCUBA-2 (Holland et al. 2003) and ACSIS (Hovey et al. 2000) is being
considered.

1http://www.roe.ac.uk/atc/projects/wfcam
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Figure 2. Tiling Algorithm: Survey Area transformed and filled with
tiles/telescope pointings

2. Tiling Algorithm

Tiles: Each telescope position results in a detector footprint on the sky. For
various reasons it can be necessary to group several of these footprints together
to form a tile. In the case of multi-detector instruments tiles can be used to
fill the gaps between the detectors (see Figure 1). Alternatively, tiles may be
designed such that the detector footprints have large overlaps if this is desired
for data reduction.

Survey areas: A survey is made up of a number of rectangular or circular
survey areas. Rectangles are defined in terms of the coordinates of two of their
corners. Circles are defined as a centre position and a radius. Areas that should
be excluded can also be specified.

A distinction is made between the input and the output coordinate system.
The former is used to specify the rectangular and circular survey areas. The
latter is used for the coordinates of the telescope positions which make up the
tiles that fill the survey areas. These tiles are placed along rows of constant
declination or latitude in the output coordinate system.

Figure 2 shows how this approximately looks like for a small survey area
defined by two points P1 = (260.0, 20.0) and P2 = (265.0, 25.0), in degrees,
using galactic coordinates as input coordinate system (a). Plotting this as a
Cartesian coordinate system yields a rectangle (b) which is converted to the
output coordinate system, in this case FK5 J2000.0 (c). This is then tiled, with
each tile comprising 2 x 2 telescope positions (d).

Automatic guide star selection: A Java class has been developed which
reads locally installed binary USNO catalogue files and is compatible with the
catalogue handling in ESO’s JSkyCat2. This makes it easy to switch between

2http://archive.eso.org/skycat
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Figure 3. User Interface

the local catalogue and online catalogues. If a suitable guide star cannot be
found for one or more positions in a tile then this tile is shifted back until guide
stars for all its positions can be retrieved from the catalogue. The following tiles
in the same row are shifted accordingly.

3. User Interface

The SDT is implemented in Java. It uses some classes from the UKIRT/JCMT
OT and the JSky3 package.

Figure 3 depicts the SDT halfway through creating the telescope positions
for a survey area: main window (top left), survey area with telescope positions
(bottom left) and autoguider footprint (diamond) with guide star catalogue
query results.

Users can specify tile and position offsets, autoguider dimensions and guide
star selection criteria in a configuration file.

4. Interface to Observation Control System (OCS)

One use of the SDT is as a generic standalone application that writes the defined
telescope positions in a simple format to an ASCII file. The latter might then
be read as data by other systems.

Additionally the SDT provides functionality for close integration with the
UKIRT/JCMT OCS (Bridger et al. 2000; Rees et al. 2002). The telescope

3http://archive.eso.org/JSky
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positions created by the SDT can be read into a TOML4 Science Program (de
Witt et al. 2004, in preparation), an XML-based description of observations
used by the Observation Management Project (Economou et al. 2002).

The user can create template observations using the OT. In these template
observations all parameters needed to set up an observation are specified (i.e.
exposure time, filter etc.), except the telescope position. The SDT will automat-
ically break down its list of telescope positions, combine them with the template
observations and group them into Minimum Schedulable Blocks which make up
a TOML Science Program.

Optionally any of these observations can be individually loaded into the
OT which can display telescope position, guide star and detector footprint in a
JSkyCat window and the settings can be modified if necessary.

Acknowledgments. We would like to thank those members of the UK
Astronomy Technology Centre, the Institute for Astronomy of the University of
Edinburgh and the Joint Astronomy Centre in Hilo, Hawaii who have offered
advice during the design of the Survey Definition Tool and helped testing it.
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The CARMA Monitor System (CAM) - Transforming
Cyclically Collected Telemetry into a Linear Stream
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2 California Institute of Technology/ Owen’s Valley Radio Observatory
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4 University of Chicago, Chicago, IL
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Abstract. The Combined Array for Research in Millimeter-wave As-
tronomy (CARMA) will be the combination of the BIMA, OVRO, and
SZA millimeter arrays, at a new high elevation site (7200’, 2200 m). With
first light scheduled for 2005, CARMA will be the first heterogeneous
millimeter array, combining antennas with diameters of 3.5, 6.1 and 10.4
meters.

CARMA’s monitoring system (CAM), is designed to collect monitor
data periodically from a set of heterogenous systems and organize these
monitor points hierarchically. It allows for the collection/collation of sam-
pled values from arbitrary monitor points and the storage of such monitor
point values in files and databases. Monitor points may be mapped to
multiple hierarchies, for example, physical hierarchies like antennas, re-
ceivers, and drives, or logical hierarchies like sub-arrays and antennas.

The monitor system was designed to accommodate monitor points
associated with state machines, physical quantities (such as voltages),
complex quantities (such as phases) and logical quantities like process
health. It is also designed to help identify and isolate problems quickly,
especially during integration at the new high site.

1. Design Considerations

The Combined Array for Research in Millimeter Astronomy (CARMA) is a
project undertaken jointly by the California Institute of Technology (Owen’s
Valley Radio Observatory), the University of California (at Berkeley), the Uni-
versity of Illinois (Urbana-Champagne), the University of Maryland (College
Park), and the University of Chicago. CARMA will combine two existing ar-
rays, the Berkeley-Illinois-Maryland array (BIMA) and the array at Owen’s
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Valley Radio Observatory (OVRO), and a new radio millimeter array, the SZA,
being built at the University of Chicago.

The design of the CARMA Monitoring System (CAM) was shaped primar-
ily by the need to facilitate development by teams distributed across multiple
institutions, and by anticipated usage of monitor data.

Specifically, the design was governed by the following:

• CARMA is a collaboration between multiple institutions, each developing
software and/or hardware at their respective locations.

• The Array Control Computer will require a uniform stream of monitor data
from all of the different types of antennas, each with its own hardware and
software.

• Minimal effort should be required to integrate CARMA monitoring data
to existing methods of displaying health information for operating arrays
such as OVRO and BIMA.

• Some monitor data will be used for correcting visibility data.
• Monitor data should provide the observers and engineers who operate and

maintain the array with the information required to perform their func-
tions.

• Allow for independent evolution of the various portions of CARMA (anten-
nas, correlators, and other subsystems) by decoupling major subsystems.

2. The CARMA Software System - An Overview

The CARMA Software System conceptual design is based on the principle that
the software must reflect the instrument being manipulated (the array) and
must also provide the capability to use the instrument for radio astronomy. As
Figure-1 shows, the Observer Object encapsulates knowledge about astronomy
and the CARMA Array Object(s) encapsulate knowledge about the instrument.
The Array Object communicates with the various subsystems like the antennas
and the correlators through standardized interfaces using CORBA services. This
insulates the Array Object and the array control subsystem from heterogenous
hardware and software.

3. The CARMA Monitor System - An Overview

Figure-2 shows the architecture of the CARMA monitor system. It is designed
to provide a uniform framework for

1. writing sampled monitor data onto the monitor stream
2. collecting all monitor data from each subsystem into a subsystem frame,
3. sending the subsystems frames to the array control computer every half-

second, and
4. presenting CARMA monitor data to processes within the array control

computer.

The CARMA Monitor System provides a half-second heartbeat for the array as
a whole, and presents monitor data from heterogenous hardware and software,
in a structured, uniform way, to processes within the array control computer.
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Figure 1. A Block Diagram of the CARMA Software System. The
dark arrows represent commands, and the lighter arrows represent mon-
itor and visibility data

4. Monitor Points

The monitoring system is composed of Monitor Points whose sampled values are
monitor data. Monitor data is any data produced by the array excepting the
visibilities (auto and cross spectra produced by the correlators) and a limited set
of data produced by procedures that are run on demand (for example, optical
pointing). Monitor data are collected and sent to the Array Control Computer
(ACC) every half-second. Monitor data include values produced directly from
hardware as well as copies of commanded hardware states. Monitor data values
such as total power and calibration device state are used in the processing of
correlator data.

5. Monitor Hierarchy

Monitor points are arranged in a hierarchy to provide structure to the large
numbers of Monitor Points in the monitor system. the levels in the hierarchy
can be purely logical constructs, such as an Antenna Local Oscillator System,
or they may represent physical devices (called MonitorDevices) such as a Gunn
oscillator. The root of the hierarchy is “CARMA Monitor System” which repre-
sents the collection of all monitor points across the entire CARMA system. An
example of programmatic use of the hierarchy and API is:

CarmaMonitorSystem carmaMon;
Gunn3mmMon gunn = carmaMon.OVROantenna(4).LOsystem().Gunn3mm();
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Figure 2. A Block Diagram of the CARMA Monitor System.

float tunerPosition = gunn.TunerPosition().getValue();

6. Monitor Data Flow

A monitor subsystem is any collection of CARMA components that communi-
cates with the ACC through a single computer (a Linux box). Within each mon-
itor subsystem, monitor data are collected into a “subsystem monitor frame”.
Each such frame is sent to the ACC using a CORBA Notification channel. A
collator process in the ACC waits for such notifications and collates the frames
received from all subsystems into a consolidated CARMA system monitor frame.
This CARMA system frame is then made available to every process on the ACC.
This process of sending notifications and collation/creation of a system frame
occurs every half-second.
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The Engineering Measurement System:
A Crucial Component of the Precision Telescope Control
System at the Green Bank Telescope

Paul R. Marganian, Kim Constantikes, Ramòn Creager
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Abstract. The Engineering Measurement System (EMS) is a software
package whose role is to provide a prototyping environment to experiment
with a variety of different measurement and processing strategies. Its
basic design provides a signal-flow graph user interface, which in turn
interfaces with several off-the-shelf software components.

1. Introduction

The National Radio Astronomy Observatory1 has undertaken an ambitious project
that is intended to control our 100m primary Gregorian telescope, the Green
Bank Telescope (GBT)2, at frequencies up to 115 Ghz. The Precision Telescope
Control System (PTCS) is being developed in order to make the improvements
to telescope monitor and control that are necessary for high frequency observa-
tions described in ’The GBT Precision Telescope Control System’ (Constantikes
2004). A key component of the PTCS is the Engineering Measurement System
(EMS), a software package whose role is to provide a prototyping environment
to experiment with a variety of different measurement and processing strategies
(Figure 1). The EMS implements algorithms as signal flow graphs, uses Mat-
lab for standard algorithms and visualization, and uses ODBC (Open Database
Connectivity) and databases for organizing pertinent data. We will present an
overview of the EMS system, along with its results as to date, as well as its
possible future applications.

2. Paradigm

The EMS paradigm consists of a signal-flow graph environment, in which data is
visually processed in the graph. All other components which either provide data
or and/or process data communicate with this signal-flow graph. The signal-
flow graph environment maintains state through connections to data-bases, and
through global variables initialized upon start-up of the graph.

1http://www.nrao.edu

2http://www.gb.nrao.edu
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Figure 1. Demonstration of the EMS performing multilateration ex-
periment

3. Components

The EMS consists of several different interacting components.

3.1. WiT: for Workflow management

WiT is a visual programming tool targeted at the image processing community.
Algorithms are created by dragging and dropping icons that represent operations
onto a workspace to create executable block diagrams called ’igraphs’. Links
between the icons direct data from one icon to the next. WiT provides a DLL
interface to allow users to create custom operation icons

3.2. Matlab: for Computation and Visualization

Matlab is a powerful integrated mathematical computation and visualization
tool. It is an ideal environment for developing mathematical algorithms. Key
features include: numerical computational tools, graphics for visualization and
data analysis, interactive development, and application interfaces, such as COM
and DLLs.

3.3. Open Database Connectivity (ODBC): for Data Organization

ODBC is an Application Programming Interface that allows a programmer to
abstract a program from a database. ODBC can be used to insert data into and
query data from mySQL and/or Access databases.
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3.4. Metrology: for data acquisition from the GBT Laser Rangefind-
ers

Laser Rangefinders are tools used in the attempt to measure the GBT’s exact
shape and position. GBT software provides a TCP server for acquiring Laser
Rangefinder data. This TCP server can provide live or pre-recorded data.

3.5. GBT Monitor and Control

The GBT Monitor and Control system is responsible, among other things, for
sending commands to the GBT’s various sub-systems, and for retrieving per-
tinent data. The full services of the GBT Monitor and Control system are
available to clients from a SOAP server.

4. Component Integration

4.1. EMS Application Architecture

WiT is used as the central component in this architecture, and provides most of
the user interface. The user triggers Matlab computations, ODBC inserts/queries,
Metrology data acquisition, directly through the WiT application. An exception
to this is the interaction between Matlab and the Monitor and Control system
(see below). In addition, some processes must be started separately from WiT
(such as the Metrology TCP servers).

4.2. WiT Glyphs

As stated above, WiT is the central component to the EMS. Therefore, it is
of crucial importance that WiT can interface with other applications. WiT
provides a DLL interface to allow users to create custom operation icons. Any
third party software that contains a C-Interface can be called from WiT. We
have created three types of WiT icons that facilitate the Wit Interfaces with
Matlab, ODBC libraries, and Metrology software.

4.3. Matlab Interfaces

The WiT/Matlab interface has facilitated the creation of the EMS as a visual
algorithm building machine with state of the art computational and visualiza-
tion capabilities. The Matlab engine library allows programmers to call the
Matlab Computational Engine from C programs (in this case, a Wit icon). This
library communicates with separate Matlab processes via a Component Object
Model (COM) interface. The library allows users to open and a close a Matlab
engine, insert and extract data, and perform commands (computations and/or
visualizations). Data is translated between WiT and Matlab data forms using
an intermediate data representation. Matlab can also interface with the GBT
Monitor and Control system using a SOAP java client and XML parser, allowing
Matlab to interact directly with the GBT, and pipe data back up into WiT.
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5. Algorithm Development

The EMS provides a powerful and diverse algorithm development environment.
Experiment re-configurations is compile and install free. Algorithm testing can
be in real time, taking in live data through the Metrology interface or the Mat-
lab/Monitor and Control interface, or can be accomplished after-the-fact, using
the ODBC interface. Results from experiments are viewable immediately. And
no software developer support is needed.

6. Application and Results

The development of the EMS has provided GBT scientists and engineers with a
rapid algorithm development tool. The EMS has provided solutions to several
problems. Figure 1 is an example of multilateration using Laser Rangefinders.
In this example, the signal-flow graph initializes global variables, then moves
on to extract data from the Laser Rangefinders. This data is then piped down
to Matlab, where it is processed and visualizations are produced. In the later
stages of the igraph, results are piped down into a mySQL database.

7. Future Developments

As algorithms are developed further using the EMS, entire WiT igraphs will
be converted to stand-alone Matlab Applications, callable from a WiT icon, to
provide faster and more stable execution. In addition, mature algorithms will
be implemented into the PTCS, and standalone EMS components may be used
for trials directly in the Monitor and Control system.

8. Summary

The Engineering Measurement System has been successfully developed as an
algorithm development application by leveraging and interfacing several different
off-the-shelf software components. It has proven to be an effective tool in the
effort at high-frequency observations with the Green Bank Telescope.

Acknowledgments. We would like to thank Joe Poon for his help with
WiT.
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When the Observer isn’t there: The OMP Feedback
System

Kynan Delorey, Tim Jenness, Brad Cavanagh, Frossie Economou

Joint Astronomy Centre, 660 N. A‘ohōkū Place, University Park, Hilo,
Hawaii, 96720

Abstract. UKIRT and JCMT are traditional ground-based facilities
that have shifted to a model of queue-based flexible scheduling in which
applicants for time can have their observations carried out without ever
coming to the telescope. We have developed a comprehensive web-based
feedback system that provides a communication gateway between PIs,
observers and staff. This feedback system is completely self-maintaining
thanks to its close integration with other observatory systems.

1. The UKIRT/JCMT operational model

UKIRT and JCMT are traditional ground-based facilities that in recent years
have shifted their operations from classical scheduling to a flexible queue-based
system that maximizes the efficiency of the telescope by matching observations
to current weather conditions.

This change was made without a corresponding increase in staffing; there-
fore the telescopes still operate under PI-staffed observing. The observer at
the telescope is there to observe their own project provided the conditions are
suitable and they remain within their time allocation; otherwise they observe
another PI’s project “off the queue”.

Considerable amounts of software are required in order to support such an
operational model effectively without jeopardizing the quality of the data taken
in queue mode. This is even more so in the case of our particular model, in
which no Phase II deadline is imposed, in order to allow PIs to modify their
strategy throughout the semester in the light of incoming data. Management
of communication and information flow is crucial in a regime where there are
so many interested parties involved in data acquisition. These include but are
not limited to the observer at the telescope, other PIs and their Co-Is at home
whose projects may be observed, the staff contact for the project whose data is
being taken, and the staff member providing support for that particular night,
as well as the telescope operator in charge of the facility. Let’s not forget also
the potential archival user of the data once its proprietary period has elapsed,
who has a vested interest in copious and correct metadata.

The software involved in managing this operational model falls under the
umbrella of the Observation Management Project (OMP; Economou et al. 2002).
In this paper we describe a vital component of the OMP, the OMP Feedback
System which manages curation and access to a wide variety of information and
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Figure 1. An overview of the OMP system architecture

services associated with individual projects as well as global views of operational
statistics. See Figure 1 for an overview of how the Feedback system components
fit into the OMP system.

2. Components of the OMP Feedback System

Access for users to the information stored in the Feedback system is done via
a web-interface to dynamically generated information. In terms of architecture,
the Feedback system is made up of a Perl/CGI-based web-interface, a relational
database where all data are stored, and Perl classes that provide methods for
querying and updating that data. Thanks to the level of abstraction that the Perl
classes provide, switching from a relational database to, say, an object-oriented
database would be a relatively straight forward procedure.

Project Data

All details concerning a project – TAG and queue information, contact
addresses, etc. – are stored in the Feedback system as project data. Af-
ter logging into the Feedback system, the user is taken to their Project
Homepage where all important project data are displayed. In addition to
being displayed for user reference, project data are used internally by the
Feedback system as well, such as when the system looks up a PI’s email
address so that it can notify them when data have been obtained for their
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project. Like much of the OMP information, access is restricted to the PI
and JAC staff and observers.

MSB data

The details of a Minimum Schedulable Block (MSB) (the smallest unit of
observation that can be scheduled on the telescope and which is equivalent
to an ESO observation block (Chavan et al. 2000)) can be displayed by
the Feedback system for quick assessment, though modifying these details
is a task left to the Observing Tool.

MSB history

The Feedback system plays s pivotal role in keeping track of an MSB’s
status. When an MSB is observed its status is updated to indicate which
ones have been done (and any comments made by the observer as to how
successfully) and which remain to be done. This information is visible to
PIs through the Project Homepage, and is collated automatically when
reports are generated.

Obslog

The Obslog, or observation log, allows staff and observers to comment
on individual observations. For example, if an observation is aborted the
observer might use the observation log tool to flag it as bad and add a
comment explaining why this was the case. The comment is thus perma-
nently associated with the observation and an investigator would see the
comment as part of their project night report.

Shiftlog

Staff and observers use the Shiftlog tool to make narrative comments
through the night on observing conditions and other events that are not
associated with a particular data frame. The shift log comments are pre-
sented as part of the complete and project night reports, providing a run-
ning commentary on the night’s notable activities. These, in conjunction
with the obslog can provide valuable metadata for science archives (see
e.g. Jenness et al. 2002).

Faults

When staff and observers encounter a fault they file a report in the fault
system (also provided as part of the OMP framework) indicating what
systems were affected, any projects affected, and any time lost. Once
in the system discussion on the fault takes place until it is resolved and
given a status of ‘closed.’ If the fault has affected a project, that project’s
investigators can view the fault via the Feedback system and comment on
the fault from there as well.

WORF

WORF (WWW Observing Remotely Facility) allows investigators to re-
motely view and examine raw and reduced data even while observing is
still taking place (see e.g. Economou et al. 1996). Thumbnails are also
generated on-the-fly for quick perusal.
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Time accounting

At the end of each night staff use a tool to adjust or confirm the time spent
on projects observed starting from automatic estimates provided by the
OMP. This can be used to monitor the time spent on projects as well as the
overall national queues over long periods of time, as well as in the nightly
statistics. Projects that have ran out of time are weeded out automatically
during observing.

Reports

The Feedback system can generate a report on-the-fly, based on a single
or multiple nights, which incorporates time accounting data, Shiftlog and
Obslog data, MSB status data, and fault data, and includes the possibility
of including results from the automated data reduction pipeline (see e.g.
Cavanagh et al. 2003). For staff, this report includes the aforementioned
data for all projects, while PIs can access an abbreviated form that con-
tains information pertaining only to their own project. These statistics
presented in these reports are useful to staff on an end-of-night, as well as
end-of-semester basis.

Before allowing users to access data, the Feedback system authenticates
users through the web-interface by requiring them to login with a unique project
ID and password (which the PI can share with collaborators). Staff have access
to all projects via a single login ID.

3. Status

The OMP Feedback System is in use at UKIRT and JCMT for all common user
observing with all instruments. All OMP software is licensed under the GNU
General Public License.
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The WFCAM instrument software

Andrew Vick, Martin Folger, Stewart McLay, Alan Pickup

UK Astronomy Technology Centre, Royal Observatory Edinburgh, EH9
3HJ, UK

Abstract. WFCAM is a new wide field camera for the UK Infrared
Telescope, and is currently under construction at the UK Astronomy
Technology Centre. The software written for WFCAM includes a camera
control and acquisition system, a survey definition system and instrument
control systems. The software for control and acquisition of the science
detectors has been designed as four separate channels, one for each detec-
tor, to ensure robustness and to handle the high data rate (120 GBytes
per night).

1. Introduction

WFCAM is the wide field camera due to be installed at the UKIRT (the UK
Infrared Telescope on Mauna Kea) in early 2004. The system is designed around
four Hawaii-II detectors each 2048 pixels square. The pixel size in the focal
plane is 0.4 arc-seconds; higher sampling will be provided using micro stepping
of the arrays, then interleaving the result. The arrays are spaced out by 90%
in the image plane. Each detector sees an area of 13.7 arc-minutes square, so
in order to image a contiguous area of sky, four pointings of the instrument are
required, making a super array of 0.865 degrees on a side. It is expected that a
normal night’s observing will produce 120GBytes of data, with a maximum of
200GBytes. Because WFCAM blocks the light path to the normal UKIRT auto-
guider, the instrument provides its own auto-guider array, a 1024 pixel square
line transfer CCD, which sits in the centre of the four science arrays.

2. Software overview

Figure 1 (left) shows an overview of the software system for WFCAM. The
observation preparation (OT), observation management and telescope control
(TCS) systems are all well established infrastructure at UKIRT. New develop-
ment has focused on survey preparation and the four channel camera control
and acquisition system.

2.1. Survey preparation

The existing observation preparation system (ORAC-OT) is unwieldy for prepar-
ing the number of pointings in the planned surveys (100-21,000 pointings). To
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Figure 1. WFCAM software architecture (left) and a single camera
channel (right)

facilitate semi-automated preparation of large area surveys a new tool has been
developed (Folger et al. 2004).

2.2. Observation preparation, management and control

The existing UKIRT systems have been updated to be compatible with WF-
CAM. Some changes have been necessary to sequence micro-stepping of the
arrays and to deal with the four separate channels (one for each detector).

2.3. Instrument mechanisms

UKIRT uses EPICS mechanism control software, and standard EPICS routines
have been used to provide software control similar to that used by other UKIRT
instruments.

2.4. Camera channels

The WFCAM camera channels are the major new development that the UK
ATC is undertaking. Each channel (see Figure 1 right) comprises:

• a camera control system: a DRAMA based local control server and a
version of the UK-ATC’s Ultracam SDSU control and acquisition system
(Beard et al. 2002);

• a data handling system, based on the existing UKIRT DHS:
• a data reduction system, using UKIRT ORAC-DR;
• visualization using the Starlink Gaia package;
• an Ultrium tape archiving system;
Each channel has been made functionally separate from the others by im-

plementing it on its own pair of standard Intel-based PC systems. This means
that:

1. an entire (fifth) channel can be kept to act as a replacement;
2. the instrument can be used with any number (1 to 4) channels in operation;
3. the data rate is spread across the four channels, reducing the throughput

and processing requirements on individual computers.
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3. The Ultracam SDSU control and acquisition system

The Ultracam camera control system was developed at the UKATC as part
of the Ultracam high speed photometry system for the University of Sheffield.
Ultracam is a ”visiting” instrument at several observatories and has to provide
a totally self-contained system. As such there was no requirement to design the
camera control around existing observatory systems. Instead an effort was made
to provide a modular control system, using only industry standard protocols
and hardware, such that the system could be re-used in a variety of future
instruments.

3.1. Architecture

The Ultracam system is based on a three-layer architecture (see Figure 2), com-
prising DSP code on the SDSU system, HTTP based servers on Linux and a
real-time layer.

3.2. Real-time layer

The real-time layer has been kept as simple and efficient as possible. It handles
all data transfers without any complicated parsing or examination of the data;
commands to the SDSU PCI or timing DSPs are passed over the PCI bus and
blocks of shared memory are handed to the SDSU DSP when data needs to be
returned.

3.3. DSP Applications

Previous SDSU control systems developed and used at the ATC have used a
single large DSP application. This application had to incorporate a command
parser to allow data to be delivered from the host system. In part this was
necessary to allow the application to support additional functionality as time
went on. In the Ultracam system this style is abandoned in favor of smaller
applications that perform one major task; a new mode is added to the system
by creating a new, downloadable application. The command parser has been
replaced by direct memory addressing; the DSP COFF code is processed to
identify the locations of variables in the DSP memory map. This parameter
location data is stored in an XML file so that higher level software can change
the value of a variable directly.
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3.4. Servers

The top level interface to Ultracam is via two HTTP servers: the camera control
server which handles all interaction with DSP applications; and the data server
that handles all returned (pixel) data from applications. Both the servers use
XML passed in the body of an HTTP/1.0 message as a means of communication
with external systems. The path element from the HTTP header is used to select
the action required (download, set parameter, return status etc).

3.5. XML definition files

As part of the XML system that defines the interface to the DSP applications,
the Ultracam system also provides: an expression parser that allows the DSP
programmer to define the allowable ranges and values of a parameter in terms
of other parameters or variables; a means of passing complicated data struc-
tures (user descriptions of observations, WCS variables or whatever) through
the camera system to be placed in the output; descriptions of the data to allow
automatic data processing etc.

3.6. High level interfaces

Communication with the servers, since it is based on HTTP, can be provided
using almost any language. Interfaces have been generated in:

• a combination of C-shell and command line tools (for simple test scripts);
• Python (for more complex test scripts);
• Java;
• C/C++, as an API for other systems to use.
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Abstract. The NOAO Extremely Wide-Field Infra-Red Mosaic (NEW-
FIRM) camera is being built to satisfy the survey science requirements on
the KPNO Mayall and CTIO Blanco 4m telescopes in an era of 8m+ aper-
ture telescopes. Rather than re-invent the wheel, the software system to
control the instrument has taken existing software packages and re-used
what is appropriate. The result is an end-to-end observation control sys-
tem using technology components from DRAMA, ORAC, observing tools,
GWC, existing in-house motor controllers and new developments like the
MONSOON pixel server.

1. Introduction

The NEWFIRM1 camera (Autry et al. 2003) will offer well-sampled coverage in
J, H and Ks broadband filters of a 28′×28′ field of view at Cassegrain focus of the
NOAO 4-meter facilities. First commissioning will be on the Mayall telescope
at KPNO in mid-2005, and on the CTIO Blanco soon thereafter. Present plans
call for the instrument to carry out wide-field science in both hemispheres by
alternating between sites. It is under development at NOAO-North in Tucson
with significant involvement from the engineering and technical staff at NOAO-
South in La Serena. A schematic of the dewar design in the surrounding yoke
and the on-sky footprint are shown in figure 1.

2. Discussion

In Survey Mode large scale programs intended for general public use will be
carried out. This may involve tens to hundreds of square degrees of sky obser-
vations, many nights of observing time distributed over a lengthy period and
public access to processed data. In this mode the instrument will operate in
a pre-planned, systematic way with a minimum of real-time decision making
during any particular night’s observations. Filter and integration time changes
are likely to be infrequent and a given region of sky the only nightly target. The
telescope and instrument will function semi-automatically for periods of hours
with monitoring and occasional intervention by the observer—who may not be
a PhD level expert astronomer.

1http://www.noao.edu/ets/newfirm/
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Figure 1. NEWFIRM Design and Sky Coverage

In General Observer Mode an astronomer using the NEWFIRM instrument
will conduct a limited program over a few nights with a specific immediate sci-
ence goal. Various filters may be used, as well as a variety of integration times,
on targets in any accessible part of the sky. All three—filter, integration time
and telescope pointing—may be changed frequently. There may be extensive
real-time decision making and intervention by an expert astronomer as the ob-
servations proceed.

To meet these goals for NEWFIRM a software trade study2 was conducted
which clearly identified the direction in which the project should go: system
integration using OPC3. The key technologies identified are listed in table 1.

Therefore, elements from several diverse software projects—such as DRAMA
(Farrell et al. 1993), ORAC (Bridger et al. 2000) and GWC (Gillies 1995)—
were adopted as well as new developments such as MONSOON (Starr et al.
2003). The integrated design—now known as the NEWFIRM Observation Con-
trol System (NOCS)—is shown in figure 2 and an explanation of the modules
and current status is given in the table 2.

The design has two novel features. First, the NOCS never handles pixel
data. Such data is served by the MONSOON image acquisition system directly
to the data reduction pipeline with the NOHS task providing such meta-data as
may be necessary to calibrate the data and/or provide FITS headers. Second, the
observer interface is always the observing tool and, in so-called classic observing
mode, the query tool will pick up the next observation sequence automatically
from a queue.

2http://www.noao.edu/ets/newfirm/PDFs/SoftwareTradeStudy.pdf

3Other People’s Code.
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Table 1. NEWFIRM Software Key Technologies

Technology Source

GCC http://gcc.gnu.org/
DRAMA http://www.aao.gov.au/drama
GWC http://www.noao.edu/wiyn/gwc interface documents.htm
Tcl/tk http://www.tcl.tk/
Java http://java.sun.com/
Perl http://www.perl.com/
XML http://www.w3.org/XML/
PostGreSQL http://www.postgresql.org/

Figure 2. NEWFIRM Software Design
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Integrating these diverse software systems into a maintainable and config-
urable whole is the underlying challenge.

Table 2. NEWFIRM Software Modules and Status

Module Description Support Status

NOOS Observation sequencer UKATC Done
NDGI Telescope interface NOAO In design
NOHS Meta-data repository NOAO Prototyped
NICS Instrument controller NOAO In design
NMSL MONSOON interface NOAO In design
NOT Observing tool Gemini/JAC/NOAO Done
NQT Query tool JAC Done
NXET Dictionary translator JAC/NOAO Done
NOMP Observation management JAC Done

Acknowledgments. PND is pleased to acknowledge the support of the
NEWFIRM team: Marianne Abraham, John Andrew, Melissa Bowersock, Scott
Bulau, Ruben Dominguez, Dan Eklund, Neil Gaughan, Derek Guenther, Ed
Hileman, Ming Liang, Jerry Penegor, Ron Probst, Judy Sisson and Dave Rosin.
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Abstract. The Observatorio Astronómico Nacional (OAN) is building
a 40m radiotelescope in its facilities in Yebes (Spain) which will be de-
livered by April 2004. The servosystem will be controlled by an ACU
(Antenna Control Unit), a real time computer running VxWorks which
will be commanded from a remote computer (RCC) or from a local com-
puter (LCC) which will act as console.

We present the tools we have chosen to develop and use the control
system for the RCC and the criteria followed for the choices we made. We
also present a preliminary design of the control system on which we are
currently working. The RCC will run a server which communicates with
the ACU using sockets and with the clients, receivers and backends using
OmniOrb, a free implementation of CORBA. Clients running Python will
allow the users to control the antenna from any host connected to a LAN
or a secure Internet connection.

1. Introduction

The Observatorio Astronómico Nacional is building a 40m radiotelescope in its
facilities in Yebes (Spain) which will operate between 2 and 110 GHz and will
be finished in the spring of 2004. This telescope, designed by MAN Technologie
and being built by Schwartz-Hautmont will be devoted to single dish and VLBI
observations.

The antenna servosystem will be controlled by an antenna control unit
(ACU) supplied by MAN. The ACU will run a real time OS (VxWorks) and will
be commanded by a remote computer (RCC) and/or by a local computer (LCC)
which will act as console. The OAN personnel is working on the definition of the
ACU and the LCC tasks and on designing and implementing a control system for
the RCC which will allow the operation of the antenna, receivers and backends.
The ACU and LCC tasks are being implemented by MAN.

2. Selection of programming tools for our control system

As a first step we have chosen a set of programming tools for the RCC and for
the clients. The selection criteria we have used are listed below:

• The tools should allow the feasibility of the project.
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• The software should be free. The license should be GPL, LGPL, freeBSD
or any other free license which allows to modify the code and share it with
other institutions or persons without restrictions.

• The software should be widely used so that there is a community that
supports it and should have a foreseen long lifetime which guarantees the
project does not become outdated.

• The software should provide comprehensible documentation which allows
to use it easily.

Based on our previous knowledge, on public documentation and after performing
some tests to evaluate the fitness of the selected tools we have made a selection
of tools.

The OS and distribution will be Linux/Debian. This is the distribution
currently used in all hosts running Linux in the OAN and, although difficult
to install, has a powerful package system which solves dependencies and allows
simple upgrading. It also offers frequent security patches.

As programming languages we will use C++, C and Python. We wanted
object oriented languages because they map to real objects better than other
types of languages. Unfortunately in the OAN, like in many scientific envi-
ronments, there is little expertise. Despite this fact we believe this is a good
decision which will provide a longterm lifetime. Projects like ALMA, AIPS or
GILDAS are using or will also use object oriented languages. C++ and C will
be used in the server side, where speed is a requirement, and when controlling
local hardware. Python will be used for the client side and where speed is not
important.

We intend to use Python together with Qt for the GUIs. Qt is an excellent
graphics toolkit written in C++, widely used and very well supported. PyQt is
a Python package, which uses Qt as graphical interface. GUIs can be designed
using QT-Designer, a visual editing tool which stores graphics forms in XML
like format and allows to modify them easily. Its integration in the code is done
using inheritance.

We have chosen MySQL because it is a fast, relational database which uses
SQL and we have previous experience using it at the OAN. It will be used
to store observations, engineer logs and queueing the observations sent to the
telescope.

The control system requires multiple processes simultaneously working and
being synchronized. The communication among them should be simple and
seamless. We have chosen a CORBA implementation as the middleware to
achieve this. In some cases we will also use shared memory and semaphores.
CORBA allows the communication to be done independently of the location
where the processes run. CORBA is also platform and language independent.
We have chosen OmniORB 4.0.1 because it provides an implementation for
C++ and Python, with basic services and its response time is rather low, being
comparable to the best available CORBA implementations.

We have chosen CVS for software engineering. CVS is a system widely
used which allows several developers to work in the same project using a central
repository. It supports versioning, branching and tagging. There are graphical
tools, including a web interface, which ease its use.
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The documentation will be produced in PDF from OpenOffice and/or text
files. The code will also contain comments which will be extracted using Doxy-
gen.

3. Performed tests

We have tested some of the previous tools to verify its feasibility. We have
created a set of C++ classes which wrap C libraries already developed at the
OAN for controlling and reading RS232, GPIB ports, sockets and reading and
writing on shared memory. A set of python modules for controlling serial ports
have also been written and successfully used with our equipment. The Qt-
Designer has been used to develop UI forms and a prototype was written to
prove that the application responded to events both from the GUI environment
and the network. In order to use Qt together with Python we have backported
PyQt Debian packages from the unstable version to the stable one. We also
tested CORBA by writing two servers and two clients, in C++ and in Python
and demonstrated that both clients communicated successfully with any of the
two servers. Finally we developed a graphical application which monitored a
weather station using Python plus Qt and OmniORB to communicate from
different remote clients to the server. We have also measured latency times in a
busy LAN of the OAN to estimate the expected delays. A mean value of 1 ms
was measured.

4. Architecture concept

The communication between the ACU and the LCC, a computer running Win-
dows NT, will be done using sockets. The LCC will be controlled by the oper-
ators from 2 local control panels (LCP). All these hosts are to be delivered by
MAN Technologie.

The ACU may be controlled either from the LCC or the RCC. The RCC
will be a Linux/Debian host which communicates with the ACU using sockets.
The receivers and backends will communicate with the RCC and with a server
to store engineering logs using CORBA. The backend will also communicate
with the data archiver and pipeline processor using CORBA. Finally the client
host will control and monitor the whole radiotelescope through the RCC and the
engineering log and data archiver hosts using CORBA. Fig 1A shows a schematic
of the foreseen hosts and their communication channels.

Below we describe the characteristics of the running processes during a
normal observation. Fig. 1B shows a simple diagram of the communication
among them.

The control client will be written in Python and Qt. It will have a command
line shell and a GUI. Variables in the shell and in the GUI will be common and
therefore will be always synchronized. The shell will allow atomic and compound
commands, interactively entered or using script files. The GUI will only allow
compound commands, that is preconstructed observations. It will allow to add,
modify and remove observations from the observations queue in the server and
it will support plug-in applications to aid in the observations, coded as Python
modules.
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Figure 1. Architecture diagram.

The control server will be written in C++. It will manage the users
database, authenticate users and establish user control according to predefined
user priorities. It will also manage the observations database, queueing future
observations and archiving completed ones. This process will transform the sup-
plied coordinates, usually from a catalog, to apparent coordinates. Compound
commands, representing observations, will be splitted into atomic commands
for the ACU, receivers and backends. Atomic commands sent directly from the
client will not be queued and will be immediately executed, unless a composed
command is currently being executed.

The monitor server will be written in C++. It will listen to a network port
using sockets where the ACU sends its status and store it in shared memory.
It will receive status events using CORBA from the receivers and backends
and store the parameters in shared memory. The control server will use the
shared memory and semaphores to synchronize the observations with the status
of backends and receivers.

The monitor client will be written in Python and Qt. It will connect to
the monitor server using CORBA, request the content of shared memory and
display information on the status of the antenna, receivers and backends.

The data archiver will be written in C++. It will receive the observed data
from the backends and store them in a MySQL database using the MySQL C
API.

The data viewer will be written in Python. This process will request data
to the monitor server and will display live data using a graphical application.
The GUI will be designed using Qt.

The engineer log will be written in C++ and will use MySQL. This process
will receive status data from receivers, backends and auxiliary devices (weather
station, maser, GPS), and store them in a database. The data will be viewed
using a web interface or a customized graphic applications.
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Abstract. Object access is a tool that is feasible for interoperability
of telescope operations. Different subsystems need to be accessed in a
standardized way. Simple Object Access Protocol, SOAP, provides the
core of this approach. Web Services is the wider context of this peer-to-
peer protocol.

A protocol that is used in virtual observatory interconnectivity can
also be used for controlling telescope operations. The learning curve of
available packages is easy to overcome and people having experience from
different operating systems can start coding in SOAP in a matter of hours.

1. Observing Computational Needs at NOT

Nordic Optical Telescope1 has subsystems controlling different parts of the tele-
scope and the instruments connected to it. These subsystems need a common
interface so that the observers can write scripts to control the complete observ-
ing flow in a high-level language. The efficiency of the observing run can be
improved by writing these scripts in advance.

In addition to enabling the scripting, a common interface to the subsystems
facilitates computer control of the telescope. It also helps future subsystems to
fit in to the complete system.An abstract interface definition is useful for the staff
members and observers alike to understand various aspects of the operations.

2. SOAP and Its Implementation at NOT

World Wide Web Consortium, W3C2 has defined a set of standards for applica-
tion to application communication. The core of these programmatic interfaces

1http://www.not.iac.es

2http://www.w3.org
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made available is SOAP that enables the communication. In our implementa-
tion SOAP uses XML on HTTP to enable RPC calls to different systems. It is
totally independent of operating systems and programming languages. We are
at present using C, C++, Perl and Python with SOAP packages on Linux.

With these packages remote objects can be accessed as if they were local to
the application. The intrinsics of the actual remote calls are transparent to the
application developer.

At NOT we are using SOAP protocol version 1.1. The core package for the
operations is gSOAP3 , which when using with C has a small memory footprint,
only around 150 kB per server process. This allows us to have a multitude of
services running on a single Intel PC computer.

The overhead for a typical subsystem call with gSOAP between two 2 GHz
Pentium CPU based PCs is around 1 ms. In our subsystem operations this is
very well accepted.

In practical terms SOAP works like this:
• The SOAP library on the client side is constructing an XML envelope for

the call parameters.
• The standardized XML message is sent on the wire to the server listening

at a specific TCP/IP port on a computer.
• The server does its task accordingly, and sends back a message to the

client.

3. Thin Client—Thin Server

Each client-server pair consists of SOAP compatible programs. The port num-
bers for respective services are held in /etc/services file, and a library function
is used to pick up the port number. Each subsystem has a server for its set of
parallel functionality. For example, if the filter holders of an instrument can be
operated simultaneously, they shall have a server for each single filter holder.

Instead of a monolithic server solution we have several tiny processes doing
one thing, as seen in Figure 1.

The logging of the system is dealt with a syslog server that reports the
functionality in a common log that is filtered to be displayed for the user. There
are four different levels of logging: notice, warning, error, and debug. The
display filtering is performed based on these levels.

The operating system is taking care of time-sharing between the servers,
and the SOAP library takes care of the message queuing. This way we need not
implement multi-threading in the servers. Operations on the subsystems can
be made simultaneously, and both client and server program code complexity is
reduced to a very simple level.

The TCS does not have any SOAP libraries. Therefore, there is a computer
that is implementing SOAP server wrappers to the TCS RPC calls that operate
the telescope itself.

3http://http://www.cs.fsu.edu/∼engelen/soap.html
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Figure 1. Client/Server pair examples.

4. Status of Subsystems

The status display is updated by the subsystems. When starting subsystems,
their status can be queried. It is the responsibility of the client to make sure
that the server can perform the request, and it is the responsibility of the server
to know its own status. This status is then displayed in a separate subsystem
with a SOAP interface visible to the person using the telescope.

A well-defined interface to the status display enables several approaches to
the displays that can be used for real-time light path analysis, for example.

5. WSDL

Web Services Description Language is defining the interface to the server. This
interface definition is automatically produced by gSOAP, and by that definition
a client can be programmed independently to send SOAP requests.

The WSDL file is also created in XML.
With this approach you can start programming the server without clear

interface definition. When the server is made ready, the interface is created by
the library. This shortens the total development time.

6. What about security?

When mentioning using Web Services for controlling telescope operations a ques-
tion usually arises about security.

Asynchronous SOAP operations can easily be controlled with packet fil-
tering techniques. As each atomic service has a dedicated server port number,
fine-grain control is possible.

There are no secrets sent on the wire, so encrypting the messages is not
necessary.
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Any RPC mechanism between two or more computers can be interfered.
Closed standards are almost as easy to be eavesdropped as open standards, if an
unauthorized program can listen to your network traffic. Security by obscurity
or complexity is poor security. You have to be able to detect and control what
traffic is passing in your network segment.

Both the SOAP client and server are running with user privileges. The
network security services should be run in system level.

7. Future Steps

A well-defined interface can be used for many projects. At first, this work is
used to enable scripting, but later it can, with possible modifications, be used
for projects for remote observing, for instance.

Image transfering is not tested, yet. XML binary transfer is enabled by
MIME techniques that need encoding and decoding, but a transfer by reference
to the image location is also possible. Then some protocol is used for image
transfer instead of Web Services.
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Abstract. The ALMA Common Software (ACS) is a CORBA-based
framework that provides a common and homogeneous infrastructure for
the whole ALMA software, from high-level data flow applications down
to instrument control (Schwarz et al., 2004).

This paper focuses on ACS support for the development of Control
System applications. In this domain, ACS provides a generic abstraction
of hardware control and monitor points that is independent of the software
underneath. This abstraction layer is coupled to the hardware using
the DevIO (Device Input/Output) interface, based on the Bridge design
pattern. Application developers have to implement DevIO classes that
handle the details of the communication with the hardware.

ACS itself provides a default DevIO implementation which simply
writes and reads into/from a memory location. Currently there are two
other major DevIO implementations available: a CAN bus communica-
tion, used by ALMA, and a socket based implementation used by the
Atacama Pathfinder EXperiment (APEX) project.
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In spite of using different hardware and control electronics, the DevIO
abstraction allows the ALMA and APEX projects to have the same device
architecture down to the level of the DevIO implementation.

1. ACS Overview

The ALMA Common Software (ACS) is a set of application frameworks built
on top of CORBA to provide a common software infrastructure to all partners
in the ALMA collaboration.

ACS is located between the ALMA application software and other basic
commercial or shared software on top of the operating systems and provides a
generalized common interface between applications and the hardware in order to
facilitate the implementation and the integration in the system of new hardware
and software components.

ACS provides basic software services common to the various applications
(like antenna control, correlator software, data pipelining) and consists of soft-
ware developed specifically for ACS and as well of OS build and commercial
device drivers. All code developed specifically for ACS is under the GNU Lesser
General Public License. Commercial and off the shelf packages are subject to
their specific license agreement.

ACS is designed to offer a clear path for the implementation of applica-
tions, with the goal of obtaining implicit conformity to design standards and
maintainable software. The use of ACS software is mandatory in all ALMA
applications, except when the requested functionality is not provided by ACS.
Motivated exceptions (for example based on reuse considerations) have to be
discussed and approved on a case by case basis.

The main users of ACS will be the developers of ALMA applications. The
generic tools and GUIs provided by ACS to access logs, Configuration Database,
active objects and other components of the system will be also used by operators
and maintenance staff to perform routine maintenance operations.

2. High Level Architecture of an ACS Based Control System

The architecture of a Control System based on ACS can be represented by a
multi-tier layout:

1. Presentation tier: it provides a GUI and a API interface for an appli-
cation written using the ACS software to the end user, through the easy
embedding of languages like Java and Python.

2. Middle tier: in this tier the devices, represented as Components, and
their interactions with the rest of the system are modelled using the Com-
ponent/Property/Characteristics design pattern (see section 3). The un-
derlying infrastructure of this tier consists of C++, Java or/and Python
Containers where Components/devices are deployed. One Manager man-
ages the system with the help of the Containers.
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3. Data-access tier: it is used for working with the information in the
configuration database and other databases (e.g. the ALMA Archive which
is where all monitor values are eventually stored).

4. Hardware-access tier: this tier is used for retrieving data for monitor
points implemented in hardware, as well as sending commands to control
points.

3. Component/Property/Characteristic Design Pattern

A Component is a CORBA object that corresponds to a physical/logical device,
like a power supply, a vacuum pump, or a telescope mount. It is the most natural
concept for modelling physical entities.

Each Component has a number of Properties, which represent monitor and
control points, e.g. electrical current, status, position etc. They provide asyn-
chronous (using the callback mechanism) and synchronous retrieval and setting
of values, monitors and alarms. There are primitive property types (long, dou-
ble, etc.) and sequences of those primitive data types (longSeq, doubleSeq, etc.).
They all can be read-only or read-write objects.

Components and Properties also have a set of Characteristics, which are
static data, that are usually - but not necessarily - read from a configuration
database, e.g. name, unit, minimum/maximum, etc.

Property interaction with the hardware is performed using the abstract
DevIO interface.

4. DevIO - Generic Abstraction of Hardware

As a framework, one goal for ACS is to enable an easy way of integrating new
hardware into the application. This is done letting the high level application use
the abstraction of Properties, while the Property itself interfaces to the hardware
using a hardware specific DevIO implementation.

Properties - high-level abstraction of control/monitor points - provide the
application with facilities to monitor and retrieve values from monitor points
(get sync, get async), and to set the value of control points (set sync, set async),
or to handle periodic telemetry logging and alarms. Internally, Properties use
a DevIO implementation to access the actual hardware (Fig. 1). DevIO is a
simple and generic abstraction of hardware monitor and control point, based on
the Bridge design pattern. The hardware access points are abstracted with the
DevIO parameterized (template) interface, which defines two methods:

• read
• write

These are the only abstract methods used by the Property to access the hard-
ware. The implementations of the DevIO interface expose these two methods
and hide the communication with the hardware (e.g. reading from and writ-
ing to hardware) and the conversion from raw values to engineer units and vice
versa.

For example, the ACS high level code controlling a Power Supply is only
aware of the SetPointCurrent control point and ReadbackCurrent monitor point.
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Figure 1. DevIO class diagram.

If the actual Power Supply is controlled via an Analog I/O board, the properties
are configured with a DevIO capable of reading and setting control registries of
the board. If this power supply is replaced by a new one controlled via a serial
interface, only the DevIO implementation needs to be replaced.

5. Implementations of DevIO

ACS itself provides a default DevIO implementation, which simply writes to
and reads from a memory location. The aim of this memory DevIO is to rep-
resent values that are calculated by the software and not directly associated to
hardware.

Currently there are two other major DevIO implementations available: a
CAN bus communication, used by ALMA, and a socket based implementation
used by the Atacama Pathfinder EXperiment (APEX) project:

• ALMA Antenna Test Facility (ATF): Controller Area Network (CAN) bus.
All devices at the ATF (i.e. the ALMA prototype antennas) are attached
to a CAN bus, through which they are controlled and monitored. The
Test Interferometer Control Software (TICS) implements several DevIOs
for the different devices used.

• APEX: socket (TCP and UDP). The APEX project uses on one side the
TICS software. On the other side it interfaces the system to existing hard-
ware. Those existing embedded systems mostly communicate via socket
connection. Thus a DevIO based on a pure socket protocol has been im-
plemented. The socket commands have been standardized using the SCPI
syntax.

The Hexapod Telescope (HPT) of the U. of Bochum also uses ACS to
interface the following hardware: Heidenhain Encoder board, Motor control
unit, Shack-Hartmann sensing unit and Web camera.
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Hawaii, 96720

Alasdair Allan

School of Physics, University of Exeter, Exeter, EX4 5EN, UK

Abstract. Traditional ground-based observatories have moved into a
new era where the dominant consumers for their data products are as-
tronomers who no longer come out to use the facility themselves. Using
the JCMT and UKIRT as an example, we discuss the wide variety of
software systems that are necessary for maintaining a high level of scien-
tific involvement for the absentee observer. These include cradle-to-grave
flexible scheduling support, advanced data reduction pipelines, VO inte-
gration and intelligent agent networks. Is the observational astronomer
becoming an endangered species, and does this really matter?

1. Software and the Observatory

The Joint Astronomy Centre (JAC) operates two facilities, the sub-millimetre
James Clerk Maxwell Telescope (JCMT) and the United Kingdom Infrared Tele-
scope (UKIRT), both of which are now fully flexibly scheduled to maximize
prevalent weather conditions. In order to operate efficiently and effectively in
the absence of the PI on behalf of which data is being taken, we have put in place
a large number of integrated software systems providing a “cradle-to-grave” ap-
proach the operation of the observatory (Economou et al. 2002; Economou,
Jenness & Rees 2002).

The JAC flexible scheduling model (see e.g. Robson 2002) has two major
points of departure from that commonly practiced in other facilities. First, we
do not impose a deadline for submitting observations; PIs are free to modify
their programmes throughout the semester in the light of incoming data. This
model requires a seamless flow of observation definitions data and information
from the observatory to the PI.

The second difference to other queue-scheduled operational models is that
we do not have the resources to have staff doing the observations, as our funding
was not increased after the switch from classical scheduling to flexed observing.
We therefore run a hybrid model in which some PIs do come out to observe, but
are required to do projects “off the queue” as soon as weather departs from the
parameters allocated to their project. This means that we may have observers
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that are quite inexperienced with the instrument in use, and therefore need a
system which allows observations to be done correctly in such cases.

Observation Preparation Necessary for any kind of queue-scheduled system
is an Observation Preparation tool (also known as a “Phase II” tool)
(Wright et al. 2001; Folger et al. 2002). This allows the PI to fully specify
their observation completely, as to avoid any subsequent interpretation er-
ror that would affect the quality of the data, since as mentioned above the
actual observer may not be too experienced. It is also important for this
information to be provided in a way that focuses on scientific descriptions
of the observation (e.g. use wavelength ranges rather than filter names),
as to allow a PI that may not be intimately familiar with the facility to
specify their observations in an effective way.

Dynamic Scheduling In order to make a timely response to the rapid changes
seen in mid-infrared and sub-millimetre conditions, we practice dynamic
scheduling; that is, we do not pre-generate night plans, but ask at the
end of each observing block what the best thing to do next is, given the
known weather and project parameters. The success of this approach is,
of course, also based on the ability of our facilities to seamlessly transition
from one instrument to another with little or no overhead. In software
terms, when the PI submits a project with the Phase II tool our server
splits it into individual observation blocks that are stored in a database; a
tool is provided to the observer to enable them to query the database for
what to do next.

Automated Data Reduction Critical to the success of flexible scheduling are
robust, automated data reduction pipelines that produce high-quality re-
duced data at the telescope to provide instant feedback to the observer and
for immediate dissemination to the absent PI. At the JAC facilities we use
ORAC-DR (Cavanagh et al. 2003; Currie 2004), which in its various in-
stances for each of our instruments provides advanced data products, such
as source catalogues (imaging) and fully extracted flux-calibrated spectra
(spectroscopy).

Observation Management A whole suite of software systems is in use to
manage information flow about a project, allow data eavesdropping and
access and automatically generate highly detailed project status reports
for both PIs and staff. These are described in greater detail in Delorey
et al. (2004), where a simple diagram of the general software architecture
can also be found. Such systems are critical to keeping the large number
of people involved in the execution of projects informed, and also generate
valuable meta-data for any archive.

Transients and Rapid Follow-up The presence of all the systems described
above makes possible the use of a number of automated time critical op-
erational modes, such as the publication of any discoveries of transient
events (e.g. flares of variable sources, minor planetary bodies) as well as
rapid follow-up of transient events discovered elsewhere (e.g. supernovae,
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γ-ray bursters). Because our architecture is based entirely upon machine-
readable information and well-defined interfaces, we can integrate into alert
systems initially developed for robotic telescopes, such as e-Star (Allan et
al. 2004). An intelligent agent that is monitoring a detection channel of
say, a γ-ray burster, can submit an observing block to our system for sub-
millimetre follow-up using an override priority code; next time the observer
at the telescope queries the system for an appropriate block they will find
this observation and execute it; ORAC-DR then reduces the data and
provide the information to another intelligent agent which takes appropri-
ate action (such as informing the PI or submitting additional follow-up
observations, such as spectroscopy, as appropriate).

2. The Benefits

There are many benefits to such complex integrated software systems such as de-
scribed above. Astronomers that have been awarded telescope time benefit from
the maximization of their chances of getting their project completed that comes
with flexible scheduling. They have to give up very little for this advantage,
since our operational mode retains many of the advantages of classical schedul-
ing, such as the ability to constantly modify one’s observing strategy, as well
as eavesdropping access to data as it is being taken. Staff members make use
of software systems that manage the bureaucracy of flexible scheduling (such
as time accounting and removal of exhausted projects), thus freeing them to
provide science-level support to projects. Observers at the telescope can carry
out observations for others confident that the PIs are getting what they actually
asked for. Astronomers interested in transient events can obtain data without
the need of being in constant communication with various facilities. Archive
users end up being the beneficiaries of significant quantities of meta-data that
provide an audit trail for the provenance and quality of their data. And last, but
not least, the facility gets to maximize its scientific output without increasing
its operational cost.

3. Concerns

While the wide variety of automated and autonomous software systems are
geared toward maximizing observing efficiency in present facilities, there is a
concern as to their long-term effects in the community. These are largely specu-
lative at this point; however we believe we have seen signs of both recently. The
problem is that with the move toward automated and staffed observing, not to
mention data mining, there are fewer opportunities for the younger astronomers
to cut their teeth on the many challenges of observational astronomy by coming
out for practical experience at a data-taking facility.

The first reason for concern relates to the pool of astronomers from which we
draw our instrument builders. These are in every case highly experienced users
of our facilities who then moved on to instrumentation labs. Their innovative
designs are often based on detailed understandings of current instrumentation
and their experience with first-hand data analysis in the wavelength of their
choice.



758 Economou, Jenness, Delorey, Cavanagh, de Witt & Allan

The second reason for concern addresses software development at modestly
funded facilities such as our own. Our ability to provide comprehensive soft-
ware suites to our users hinges on our ability to hire staff experienced in both
scientific data analysis and software engineering. These individuals have a top-
to-bottom understanding of the products they develop, often fulfilling the often
critical “hero programmer” role (Lupton et al. 2001). In the absence of such
people, much larger teams containing both astronomers and industry program-
mers under formal project management need to be formed. This is a model
that is out of reach for many world-class facilities that are subject to stringent
funding constraints.

We suspect that the trend of serving the astronomical community a highly-
processed data product from centralized archive facilities will only grow in the
future. In order to retain a pool of technical expertise in the astronomical com-
munity, both in instrumentation and software, we would like to see placement
of post-graduate students at observatories working in the more practical areas
of observational astronomy.
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Abstract. The XMM-Newton Scientific Analysis System (SAS) is the
software used for the reduction and calibration of data taken with the
XMM-Newton satellite instruments leading to almost 400 refereed scien-
tific papers published in the last 2.5 years. Its maintenance, further devel-
opment and distribution is under the responsibility of the XMM-Newton
Science Operations Centre together with the Survey Science Centre, rep-
resenting a collaborative effort of more than 30 scientific institutes.

Developed in C++, Fortran 90/95 and Perl, the SAS makes large
use of open software packages such as ds9 for image display (SAO-R&D
Software Suite), Grace, LHEASOFT and cfitsio (HEASARC project),
pgplot, fftw and the non-commercial version of Qt (TrollTech).

The combination of supporting several versions of SAS for multiple
platforms (including SunOS, DEC, many Linux flavours and MacOS) in a
widely distributed development process which makes use of a suite of ex-
ternal packages and libraries presents substantial issues for the integrity
of the SAS maintenance and development. A further challenge comes
from the necessity of maintaining the flexibility of a software package
evolving together with progress made in instrument calibration and anal-
ysis refinement, whilst at the same time being the source of all official
products of the XMM-Newton mission. To cope with this requirement,
a sophisticated system for continuous integration and testing on several
platforms of different branches has been put in place on top of a refined
development model designed for this special S/W development case.

The SAS is considered now a mature system. We present the differ-
ent aspects of its development, maintenance and distribution, extracting
lessons learned for present and future projects of this magnitude.

1VILSPA, Villafranca del Castillo, P.O.Box 50727, 28080 Madrid, Spain

2ESTEC, Keplerlaan 1, 2200 AG Noordwijk, The Netherlands
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1. Introduction

The XMM-Newton Scientific Analysis System (SAS) is the main tool for offline
processing of data obtained from the scientific instruments on board XMM-
Newton [Jansen et al. 2001]. These consist of X-ray instruments performing
imaging, spectroscopy and timing and an optical/UV camera for imaging, timing
and medium-resolution dispersive spectroscopy.

The SAS runs both in interactive mode, including a complete GUI system,
and in scripting mode, in which input parameters of the tasks are specified on
the command line. The scripting capability is used to create the XMM-Newton
Pipeline (PPS) from a subset of the SAS, for generation the official scientific
mission data products.

The SAS has been in continual development for around 6 years by a team
of up to 30 developers, distributed around the world. Its development therefore
presents the typical difficulties of distributed development. The large use of ex-
ternal freeware libraries and the objective of distributing the system for multiple
platforms whilst taking the most user-friendly approach possible accentuates the
demand for a flexible but controlled development with a continuous integration
process. Specially important in this context is that the individual developer has
rapid feedback on the integration of their task into the system. Several of the
techniques used in the development (e.g. continuous integration and testing) are
established paradigms in Extreme Programming (XP) [see e.g. Beck and Fowler
2001].

2. The XMM-Newton SAS general capabilities

The main purpose of the SAS is the reduction of data from all XMM-Newton sci-
entific instruments to the level of calibrated event lists, images, spectra, source
lists and detector response matrices, allowing the observer to perform astronom-
ical analysis using those products without the need of any special knowledge of
instrumental performance or calibration. At the same time the SAS provides
the observer with the means to repeat the reduction process after improvements
in calibration. A complete data analysis toolset is also in place for optimizing
the selection criteria in order to achieve the best signal to noise tailored to the
scientific case the observer is interested in.

A modular architecture allows the SAS user to go step-by-step through the
entire chain of the data reduction. SAS tasks are highly parameterised, such
that almost all the different data handling steps are configurable; in particular
those steps which are considered essential. In this way the effect of the presence
/ absence / value of those steps are easily tested.

SAS “task” GUIs are created by a common graphical software mechanism
based on Qt which allows easy access to all their own specific parameters. That
method produces a consistent and easy-to-use look-and-feel as compared to hav-
ing to use a different GUI for each “task”. All tasks can be run from the com-
mand line specifying all mandatory task parameters.

The modular structure and highly parameterised nature of the SAS allows
detailed configuration of the data manipulation process; when combined with
the command line interface it provides a powerful and efficient data reduction
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facility. It is very easy to compose data reduction scripts since the output
produced by each task is potentially input to a task following logically in one of
the possible data reduction chains. This is taken to its logical conclusion in the
XMM-Newton Pipeline, a sophisticated processing system with the SAS at the
core, developed by the SSC [Fyfe et al 2001].

The log file of any SAS data reduction session (irrespective of whether
tasks are run from GUI or command line) contains information on all the tasks
performed, including the parameters used, marked in a way that they are easily
recognized as such by the reader. Use of this capability to record every single
performed call is made by a special task, which creates automatically from such
a logfile a corresponding executable script.

Access to general information on SAS, on-line documentation, binaries, spe-
cial reduction scripts and much more is provided through the XMM-Newton
webpages (http://xmm.vilspa.esa.es/).

3. A fully distributed development

A natural task distribution among the developers collaborating in the project
has been established since the beginning of development. A central development
group within ESA’s SOC, composed of scientists and software engineers, takes
care of all the infrastructure tasks, including the data and calibration access
layers. A highly distributed team, coordinated by the Survey Science Center at
the University of Leicester1 and composed mainly of scientists working closely
with the different XMM-Newton instrument teams, is in charge of the instru-
ments’ data processing tasks. A high level of communication is needed in such
a distributed environment, which is achieved through a mailing list dedicated to
development, as the forum for discussion, exchange of ideas and communication
of new developments.

In addition a number of SAS Working Group meetings are organized every
year, bringing the developers together to communicate and report on the status
and future of each area of development. Two separate configuration control sys-
tems for Software Problem Report (SPR) and Software Change Request (SCR)
were established at the XMM-Newton SOC and the SSC respectively, reflecting
the “local” handling of the SAS tasks. These are visible to the entire project and
automatically send emails to the task developers and managers when there is a
change of report status. A Configuration Control Board (SAS CCB), composed
by members of both the SOC and the SSC, handles general strategy questions,
change requests, release schedules, etc.

4. The SAS development model

In order to make possible the SAS development, with many distributed develop-
ers working through a system of honour rather than subject to authority-wielding
management of their work by a central body, a special development model had
to be put in place. It is based on three central elements:

1http://xmmssc-www.star.le.ac.uk/
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• the whole system is broken down into single packages,
• the multiple dependencies among packages are taken care of by the build

system,
• a thorough unit- and system-level testing approach is realized through

continuous integration and testing on several platforms.
The cycle of integration is composed of following steps:

• changed SAS task packages are uploaded to the SOC central repository
where a new software “manifest” is issued daily

• builds based on the issued “manifest” are performed daily on different
reference systems for specific platforms and operating systems, in the SOC
and other selected sites,

• the build reports containing information on the build setup, its results and
tests are published automatically by the build process onto the develop-
ment central web page (http://xmm.vilspa.esa.es/sasdev/integration),

• within 24 hours developers can see the results of their uploaded changes to
any SAS task code, into the complete structure of SAS for all the different
platforms, operating systems and different build configurations.

A number of parallel building “tracks” are used in order to allow flexibility during
development (“development track”) as well as a highly configuration-controlled
system, as needed during the period prior to an imminent release or for official
pipeline development (“release track”). Snapshots of a certain development
stage can be taken at any time. The contents of a snapshot are determined
by the version numbers of the packages recorded in a “manifest”, which can be
changed following simple rules governing packages within a “manifest” .

Every major public SAS release is accompanied by a process of scientific
validation of the software. This consists in the automatic data reduction of a
pre-determined set of test data performed by the PPS, followed by a thorough
scientific interactive analysis. The aims of this exercise are to establish:

• which instrumental modes are fully supported by SAS,
• which scientific products SAS can produce, and
• the level of accuracy associated with those products.

The outcome of the SAS scientific validation is summarized in a report, made
available through the SAS webpages.

The SAS is distributed in binary form for easy installation on a wide range of
platforms and operating systems. The officially supported systems vary slightly
from version to version of the SAS, following the general evolution of the target
environments, in particular in the Linux sector. The platforms used currently
for SAS integration are: Solaris 2.6 and 2.8, Linux Red Hat 9.0 and SuSe 7.3,
Mac OS Darwin 6.6 as well as DEC Tru64 OSF5.1. These platforms are planned
to be supported officially by the next release (SAS 6.0) in early 2004.

5. Lessons learned

The concept behind the SAS development has proven to be generally successful
in many aspects, underlined by the fact that up to date almost all 400 refereed
scientific papers on XMM-Newton data have been possible also due to the SAS
data reduction capabilities. There are however also some aspects on the negative



The XMM-Newton SAS 763

side, which have resulted in larger manpower demands due to its development
characteristics, such as

• the mix of programming languages (C++ and F90) used for coding SAS
and the evolution of compiler support for these languages, which caused
serious trouble in many occassions and avoidable work if only a single
language would have been used. This gave a higher compiler dependency
than would otherwise have been possible, but was a constraint forced on
us by the skills of the pre-defined set of contributors;

• code reviews were infrequent during development. This could have im-
proved the level of overall code quality. Code re-use was identified early
on as a means of keeping total costs down. Lack of resources prevented
wholesale code walkthroughs;

• the development of common utilities is extremely difficult in geographical
distributed environments and can lead to code duplication. Given the
ease with which the SAS infrastructure allows new tasks to be quickly
made, this has to be considered a minor cost, to be set against the cost of
determining the exact function of external software components;

• the strong dependency of the SAS on the evolution of external librarires
and operation systems. The consequence are relatively high demands on
maintenance.

The most positive aspects of the development are the following:

• core infrastructure developed in a central place and a very good work-split
between software engineers and scientists;

• succesful delivery and integration concepts and procedures, including the
use of web and automatic emails to report the status of the daily builds,
and of the problems identified;

• defined standard structure for all SAS packages, including source, docu-
mentation, GUI parameter handling, test harnesses, dependencies, version,
changelog and distribution specification;

• access and use of complex data (including calibration), through layers of
abstraction enabling users / SAS developers without knowledge of under-
lying data structure intricacies or algorithms used for derived data,

• quick turnaround times due to the continuous integration and build pro-
cesses,

• no imposition of any commercial S/W package on the end users,
• incarnation of a SAS subset as official pipeline (PPS), used for the deriva-

tion of the official products distributed to the observers and populating
the XMM-Newton archive. The resulting large exposure of the software
to the data led to rapid bug elimination.
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Abstract. Since the beginning of the VLT operations in 1998, substan-
tial effort has been put in the development of automatic data reduction
tools for the VLT instruments. A VLT instrument pipeline is a com-
plex system that has to be able to identify and classify each produced
FITS file, optionally retrieve calibration files from a database, use an
image processing software to reduce the data, compute and log quality
control parameters, produce FITS images or tables with the correct head-
ers, optionally display them in the control room and send them to the
archive. Each instrument has its own dedicated pipeline, based on a com-
mon infrastructure and installed with the VLT Data Flow System (DFS).
With the increase in the number and the complexity of supported instru-
ments and in the rate of produced data, these pipelines are becoming
vital for both the VLT operations and the users, and request more and
more resources for development and maintenance. This paper describes
the different pipeline tasks with some real examples. It also explains
how the development process has been improved to both decrease its cost
and increase the pipelines quality using the lessons learned from the first
instruments pipelines development.

1. Introduction

The VLT instruments pipelines development, integration and maintenance are
tasks under the responsibility of the Data Flow System (DFS) group at ESO.

Seven operational instrument pipelines (ISAAC, FORS1, FORS2, NACO,
UVES, FLAMES, VINCI) are currently under maintenance, and seven others
are being developed and are due over the next two years (CRIRES, VISIR,
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SINFONI, VIMOS, GIRAFFE, AMBER, MIDI). On top of that, the second
generation instruments pipelines will have to be developed from 2005 on at a
rate of one pipeline every two years.

2. Pipelines Infrastructure

The different pipeline tasks are achieved by a number of different software com-
ponents that can be classified in two distinct categories: those that are common
to all instruments and those which are specific to each instrument pipeline pack-
age.

2.1. The Instrument Independent Components

The instrument independent components are mainly responsible for the data
flow handling.

1. The Data Organizer (DO) is responsible for the data flow part. It recog-
nizes the incoming FITS files by cross-checking some header keywords with
rules defined in the configuration files delivered with the pipeline package
(see 2.2.). It finds out which calibration files are needed and retrieves them
from the calibration database (also delivered with the pipeline package).
The DO then decides, according to the frames type, which data reduction
recipe should be launched, writes all these information in a Reduction
Block and sends it to the Reduction Block Scheduler (RBS).

2. The RBS retrieves the created Reduction Blocks, parses them and gives
all the necessary informations to the Data Reduction System (DRS).

3. Some DFS tools are used to send the products to the archive, to write the
computed Quality Control (QC) parameters into the database, etc..

2.2. The Instrument Pipeline Package

Each pipeline package contains three software components.

1. The rules needed by the DO to classify the frames, to know which cali-
bration frames must be retrieved and which reduction recipe must be used
are defined in the DO configuration files (or rules).

2. The calibration frames are contained in the calibration database, which
is the second component of the pipeline package. Both the calibration
database and the rules actually contain instrument specific information,
that cannot be reduced any further.

3. The main software component contained in the Instrument Pipeline Pack-
age (by far) is of course the DRS. Although many different kinds of data
have to be reduced across the different instruments (see 4.), the same low
level data structures and data reduction tools are used in many different
pipelines. Moving these common tasks to a common library would greatly
reduce the size of the different DRS, which is exactly what we are aiming
to.

Of course, the instrument specific components have to be developed for each
different pipeline, and it is clear that our efforts are put on the reduction of the
instrument dependent software size.
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3. The Common Pipeline Library

The Common Pipeline Library (CPL) (Banse et al. 2004) is a C library that
contains all these common functionalities. It has been developed during the last
2 years, and the first public release will take place in December 2003. It is one
additional Instrument Independent Component that will reduce the size of the
different DRS delivered with the various pipelines packages.

CPL was developed using the C library used for the ISAAC and NACO
pipelines: eclipse (Devillard 2001) and the C code developed by ESO for the
VIMOS pipeline integration. Particular effort has been put on the documenta-
tion and on API clarity, as external consortia will have to base their pipeline
development on this library. From now on, every new instrument pipeline will
have to be based on CPL. Besides that, the already existing pipelines written in
C (ISAAC, NACO, VIMOS, etc..) will have to be converted to use CPL.

The current content of CPL approximately reflects the needs of the pipelines
developed so far.

4. Data Reduction

The VLT instruments are each very specific, and their data reduction require-
ments vary greatly. The following is a short description of the different data
reduction modes that can be identified, with their associated instruments.

4.1. Imaging Mode in Infrared (ISAAC, NACO, VISIR)

The high background in infrared data must be carefully estimated to retrieve
the science information. In imaging mode, the observations are done in jitter
mode, with small offsets around a central position for each exposure, to allow
to estimate the sky background variations directly by filtering the images, and
separate astronomical from sky signal. Apart from this difficult sky estimation,
the frames are recombined with some cross correlation techniques to precisely
determine the offsets between the images.

4.2. Long Slit Spectroscopy in Infrared (ISAAC)

Like for the imaging mode, the high background is removed using special ob-
servation techniques. In long slit spectroscopy, shifts are applied along the slit
(nodding) or a tip/tilt is applied to the secondary mirror (chopping). The
pipeline must classify and recombine the frames, and then apply various cali-
bration corrections like, e.g. wavelength calibration, distortion estimation and
correction, flat fielding, etc.. The brightest spectrum is then automatically de-
tected and extracted.

4.3. Echelle Spectrograph (UVES, CRIRES)

The UVES science data contain tilted spectra with the different orders in the
same image. To extract all these tilted spectra, a precise spectral format def-
inition (spectra position and wavelength calibration) is needed for all of them.
This format is determined by different calibration recipes using lamp images and
physical model solutions.
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4.4. Fiber Mode (FLAMES/UVES)

In FLAMES, a series of fibers illuminate the slit. They all generate a spectrum
similar to the common UVES observation. These are all stored together in one
common image. This requires an even more precise spectral format definition to
extract each fiber than for UVES. The reduction for each fiber is then the same
as the standard one applied for UVES.

4.5. Multi Object Spectroscopy (VIMOS, FORS1, FORS2)

The data produced by Multi Object Spectrograph (MOS) contain a huge number
of spectra (up to 800 in VIMOS science images). They all must be identified and
wavelength calibrated. The source spectra are then individually sky subtracted,
flat fielded and integrated.

4.6. VLTI (MIDI, VINCI, AMBER)

In the case of VLTI instruments, the data compression rate is very high. In the
case of MIDI, a 2 gigabytes data set is used to obtain a single measurement of
the fringes visibility. This means that around 10 measurements can be obtained
from a night of observations. The production of a reliable error estimation on
the fringes visibility measurements is a very important task of the pipeline.

4.7. Integral Field Unit Mode (VIMOS, GIRAFFE, SINFONI)

The Integral Field Unit (IFU) mode is using fiber bundles or an image slicer
to observe different parts of extended objects. The different fibers’ observations
are contained in the same science data, and a very precise calibration (like for
the Fiber mode) is needed to extract the correct signals.

5. Quality Control

The different recipes of the different instrument pipelines produce some quality
control (QC) parameters (Hanuschik et al. 2003) that are automatically written
in a central log file and a common database. The health of the instruments is
then automatically monitored with e.g. the zero point values, the dark current,
the strehl ratio, etc..
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Abstract. CARMA combines the existing OVRO and BIMA millimeter-
wave arrays with the new SZA array at a high altitude site. The array
will have a total of 23 antennas of three different sizes, providing hetero-
geneous imaging capabilities at millimeter and centimeter wavelengths,
along with a maximum bandwidth of 8 GHz and resolution of 0.1 arcsec-
onds. The software system encompasses a monitor and control system,
an archive, and an imaging pipeline. A well defined software process is
used for a distributed software team that is spread across five sites. The
university based nature of CARMA will provide hands on training for
young astronomers and serve as a testbed for technical innovation.

1. Introduction

The Combined Array for Research in Millimeter-Wave Astronomy (CARMA)
combines two existing millimeter-wave arrays, Caltech’s Owens Valley Radio Ob-
servatory (OVRO) array and the Berkeley-Illinois-Maryland Association (BIMA)
array at Hat Creek, adds the new Sunyaev-Zeldovich Array (SZA), and intro-
duces signficant new hardware. The hardware modifications to the existing
antennas are extensive, including replacement of the local oscillator and IF sys-
tems to use common ones for interferometry. The new antenna hardware brings
with it the next generation of technology, with embedded microprocessors in-
terconnected by CANbus controlling individual hardware modules. All of the
interferometric aspects of the array are also new, including the correlators. Al-
though many algorithms and some code can be reused, much of the CARMA
software system is new, driven by the hardware changes. The largest software
component is a new monitor and control system, while the other major compo-
nents are the archive and the imaging pipeline.
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2. CARMA

CARMA1 is a collaboration of six universities, composed of the five universities
represented by the authors of this paper, with Columbia University as the sixth.
The site for the array is Cedar Flat, located in the Inyo National Forest, about
16 miles on paved road from OVRO. At an altitude of 7200 feet (2200 meters),
the site will allow routine operation in the 230 GHz band. There will be 55
stations with a maximum baseline of 2 km, giving a resolution of 0.1 arcseconds.
CARMA will operate in three frequency bands, 27-36 GHz, 70-116 GHz, and
210-270 GHz. At first light there will be two correlators: an 8 station/8 GHz
wide coarse resolution unit for continuum, and a 15 station/4 GHz bandwidth
unit for spectral work. These two correlators define the basic science sub-arrays,
but there are three other sub-arrays available for engineering use. The CARMA
correlators are based on the hardware and software of the COBRA correlator
(Scott et al. 2003), with expansion of the number of stations, bandwidth and
resolution. Hardware and software for CARMA has been under development for
over a year. The site permit has been granted and civil construction will begin
early in 2004, with initial operations in 2005, and completion in 2006. The tight
schedule to first light leaves little room for distractions.

Table 1. CARMA Antennas (from Scott et al. 2003)

Number of antennas Diameter(m) Status Organization

6 10.4 Exists at OVRO Caltech
9 6.1 Exists at Hat Creek BIMA
8 3.5 New U. Chicago

The different sizes of the 23 antennas make CARMA a heterogeneous ar-
ray, and while this poses some technical challenges, it has advantages in image
reconstruction as shown by Wright (1999) and Mundy & Scott (2000). Hetero-
geneous imaging is just one of several unique aspects of CARMA. University
culture makes it ideal for training young astronomers, and the readily accessible
site and relatively small number of antennas promotes instrumentation develop-
ment. The northern hemisphere coverage of CARMA will complement ALMA.

3. Monitor and Control System

The monitor and control system is implemented as a distributed computing sys-
tem, with the Array Control Computer (ACC) playing a central role. The next
layer in the computing hierarchy is composed of Intel/Linux nodes distributed
with the hardware, such as in an antenna or in a crate of correlator hardware.
These nodes in turn control the hardware via embedded micros over CANbus

1http://www.mmarray.org/
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(as in the antennas) or over the PCI bus (for correlators). Communication be-
tween the nodes is done with CORBA. Coding is done in C++ to allow a single
language to be used from the the device driver on up through the system, and
sufficient compute power and queueing obviate the need for an RTOS. The sys-
tem is designed to tolerate failures in the hardware (and even software!) and to
fail gracefully. Ideally, only the data from failed components are affected and
the data collection continues from the rest of the array while the observer and
technical staff are notified of a fault so that repair can be initiated. The monitor
and control parts of the system have fundamentally different data flow require-
ments which their implementation reflects. More on the control and monitor
systems are found in Gwon et al. (2004) and Amarnath et al. (2004).

Controls are initiated by observer commands, either interactively or through
scripts. These commands generally need to be distributed to different parts of
the array, such as the antennas, but a few will initiate procedures associated
with data collection that may last for minutes. There are also a few pieces
of state information that must be periodically recomputed and sent out to the
hardware, such as source positions and frequencies, but in general the rate of
command flow is quite low. The antenna API presents a uniform interface to
the control system for all of the antennas, thus simplifying its task.

The monitor system works in the opposite direction from the control sys-
tem, with data regularly flowing from the distributed components back to the
ACC. The basic design rationale is to monitor everything possible. Both the
astronomical visibility data and the monitor data are collected on synchronized
half second frames, although monitor sample rates of up to 100 Hz translate to
multiple samples in the frame. This allows precise collation of both streams,
enabling debugging of instrumental problems that could otherwise prove diffi-
cult. The monitor data is available in the ACC as a source for operator and
engineering displays and as input into the fault diagnostic system.

A tight coupling of the visibility data and the monitor data is an integral
part of the system design. The continuum visibility data and all monitor data
points are written to database storage on every half second frame. This fast
sampled data store is not persistent but is recycled on the timescale of about a
month, allowing problems requiring high time resolution to be addressed. The
permanent archive has the average, minimum and maximum values for all mon-
itor points on both a one minute timescale and for each requested astronomical
integration. The one minute data guarantees monitor data even when the in-
strument is not taking visibility data (slews, bad weather).

4. Archive and Imaging Pipeline

The average data rate for CARMA is about 14 GB/day with a peak that is
ten times the average. The format of the archive data has headers and monitor
data in an RDBMS and the visibility data in flat files. The use of an RDBMS
allows searching and other functions to use the inherent query facilities, while
storing the visibility data in flat files conserves space for bulky spectra that are
only accessed in conjunction with headers. There will be a temporary archive
at the CARMA high site to store data until it is moved over the Internet to
the University of Illinois/NCSA permanent archive. Users will obtain their data
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from the permanent archive in their choice of supported export format: miriad,
FITS, or mir. The archive and data transport mechanisms are based on the
current BIMA archive system, with plans for substantial reuse.

The imaging pipeline will also be implemented at NCSA. When a PI spec-
ifies an experiment, data processing information will be included which is then
passed on to the pipeline. The pipeline will be implemented using the miriad
data processing package. Images will be available along with the raw u,v data,
allowing the PI to determine if further image processing is necessary. After a
proprietary period, the images will be available through an image archive.

5. Software Development

Because of the distributed nature of the software team, the development process
has been clearly defined. All work passes through three design/review mile-
stones: conceptual, preliminary, and critical. There is a design emphasis on
interfaces. Code is reviewed for adherence to the CARMA coding standard,
and unit test code is required with a goal of 75% coverage. The concurrent
versioning system (CVS) is used for revision control and code distribution while
doxygen is used for embedded documentation extraction. Tinderbox is used as
a continuous build and test system and Bugzilla for a defect tracking system.
Communication is critical to a distributed team, and we use weekly telecons,
email exploders, and face to face meetings. The general philosophy is to treat
software engineering very much like hardware engineering.
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Abstract. This is a report on simulation software for VLBI observa-
tions. The software is part of the ASL for Windows project. It imple-
ments a new class of mathematical algorithms that allow a user to com-
pletely simulate any VLBI observation on the MS Windows platform. In
particular, these are simulations of the interferometer structure, simu-
lations of a radio source structure, and simulations of the noises. The
possibility to introduce any new radio telescopes including space radio
telescopes is also explored and presented in this software. The software
is extremely user friendly.

1. Introduction

Investigation of astronomical radio sources with VLBI method often requires to
create the simulated VLBI-data. At least three problems could be solved with
VLBI-data simulator:

1. The creation of schedule for any future VLBI observation
2. The evaluation of results of future VLBI observation in advance
3. The evaluation of Space VLBI data processing results.

Thus, it is necessary to create some algorithms of VLBI data synthesis. The
initial data of these algorithms are the geocentrical coordinates of antennae,
and also Right Ascension and Declination of sources observed. If the source
structure is known in advance, it is not a problem to estimate the values of
visibility function for any time, any frequency, and any baseline. The main
principle of such calculation is that any interferometer is, in fact, a 3-dimensional
Fourier transformer.

Hence, the Astro Space Locator (Chuprikov 2002) VLBI-data simulator
consists of 3 parts:

1. The simulation of (u, v)-plane (VLBI Configuration Modeling)
2. The simulation of structure of the source to be observed (Source Modeling)
3. The simulation of visibility amplitude and phase noises (Error Modeling).

2. The simulation of the (u, v)-plane

As mentioned above, we use some a priori data to simulate the baseline motion.
The VSOP continuum source list (Fomalont et al. 2000) has been included into
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Figure 1. Model of Source (left) and model of (u, v)-plane coverage
(right).

our simulator. Moreover, the user could simply insert the source coordinates
manually if necessary.

We use the extended NRAO list of antennae with their coordinates, effective
area values and noise parameters. The user could insert any new ground as well
as new space antenna into this listing manually if necessary. List of antennae
contains data for 126 scopes for today.

There is a possibiltty to install manually any time structure and frequency
structure, and any polarization type of data simulated. The current ver-
sion of ASL Simulator is able to synthesize the VLBI data for any of 12 radio
astronomical frequency ranges (3 mm, 7 mm, 1.35 cm, 2 cm, 2.4 cm, 4 cm,
6 cm, 13 cm, 18 cm, 21 cm, 50 cm, 92 cm), and for any of 12 polarizations
(RR, RL, LL, LR, XX, XY, YY, YX, I, Q, U, V)

3. The simulation of the astronomical radio source

The radio structure of source simulated is determined by user. The user has to
choose the number of components and properties for each of them. These proper-
ties are : the Flux Density value (in Jy), the Large Axis value (in Arcsecond),
the Axes ratio value, the component Inclination value (in Degrees). Lo-
cation of component in the image plan depends on the Position Angle (in
Degrees), and the Distance from the centrum (in Arcsecond). Another im-
portant parameter is a type of component. There are the following component
types :

1. Gaussian
2. Disk
3. Thin Ring
4. Thin Sphere
5. Rectangle
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Figure 2. The visibility simulated amplitude (left) and phase (right).

We use the stadard Fourier transformation equations to make all necessary es-
timations for each type pointed above. The source structure could be directly
laid on the :

1. (u, v)-plane has already been simulated (see paragraph 2)
2. (u, v)-plane has been read from any available UVX-file

The transformation between FITS and UVX format is very quick and easy.
Thus, our software allows the user to lay any created source structure on any
real (u, v)-plane. The comparison of real visibility with synthesized one should
be very useful.

4. The simulation of the noise

The user has to install :

1. the Input UVX-file containing the visibility has already been simulated
2. the Output UVX-file will contain the same visibility with noises
3. the level of Phase Noises in Degrees for each antenna
4. the level of Amplitude Noises in dB for each antenna

This simulation allows to evaluate the influence of noise and to develop some
methods to decrease it.

5. An example of VLBI data simulation

Figure 1 shows the simulated radio source consisting of two Gaussian func-
tions. This is a good model for the ”core-jet” source. The (u, v)-plane for
the "Radioastron" Space VLBI observation is shown in the right picture. We
supposed to use 5 VLBA antennae (HN, MK, OV, PT, SC) in this experiment.
Wavelength range is 1.35 cm. Source is close to the perpendicular to the current
orbit plane direction. Coordinates of source are :

Right Ascension 10 h 37 m 06 s
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Figure 3. The reconstructed source image (CLEAN MAP).

Declination +85:12:46
The orbit has high apogee (approximately 360000 km). Perigee is about

19000 km, and the orbit period is about 11 days.
VLBI observation is between 3-d and 8-th day after perigee and the Inte-

gration Time value is supposed to be equal to 1 hour.
Figure 2 shows the simulated amplitude and phase of visibility. Figure 3

shows the reconstructed image of source simulated.

6. Conclusions

The VLBI-data simulator presented above is a part of the software titled Astro
Space Locator (ASL for Windows). Our main goal is to give another possi-
bility for any VLBI-data processing to astronomers who prefer to deal with PC-
computers. The ASL software is free and could be easily installed. It is availabe
in the Internet (see http://platon.asc.rssi.ru/DPD/ASL/asl.html).

Development of the Astro Space Locator software is continuing.
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Abstract. Despite the great progress made in the last decade, the study
of very massive stars remains hampered by the lack of statistics and only
a few hundred stars with Minit≥30 M� are known in our Galaxy. Low
resolution, slitless spectral images were obtained at the Loiano Obser-
vatory in the wavelength window 3300–6420 Å, in order to identify in
extragalactic objects targets displaying the most prominent features that
characterise the spectrum of bright hot stars, WR and Luminous Blue
Variables (LBV), and of nebular regions as well. We present the results
with the well studied galaxy M 101, where the previously known H ii

regions with WR star signatures are easily identified.

Polcaro & Viotti (1998) proposed at the ADASS VII Conference a simple
slitless spectroscopic method that was effectively employed in the search of very
massive stars, as well as in the identification of the optical counterparts of galac-
tic X–ray sources (see e.g. Bernabei & Polcaro 2001a,b; Israel et al. 1999). In
this regard, despite of the great progress made in the last decade, the study of
the very massive stars remains hampered by the lack of statistics and only a
few hundred stars with Minit≥30 M� are known in our Galaxy. Actually, being
short–living objects, the known very massive stars are associated with regions of
large interstellar extinction, hence they are not easy to identify in our Galaxy. In
fact, many the known objects of this category have been found in external galax-
ies and in the Magellanic Clouds. For instance, only one half of the LBVs known
to date are Galactic objects. On the other hand, the new generation of optical
telescopes makes the spectroscopy of bright extragalactic stars a relatively easy
job: therefore, we can hope to increase our knowledge of very massive objects
from the study of this class of stars in nearby external galaxies seen ‘face–on’,
that is with a little interstellar matter interposed. However, the problem arises
in the preliminary identification of the targets: very massive stars are difficult to
identify on the base of photometric surveys alone, being their colours strongly
affected by local and circumstellar reddening. Unfortunately, the method that
we have employed to date for the search of galactic objects, is scarcely useful,
being based on a combination of filters and grisms, suitable only for relatively
bright objects (our sensitivity limits is of the order of V≈14).

Because of these reasons, we developed a new slitless procedure, allowing
the spectroscopic survey of a relatively wide sky region on a single image, using
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Figure 1. Unfiltered image of M 101 (top) and the related slitless
spectral image (bottom). Wavelengths increase from top to bottom.
The two bright H ii regions NGC 5455 and NGC 5461 are clearly
identified by the Hβ and [O iii] lines.

the current observatory’s instrumental set–up. As a test of the procedure we
have obtained a slitless image of a 13×13 arcmin2 region around the well studied
galaxy M 101 using the Loiano Observatory 1.52 cm telescope equipped with the
Bologna Faint Objects Spectrometer and Camera (BFOSC, Gualandi & Merighi
2001), and an EEV D129915 CCD (1300×1340 pixels).

A grism (no.3, with a resolution of 5.5 Å) selects a wavelength window
(nominal bandpass: 3300–6420 Å) centred near Hβ, where the most character-
istic spectral features of bright hot stars, Wolf–Rayet stars and Luminous Blue
Variables (LBV) are present, as well as those of nebular H ii regions and AGN’s.
The BFOSC unfiltered image of M 101 is shown on the top of Fig. 1, and on
the bottom the corresponding 60 sec slitless spectral image, with the central
wavelength (about 4900 Å) coincident with the stellar image, so that the target
identification of the ‘strips’ in the spectral image is straightforward. Notice that
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Figure 2. Tracings of the spectrum of the H ii regions in M 101:
NGC 5455 (top) and NGC 5461 (bottom). The main spectral features
are marked.
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the actual recorded wavelength range depends on the y–position (i.e. declina-
tion) of the object in the field. Hence, the Hα region could be present in the
spectra of the objects sited in the upper part of the field (e.g. NGC 5455) but
is absent in the more northern objects, as it is the case of NGC 5461. The 60
sec spectral image of M 101 (bottom of Fig. 1) shows many ‘spectral strips’ cor-
responding to different regions of M 101, the most intense ones are the central
core of the galaxy, a compact region ∼7 arcmin to the SE, and two H ii regions
SW and SE of M 101: NGC 5455 and NCG 5461. The extracted spectra of the
two H ii regions are shown in Fig. 2 in order to illustrate the data quality that
can be obtained from this procedure also with a short exposure time. They are
characterized by strong nebular emission lines of hydrogen (Hα, Hβ, Hγ), and
of [O iii] (5007, 4959 and 4363 Å). The Hβ–[O iii] signature of the two regions
is easily seen in the spectral image. In principle, these lines together with the
4640–4686 Å feature, can be used for a quick–look identification of emission–line
objects in the field, such as Of, WR, LBV stars, and compact H ii regions (e.g.,
D’Odorico et al. 1983). Diffuse emission is also present in the spectrum of NGC
5455, probably from extended diffuse nebulosity, but the very short exposure
time does not allow a more detailed analysis of this feature.

Finally, we recall that this method not only permits the object identification
in the field, but also an accurate spectrophotometric investigation of the many
objects present in the image, by using photometric standards in the same or in
a nearby field. This will be the next step of our work.
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Abstract. Space based CCDs suffer continual bombardment from the
hostile radiation environment which gradually degrades their performance
and potentially limits their operational lifetime. As part of our effort to
enhance the calibration of STIS (a spectrograph on-board the Hubble
Space Telescope), we have developed a model of the readout process for
CCD detectors suffering from degraded charge transfer efficiency. The
model enables us to make predictive corrections to data obtained with
such detectors. We present examples of the corrections possible using
this technique and compare them to what can be achieved using a more
conventional empirical approach. In addition we discuss some of the
difficulties of providing users with automated implementations of this
this kind of data analysis software.

1. Introduction

Charge Coupled Devices (CCDs) operating in hostile radiation environments
suffer a gradual decline in their Charge Transfer Efficiency (CTE, or equivalently,
an increase in charge transfer inefficiency, CTI). STIS and WFPC2 have both
had their CTE monitored during their operation in orbit and both indeed show
a measurable decline in CTE which has reached a level which can significantly
effect scientific results (eg. Cawley et al 2001, Heyer 2001, Kimble, Goudfrooij
and Gililand 2000).

As part of the Instrument Physical Modelling Group’s effort to enhance the
calibration of STIS we have developed a model of the readout process for CCD
detectors suffering from degraded charge transfer efficiency. The model enables
us to make predictive corrections to data obtained with such detectors.

2. The Model

Detailed discussion of the model development and the physics involved can be
found in Bristow & Alexov et al. 2002 and Bristow 2003a. Our approach is to
simulate the readout process at the level of individual charge transfers. That
is we take an image (a charge distribution on a two dimensional pixel array)
and transfer the charges out as they would be on a real chip. Throughout we
keep track of the status of bulk traps in the silicon pixels as they interact with
the charge distribution. The timescales and densities for these known traps
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Figure 1. Left: A section of STIS image data suffering from signifi-
cant CTI. Right: The same section after correction with the physical
model. Note that trails under bright sources have been removed

are appropriate to the operating temperature and on-orbit radiation exposure
respectively. The model has been optimised for the correction of STIS data, but
could in principle be ported to other detectors.

3. Cleaning CTE Trails

The clearest aesthetic diagnostic of data suffering from poor CTE is the presence
of trails under bright objects. This can be seen clearly in the section of STIS
data shown in figure 1 (left), the read out direction is upwards. Figure 1 (right)
shows the success of the simulation derived correction in cleaning these trails.

4. Photometric Corrections

Probably the most important effect of CTI is the loss of flux from the central
isophotes of sources. It is possible to calibrate an empirical flux correction as a
function of signal strength, background, epoch and position on the chip. Such
a correction must be formulated and calibrated differently for photometric and
spectroscopic data because of the differing nature of the spatial distributions of
illumination and resulting charge. Moreover, empirical corrections only apply to
point sources. On the other hand, modelling the readout process we are able
to correct for any charge distribution and can therefore apply this method to
all data whether photometric or spectroscopic and obtain a correction for every
pixel, not just extracted sources or spectra.

Nevertheless the empirical corrections for STIS provide an ideal means of
testing and calibrating the physical model, as the empirical corrections are es-
sentially a distillation of what is to be learnt from the calibration data with
respect to CTI. If the physical model reproduces empirical results on average
for point sources then it is reasonable to conclude that it is correctly modifying
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Figure 2. Comparison between empirical and model based corrections

the charge distribution and will also therefore correctly predict the CTI in ex-
tended sources and indeed the whole image array. A comparison between model
based and empirical corrections, for sources to which the empirical corrections
apply, is shown if figure 2. Beyond the general good agreement, there are many
sources for which the model based and empirical corrections differ significantly.

The scatter is due to the fact that the non uniformity of the charge dis-
tribution causes the CTI experienced by each source to vary in a way which
cannot be accounted for in the empirical corrections. Indeed, if we examine
sources corresponding to outlying points in figure 2 in the raw image array, we
find that the anomalous correction factor assigned by the physical model is eas-
ily understood by considering charge distribution in the surrounding pixels. For
example, nearby sources, falling between the source in question and the read out
register, will trail charge into the aperture, leading to a smaller CTI effect than
the empirical calibration would suggest. (See Bristow 2003a&b).

5. Pipeline Integration

A complex and comprehensive data pipeline already exists for STIS. It relies
upon a database of empirically derived and continually updated reference files
selected by header keywords in each dataset. Introducing a model based compo-
nent of the calibration leads to some conflicts. Some aspects of the calibration
which fit neatly into one reference file have more than one physical source and
vice versa. Specifically:
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Figure 3. Schematic showing the preparation of CTI corrected data
for the CALSTIS pipeline

• Reference files (bias and dark) must themselves be corrected for CTI effects
• The readout simulation generates hot columns from the hot pixels and

thereby includes a correction for these features as well as CTI. However,
the bias files provided for use in the pipeline, include these hot columns
and other features not dealt with by the readout simulation.

However, a complete model based calibration of STIS is not yet possible. In
addition, the simulation is CPU intensive and adds considerably to the total
processing time, therefore the possibility to execute this as a stand alone process
is also desirable. Figure 3 illustrates the incorporation of the model in a way
which takes the above into account.
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Abstract. The Dust InfraRed ToolBox (DIRT – a part of the Web In-
frared ToolShed, or WITS1) is a Java applet for modeling astrophysical
processes in circumstellar shells around young and evolved stars.2 DIRT
has been used by the astrophysics community for about 5 years. Users
can automatically and efficiently search grids of pre-calculated models to
fit their data. A large set of physical parameters and dust types are in-
cluded in the model database, which contains over 500,000 models.
We are adding new functionality to DIRT to support new missions like
SIRTF and SOFIA. A new Instrument module allows for plotting of the
model points convolved with the spatial and spectral responses of the
selected instrument. This lets users better fit data from specific instru-
ments. Currently, we have implemented modules for the Infrared Array
Camera (IRAC) and Multiband Imaging Photometer (MIPS) on SIRTF.
The models are based on the dust radiation transfer code of Wolfire &
Cassinelli (1986) which accounts for multiple grain sizes and composi-
tions. The model outputs are averaged over the instrument bands using
the same weighting (ν Fν = constant) as the SIRTF data pipeline which
allows the SIRTF data products to be compared directly with the model
database.

1. Using DIRT

A typical user query will return about 50-100 models, which the user can then
interactively filter as a function of 8 model parameters (e.g., extinction, size,
flux, luminosity). A flexible, multi-dimensional plotter (Figure 1) allows users
to view the models, rotate them, tag specific parameters with color or symbol
size, and probe individual model points (Pound et al. 2000; Amarnath et al.
2003). For any given model, auxiliary plots such as dust grain properties, radial
intensity profiles, and the flux as a function of wavelength and beamsize can be
viewed. The user can fit observed data to several models simultaneously and see
the results of the fit; the best fit is automatically selected for plotting.

1http://dustem.astro.umd.edu

2This work was supported in part by a NASA AISRP grant NAG 5-10751 and the SIRTF Legacy
Science Program provided by NASA through an award issued by JPL under NASA contract
1407.
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2. The Instruments

The Infrared Array Camera (IRAC) and Multiband Imaging Photometer for
SIRTF (MIPS) are two of SIRTF’s three science instruments. IRAC is a four-
channel camera that provides simultaneous 5.12′ × 5.12′ images at 3.6, 4.5, 5.8,
and 8 µm. MIPS provides imaging at 24, 70, 160 µmand limited spectroscopy
from 50 to 100 µm. The MIPS field of view varies from about 5′ × 5′ at the
shortest wavelength to about 0.5′ × 5′ at the longest wavelength.

3. “Cores To Disks” SIRTF Legacy Project

DIRT is specifically supporting the SIRTF Legacy project “Cores To Disks,”
or C2D. C2D is meant to investigate the life cycle of star formation, following
evolution from starless cores to planet-forming disks. It will comprise a complete
database for nearby (< 350 pc), low mass star formation. The C2D project will
provide IRAC and MIPS maps of 5 large molecular clouds; photometry of 200
stars; and spectroscopy of disk material for about 200 targets. In support of
C2D, we have substantially expanded our previous model database, computing
nearly 218,000 models of very low-luminosity (10−5 L� < L < 10 L�) and low-
mass protostars (M < 1 M�). At the request of the C2D team (of which UMD
is partner), we are now computing a grid of models using Ossenkopf & Henning
(1994) ice mantle grains. Upon completion of the new dust grain grid, we will
have doubled our database size to ∼ 106 models.

4. DIRT and the Virtual Observatory

We are currently investigating how to “VO-enable” both DIRT and the model
database itself. The model database provides a large uniform set of spectra
which would be a good use-case for putting theory in the VO (Teuben et al.
2002). Other papers in this volume investigate both a general spectral format
and instrument models for the VO. These developments could provide a useful
interface for the “raw” and instrument-convolved models.
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Figure 1. DIRT’s main Model Viewer showing computed models
(light cubes), IRAC band averages of the models (dark circles), MIPS
band averages of the models (light circle), the user’s input data (large
circles). The model the user has selected is highlighted (dark cubes).
Once a model is selected, the user can click on Details to further
investigate that model (e.g., Figure 2).
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Figure 2. Source model Intensity as a function of impact parameter
p and wavelength for the model selected in Figure 1. If no Instrument
is selected in the main Model Viewer, the plot will show the computed
model only (top). If an Instrument has been selected, the Instrument
responses for that source model are shown (bottom).
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Abstract. Ground Tests are a fundamental milestone within the devel-
opment of the Low Frequency Instrument (LFI) which will fly onboard
the ESA satellite Planck. They allow the collection of information which
can not be supplied by monitoring onboard activity of the satellite dur-
ing operations. Here methods and principles driving the management
and elaboration of data collected during the Ground Tests campaign for
the Planck / LFI are synthetically presented.

1. Introduction

The ESA satellite Planck1, is the 3rd generation of CMB space missions (af-
ter COBE and WMAP) designed to produce measurements of temperature
anisotropy over full sky. Planck will operate as a surveyor equipped with
a 1.5 m Gregorian aplanatic telescope, carrying in the focal surface two in-
struments covering the frequency bands 30, 44, and 70 GHz (Low Frequency

1http://astro.estec.esa.nl/Planck/
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Figure 1. Data handling scheme for Planck/LFI ground tests.

Instrument, LFI) and 100, 143, 217, 353, 545, and 857 GHz (High Frequency
Instrument, HFI).

Ground Tests campaign is a fundamental step of the LFI instrument devel-
opment. During Ground Tests, quantitative information are collected and made
available to the community through LFI Data Processing Center (DPC ; Zacchei
2003a). Ground Tests data are fundamental for the instrument characterization,
setup and calibration (Bersanelli 2003) as well as for the data quality assessment
of the LFI DPC pipeline scientific products. In fact, likewise any instrument to
be hosted by a space mission, in flight instrument calibration and tuning will be
possible only for some of the parameters, such as the photometric calibration or
the measurement of the detectors main beams. LFI Ground testing is a multi-
site activity involving Scientific Institutions and Industry. Major Planck/LFI
Industry partners are LABEN (Milano, Italy), which is responsible for integra-
tion and testing of the instrument; SPACETECH (Tromso, Norway) in charge
of the development of Electric Ground Segment Equipment (EGSE). Scientific
Institutes are IASF/Milano (Italy) responsible for the development of the RANA
package, off-line analysis and scientific support; INAF / OAT (Trieste, Italy) for
the LFI DPC, the Test Data Archive and scientific support; and IASF/Bologna
(Italy) for development of the RACHEL software. The LFI Ground Tests cam-
paign is planned to take place in LABEN in 2004 and will last for about one
year.
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2. Ground Tests Operations and Handling of Ground Tests Infor-
mation

The scheme for data handling is represented in Figure 1. The hardware to be
tested is hosted inside a Cryostatic Facility where the flight environment (vac-
uum, thermal and electrical conditions) will be simulated. Radiometric chains
of the LFI will be tested one-by-one and after their integration in the instru-
ment. The Cryostatic Facility allows programmed variations of part or all of the
parameters defining the environmental conditions. Each test, aimed at assessing
a specific feature of the instrument, is characterized by: the hardware/software
configuration (including the configuration of the facility); the set of constant
parameters and the laws by which variable parameters are changed; the results
of the test; the assessment of proper execution of telecommands for specific
operations; a synthetic report on the test (e.g.: good, bad, failed, etc.).

Functionalities for real time data integration and formatting as quick-look
and real-time data analysis are provided by the RACHEL facility, running at the
testing site. RACHEL receives data produced by the controllers of the testing
facility and of the data acquisition electronics through TCP/IP sockets. The
bulk of data is represented by the output of the radiometric chains which are
tested in groups of four and are sampled at a frequency of about 8 KHz with a
14 bits acquisition electronics. The other sources of information (sensors, asyn-
chronous events, comments from the operators and so on) are sampled at a much
lower rates. RACHEL performs quick-look display and real-time analysis of data
through a system of panels and strip-charts displaying acquired data and/or the
results of tests. RACHEL allows simple statistical analysis (real-time determi-
nation of statistical moments, histogramming, FFT, time-series correlations).
At last RACHEL integrates the various sources of real time information and
store them in a local data store. Information from RACHEL may be stored as
FITS files, according to a simple predefined standard. Four kinds of FITS files
are generated from each test according to the four classes of raw data generated
by the test: radiometric data, radiometric chain set-up, Cryostat status, and log
files. No permanent archival facility is planned at the testing site, but the FITS
files of each day of test are permanently stored in couples of twin DVDs (about
one couple of DVD per day and separated couples for each day) a copy of which
are delivered by postal service to the DPC for the final storage (one delivery per
week) while the other will be hold at the testing site till the end of the testing
campaign. In this way the activities at the testing site are decoupled from the
activities at DPC which will have not to provide a real-time archival service
of tests data through internet. At DPC the collection of DVD will represents
the bulk of the backup of testing data, reducing the effort for the preparation
of a backup of the archive. At testing site the DVD collection will represent a
data repository whose access is automatically limited to authorized people. The
volume of data expected to be gathered during the Ground Test campaign is
about 1 Terabyte.

LFI Instrument fine-tuning and calibration parameters table will be the
result of more refined ground test data streams analysis performed through the
RANA tool. This tool consists of an interactive IDL application built on the top
of an interface to read RACHEL FITS files, a digital signal analysis methods
library tailor-made for LFI Instrument characterization and calibration purposes
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and a report generator. The library is expected to grow during Ground Tests as
experience will suggest new and interesting analysis to be integrated in RANA in
addition to the basic procedures already provided. In addition the RANA library
will represent a prototype for the development of Quick-Look and Trend Analysis
to be applied to satellite data during the mission at DPC. At the opposite of
RACHEL, which will be installed only at the testing site and maintained only
up to the end of the test champaign, RANA will be installed and operated at
any site interested to off-line analysis of Ground Test information and likely will
be maintained all over the mission.

The Data Archive operated by the LFI DPC will provide services for Ground
Tests data ingestion and retrieval by keyword search (Zacchei 2003b). The
archive will be automatically feed through a FITS Ingestor with the data pro-
duced by RACHEL and stored in DVD. The FITS Ingestor will extract from
FITS files all the needed keywords required to prepare tables for a fast retrieval
of test products. Once consolidated, the results of RANA as the connected
documentation are delivered through Internet and ingested in the DPC Archive
through a PHP WEB interface. Storage of RANA output follow rules similar to
those used for the RACHEL products. The path leading to each result will have
to be fully traceable and linked to the specific version of RANA which has been
used to obtain it, the same for the site from which the contribution has been
originated. It is important to note that the permanent archival of testing data
is fundamental in order to exploit the full potential of ground test information
along the mission. Archived data will be helpful not only to characterize the
instrument but also for calibration and diagnostic during the flight. The archive
is placed at the LFI DPC since it will be the most important consumer of such
information during operations. Permanent use of archived data requires to keep
information self consistent in time, as to assure full traceability of the physical
conditions, of the procedures and of the data analysis algorithm leading to a
particular result. For this reason the archive will be ingested both with raw
data from the testing facility, metadata including the history of tests and data
analysis modules which contributed to the generation of a particular data prod-
uct. In addition it has to be taken in account that tests will evolve as experience
will be gained on the behaviour and analysis of the real instrument. Flexibility
in the data model assumed for the archive and the exchange data format is then
an asset.

Acknowledgments. The authors acknowledge F.Gasparo for kind help in
preparing the graphics in this contribution.
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Abstract. The Space Interferometry Mission (SIM) will provide un-
precedented micro-arcsecond (µas) precision to search for extra-solar plan-
ets and possible life in the universe. SIM will also revolutionize our un-
derstanding of the dynamics and evolutions of the local universe through
hundred-fold improvements of inertial astrometry measurements. SIM
has two so-called guide interferometers to provide stable inertial orienta-
tion knowledge of the baseline, and a science interferometer to measure
target fringes. The guide and science measurements are based on the
fringe phase measurements using a CCD detector. One of SIM’s key is-
sues is to develop a new algorithm for calculation of fringe parameters.
Not only astrometric results need that new algorithm, but also real-time
fringe tracking requires a new method to calculate phase and visibility
fast and accurately. The formulas for the phasor algorithms for fringe es-
timation are presented. The signal-noise ratio performances of the fringe
quadratures are demonstrated. The advantages of phasor algorithms for
application of fast fringe tracking and on-board data compression are
discussed.

1. Introduction

A space-based astrometric interferometry mission, SIM, is a long baseline op-
tical interferometer optimized for global (inertial) and narrow-angle (relative)
astrometry. Global astrometry with accuracy of 4 muas permit trigonometric
determination of distances throughout the Galaxy. The narrow-angle astrometry
at the level of 1 muas performs definite searches for extra-solar planets (Bahcall
1991). The SIM is the only astronomical instrument, that can unambiguously
measure the masses of extra-solar planets. The SIM instrument has two guide
interferometers and a science interferometer. The guide interferometers observe
two bright objects in order to provide an inertially stable baseline. Delay mea-
surements from guide stars are fed forward to the science interferometer. Based
on the knowledge of the baseline orientation in space the science interferome-
ter operates similar to the ground-based Michelson interferometers (Shao 1988).
The key to interferometer measurements is the white light fringe determination.
The SIM instrument uses path length modulation implemented on the optical
delay line for fringe detection. All three interferometers in SIM use coherent
fringe demodulation and active fringe tracking. The 500 Hz modulation uses
a sawtooth waveform for 4 – 8 spectral channels simultaneously. The SIM in-
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strument has broad wavelength coverage from ultraviolet to near-infrared. In
order to reach high accuracy of fringe parameter measurements it is important
to develop new phasor algorithms.

This paper presents formulas for fringe estimation based on the phasor
algorithms, and demonstrate the signal-noise ratio performances of the fringe
quadratures. The advantages of phasor algorithms for application of fast fringe
tracking and on-board data compression are discussed.

2. Phasor Algorithm

SIM is a fringe-scanning interferometer that needs to acquire and track the white
light fringe in order to equalize the paths of the two arms of the interferometer
at the nanometer level. The pathlength modulation implemented by the voice
coil uses a sawtooth waveform, and the detector is read out coherently using
eight time bins per scan. The basic frame rate is 500 Hz, and each time bin is
0.125 ms. The path length in one arm varies linearly with the stroke, which has
a length equal to the longest wavelength. Two guide-star interferometers have
4 spectral channels, and a science interferometer has 8 spectral channels. For
all of spectral channels, one, or a little more than one fringe, is scanned across
CCD detectors.

The fringe irradiance is written as :

F (τ) = N/s ∗ [1 + V sin(kτ − φ)],

where N is the mean number of photons per scan, s is the stroke, V is fringe vis-
ibility, k is the wave number (2π/λ), and φ is the fringe phase. The modulation
position τ = st/T − s/2, where t is time for a bin, and T is the time interval of
a stroke.

From the CCD measurements the accumulated photon counts for each time
bin can be written as :

Hi =

∫ s(i+1)/8

si/8
F (τ)dτ, i = 1−−8.

The total photons per stroke are the summation of counts in all eight time
bins:

NH = H0 + H1 + H2 + H3 + H4 + H5 + H6 + H7.

For each channel we calculate the X and Y quadratures for the dithered signal.
In the simple case that the modulation amplitude matches a wavelength, i.e.
s = λ, we can combine the 8 bin data as follows:
X ′ = −H0 + H2 −H5 + H7, Y ′ = −H1 + H3 + H4 −H6.

For most of channels the stroke is longer than their effective wavelengths.
We must define:

θ = πs/(4λ), where s is stroke, λ is wavelength;
α = sin θ + sin 2θ − sin 3θ,
β = cos θ − cos 2θ − cos 3θ + cos 4θ.
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The true quadratures, Xp&Yp, i.e. X and Y phasor components, and the
total fluxes are calculated as :

Xp = πs/(
√

2λ) ∗ [X ′/β − Y ′/α],

Yp = πs/(
√

2λ) ∗ [X ′/β + Y ′/α]

Np = NH − sin 4θ ∗ Y ′/α

So the fringe visibility and phase are calculated as follows:

V 2 = (< Xp >2 + < Yp >2)/ < Np >2 ;
φ = arctan(< Yp > / < Xp >)− π/4,

where angle brackets < ... > represent an average over certain time periods of
fringe tracking.

The photon counts of time bins obey Poisson distribution. The signal-noise
ratio of phasors can be expressed as

SNRX = Xp/
√

Xp + Nd + Nr;

SNRy = Yp/
√

Yp + Nd + Nr;

where Nd is the dark current, and Nr is the read noises.
Simulations are conducted for a typical case of 30 seconds of fringe tracking.

For a 7th magnitude guide stars the signal-noise ratios of X, Y phasors are
shown in Figure 1. For comparison, the signal-noise ratio of phasors in X and
Y directions are computed for the case of four time bins(Colavita 1999). It
is shown that the performances of signal-noise ratio drops significantly when
the wavelength of a spectral channel is shorter than the length of the stroke.
It is necessary to use new eight time bin algorithm for uniform and improved
performance.

3. Discussion

This work developed new phasor algorithm and has been successfully used for
the MAM testbed experiments (Shaklan 1992). In order to keep the paths of
the two arms nearly equal, the MAM delay line must acquire and track the
white light fringe phase. Once the fringe visibility calculated by the formulas
above exceeds a threshold, fringe tracking can start. By using the phase results
from the algorithm the system reports the absolute value of the fringe phase as
telemetry at the maximum rate that the fringe control loop runs(Hines 2002).
For such real-time control system the phasor algorithm has proven to be simple,
fast and accurate.

Traditional non-linear fitting techniques, or the pseudo-inverse method are
much too slow, and are difficult to use for nanometer and millisecond control.
The phasor algorithm also can be used for the on-board data processing in SIM.
The data volumes that must be down-loaded from the spacecraft to the ground
station are extremely high. Phasors computed by this algorithm can be used
to compress fringe data. It is important to maximize measurement information
while reducing data volume in SIM.
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Figure 1. Signal-noise ratios of X, Y phasors

This paper presents the preliminary study of the phasor algorithm. Cyclic
errors, the vibration effects, and nonlinear strokes are a few example of noises
that will reduce the accuracy of fringe parameter determination. Those issues
need to be addressed in the near future.

This work was carried out at the Jet Propulsion Laboratory, California
Institute of Technology, under contract with the National Aeronautics and Space
Administration.
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Abstract. As part of our effort to support the calibration of the Chan-
dra X-ray Observatory’s High Resolution Mirror Assembly (HRMA), we
often have to run many computationally intensive simulation programs.
In order to maximize our efficiency we have written a suite of programs
to distribute batch jobs by exploiting idle workstations during non-work
hours. We discuss the system architecture of the Scheduler programs
which were written to facilitate the tedious task of submitting a large
number of batch jobs. As a demonstration of the capabilities of the
Scheduler program, we describe its use in the analysis of ground calibra-
tion data. We also compare the efficiency of the Scheduler to the Sun’s
Grid Engine.

1. Introduction

Personal workstations are often idle for extended period of time, especially dur-
ing non-work hours. We often have to run a large number of ray-traces, up to
1 million jobs, so Scheduler was written to exploit the computational power of
idle workstations during non-work hours. Our batch jobs may last only a few
tens of seconds so using a backend SQL database will yield unacceptable long
transaction times, instead the batch queues are now kept in memory to reduce
the per-job scheduling costs. Scheduler is a distributed batch job controller us-
ing the client/server paradigm for batch jobs submission, Figure 1 shows the
architecture of the Scheduler system. The program has the following features: A
centralized batch job submission and job control across heterogeneous systems.
Workstations are assigned to classes, and can be members of several classes. The
user can specify the class of workstations on which to run a batch-job. The user
can dynamically add and remove workstations to the pool of workstations. The
user can kill and suspend jobs. Each workstation has its own non-work hours
schedule. The owner of each workstation can override its current non-work hours
schedule.

2. The Server

Scheduler was implemented using the Remote Method Invocation (RMI) capa-
bilities of Java. RMI was chosen because the server and the clients are Java ap-
plications and RMI allows applications to call object methods located remotely

796



Scheduler, a distributed batch controller 797

client 1 client m

worstation class 1

client 1 client n

workstation x

............

Server

job-submission client

rmiregistry

Meta-data
repository

Figure 1. Architecture of the Scheduler.

without having to deal with the low level networking details. The architecture
and runtime dynamics of the system can be summarized as follows:

The remote object registry, rmiregistry, must first be started on a specified
port on the current host. The remote object registry is a naming service used
by RMI server to bind objects to names. Once an object has been registered,
the clients can look up remote objects and make remote method invocations.
The server can be started once the remote object registry is up and running.
The server makes its methods available for remote invocation by binding it to a
name in the RMI registry. The server is the centralized processor to carry out the
following tasks: The server is the central repository for batch jobs submission.
The server dispenses the appropriate batch job upon request from idled clients.
The server relays commands for the clients to suspend or terminate processing.

3. The Clients

The client obtains a reference to the server remote object by looking up the
name which the server had register itself as with the rmiregistry. Once the
client has the server remote object, it can invoke methods on it as if it were
a local object. The tasks of the clients are: The client must verify that it is
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not within the black-out period before requesting work. If the client determines
that it is within the black-out period, it sleeps until the next available time zone.
While sleeping, the client must periodically check to make sure that it has not
been sent a signal to be terminated. The client continues to request work from
the server until the list of batch jobs is exhausted.

There are numerous programs and scripts to monitor the progess of the
batch jobs and to summarize the workload distributions based on the log file
generated by the server.

4. Disadvantages of Scheduler

We do not have the software development resources required to implement a
system secure enough to run with superuser privileges. In order to avoid security
problems, Scheduler runs as a non-privileged user, this means that a separate
instance of the server and the clients must be started for each user in order
that jobs be run with correct access permissions to disk space, etc. Scheduler
does not implement a mechanism to arbitrate resources between users; each job
“network” is ignorant of any other. Thus, cooperation between users is required
to prevent the client machines from being overburdened. We have a small group
of users, so this has not been a problem. The drawbacks with the current design
of the current Scheduler are: It is a single user cooperative multi tasking system.
The batch job queue is non-persistent. All jobs must complete before the batch
queue can be changed. The Java Virtual Machine (JVM) can be a memory
intensive application. It implements primitive first in first out (FIFO) job and
batch queues.

5. Application

As a demonstration of the Scheduler’s capabilities, we compare the ground based
calibration measurements to the SAOsac model (Jerius 2003) to determine the
pointing of Chandra’s High Resolution Mirror Assembly(HRMA) during testing
at the X-Ray Calibration Facility (XRCF).

The HRMA was mounted to multiple stages which could raise or lower
the front and rear of the mirrors or move them side to side. Changes in the
position of the source or inaccuracies in the HRMA stage positions could lead
to uncertainty in the absolute pointing of the HRMA. As the shape of the line
response function (LRF) changes as a function of HRMA pointing, it is possible
to use the LRF measurements to determine the pointing. Measuring the HRMA
pointing during the XRCF testing proved to be a nontrivial task[1].

We determine the pointing of the HRMA by optimizing the fit between
the data and simulated LRF measurements, letting the simulations explore the
parameter space consisting of the HRMA yaw and pitch and the aperture XY
position in the focal plane. Presumably, the best fit pointing will indicate the
absolute pointing of the HRMA at the XRCF. In order to get a fair sampling
of the mirror models, each HRMA pointing was simulated with 100 different
realizations of the model, see Figures 2.
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Figure 2. Simulated focal plane image of the horizontal scan with
apertures overlaid. Line response function for the simulation.

6. Performance Analysis

The Scheduler is a fairly efficient program, the following table is a comparison
of the execution time of 100 realizations of raytraces using Scheduler versus the
Sun’s Grid Engine.

Table 1. Scheduler versus Sun’s Grid Engine.
Manager Average Time Standard Deviation
Scheduler 00:01:57.70 2.003 secs
Sun’s Grid Engine 00:03:06.09 55.827 secs

Keeping the list of batch jobs in memory reduces the Scheduler’s overhead.
The following table compares the time of Scheduler versus the Sun’s Grid Engine
when the list of batch jobs contains jobs which are short in duration.

Table 2. Scheduler versus Sun’s Grid Engine.
Num Scheduler Sun’s Grid Engine
100 00:00:17.61 00:00:26.00
1000 00:01:18.81 00:04:50.00
10000 00:12:01.90 01:13:03.00

Acknowledgments. This work is supported by the Chandra X-ray Center
under NASA contract NAS8-39073.
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Abstract. During early flight operation, the Chandra X-ray Observa-
tory’s Advanced CCD Imaging Spectrometer (ACIS) suffered degrada-
tion of charge transfer inefficiency (CTI) due to radiation induced charge
trapping. The ACIS front-illuminated detector CTI has significantly de-
graded over time with respect to the intrinsic energy resolution of the
chips. In this presentation we use the degradation of CTI in the ACIS
camera as an example of how software was adapted to fix a significant and
unforeseen post-launch problem in on-board hardware. We will discuss
the impact of CTI on events, RMF and gain files. Then, we will dis-
cuss the software updates necessary to alleviate the degradation effects
and to improve spectral resolution. Finally, we will highlight other ACIS
hardware problems and their corresponding software solutions.

1. Introduction

As hard as engineers may try to foresee and hardware problems leading up to
the launch of a space-based telescope, these problems are nearly impossible to
prevent. For an unserviceable mission such as the Chandra X-Ray Observatory,
the issue of hardware problems takes on greater significance for the success and
ultimate fate of the mission. Even for serviceable missions, to fix a problem
with software is usually more cost effective than replacing or repairing on-board
hardware.

CTI and Chandra When either X-rays or cosmic rays deposit charge in an
ACIS CCD, the deposited charge is read out from one of four sets of read-out
nodes (256 x 1024 pixels). Because charge is read out at only one location on a
node, the charge at all other locations must be moved to the read-out. Charge is
moved both vertically (i.e. in the negative CHIPY or “parallel” direction) and
horizontally (i.e. in the positive or negative CHIPX or “serial” direction). As
charge is moved, some may be lost to charge traps that are distributed across
the detector. The mean fractional amount of charge lost per pixel transferred is
called the charge transfer inefficiency (CTI).

800
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Figure 1. Energy plots across a CCD before (left) and after (right)
the CTI correction.

Shortly after the launch of the Chandra Observatory, the ACIS detector
(one of two primary science instruments) suffered severe degradation to its charge
transfer inefficiency due to soft proton damage, resulting in loss of energy res-
olution and the elimination of some events that would otherwise be considered
good.

2. Data Impact of CTI

The increase in CTI had a significant impact on the quality of Chandra science
data. Listed below are some of the effects and how they were caused by CTI.

Grade Migration When charge is captured by a CCD the energy is divided
within an “event island”, usually 3 pixels by 3 pixels. The distribution of charge
within the island determines the GRADE of the event. When the event is read
out across the detector, its charge is “smeared out” in the read-out direction
due to the effects of CTI. This smearing redistributes some of the charge and
may change the GRADE of some events.

Detection Efficiency When event GRADEs with “good” values change to “bad”,
the result is that the events are excluded from Level 2 event files and there is
an apparent reduction in the detection efficiency of a CCD.

Gain Shift The amount of charge read out from an event will be less than the
amount of charge deposited on the detector. The difference in charge will depend
on the number of pixels crossed before reaching the read-out node. Thus, the
loss of charge at the top of the chip will be greater than when charge deposited
near the read-out node. The pulse-height distribution for a source will be shifted
to lower energies and result in an apparent gain shift.
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Figure 2. An energy spectrum before and after the CTI adjustment.

Spectral Resolution CTI also causes degradation in the energy resolution of a
CCD. The pulse-height distribution of line features is broadened. This spectrum
shift is also spatially dependent, being greatest at the furthest point from the
read-out node.

3. Software Impact of CTI

In order to resolve the impact of CTI on data, software changes were made in
several areas of the Chandra data processing system.

Tools The core event processing tool that computes energies and performs
coordinate transformations was changed in order to incorporate a correction
algorithm developed by teams at Penn State and MIT. The algorithm estimates
the amount of charge deposited on a CCD for an event based on the amount of
charge read out and the location of the event on the detector. New parameters
were added to the tool to make use of new calibration files and for controlling
when to implement the algorithm. The CTI adjustment reverses nearly all of
the apparent gain shift and can significantly improve the energy resolution of a
detector. The grating event processing tool also had minor updates to handle
new calibration files.

Calibration The calibration changes were a major portion of the CTI correc-
tion effort. In particular, the Redistribution Matrix File (RMF) and gain tables
needed to be re-calibrated to use the CTI-corrected data. The updates for RMFs
alone involved dramatically increasing the number of input Fits Embedded Func-
tion (FEF) files, changing the format of the FEF to handle regions within a node,
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creating weighted RMFs as input for extended sources, and developing a new
method to produce PI-RMFs to save time.

Pipelines Ultimately all of the software changes were destined for the standard
processing pipelines. Updating the pipelines meant using the new calibration
database and performing many regression tests to verify that the correction
was working well in the context of an automated processing environment. The
software correction for CTI became available to the Chandra user community
through standard data processing on March 6, 2003.

4. Examples of Other ACIS Hardware Issues

CTI is one issue affecting the quality of science data produced the the Chandra
X-Ray Observatory. Listed below are several other hardware problems that have
been or will be fixed by software.

Horizontal streaks Some ACIS CCDs, the S4 chip of the S-array in particular,
were found to have spurious horizontal streaks. The streaks were not removed
by standard grade, status, or bad pixel filtering. A tool was created to remove
these streaks without affecting the scientific significance of the data.

Vertical streak with bright source While ACIS reads out, it is still taking data.
Photons detected during the read-out are clocked out in the wrong row and so
have incorrect CHIPY values. For a bright source, a streak appears all along
the column (on both sides of the source, since some events are from the previous
exposure).1

A software tool was developed to remove the streak from the image for
cosmetic reasons and so that it doesn’t affect source detection. The tool also
retains the streak photons, which have more accurate timing information and
are not affected by pile-up.

Quantum Efficiency (QE) at low energies The optical filter above the ACIS
camera has experienced a gradual increase of a contaminant resulting from the
out-gassing of solid adhesives within the telescope since launch. As a result, the
sensitivity of ACIS has gradually decreased at low energies. Most likely in the
near future, the instrument will be heated to “bake-off” the contaminant, then
brought back to the lower operating temperature. There have been and will
continue to be software changes to ameliorate this problem.

Acknowledgments. This work was supported by NASA contract NAS8-
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Abstract. The Chandra X-Ray Observatory was launched in July 1999,
and is thus in its fifth year on-orbit. The Monitoring and Trends team at
the Chandra X-Ray Center (CXC) is charged with tracking observatory
performance parameters to optimize the mission’s science return. We
have built from scratch an IDL-based system, called ”dtrend” (derivative
trending), for visualizing and quantifying long-term trends. Data are in-
put from our databases of over 600 engineering mnemonics, averaged on
5 minute intervals over the course of the entire mission. Dtrend computes
the mean, standard deviation, first derivative and second derivative for
each parameter. The derivatives are then used to predict the next 6 month
cycle. Output is presented via web pages with statistical summary tables
and graphics color-coded to highlight threat level or potential problems.
This paper will discuss the algorithms and metrics used to predict future
behavior based on previous trends and how the CXC can efficiently iden-
tify, track, and possibly curtail problems to extend the length and quality
of the Chandra science mission.

1. Overview

The Chandra Monitoring and Trends Analysis (MTA) team is part of the Science
Operations Team and works with the Flight Operations Team engineers to iden-
tify and monitor problems on-board and to ensure the continued, efficient, and
safe operation of the Observatory. We monitor and report limit violations on a
daily, weekly, monthly, and mission-length basis. MTA uses automated e-mail
alerts, web pages and an SQL database to report and track any and all limit
violations (Spitzbart 2002; Wolk 2002). Several problems, such as changes in
thermal control, are currently known and could lead to compromised or at least
altered instrument performance. Therefore it is becoming increasingly impor-
tant to understand the sense and prognosis of any anomalies and to have metrics
to track them. Herein the focus is on tools that plot trending and predictions
for various Chandra subsystems over the long-term.

2. Software Design

Trending is run on a subset of the subsystems each night so that all the mnemon-
ics are updated once a week. The schedule is balanced so that the software is

804
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Table 1. General dtrend processing steps.

1 Extract new data from MTA databases using DataSeeker
(5 minute averages).

2 Compute 1 hour averages (for faster run times and compressed
storage), merge with previous data.

3 Read merged data into IDL.

4 Apply filters (e.g. 3-sigma clipping, handle NaNs and missing data).

5 Look-up defined limits to color-code output.

6 Scatter plot each data column.

7 Apply smoothing and calculate derivatives.

8 Overplot smoothed curve (blue) and fit line (color-coded by limits).

9 Overplot 6 month extrapolation.

10 Plot derivative.

11 Overplot fit line (second derivative).

12 Produce html statistical summary page.

active for about 4 hours each night. We have chosen a homegrown system to fit
our very customized needs and for easy maintainability.

2.1. Processing Steps

Input comes from the MTA database of 5-minute averaged values through the
DataSeeker interface (Overbeck 2002). DataSeeker can read from either the
pipeline produced SQL database or from RDB text files. We use the RDB
tables to prototype new tables or add additional data not yet available from the
pipeline. DataSeeker can select data from user-specified time ranges or based on
specific spacecraft states, then will merge data columns across different tables
and deliver a FITS or RDB file. Our automated processing uses the command
line version of DataSeeker, while a web-based interface is also available.

Processing is done with IDL code to take advantage of built-in or readily
available FITS I/O, statistical, and plotting routines. Table 1 lists the key steps
involved. Note, default values are listed for all constant parameters, such as
sigma clipping level and extrapolation time frame, in this description. The code
gives control of these values to the user through keywords.

Output is to World Wide Web pages for easy user access. See section 3.

2.2. Algorithms

We employ a simple boxcar algorithm for smoothing and derivative calculation.
For each data point,(x0, y0), a least squares linear fit, f(x) = m0x + b0, is
computed to the subset of data points within some range (|x−x0| < r, nominally
r = 30 days). Thus, m0 defines our instantaneous slope or derivative at that
point. The data value interpolated from the fit at that point gives our smoothed
curve. A straight line fit on the derivative array gives us a single metric to call
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Figure 1. Example dtrend summary pages. Note columns 4 and 5 on
the right, which show the linear fit slope of the data (first derivative)
and the fit to the “instantaneous” slopes (second derivative), respec-
tively.

the second derivative. With the first and second derivatives we can extrapolate
out some length of time (nominally 6 months) to look for future limit violations.

3. Data Output/User Interface

The URL for SOT Trending is http://cxc.harvard.edu/mta/DAILY/mta deriv.
Figure 1 shows example summary pages. On the left is the trending top level

page. Here we present a table listing all the trended subsystems with links to
the available analyses (total, daily minimum, daily maximum, and past quarter).
The links are color-coded green, yellow, and red based on limit violations seen
in the underlying pages to quickly identify the problem areas.

On the right is a subsystem summary and statistics page. Each link from
the top level page expands to a statistical summary page. Here we list for each
mnemonic the calculated mean, standard deviation, first derivative, and second
derivative. These values are color-coded to easily identify the current or future
problem areas. We also list units and a description of each mnemonic extracted
from the limits look-up file for reference.

Figure 2 shows examples of our pop-up plotting windows. Each mnemonic
links to a plot of the data. The top panel in each shows a scatter plot of the
data with smoothed curve (blue) and fit line overplotted. Note the six month
extrapolation plotted based on the second derivative. Any out-of-limit values
are indicated with yellow or red colors.

There are several types of profiles commonly seen: On the left is a linear
fit, f(x) = mx+ b, for simple cases or as a first step in cases not yet understood.
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Figure 2. Examples of mnemonic vs. time (left) and correlation
(right) plots. Each shows cleaned data, smoothed curve, and fit line on
top along with first and second derivatives in bottom panel. The time-
dependant plot has a six month extrapolation while the correlation
features a color bar to indicate time.

The right-hand figure shows that we do not have to plot only versus time.
Here we show temperature versus sun angle, with time indicated by the color of
the data points. It is clear that the EPHIN housing heats up most at forward-sun
attitudes, but the problem is getting worse over time due to the deterioration
and darkening of insulating materials. This profile may be best fit with a higher
order polynomial or exponential decay model, such as f(x) = ax2 + bx + c or
f(x) = (m0x + b0) exp(ωx) + (m1x + b1).

Other subsystems show more complicated structures, with multiple compo-
nents. Solar array voltages, for instance, show an overall decreasing linear or
exponential trend as well as seasonal sinusoidal variations. By carefully fitting
both of these elements with something like f(x) = (m0x+b0) sin(ωx)+(m1x+b1),
we can glean more information on the system’s behavior and better estimate its
future performance.
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Abstract. Results are reported from an investigation of object center-
ing methods in spectroscopic calibration software. The emphasis is laid
on procedures which produce highly repeatable accurate results for tilted,
broadened monochromatic slit images from wavelength calibration lamps
in the presence of substantial noise.

1. Background

Instrument physical models are used increasingly in instrument design, in oper-
ations and specifically by science support in order to understand and to predict
the behaviour of a wide range of modes of an instrument without actually oper-
ating it or without repeating elaborate measurements over and over again (see
the review paper in this volume by Ballester & Rosa). A specific case is the
generic 2D-spectrograph model (Ballester & Rosa 1997) which has been imple-
mented in various forms into the ESO VLT Exposure Time Calculators, and
is also central part of the calibration pipelines for VLT spectrographs such as
UVES and FLAMES. A variant of the very same generic model is currently been
implemented by the ST-ECF as the backbone of the wavelength calibration of
all data obtained with three different detectors in a plentitude of modes of the
Hubble Space Telescope (HST) spectrograph STIS.

Experience with these models shows that the predictive power in princi-
ple is so high that one can distinguish “outliers” into geometric effects (camera
distortion, detector gridding), inaccurate entries in laboratory wavelength cat-
alogues and insufficient description of the instrument proper on a scale below
0.1 of a spectral resolution element or pixel over fields many thousands of pixels
across. At this point it is indispensable to be able to obtain the measurements of

1Affiliated with the Space Telescopes Division of the European Space Agency, ESTEC, Noord-
wijk, the Netherlands
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reference features in experimental data such as the wavelength calibration lines
with a comparable intrinsic accuracy and repeatability.

It is obvious that the ultimate limitation for obtaining optimal calibration
for differing modes of real instruments is the uncertainty associated with obtain-
ing a “true observed center” for the calibration lines in the presence of noise.
While ground based, visible wavelength calibration data usually can be exposed
to have more than sufficient signal, space based observations are limited in ex-
posure time by engineering constraints. HST STIS FUV MAMA wavelength
calibration data in echelle mode with their typical low signal to noise ratios in
the far UV are a particularly demanding case. An example of such data is shown
in Figure 1, a 70 by 50 pixel window around two “bright” calibration lines (slit
images) with a maximum photon count of 40 in the brightest pixel. The fainter
line has a total of 875 counts spread over an area of 357 pixels.

Figure 1. Typical photon count distribution for two calibration lines.

2. Starting Conditions and Objectives

As a reference case we used a STIS EG140H FUV MAMA mode 3000 sec long
exposure, which contains some 700 identifiable lines from a Pt-Cr/Ne lamp in
about 35 spectral orders between 1300Å and 1500Å, spread across a frame of
2000 by 2000 pixels. It is noteworthy that routine data for instrumental verifica-
tion bracketing a typical science observation are typically exposed for 60 seconds
only, i.e. a mere 2 % of our study case.

In an iterative procedure the parameters of the STIS model have been
carefully optimized for this mode to yield predictions of the line centers. The
distribution of the residuals “measured - predicted” for these 700 line centers
should yield a point symmetric cloud which, under ideal conditions, should be
well centered around the origin and should assume a rather narrow distribution
with a sigma corresponding to a fractional resolution element (line width) - in
the present case about 0.2 pix.

However, as can be seen in Figure 2 (left), the cloud is not really concen-
trated and has a characteristic size of 1 pixel. Naturally the question arises
whether this reflects a “weakness” of the physical model, or the “inability” of
the measurement procedure to ascertain the true observed line centers on the
images instead.
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Figure 2. Residuals between measured and predicted positions ∆x,
∆y. Left: Initial software, 2D Gaussian. Right: Improvements ob-
tained using a complex gaussoid line profile and correlation techniques.

As part of a collaboration between ESO/DMD/DFS and ST-ECF/IPMG
groups we have evaluated object centering methods and verified that the “mea-
surements” are obtained with the least amount of error and systematics can be
excluded. Improvements in this area would benefit also to other data reduction
steps based on line centering methods.

Initial starting point was the Feb 2003 version of the STIS-ANNEAL bun-
dle from the STIS Calibration Enhancement project of the ST-ECF. Currently
the baseline package utilizes the Levenberg-Marquardt (LM) method to fit a
bi-dimensional Gaussian with six adjustable parameters (widths, amplitudes,
angle between the two directions, background pedestal) to the data values in
a selectable 2D-window around the estimated center of the feature (tilted and
distorted monochromatic image of the slit).

2.1. Improvement of Line Shape Models

It is clear that the lines (resp. slit images) in Figure 1 are NOT well described
by two Gaussians. Therefore, finding a better model for the line shape offered an
obvious route to improving the residuals between the STIS model and the actual
measurements of line centroids. As shown in Figure 3 a bended, rotated, 2D-
gaussoid looks more realistic. Unfortunately, the use of very complex analytical
shapes in unattended fitting is very critical about the choice of starting values.

Thus we decided to limit the complexity of the line model by keeping some
of the less important parameters fixed to appropriate values.

These modifications allow a slight improvement of the line centroiding.

2.2. Modifications of the LM algorithm

On the Web we located several different examples of implementations of the LM
method (1D case). We searched the web for indications of limitations of the
LM method in the presence of noise. Apparently the result of a fit is critically
dependent on the choice of metric used to evaluate the goodness of the fit.

We analized several possibilities. Replacing in the chi-square criterium the
sum of squares by the sum of the absolute distances one decreases the sensibility
to outliers but also to the line wings improving the fit of line centers. But STIS
data sets have often very extended lines with typically only ten photon counts
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Figure 3. A snapshot from the IDL line-shape model analysis tool.
Displayed from left to right: actual data in logarithmic scale, and con-
tour plot, raw and smoothed data, line shape model 3D and contours.

in the centers. This makes very high the probability to have in the centers holes
with very few or even no counts (Poisson-noise).

Taking into account the noise in the chi-square weighting factor one empha-
sizes those regions of the data window which by chance have less apparent shot
noise. In the low signal domain of the present data that results in considerable
”miscentering” even for relatively ”bright” lines.

Finally we improved considerably the fit adopting a chi-square expression
variant which is proportional to the inverse of the product between the measured
data and the fitting function. This enforces a maximisation of the correlation be-
tween data and fit function shape. This modification is now being implemented
as the default for the STIS-CE wavelength calibration baseline package. Figure
2 (right panel) shows the diagram of the residuals which should be compared to
the starting conditions in Figure 2 (left panel).

3. Summary

In an attempt to understand the unexpected large residuals when comparing
STIS FUV MAMA E140H echelle wavelength calibration images with the STIS-
CE echelle model predictions we identified as the main source of error the in-
ability of the fitting routines to provide accurate measurements of the noisy
extended calibration lines.

Searching for remedies we tested a large number of modifications to the
fitting algorithm and the fit model functions. We identified two successful
modifications to the standard fitting package which is based on a Levenberg-
Marquardt algorithm. We recommend to adapt the 2D line model from a sim-
ple bi-dimensional Gaussian to a gaussoid with different exponents in X and Y
direction, which resemble the observed line profiles much better. We also rec-
ommend to modify the standard ”chi-square” formula such that the correlation
between the shapes of the line model and the line data is maximised.
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Abstract. Abstract: The calculation of flux upper limits in the source-
free (”background”) regions of photon-limited images is complicated by
instrumental and statistical modeling and requires non-trivial computa-
tional effort. We propose a scheme where the properties of source-free
image regions are pre-calculated and catalogued in a compact form to
allow rapid estimation of flux limits and statistical properties of the back-
ground. For the case of X-ray data, we examine the expected speed-up
in massive all-sky queries resulting from such a system to pre-screen co-
ordinate requests before running a full analysis.

1. Introduction

We are interested in finding long term X-ray variability in classes of objects
ranging from brown dwarfs to galaxies. Data-intensive searching is the only
realistic method for discovery of rare transient flaring or spectral variability
which may reveal important underlying physical processes. Multi-wavelength
correlation offers additional insight into these processes but the most important
initial criterion is to identify candidate variability ’events’.

Large databases being queried within a Virtual Observatory (VO) context
allow previously unfeasible speculative searches for such rare transients. Most
of the sources analysed will produce negative results so approaches which can
recognise and abort clearly unproductive pipelines early will speed up the search
completion. Such acceleration will become important as the size of available
databases continues to rise and the demand for popular data resources creates
significant queuing delays (see e.g. O’Mullane 2004).

2. Designing searches for rare transients

Correlating catalogues of source detections and comparing fluxes/count rates
represents a relatively fast approach to long-term light-curve calculation. When
a source is not detected in a particular observation, an upper limit to the flux
can be computed using a model of the instrument, exposure time, bandpass,
etc. Significant non-detections where the source has clearly dropped below the
expected level may indicate an object in a pre- or post- flare state.
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Figure 1. RASS-Preview path during a query.

Flux upper limit or limiting magnitude calculators have been implemented
using image metadata (Voisin et al. 2004). However, in the case of X-rays, the
upper limit calculation process is complicated by its strong dependence on the
exact photon statistics and by the varying instrument effects (vignetting, PSF,
bandpass, etc) across the field of view. These factors make the creation of a
simple background/upper-limit model much harder and in general the calcula-
tion of an accurate upper limit will require re-execution of the source detection
pipeline to assess the possible source statistics again.

Results for such parameters are also harder to compress into representative
values since even closely neighboring positions can have significantly different
source and background statistics. Similarly, source morphology and temporal
smapling information within an observation is harder to express in a tabular
form that will satisfy general queries.

3. RASS-Preview - A RASS Model

The ROSAT All-Sky Survey (Voges et al. 1999) carried out from Jun 1990 to
Jan 1991 remains the deepest all-sky map of the X-ray sky. As such it is the
most useful reference point against which to compare detections from pointed
mode observations from other missions/instruments (Chandra, XMM, RXTE,
ROSAT pointed mode, etc) for signs of long term variation.

At present we are developing the RASS-Preview tool to allow any point on
the RASS sky to be queried and parameters returned via a database request to
pre-stored tables. Only in the case of interesting results from this stage of the
query does the conventional analysis pipeline continue to re-compute the exact
upper limits and other parameters from the raw data (see Fig 1).
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The present approach is to calculate the source parameters characterising
each RASS resolution element on the sky (∼6×108 beams/sky containing ∼105

source detections). Each position is described by a flux (or upper limit) in the
0.1-0.5keV, 0.5-2.4keV and 0.1-2.4keV bands, the number of photons detected in
each band and a background level. This information can then be queried from a
compressed database in response to each request and this database can then be
used when objects are not found in the existing RASS Bright and Faint Source
Catalogues of point sources.

4. Expected Speed-up

The current pipelines we are using run on a combination of software: MI-
DAS/Exsas (MPI), FTOOLS(Heasarc) and shell scripts. To build a database
of the RASS X-ray properties of 105 objects takes ∼10 days on a single 1GHz
desktop machine. The principal component in this is the time taken to pre-
process and handle the ∼30 GB of RASS data rather than the calculation of
each upper limit. Therefore, increasing the number of objects queried does not
linearly increase the execution time. This whole process could be parallelised by
partitioning the sky across many machines however what we are interested in
here is developing with RASS-Preview the methods needed to make the searches
as efficient as possible rather than a ’sledgehammer’ approach. As the size of the
X-ray data archive grows with the present generation of satellites, efficiency will
become increasingly important if we still wish to carry out massive speculative
all-sky queries. The significantly greater future size of the XMM and Chandra
data archives in terms of number of distinguishable resolution elements needing
encoding will mean that an efficient database coordinate search system (Ortiz
2003) may be needed to prevent this becoming a bottleneck.

Based on trials using a few RASS fields, we expect that queries to RASS-
Preview can be processed in a few milliseconds on a desktop system compared
with, at best, the several tens of seconds needed to execute a full analysis
pipeline. In a search of sources in the XMM-Serendipitous Source Catalogue,
greater than 90% were rejected as being more than a factor two fainter than
the RASS upper limit using RASS-Preview, and therefore not worth further
processing with the accurate upper limit pipeline. At present we are looking at
extending the catalogued parameters to describe flux upper limits on any short
period variability during the observation.

5. Future Directions

The results from RASS-Preview will allow us to assess the next steps to take
in creating similar archive preview approaches and better data modeling and
description tools. This is effectively creating a deeper layer of meta-data and
thus allowing maximum efficiency in large scale queries of VO resources.
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Comparison of Echelle Spectra Reduction Packages

Petr Škoda, Miroslav Šlechta
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Abstract. The reduction of raw echelle data is a straightforward, al-
though quite complicated task, where the reliability of the final result
strongly depends on precise accomplishment of each step. Therefore the
choice of reduction package best suited for the particular instrument is
very important. We have tested several software packages commonly used
for reduction of data from fiber-fed echelle spectrographs. We used them
for processing of raw CCD echellegram of early-type stars secured with
HEROS fiber echelle spectrograph currently installed at Cassegrain focus
of Ondřejov observatory 2m telescope. The main interest was focused
on the methods and algorithms of determination of dispersion relation.
The spectra were reduced until the individual one-dimensional lambda-
calibrated orders were obtained. The precision of wavelength calibration
was then compared.

1. Introduction

Although quite complicated, the main part of echelle reduction is quite straight-
forward and the automatic pipelines can be used to reduce the data until the
stage of individual wavelength-calibrated echelle orders.

To check the quality of resulting spectra using different reduction packages,
we have selected a single exposure of hot star ιHer secured by HEROS red
channel with 2 flat fields and 2 comparison arcs bracketing the stellar exposure.
The data had to be individually modified into the format required by particullar
package, but the principial reduction tasks were the same. The outputs were
converted into IRAF echelle format and compared in spectool task.

2. Brief Description of Packages

2.1. Standard HEROS Pipeline

This is a set of MIDAS procedures and C and Fortran functions written by
A. Kaufer and O. Stahl as a customized version of standard MIDAS echelle
context. It is described by Škoda and Šlechta (2002). Before processing the bad
columns and pixels are interpolated on 2D frame using the defect list.

It tries to be robust for orders with low flux by fitting the 2-dimensional
polynomials of low degree through the Gaussian fitted cross-order profile max-
ima, but the tracing of orders is sensitive on the tiny twiddling of parameters
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(mainly threshold, order width and order slope). Sometimes the algorithm is
confused and such parts of low-flux data have to be removed before tracing.

The dispersion fitting is quite clever and robust using several manually
marked lines at 2D image to fit a 2D low-order polynomial, than switches to
order by order line identification automatically adding more lines from the list
and again switching to 2D polynomials.

The specific feature of the HEROS extension to the basic MIDAS echelle
context is the application of global 7-parameter (only) rational-polynomial fit
described by De Cuyper and Hensberge (1998) on the final dispersion calibration.

2.2. Hensberge’s Modified FEROS Package

This is a custom package developed by H. Hensberge for reducing data from
FEROS spectrograph. It uses the basic FEROS package but corrects a number of
errors and strongly modifies the behaviour of several procedures 1. It was partly
modified for accepting data from HEROS. Due to various reasons, however, the
wavelength calibration was not successfully adapted to HEROS frames and so the
dispersion relation from preceding HEROS pipeline was taken for this test. The
order tracing is done using the cross-correlation with Gaussian-shaped template
of a averaged cross-order profile beginning in the centre of frame and going to
both ends or until the trace is lost. The fit is then done order by order.

The background subtraction is done very carefully, using the digital filter
and noise statistics to fit 2D surface in inter-order space. The extraction is
done twice - once with optimal variance weighting rejecting pixels deviating
from normalized cross-order profile (COP) and once using the plain aperture
summing. By comparison of both results the cosmics and bad pixels are flagged
and removed from optimal extracted data by interpolation. The procedure runs
well on individual bad pixels or columns but fails on adjacent two or more of
them.

This package has well-controlled behaviour and its precision had been well
tested on the number of FEROS spectra.

2.3. IRAF dofoe Task

The dofoe2 task was used separately on averaged flat field and stellar exposure
and the extracted data were divided by imarith. The dispersion was then ap-
plied using dispcorr on flat-fielded extracted stellar orders taken from lambda
calibrated extracted star. The main reason for this is the behaviour of standard
dofoe that divides not by extracted flat-field but by Flatnorm.ec that is nor-
malized to intensity about one. That preserves the amount of ADU but scales
the data in comparison to MIDAS approach and makes the direct comparison
difficult.

The tracing here is done using the automatic aperture finding in center of
frame following the position of COP fits using the fit1d algorithm similar to
cross-correlation. The extraction is optimal with cosmics cleaning and variable
aperture with taking the certain level (in our case 0.001) of the COP peak as

1http://www.ls.eso.org/lasilla/sciops/2p2/E1p5M/FEROS/Reports/Draft/

2http://iraf.noao.edu/scripts/irafhelp?val=dofoe
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the background level. The background subtraction is using smoothed 2D surface
obtained from inter-order space minima (method scattered).

The real challenge is the wavelength calibration with ecidentify task called
from dofoe. Only the 1D separate orders are seen and the number of lines
required to get initial fit is quite high. After number of test we had to mark
about 100 lines to get reliable result. One has to be careful mainly at the edges
of orders and in IR orders (where is a lack of good Th lines and a number of
overexposed Ar lines). This may be tested by over-plotting adjacent orders.

3. The Wavelength Calibration Methods

As was said, the modified FEROS pipeline has to take the dispersion solution
from HEROS pipeline, so we can compare only the different approaches of MI-
DAS and IRAF respectively. In both cases we used the line list of 145 carefully
selected lines of Th and Ar over the HEROS red channel range (5800 – 8400 Å).
Then a number of lines was identified manually. For MIDAS package only 20
lines spread over the entire frame were enough to be able to run the automatic
finding procedure echiden and achive the RMS about 0.01 Å.

In IRAF case of procedure ecidentify we had to mark manually about 100
lines to run the fitting procedure reliably. Optimizing the rejection and matching
parameters and increasing the degree of 2D polynomials until the degree 6 (in
x) and 5 in order coordinate we achieved about the same RMS. It requires,
however, 56 coefficients in comparison to 7 of MIDAS and it is less reliable at
the edges of frame or in orders contaminated by strong Ar lines (in near IR). The
extracted data were in both cases linearly rebinned to get equidistant intervals
in wavelength.

4. Comparison of Reduced Spectra

The resulting extracted echelle orders unblazed by division of extracted flats are
compared on following pictures. The slight detected differences indicates how
the particular algorithm behaves.

The incomplete background subtraction and variable aperture (resize=yes)
of IRAF is probably responsible for change in flux level (see left panel of Fig. 1).

Despite the small changes of line positions caused by different rebinning the
dispersion calibration in IRAF case is not perfect, and the problems of anchoring
the polynomials at edges may cause the incorrect dispersion fit in orders with
small number of usable lines, as is shown at the edge of the frame in IR region
(see right panel of Fig. 1).

5. Conclusions

The tests have shown the good match of output from all three packages. The
wavelength calibration procedure in MIDAS is much more comfortable and more
robust. The IRAF approach requires many lines to be manually identified and
the 2-dimensional polynomials have problems at the edges, so one should care-
fully check the match of order overlaps.
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Figure 1. Comparison of results from HEROS (dotted line), modified
FEROS (dashed line) and IRAF dofoe (full line) packages

Despite the tiny differences, all packages may be used to produce reliable
echelle spectra from fiber-fed instruments. The small differences seen in the flux
level depend mainly on correct background subtraction. From our experience
follows the idea that a simple robust package would be IRAF dofoe task call-
ing completely different ecidentify procedure working like MIDAS echiden
task and using the 2D manual line identification and global 7-parametric fit of
De Cuyper and Hensberge.
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Abstract. The Advanced Technology Solar Telescope (ATST) is in-
tended to be the premier solar observatory for experimental physics. Un-
like its night-time counterparts that operate with relatively fixed instru-
ment sets, ATST’s science goals and requirements are best met by a
laboratory style instrument configuration, where scientific requirements
often mean that instrumentation must be assembled by scientists to meet
the unique demands of each experiment.

In order to maximize observing efficiency the ATST software and
control systems must be designed to operate smoothly in this environ-
ment. To meet the requirement of providing flexibility in a laboratory
style operations environment, the control system uses a Virtual Instru-
ment Model. This report introduces this model and briefly outlines its
salient characteristics. The aim is to provide some insight into the ap-
proach being proposed as part of the overall software and controls design
and to provide a foundation for discussions on the advantages and disad-
vantages of using a virtual instrument model.

1. Introduction

The Advanced Technology Solar Telescope (ATST)1 is a new 4-meter telescope
optimized for solar astronomy. It has a number of novel mechanical features
as part of that optimization: an off-axis design, heat stop, integrated high-
order AO, and a hybrid dome are several of these features. From a software
perspective, none of the above pose any particular problem and for that reason
the majority of the ATST software systems follow design models commonly used
in modern night-time and radio astronomy systems.

One of the key science requirements does have a significant impact on the
system design both in mechanical systems and in software. The ATST is required
to provide the flexibility inherent in a laboratory environment2. The existing
Dunn Solar Telescope (DST)3 at Sunspot, NM, is specifically mentioned as a
model that well illustrates the desired flexibility. On the DST a series of opti-

1http://atst.nso.edu/

2“ATST Science Requirements Document”, SPEC-0001, p 58

3http://www.nso.edu/nsosp/dst
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cal benches on a protected rotating platform provide the principal support for
observing. Scientists can construct instruments specific to their experimental
needs from existing components. While a few instruments are ’facility’ and con-
sist of a fixed set of components, even these instruments may be combined with
other components using dichroics, beam splitters and slit reflections. The ATST
mechanical systems provide a similar flexibility through eight optical benches:
on a two level rotating coud platform in the telescope pier.

This approach differs considerably from current night-time observatory de-
sign. Because most observing stations on night-time telescopes are exposed and
often subject to rotating gravity vectors, instruments developed for nighttime
observing are more fixed and considerable effort is spent to ensure that each
instrument supports a wide range of science experiments. However, an inherent
lack of flexibility results. Often the first task required of an astronomer wishing
to perform an experiment it to locate a telescope and instrument combination
that is capable of performing the experiment. The flexibility provided by the
DST and required of the ATST allows the scientist to construct the instrument
to meet the needs of the experiment.

Unfortunately, the DST is almost 40 years old and the software and controls
system has evolved over this time in a more or less ad hoc fashion. The ATST
challenge for software has been to develop a more formal model that supports
this flexibility. This formal model is then fit within a general control system
patterned after existing modern telescope control system design. This document
outlines the observing model used at ATST and concentrates on a description of
the Virtual Instrument Model : that portion of the observing model supporting
flexible, laboratory style operation.

2. The Experiment

Observers at ATST are interested in performing experiments. A central tenant
of the ATST control system model is that the system should be adapted to
the requirements of the experiment. A laboratory environment provides flexible
support to carry out experiments that are likely not understood or defined at
the time the laboratory is designed. Consequently, experiments are a formal
concept within the model.

In ATST, an Experiment4 includes a Science Program of Observations and
a Virtual Instrument capable of performing those observations. (The Exper-
iment also ultimately includes Results but that aspect is not relevant to this
discussion.) Observations contain sequences of operational steps describing the
behavior of the instrument. Each operational step consists of a set of config-
uration parameters and a simple command describing a state change within
the instrument, collectively referred to as a Configuration. This use of science
programs is typical of modern observatory operations and matches similar func-
tionality provided at SOLIS, Gemini, VLT, ALMA, and other observatories.

4A description of the terminology used for ATST observations may be found in the ATST
documentation, ”Operational Concepts Definition Document”, SPEC-0013
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What differentiates the ATST approach from these other observatories is
that, instead of adapting experiments to fit within the bounds imposed by in-
struments consisting of fixed components, the ATST observer can construct a
virtual instrument from available components to meet the needs of the particular
experiment. This provides a great deal of flexibility in the nature of experiments
that can be performed at ATST.

3. The Virtual Instrument

Instruments consist of one or more Components. Some components may be
purely mechanical with no associated software (e.g., a dichroic). Others may
be purely software (a sequencer). Most, however, include both mechanical and
software aspects (cameras, scanners, etc.). These last components are called
Devices.

In a conventional instrument the set of components that comprise the in-
strument are fixed and permanently associated with each other. Nevertheless,
there is some software that understands these associations. Thus the primary
difference between a virtual instrument and a conventional instrument is merely
that the associations within a virtual instrument are not fixed but rather man-
aged by software. A subtle difference that is implemented in the ATST virtual
instrument model is that telescope components can also be associated as part
of a virtual instrument. An experiment that needs to perform drift scanning
across the solar disk can include the telescope mount as a component. An ex-
periment performing near-limb observations is likely to include the occulter as
a component.

Virtual instruments are composable from a set of available components. Sci-
entists, as part of the design of their experiments, construct the instrument they
need for the experiment by assembling the requisite components and associat-
ing them with a virtual instrument. Virtual instruments are uniquely identified
and the component associations are preserved. This allows virtual instruments
to be readily reconstructed for future experiments, if needed. Some virtual in-
struments are used so often that the physical associations are also maintained.
These become the facility instruments for ATST. Facility instruments include
a visible high resolution spectrograph, a near-IR polarimeter, a broad-band im-
ager, various tunable filters, and others. Virtual instrument identifications are
also associated with Experiments.

From a control perspective, once the component associations have been
made the control of a virtual instrument is identical to that of a conventional
instrument. This simplifies the integration of instrument operation within the
otherwise conventional ATST control system.

Components are hierarchical and may be composed from other components.
In particular, instruments themselves are components. Composition of instru-
ments is a common feature of operation of the DST and is expected to be a key
operational characteristic of ATST as well. With a few additional components
several facility instruments may be associated into a new virtual instrument.
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Figure 1. The Balatron Mark IV Virtual Instrument

Figure 1 shows one of several instrument layouts proposed by K.S. Balasubra-
maniam and G.A. Gary at the May 2003 ATST Boulder Workshop5.

Some experiments require cooperation between ATST and off-site observa-
tories (including off-planet). A virtual instrument may include special proxy
components for coordination with off site facilities.

Elements of a virtual instrument do not need to be under computer control;
dichroics, beamsplitters and other static optical components need no active con-
trol. However, for bookkeeping purposes these passive components are included
in the definition of a virtual instrument.

4. Issues

The virtual instrument approach does little to address a fundamental issue as-
sociated with laboratory style operations. In conventional systems with fixed
instruments great care can be, and is, taken to ensure that components are prop-
erly aligned and movements are coordinated. In a laboratory environment where
instrument components may be assembled, placed, and replaced by observers it
is much more difficult to ensure proper alignment automatically. The result is
that instrument setup is often more time consuming than with conventional in-
strumentation. The availability of multiple optical benches provides ATST with
the ability to overlap instrument setup and alignment with active observing,
however, reducing the effect of this issue on observing efficiency.

5. Summary

The virtual instrument model is a powerful concept for supporting the flexibility
inherent in a laboratory environment. It formalizes the approach already used
in such environments enabling integration of the laboratory environment into
the conventional modern telescope control system.

5http://atst.nso.edu/meetings/may03
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Abstract. This paper will describe the software architecture of the
Hubble Space Telescope (HST) BestRef system, which is used to deter-
mine the proper calibration reference files for a particular HST exposure.
The system, which makes use of the HST Calibration Database System
(CDBS), is highly table-driven, allowing additions of new reference file
types to support continual instrument calibration development as well as
each new science instrument added during HST servicing missions. The
system also works in concert with the HST Archive Catalog database and
its StarView and web-based user interfaces to supply archive users with
the set of proper reference files for any exposure they might retrieve from
the archive.

1. The Purpose of HST BestRef

The HST BestRef system serves two masters: the science data processing pipelines
and the archive catalog. The pre-archive pipeline receives science telemetry from
HST and proceses the data into FITS files for the archive system (Swade, Hop-
kins, & Swam 2001). The On-The-Fly Reprocessing (OTFR) pipeline regener-
ates these science data products at archive retrieval time, by starting again from
the base HST science telemetry (Swam, Hopkins, & Swade 2001). Both pipelines
rely on BestRef to compute the best reference files for a given HST exposure so
that these files can be applied during calibration. The archive catalog relies on
BestRef to perform updates to the stored list of best reference files held for each
archived HST exposure. When a science instrument team produces new refer-
ence files they often apply to some subset of the existing archive content. This
subset of exposures must be identified so that the new reference file can replace
the out-dated recommendation in the catalog. Using the BestRef system to serve
both of these masters ensures that both receive identical recommendations given
the same inputs.

2. The BestRef Architecture

The major components of the BestRef software architecture are the CDBS, the
BestRef rules, and the BestRef rules engine.
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2.1. CDBS

For every reference file created for a HST science instrument, a file description is
installed in the CDBS (Cox, Lubow, & Tullos, 1998). This description includes
the instrument mode parameters (e.g. detector id, filter id, etc.) that define
the types of exposures the reference file applies to. This information is held
in separate database tables for each HST science instrument, and each table
contains fields for the union of all of the mode-selection parameters across that
instrument’s reference file set. For any particular table row that documents one
mode of a particular reference file type, there are likely some mode fields that
do not apply to that type and these are given obvious phony values in that row.

Also part of the reference file description is a ”use-after” date that marks
the earliest date-time after which this reference file should be used. When a
delivery is made to the CDBS for a new reference file that exactly covers the same
modes and use-after date as a previously delivered file, the previous file is marked
”rejected”. The rejected file is not deleted from the database, which maintains
historical tracking, but is flagged as inactive, marked with the rejecting filename
and date, and will never be recommended by BestRef again. Given these detailed
descriptions of reference file content and their application modes, it is possible
to write relatively simple database queries that locate the proper reference file
of a given type for a given HST exposure.

2.2. The BestRef Rules

All of the BestRef reference file selection rules for all HST instruments are stored
in a file of XML. These rules indicate the search criteria to use in selecting a
particular reference file type for a particular HST science instrument. They
include file selection and file restriction rules, both of which can include con-
ditionals (e.g. ”only use central wavelength to select a STIS flat-field when in
SPECTROSCOPIC mode”, or ”only use the STIS image distortion correction
file in IMAGING mode”). The rules also contain the mapping from FITS header
keyword name to the name of a particular reference file type, and a flag indi-
cating if a reference file is required or optional (only failure to fill a required file
will generate an error condition). The rules are read by the BestRef rules engine
once at task start-up, and are held in memory as each selected science exposure
has its reference files computed. Here is a cutout example of the XML format
for the STIS Image Distortion Correction table:

<!--image distortion correction table -->
<REFFILE>

<REFFILE_TYPE> IDC </REFFILE_TYPE>
<REFFILE_KEYWORD> IDCTAB </REFFILE_KEYWORD>
<REFFILE_FORMAT> TABLE </REFFILE_FORMAT>
<FILE_SELECTION>

<FILE_SELECTION_FIELD> DETECTOR </FILE_SELECTION_FIELD>
</FILE_SELECTION>
<RESTRICTION>

<RESTRICTION_TEST> (aSource._keywords[’OBSTYPE’][0] == ’IMAGING’)
</RESTRICTION_TEST>

</RESTRICTION>
</REFFILE>
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Note the format of the ”RESTRICTION-TEST” rule. It is actually written
in Python code, which is directly read and executed by the rules engine. This
provides flexibility for adding rules consisting of any Python construct that can
be evaluated to a logical (True/False) value. This same mechanism is used to add
a ”FILE-SELECTION-TEST” as shown below, which only uses a field for file
selection (e.g. CCDAMP) if certain conditions are met (e.g. the DETECTOR
is NOT ”SBC”), otherwise the field does not contribute to the selection criteria.

<FILE_SELECTION>
<FILE_SELECTION_FIELD> CCDAMP </FILE_SELECTION_FIELD>
<FILE_SELECTION_TEST> (aSource._keywords[’DETECTOR’][0] != ’SBC’)
</FILE_SELECTION_TEST>

</FILE_SELECTION>

By implementing the reference file selection criteria in this rules format, it
is quite simple to add entries to support new reference file types or to alter the
selection criteria for existing types, and it is also possible to dynamically build
the CDBS queries in a table-driven manner.

2.3. The BestRef Rules Engine

The program that executes the BestRef rules is the rules engine. This task con-
sists of 5100 lines of object-oriented Python code across 15 modules. The rules
engine can obtain the rule inputs from either FITS header keywords (in pipeline
mode) or database fields (in archive catalog mode). The PyFITS Python FITS
software (Hsu and Hodge 2004) is used for the FITS interface, while the STPyDB
module1 provides a Python API to the Sybase databases at the Space Telescope
Science Institute (STScI). Reference file names are computed by applying the
rules to the rule inputs and generating database queries to the CDBS. The re-
sulting reference file names can be stored in FITS keywords or written to a file
of SQL that is later applied the archive catalog. The design choice of using
rules and a rules engine allows new reference file types that require standard
rule matching to be added without changing the rules engine. Should selection
of a particular reference file type require a more complex algorithm, again no
change is needed to the rules engine as the design allows a rule to call special
case procedures, again written in Python, as shown below:

<REFFILE_FUNCTION> filename = cdbs_db.wfpc2_flatfile( reff, aSource)
</REFFILE_FUNCTION>

In this case, the WFPC-2 flatfield reference file requires both filter ids in
the selection query, but the filter order is irrelevant. This is handled internally
by the special case procedure. Currently only three (3) special procedures are
used throughout all of the rules supporting the current HST instruments (ACS,
STIS, NICMOS, WFPC-2) and the next generation instruments (COS, WFC3),
so the vast majority of reference file types can be selected using standard rule
matching.

1http://www.stsci.edu/spst/UnixTransition/doc/stpydb.html
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3. BestRef in use

The flexibility of this architecture and implementation allows a single set of code
to satisfy the various requirements for computing the set of reference files for a
HST exposure. In pipeline mode, the BestRef task is run just before calibration,
and fills the FITS header reference file keywords with the names of the reference
files to use during calibration. In archive catalog mode, a BestRef job is invoked
periodically to read the list of newly delivered reference files from the CDBS
and assign these new files to existing archived HST exposures. When an archive
user requests the set of best reference files be returned to them along with the
reprocessed science data, database records in the archive catalog are read by
the catalog user interface (StarView2 or MAST3) to obtain the reference file
recommendations filled by BestRef.

4. Future Plans

While the BestRef system is performing well in operations, some adjustments
are planned to address issues of timing. As described, the archive catalog Be-
stRef is invoked on a periodic basis to look for new reference file deliveries, but
if such a delivery occurs long before the next periodic invocation then contradic-
tory recommendations can occur. The OTFR system will always return science
exposures calibrated using the most up-to-date set of reference files (which it
obtains from the pipeline BestRef), but the archive catalog can return an older
set of reference files to the user’s disk since its tables have not yet had the ben-
efit of the periodic BestRef update. Plans are to change the periodic update
into a direct invocation of the archive catalog BestRef when a new reference file
delivery occurs.
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Demo of numarray, PyFITS, and related software

Jin-chung Hsu and Philip E. Hodge

Space Telescope Science Institute, Baltimore, MD 21218

Abstract. PyFITS is a Python module developed for FITS file I/O. We
demonstrated its use for FITS images and tables, illustrating the PyFITS
classes and methods, as well as the array manipulation capabilities of nu-
marray. PyFITS is convenient for interactive use, and we also showed
two utility programs, fitsdiff and readgeis, as examples of its use in
astronomical applications. The task fitsdiff compares two FITS files and
reports their differences, readgeis reads the STScI-style GEIS format
files and converts them to FITS files or FITS objects. These two Python
modules were showcased not only because they are useful astronomical
tools but to demonstrate the ease of writing such applications using Py-
FITS and numarray. PyFITS can also make use of memory mapping,
which significantly enhances its performance on large FITS files, both
images and tables. At STScI, we are also applying numarray and Py-
FITS for larger projects such as pydrizzle and the pipeline software for
the new HST instrument COS (Cosmic Origins Spectrograph).

1. Introduction

The Python package numarray is an efficient array handling tool (it is a replace-
ment for the Numeric Python extension). In addition to the existing Numeric
functionalities for numeric arrays, arrays of character strings can be created and
manipulated, and tables can be represented using record arrays which are 1-D
arrays of structures with mixed data types within a row but are homogeneous
within each column. The contents of a record array can be accessed by row
or by column, or both at the same time. A column is a numarray (or numar-
ray.strings) object, with attributes that include an offset from one element to
another, which allows accessing the column data without copying from the table
to a temporary array.

PyFITS is a Python module for working with FITS files. For an image, the
data block is a numarray object. For a table, the data block is a record array.
Images and tables may be read, updated in-place, or they may be created from
scratch. Header keywords may be read, modified, deleted, or inserted at any
location.

Memory mapping is supported in PyFITS to improve performance for large
files. If the native byte order differs from that of a FITS file (big-endian), byte
swapping is done on-the-fly within numarray when accessing data. This avoids
the need for temporary storage space, and it can save time if only a portion of
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the data will be read or modified. Verification of objects to adhere to the FITS
standards can also be performed automatically or manually.

If the data in the FITS file is scaled, i.e. BSCALE 6= 1 or BZERO 6= 0,
PyFITS handles this in a transparent way so the user only needs to interact
with the scaled objects. On the other hand, this usually entails extra memory
space for the scaled arrays; this may be of consideration for very large data files.

2. PyFITS Examples

In order to access an existing FITS file, we need to use the PyFITS open
function which will return a Python list-like object (called HDUList object)
which can only contain FITS HDU (header-data unit) objects as its elements.

>>> import numarray, pyfits
>>> fd = pyfits.open ("abc.fits", "update", memmap=1)

The info method is useful to find out what is in the HDUList:

>>> fd.info()
Filename: (No file associated with this HDUList)
No. Name Type Cards Dimensions Format
0 PRIMARY PrimaryHDU 4 ()
1 sci ImageHDU 61 (512, 512) Int16
2 eng BinTableHDU 16 100R x 4C [1D, 1J, 1J, 1I]

Thus the primary HDU is fd[0], the first extension HDU is fd[1], etc. The two
most important attributes of each HDU object are header and data. Header
keyword values can be accessed by name or index, i.e. the header object behaves
like a list as well as a dictionary.

>>> fd[0].header[’detector’]
’CCD1’
>>> fd[0].header[0]
TRUE

# update an existing keyword’s value and add a new keyword
>>> fd[0].header[’targname’]=’new_name’
>>> fd[0].header.update(’newkey’, 42)

# add a HISTORY, and delete a keyword
>>> fd[0].header.add_history(’test’)
>>> del fd[0].header[’newkey’]

To access the image data is straightforward, since the data attribute of an image
HDU is just a numarray object. We can use the familiar slicing and striding
notations, as well as all the mathematical operations provided in numarray.

>>> x=f[1].data[:2,:2]; print x
[[313 312]
[314 314]]
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>>> f[1].data[:2,:2] > 313
array([[0, 0],

[1, 1]], type=Bool)

Table data can be accessed by rows, using slicing or indexing,

>>> print fd[2].data[:3]
RecArray[
(6056.1279296875, 3626, 470, 0),
(6056.1279296875, 2735, 472, 0),
(6056.1279296875, 8410, 470, 0)
]
>>> print fd[2].data[0]
(6056.1279296875, 3626, 470, 0)

or by columns, by referencing the column name or index, via the field method.

# access the x and y columns
>>> x = fd[2].data.field ("x")
>>> y = fd[2].data.field ("y")

# apply a linear mapping to x and y
# (x and y are numarray objects)
>>> x = xscale * x + xzero
>>> y = yscale * y + yzero

# flag out-of-bounds in the data quality column
>>> dq = fd[2].data.field ("dq")
>>> dq |= where (logical_or (x < 0, x >= nx), 1, 0)
>>> dq |= where (logical_or (y > 0, y >= ny), 1, 0)
>>> fd.close()

# create a table from scratch
>>> col = []
>>> col.append (pyfits.Column (name="w", format="5A", \
... array=numarray.strings.array (["one", "two", \
... "three", "four"])))
>>> col.append (pyfits.Column (name="x", format="3E", \
... array=array (([1.,2.,3.],[7.,8.,9.],[13.,14.,15.]))))
>>> col.append (pyfits.Column (name="y", format="J", \
... array=array ([1,2,3,4])))
>>> col.append (pyfits.Column (name="z", format="C", \
... array=array ([1+2j,3+4j,5+6j])))
>>> tb_hdu = pyfits.new_table (col)
>>> fd = pyfits.HDUList (tb_hdu)

# check for problems
>>> fd.verify()
Output verification result:
HDUList’s 0th element is not a primary HDU.
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# insert missing primary HDU
>>> fd.insert (0, pyfits.PrimaryHDU())
>>> fd.info()
Filename: (No file associated with this HDUList)
No. Name Type Cards Dimensions Format
0 PRIMARY PrimaryHDU 4 ()
1 None BinTableHDU 16 4R x 4C [’a5’,’3f4’,’i4’,’c8’]

# write to a disk file
>>> fd.writeto ("example.fits")

For more details please visit:

http://www.stsci.edu/resources/software_hardware/numarray
http://www.stsci.edu/resources/software_hardware/pyfits

3. Some applications which use PyFITS or/and numarray

PyTables -- a hierarchical database package designed to
efficently manage very large amounts of data

PyDrizzle -- a Python-based interface for combining
overlapping images

readgeis -- converts STScI-format images to FITS
fitsdiff -- compares FITS images and tables
calcos -- pipeline calibration program for COS

The two applications, readgeis and fitsdiff, are examples of applying nu-
marray and PyFITS to do useful work. Both are entirely written in Python
and can be run as a shell command or loaded in as a module inside Python.
The task fitsdiff is a tool to compare two FITS files and generate customiz-
able reports. Users can, for example, specify the relative difference level to be
flagged for floating point numbers and exclude selected keywords or columns for
comparison.

The task readgeis is a tool to read the GEIS file format used by some older
HST instruments. The tool will read the GEIS file’s contents into PyFITS’s
HDUList structure. Thus the header keywords will be in the primary HDU, the
group parameters and data in each group will be in the extension HDU. Users
can then either write it out as a FITS file or do mathematical operations with
the data in the images or the headers.
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Abstract. We demonstrate the latest Starlink software, including ORAC-
DR pipelines, new Java applications, and distributed pipeline processing.

1. Data Model

Starlink (http://www.starlink.ac.uk) has been developing new infrastructure
and applications in Java, to supplement its large collection of Fortran and C
applications in order to fit in with the developments in the Virtual Observatory.
This infrastructure has been based on our best guess for the VO data model. As
this real VO Data Model is developed we expect to modify the infrastructure to
support it. Figure 1 shows how the components fit together.

Other VO standards will be supported as they are developed, for example
the VOTable standard. Starlink provides what is almost certainly, at the time
of writing, the most complete support for VOTable. An example of its use is the
TOPCAT application (http://www.starlink.ac.uk/topcat), shown in part
in Figure 2.

2. Infrastructure

2.1. Tables

TOPCAT is an application which uses the powerful TABLE interface which we
have developed. This interface is designed to allow us to write applications which
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Figure 1. Relationship of Data Model to infrastructure

Figure 2. TOPCAT
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Figure 3. Plot produced by SPLAT by dragging and dropping spec-
tra from a variety of sources with axis coordinates including mm,
Angstroms and KeV - AST automatically matches axes

can use just about any underlying format, as long as it is conceptually tabular.
Such formats range from FITS tables, ASCII as well as BINARY, VOTables,
RDBMS systems such as ORACLE or PostGRES, and it is fairly easy to add
support for new formats.

2.2. NDX - N-dimensional data including images

NDX deals with images and data cubes and higher dimensional data arrays. The
important aspect here is that, as with TABLES, a variety of underlying formats
can be used - in this case data which is conceptually array-like. Unique aspects
of NDX include (1) the system is designed to deal with arbitrarily large datasets
(2) the system automatically keeps track of data errors and data quality, if they
are present. Both (1) and (2) are increasingly being recognised as vital for the
Virtual Observatory era.

2.3. Generalised World Coordinate Systems

Starlink has developed AST (http://www.starlink.ac.uk/ast) to deal with
the plethora of World Coordinate Systems and their many encodings, and au-
tomatically mapping between them. An example of the capabilities this enables
is demonstrated by dragging and dropping images onto each other - automatic
coordinate mappings and data resampling aligns the data, as shown in Figure
3.
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2.4. HDX - Structured data

Inter-related images, tables, text, metadata will become increasingly impor-
tant.HDX is designed to provide a general purpose container. It includes the
possibility of attaching updated metadata, including for example updated as-
trometry, to read-only image data. Nevertheless HDX has been designed as a
fairly minimal container, easily extendible to include more sophisticated things,
such as RDF, as they are adopted to capture increasingly complex interrelation-
ships.

3. Classic Applications and ORAC-DR Pipelines

In addition to the new Java applications we have a large collection of Classic
applications which provide a wide range of capabilities. These applications sup-
ply the processing engines used by ORAC-DR. ORAC-DR recipes capture the
expertise needed to reduce instrumental data properly.

We are developing recipes for ORAC-DR to allow users to process data
from a number of ESO instruments, where there is currently no other pipeline
available to users, in particular archive users. We believe that we are showing
good, consistent results with our recipes. Of course the final result can also
provide estimates of errors and data quality, pixel by pixel, because the Starlink
applications, Classic as well as the new ones, automatically keep track of these.

4. Distributed Processing and mini-GRIDs

We use a variety of protocols to allow us to distribute processing. These include
Web Services, RMI and Jini. The latter has been used as the basis of a way
of using surplus processing power in a min-GRID. PC-type machines on the
network can be booted with our bootable CD which contains a Linux installation
with all Starlink applications and appropriate JavaSpace configuration - nothing
need be installed to the local hard disk. Client machines can submit tasks to
run either serially or in parallel to the JavaSpace. These are automatically
performed on the various servers that have been set up.
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Linux BoF
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Abstract. During the conference a group of attendees held a BoF ses-
sion to discuss the use of (GNU/)Linux and related applications in astro-
nomical institutions.

BoF Report

The Birds of a Feather session was quite well attended, with over 50 people
showing up. Many of these attendees were still around at the end of the session.

The discussion started with a brief presentation on Linux clusters by Ken
Mighell. This was followed by a led discussion of the various ways Linux is
used at astronomical facilities. Other issues which were discussed included man-
agement issues for large installations, hardware support problems and security
concerns.

One of the largest discussions involved the impending end of the Red Hat
Linux distribution, used by about half the attendees, and the uncertainties pre-
sented by the switch to Fedora Core or other distributions.
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Garćıa-Lario, P., 26
Garrett, B., 701
Garrett, M. A., 50
Garrington, S. T., 539
Gasparo, F., 400
Gaudet, S., 93
Genghini, M., 400
Genova, F., 637
Genovese, C., 249
Germain, G., 408
Gheller, C., 670
Giani, E., 157
Giaretta, D. L., 535, 832
Giovannelli, J.-F., 566
Gladysz, S., 513
Glendenning, B. E., 89
Glotfelty, K., 420, 800
Gnata, X., 501
Goderya, S., 617
Golap, K., 468
Golden, A., 125, 444, 812
Goldwurm, A., 432
Gomez, J. C., 629
Good, J., 205, 589
Good, J. C., 593
Goodrich, B., 820
Goodwin, T., 307
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IAU Colloquium 131
eds. T. J. Cornwell and R. A. Perley
ISBN 0-937707-38-4

Vol. CS-20 FRONTIERS OF STELLAR EVOLUTION: 
50th Anniversary McDonald Observatory  (1939-1989)
ed. David L. Lambert
ISBN 0-937707-39-2 

Vol. CS-21 THE SPACE DISTRIBUTION OF QUASARS
ed . David Crampton
ISBN 0-937707-40-6

PUBLISHED: 1992

Vol. CS-22 NONISOTROPIC AND VARIABLE OUTFLOWS FROM STARS
eds. Laurent Drissen, Claus Leitherer, and Antonella Nota
ISBN 0-937707-41-4

Vol CS-23 * ASTRONOMICAL CCD OBSERVING AND REDUCTION TECHNIQUES
ed. Steve B. Howell
ISBN 0-937707-42-4

Vol. CS-24 COSMOLOGY AND LARGE-SCALE STRUCTURE IN THE UNIVERSE
ed. Reinaldo R. de Carvalho
ISBN 0-937707-43-0

Vol. CS-25 ASTRONOMICAL DATA ANALYSIS, SOFTWARE AND SYSTEMS (ADASS) I
eds. Diana M. Worrall, Chris Biemesderfer, and Jeannette Barnes
ISBN 0-937707-44-9
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Vol. CS-26 COOL STARS, STELLAR SYSTEMS, AND THE SUN: 
Seventh Cambridge Workshop
eds. Mark S. Giampapa and  Jay A. Bookbinder 
ISBN 0-937707-45-7

Vol. CS-27 THE SOLAR CYCLE: Proceedings of the National Solar
Observatory/Sacramento Peak 12th Summer Workshop
ed. Karen L. Harvey
ISBN 0-937707-46-5

Vol. CS-28 AUTOMATED TELESCOPES FOR PHOTOMETRY AND IMAGING
eds. Saul J. Adelman, Robert J. Dukes, Jr., and Carol J. Adelman
ISBN 0-937707-47-3

Vol. CS-29 Viña del Mar Workshop on CATACLYSMIC VARIABLE STARS  
ed. Nikolaus Vogt  
ISBN 0-937707-48-1

Vol. CS-30 VARIABLE STARS AND GALAXIES
ed. Brian Warner
ISBN 0-937707-49-X

Vol. CS-31 RELATIONSHIPS BETWEEN ACTIVE GALACTIC NUCLEI AND STARBURST
GALAXIES
ed. Alexei V. Filippenko
ISBN 0-937707-50-3

Vol. CS-32 COMPLEMENTARY APPROACHES TO DOUBLE AND MULTIPLE STAR
RESEARCH,  IAU Colloquium 135
eds. Harold A. McAlister and William I. Hartkopf
ISBN 0-937707-51-1

Vol. CS-33 RESEARCH AMATEUR ASTRONOMY
ed. Stephen J. Edberg
ISBN 0-937707-52-X

Vol. CS-34 ROBOTIC TELESCOPES IN THE 1990's
ed. Alexei V. Filippenko
ISBN 0-937707-53-8

PUBLISHED: 1993

Vol. CS-35 * MASSIVE STARS: THEIR LIVES IN THE INTERSTELLAR MEDIUM
eds. Joseph P. Cassinelli and Edward B. Churchwell
ISBN 0-937707-54-6

Vol. CS-36 PLANETS AROUND PULSARS
ed. J. A. Phillips, S. E. Thorsett, and S. R. Kulkarni
ISBN 0-937707-55-4

Vol. CS-37 FIBER OPTICS IN ASTRONOMY II
ed. Peter M. Gray
ISBN 0-937707-56-2

Vol. CS-38 NEW FRONTIERS IN BINARY STAR RESEARCH: Pacific Rim Colloquium
eds. K. C. Leung and I.-S. Nha
ISBN 0-937707-57-0
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Vol. CS-39 THE MINNESOTA LECTURES ON THE STRUCTURE AND DYNAMICS OF
THE MILKY WAY
ed. Roberta M. Humphreys
ISBN 0-937707-58-9

Vol. CS-40 INSIDE THE STARS, IAU Colloquium 137
eds. Werner W. Weiss and Annie Baglin
ISBN 0-937707-59-7

 
Vol. CS-41 ASTRONOMICAL INFRARED SPECTROSCOPY: FUTURE OBSERVATIONAL

DIRECTIONS
ed. Sun Kwok 
ISBN 0-937707-60-0

Vol. CS-42 GONG 1992: SEISMIC INVESTIGATION OF THE SUN AND STARS
ed. Timothy M. Brown
ISBN 0-937707-61-9

Vol. CS-43 SKY SURVEYS: PROTOSTARS TO PROTOGALAXIES
ed. B. T. Soifer
ISBN 0-937707-62-7

Vol. CS-44 PECULIAR VERSUS NORMAL PHENOMENA IN A-TYPE AND RELATED
STARS,  IAU Colloquium 138
eds. M. M. Dworetsky, F. Castelli, and R. Faraggiana
ISBN 0-937707-63-5

Vol. CS-45 LUMINOUS HIGH-LATITUDE STARS
ed. Dimitar D. Sasselov 
ISBN 0-937707-64-3

Vol. CS-46 THE MAGNETIC AND VELOCITY FIELDS OF SOLAR ACTIVE REGIONS, 
IAU Colloquium 141
eds. Harold Zirin, Guoxiang Ai, and Haimin Wang
ISBN 0-937707-65-1

Vol. CS-47 THIRD DECENNIAL US-USSR CONFERENCE ON SETI -- 
Santa Cruz, California, USA
ed. G. Seth Shostak
ISBN 0-937707-66-X

Vol. CS-48 THE GLOBULAR CLUSTER-GALAXY CONNECTION
eds. Graeme H. Smith and Jean P. Brodie
ISBN 0-937707-67-8

Vol. CS-49 GALAXY EVOLUTION: THE MILKY WAY PERSPECTIVE
ed. Steven R. Majewski
ISBN 0-937707-68-6

Vol. CS-50 STRUCTURE AND DYNAMICS OF GLOBULAR CLUSTERS
eds. S. G. Djorgovski and G. Meylan
ISBN 0-937707-69-4

Vol. CS-51 OBSERVATIONAL COSMOLOGY 
eds. Guido Chincarini, Angela Iovino, Tommaso Maccacaro, and Dario Maccagni
ISBN 0-937707-70-8
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PUBLISHED: 1994 (* asterisk means OUT OF PRINT)

Vol. CS-52 ASTRONOMICAL DATA ANALYSIS SOFTWARE AND SYSTEMS (ADASS) II
eds. R. J. Hanisch, R. J. V. Brissenden, and Jeannette Barnes
ISBN 0-937707-71-6

Vol. CS-53 BLUE STRAGGLERS
ed. Rex A. Saffer
ISBN 0-937707-72-4

Vol. CS-54 THE FIRST STROMLO SYMPOSIUM: THE PHYSICS OF ACTIVE GALAXIES
eds. Geoffrey V. Bicknell, Michael A. Dopita, and  Peter J. Quinn
ISBN 0-937707-73-2

Vol. CS-55 OPTICAL ASTRONOMY FROM THE EARTH AND MOON
eds. Diane M. Pyper and Ronald J. Angione
ISBN 0-937707-74-0

Vol. CS-56 * INTERACTING BINARY STARS                    
ed. Allen W. Shafter
ISBN 0-937707-75-9

Vol. CS-57 STELLAR AND CIRCUMSTELLAR ASTROPHYSICS
eds. George Wallerstein and Alberto Noriega-Crespo
ISBN 0-937707-76-7

Vol. CS-58 THE FIRST SYMPOSIUM ON THE INFRARED CIRRUS AND DIFFUSE
INTERSTELLAR CLOUDS
eds. Roc M. Cutri and William B. Latter
ISBN 0-937707-77-5

Vol. CS-59 ASTRONOMY WITH MILLIMETER AND SUBMILLIMETER WAVE
INTERFEROMETRY, IAU Colloquium 140
eds. M. Ishiguro and Wm. J. Welch
ISBN 0-937707-78-3

Vol. CS-60 THE MK PROCESS AT 50 YEARS: A POWERFUL TOOL FOR 
ASTRO-PHYSICAL INSIGHT,  A Workshop of the Vatican Observatory --
Tucson, Arizona, USA
eds. C. J. Corbally, R. O. Gray, and R. F. Garrison 
ISBN 0-937707-79-1

Vol. CS-61 ASTRONOMICAL DATA ANALYSIS SOFTWARE AND SYSTEMS (ADASS) III
eds. Dennis R. Crabtree, R. J. Hanisch, and Jeannette Barnes
ISBN 0-937707-80-5

Vol. CS-62 THE NATURE AND EVOLUTIONARY STATUS OF HERBIG Ae/Be STARS
eds. Pik Sin Thé,  Mario R. Pérez, and Ed P. J. van den Heuvel
ISBN 0-9837707-81-3

Vol. CS-63 SEVENTY-FIVE YEARS OF HIRAYAMA ASTEROID FAMILIES: 
THE ROLE OF COLLISIONS IN THE SOLAR SYSTEM HISTORY
eds. Yoshihide Kozai, Richard P. Binzel, and Tomohiro Hirayama
ISBN 0-937707-82-1

Vol. CS-64 * COOL STARS, STELLAR SYSTEMS, AND THE SUN: 
Eighth Cambridge Workshop
ed. Jean-Pierre Caillault  
ISBN 0-937707-83-X
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Vol. CS-65 * CLOUDS, CORES, AND LOW MASS STARS: 
The Fourth Haystack Observatory Conference
eds. Dan P. Clemens and Richard Barvainis 
ISBN 0-937707-84-8

Vol. CS-66 * PHYSICS OF THE GASEOUS AND STELLAR DISKS OF THE GALAXY
ed. Ivan R. King
ISBN 0-937707-85-6

Vol. CS-67 UNVEILING LARGE-SCALE STRUCTURES BEHIND THE MILKY WAY
eds. C. Balkowski and R. C. Kraan-Korteweg 
ISBN 0-937707-86-4

Vol. CS-68 SOLAR ACTIVE REGION EVOLUTION: COMPARING MODELS WITH
OBSERVATIONS
eds.  K. S. Balasubramaniam and George W. Simon
ISBN 0-937707-87-2

Vol. CS-69 REVERBERATION MAPPING OF THE BROAD-LINE REGION IN ACTIVE
GALACTIC NUCLEI
eds. P. M. Gondhalekar, K. Horne, and  B. M. Peterson
ISBN 0-937707-88-0

Vol. CS-70 * GROUPS OF GALAXIES
eds. Otto-G. Richter and Kirk Borne 
ISBN 0-937707-89-9

PUBLISHED: 1995

Vol. CS-71 TRIDIMENSIONAL OPTICAL SPECTROSCOPIC METHODS IN  
ASTROPHYSICS, IAU Colloquium 149
eds. Georges Comte and Michel Marcelin
ISBN 0-937707-90-2

Vol. CS-72 MILLISECOND PULSARS: A DECADE OF SURPRISE
eds. A. S Fruchter, M. Tavani, and D. C. Backer
ISBN 0-937707-91-0

Vol. CS-73 AIRBORNE ASTRONOMY SYMPOSIUM ON THE GALACTIC ECOSYSTEM: 
FROM GAS TO STARS TO DUST
eds. Michael R. Haas, Jacqueline A. Davidson, and Edwin F. Erickson
ISBN 0-937707-92-9

Vol. CS-74 PROGRESS IN THE SEARCH FOR EXTRATERRESTRIAL LIFE:
1993 Bioastronomy Symposium
ed. G. Seth Shostak
ISBN 0-937707-93-7

Vol. CS-75 MULTI-FEED SYSTEMS FOR RADIO TELESCOPES
eds. Darrel T. Emerson and John M. Payne
ISBN 0-937707-94-5

Vol. CS-76 GONG '94: HELIO- AND ASTERO-SEISMOLOGY FROM THE EARTH AND
SPACE 
eds. Roger K. Ulrich, Edward J. Rhodes, Jr., and Werner Däppen 
ISBN 0-937707-95-3
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PUBLISHED: 1995 (* asterisk means OUT OF PRINT)

Vol. CS-77 ASTRONOMICAL DATA ANALYSIS SOFTWARE AND SYSTEMS (ADASS) IV
eds. R. A. Shaw, H. E. Payne, and J. J. E. Hayes
ISBN 0-937707-96-1

Vol. CS-78 ASTROPHYSICAL APPLICATIONS OF POWERFUL NEW DATABASES:  
Joint Discussion No. 16  of the 22nd General Assembly of the IAU
eds. S. J. Adelman and W. L. Wiese
ISBN 0-937707-97-X

Vol. CS-79 ROBOTIC TELESCOPES: CURRENT CAPABILITIES, PRESENT
DEVELOPMENTS, AND FUTURE PROSPECTS FOR AUTOMATED
ASTRONOMY
eds. Gregory W. Henry and Joel A. Eaton
ISBN 0-937707-98-8

Vol. CS-80 * THE PHYSICS OF THE INTERSTELLAR MEDIUM AND INTERGALACTIC
MEDIUM
eds. A. Ferrara, C. F. McKee, C. Heiles, and  P. R. Shapiro
ISBN 0-937707-99-6

Vol. CS-81 LABORATORY AND ASTRONOMICAL HIGH RESOLUTION SPECTRA
eds. A. J. Sauval, R. Blomme, and N. Grevesse
ISBN 1-886733-01-5 

Vol. CS-82 * VERY LONG BASELINE INTERFEROMETRY AND THE VLBA
eds. J. A. Zensus, P. J. Diamond, and P. J. Napier
ISBN 1-886733-02-3

Vol. CS-83 * ASTROPHYSICAL APPLICATIONS OF STELLAR PULSATION, 
IAU Colloquium 155
eds. R. S. Stobie and P. A. Whitelock 
ISBN 1-886733-03-1

ATLAS INFRARED ATLAS OF THE ARCTURUS SPECTRUM, 0.9 - 5.3 µm
eds.  Kenneth Hinkle, Lloyd Wallace, and William Livingston
ISBN: 1-886733-04-X

Vol. CS-84 THE FUTURE UTILIZATION OF SCHMIDT TELESCOPES, IAU Colloquium 148
eds. Jessica Chapman, Russell Cannon, Sandra Harrison, and Bambang

Hidayat ISBN 1-886733-05-8

Vol. CS-85 CAPE WORKSHOP ON MAGNETIC CATACLYSMIC VARIABLES
eds. D. A. H. Buckley and B. Warner 
ISBN 1-886733-06-6

Vol. CS-86 FRESH VIEWS OF ELLIPTICAL GALAXIES
eds. Alberto Buzzoni, Alvio Renzini, and Alfonso Serrano 
ISBN 1-886733-07-4

PUBLISHED: 1996

Vol. CS-87 NEW OBSERVING MODES FOR THE NEXT CENTURY
eds. Todd Boroson, John Davies, and Ian Robson 
ISBN 1-886733-08-2

Vol. CS-88 * CLUSTERS, LENSING, AND THE FUTURE OF THE UNIVERSE
eds. Virginia Trimble and Andreas Reisenegger
ISBN 1-886733-09-0
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PUBLISHED: 1996  (* asterisk means OUT OF PRINT)

Vol. CS-89 ASTRONOMY EDUCATION: CURRENT DEVELOPMENTS, FUTURE
COORDINATION
ed. John R. Percy 
ISBN 1-886733-10-4

Vol. CS-90 THE ORIGINS, EVOLUTION, AND DESTINIES OF BINARY STARS IN
CLUSTERS
eds. E. F. Milone and J. -C. Mermilliod
ISBN 1-886733-11-2

Vol. CS-91 BARRED GALAXIES, IAU Colloquium 157
eds. R. Buta, D. A. Crocker, and B. G. Elmegreen
ISBN 1-886733-12-0

Vol. CS-92 * FORMATION OF THE GALACTIC HALO .... INSIDE AND OUT
eds. Heather L. Morrison and Ata Sarajedini
ISBN 1-886733-13-9

Vol. CS-93 RADIO EMISSION FROM THE STARS AND THE SUN
eds. A. R. Taylor and J. M. Paredes
ISBN 1-886733-14-7

Vol. CS-94 MAPPING, MEASURING, AND MODELING THE UNIVERSE
eds. Peter Coles, Vicent J. Martinez, and Maria-Jesus Pons-Borderia
ISBN 1-886733-15-5

Vol. CS-95 SOLAR DRIVERS OF INTERPLANETARY AND TERRESTRIAL
DISTURBANCES: Proceedings of 16th International Workshop National Solar
Observatory/Sacramento Peak
eds. K. S. Balasubramaniam, Stephen L. Keil, and Raymond N. Smartt
ISBN 1-886733-16-3

Vol. CS-96 HYDROGEN-DEFICIENT STARS
eds. C. S. Jeffery and U. Heber 
ISBN 1-886733-17-1

Vol. CS-97 POLARIMETRY OF THE INTERSTELLAR MEDIUM
eds.  W. G. Roberge and D. C. B. Whittet
ISBN 1-886733-18-X

Vol. CS-98 FROM STARS TO GALAXIES: THE IMPACT OF STELLAR PHYSICS ON
GALAXY EVOLUTION
eds. Claus Leitherer, Uta Fritze-von Alvensleben, and John Huchra
ISBN 1-886733-19-8

Vol. CS-99 COSMIC ABUNDANCES:  
Proceedings of the 6th Annual October Astrophysics Conference
eds. Stephen S. Holt and George Sonneborn  
ISBN 1-886733-20-1

Vol. CS-100 ENERGY TRANSPORT IN RADIO GALAXIES AND QUASARS
eds. P. E. Hardee, A. H. Bridle, and J. A. Zensus
ISBN 1-886733-21-X

Vol. CS-101 ASTRONOMICAL DATA ANALYSIS SOFTWARE AND SYSTEMS (ADASS) V
eds. George H. Jacoby and Jeannette Barnes
ISBN 1080-7926
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Vol. CS-102 THE GALACTIC CENTER, 4th ESO/CTIO Workshop
ed. Roland Gredel
ISBN 1-886733-22-8

Vol. CS-103 THE PHYSICS OF LINERS IN VIEW OF RECENT OBSERVATIONS
eds. M. Eracleous, A. Koratkar, C. Leitherer, and L. Ho
ISBN 1-886733-23-6

Vol. CS-104* PHYSICS, CHEMISTRY, AND DYNAMICS OF INTERPLANETARY DUST, 
IAU Colloquium 150
eds. Bo Å. S. Gustafson and Martha S. Hanner
ISBN 1-886733-24-4

Vol. CS-105 PULSARS: PROBLEMS AND PROGRESS, IAU Colloquium 160
ed. S. Johnston, M. A. Walker, and M. Bailes
ISBN 1-886733-25-2

Vol. CS-106 THE MINNESOTA LECTURES ON EXTRAGALACTIC NEUTRAL HYDROGEN
ed. Evan D. Skillman
ISBN 1-886733-26-0

Vol. CS-107 COMPLETING THE INVENTORY OF THE SOLAR SYSTEM: 
A Symposium held in conjunction with the 106th Annual Meeting of the ASP
eds. Terrence W. Rettig and Joseph M. Hahn
ISBN 1-886733-27-9

Vol. CS-108 M.A.S.S. -- MODEL ATMOSPHERES AND SPECTRUM SYNTHESIS:  
5th Vienna - Workshop 
eds. Saul J. Adelman, Friedrich Kupka, and Werner W. Weiss
ISBN 1-886733-28-7

Vol. CS-109 COOL STARS, STELLAR SYSTEMS, AND THE SUN: 
Ninth Cambridge Workshop
eds. Roberto Pallavicini and Andrea K. Dupree
ISBN 1-886733-29-5

Vol. CS-110 BLAZAR CONTINUUM VARIABILITY
eds. H. R. Miller, J. R. Webb, and J. C. Noble
ISBN 1-886733-30-9

Vol. CS-111 MAGNETIC RECONNECTION IN THE SOLAR ATMOSPHERE: 
Proceedings of a Yohkoh Conference
eds. R. D. Bentley and J. T. Mariska
ISBN 1-886733-31-7

Vol. CS-112 THE HISTORY OF THE MILKY WAY AND ITS SATELLITE SYSTEM
eds. Andreas Burkert, Dieter H. Hartmann, and Steven R. Majewski
ISBN 1-886733-32-5

PUBLISHED: 1997
 
Vol. CS-113 EMISSION LINES IN ACTIVE GALAXIES: NEW METHODS AND

TECHNIQUES, IAU Colloquium 159
eds. B. M. Peterson, F.-Z. Cheng, and A. S. Wilson
ISBN 1-886733-33-3

Vol. CS-114 YOUNG GALAXIES AND QSO ABSORPTION-LINE SYSTEMS
eds. Sueli M. Viegas, Ruth Gruenwald, and Reinaldo R. de Carvalho
ISBN 1-886733-34-1
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PUBLISHED: 1997 (* asterisk means OUT OF PRINT)

Vol. CS-115 GALACTIC CLUSTER COOLING FLOWS
ed. Noam Soker 
ISBN 1-886733-35-X

Vol. CS-116 THE SECOND STROMLO SYMPOSIUM: THE NATURE OF ELLIPTICAL
GALAXIES
eds. M. Arnaboldi, G. S. Da Costa, and P. Saha
ISBN 1-886733-36-8

Vol. CS-117 DARK AND VISIBLE MATTER IN GALAXIES 
eds. Massimo Persic and  Paolo Salucci
ISBN-1-886733-37-6

Vol. CS-118 FIRST ADVANCES IN SOLAR PHYSICS EUROCONFERENCE: 
ADVANCES IN THE PHYSICS OF SUNSPOTS
eds. B. Schmieder. J. C. del Toro Iniesta, and M. Vázquez
ISBN 1-886733-38-4

Vol. CS-119 PLANETS BEYOND THE SOLAR SYSTEM AND THE NEXT GENERATION OF
SPACE MISSIONS
ed. David R. Soderblom
ISBN 1-886733-39-2

Vol. CS-120 LUMINOUS BLUE VARIABLES: MASSIVE STARS IN TRANSITION 
eds. Antonella Nota and Henny J. G. L. M. Lamers
ISBN 1-886733-40-6

Vol. CS-121 ACCRETION PHENOMENA AND RELATED OUTFLOWS, IAU Colloquium 163
eds. D. T. Wickramasinghe, G. V. Bicknell, and  L. Ferrario
ISBN 1-886733-41-4

Vol. CS-122 FROM STARDUST TO PLANETESIMALS:  
Symposium held as part of the 108th Annual Meeting of the ASP
eds. Yvonne J. Pendleton and A. G. G. M. Tielens
ISBN 1-886733-42-2

Vol. CS-123 THE 12th ‘KINGSTON MEETING’: COMPUTATIONAL ASTROPHYSICS
eds. David A. Clarke and Michael J. West 
ISBN 1-886733-43-0

Vol. CS-124 DIFFUSE INFRARED RADIATION AND THE IRTS
eds. Haruyuki Okuda, Toshio Matsumoto, and Thomas Roellig
ISBN 1-886733-44-9

Vol. CS-125 ASTRONOMICAL DATA ANALYSIS SOFTWARE AND SYSTEMS (ADASS) VI
eds. Gareth Hunt and H. E. Payne
ISBN 1-886733-45-7

Vol. CS-126 FROM QUANTUM FLUCTUATIONS TO COSMOLOGICAL STRUCTURES
eds. David Valls-Gabaud, Martin A. Hendry, Paolo Molaro, and 
Khalil Chamcham
ISBN 1-886733-46-5

Vol. CS-127 PROPER MOTIONS AND GALACTIC ASTRONOMY
ed. Roberta M. Humphreys 
ISBN 1-886733-47-3
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PUBLISHED: 1997 (* asterisk means OUT OF PRINT)

Vol. CS-128 MASS EJECTION FROM AGN (Active Galactic Nuclei)
eds.  N. Arav, I. Shlosman, and R. J. Weymann
ISBN 1-886733-48-1

Vol. CS-129 THE GEORGE GAMOW SYMPOSIUM
eds. E.  Harper, W. C. Parke, and G. D. Anderson
ISBN 1-886733-49-X

Vol. CS-130 THE THIRD PACIFIC RIM CONFERENCE ON RECENT DEVELOPMENT ON
BINARY STAR RESEARCH
eds. Kam-Ching Leung
ISBN 1-886733-50-3

PUBLISHED: 1998

Vol. CS-131 BOULDER-MUNICH II: PROPERTIES OF HOT, LUMINOUS STARS
ed. Ian D. Howarth
ISBN 1-886733-51-1

Vol. CS-132 STAR FORMATION WITH THE INFRARED SPACE OBSERVATORY (ISO)
eds.  João L. Yun and René Liseau
ISBN 1-886733-52-X

Vol. CS-133 SCIENCE WITH THE NGST (Next Generation Space Telescope)
eds. Eric P. Smith and Anuradha Koratkar
ISBN 1-886733-53-8

Vol. CS-134 * BROWN DWARFS AND EXTRASOLAR PLANETS
eds. Rafael Rebolo, Eduardo L. Martin, and Maria Rosa Zapatero Osorio
ISBN 1-886733-54-6

Vol. CS-135 A HALF CENTURY OF STELLAR PULSATION INTERPRETATIONS: 
A TRIBUTE TO ARTHUR N. COX
eds.  P. A. Bradley and J. A. Guzik
ISBN 1-886733-55-4

Vol. CS-136 GALACTIC HALOS: A UC SANTA CRUZ WORKSHOP
ed. Dennis Zaritsky 
ISBN 1-886733-56-2

Vol. CS-137 WILD STARS IN THE OLD WEST: PROCEEDINGS OF THE 13th NORTH
AMERICAN WORKSHOP ON CATACLYSMIC VARIABLES AND RELATED
OBJECTS
eds. S. Howell, E. Kuulkers, and C. Woodward
ISBN 1-886733-57-0

Vol. CS-138 1997 PACIFIC RIM CONFERENCE ON STELLAR ASTROPHYSICS
eds. Kwing Lam Chan, K. S. Cheng, and H. P. Singh
ISBN 1-886733-58-9

Vol. CS-139 PRESERVING THE ASTRONOMICAL WINDOWS: 
Proceedings of Joint Discussion No. 5 of the 23rd General Assembly of the IAU
eds.  Syuzo Isobe and Tomohiro Hirayama
ISBN 1-886733-59-7

Vol. CS-140 SYNOPTIC SOLAR PHYSICS --18th NSO/Sacramento Peak Summer Workshop
eds.  K. S. Balasubramaniam, J. W. Harvey, and D. M. Rabin
ISBN 1-886733-60-0
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PUBLISHED: 1998 (* asterisk means OUT OF PRINT)

Vol. CS-141 ASTROPHYSICS FROM ANTARCTICA: 
A Symposium held as a part of the 109th Annual Meeting of the ASP
eds.  Giles Novak and Randall H. Landsberg
ISBN 1-886733-61-9

Vol. CS-142 THE STELLAR INITIAL MASS FUNCTION: 38th Herstmonceux Conference
eds.  Gerry Gilmore and Debbie Howell
ISBN 1-886733-62-7

Vol. CS-143 * THE SCIENTIFIC IMPACT OF THE GODDARD HIGH RESOLUTION
SPECTROGRAPH (GHRS)
eds.  John C. Brandt, Thomas B. Ake III, and Carolyn Collins Petersen
ISBN  1-886733-63-5

Vol. CS-144 RADIO EMISSION FROM GALACTIC AND EXTRAGALACTIC COMPACT
SOURCES, IAU Colloquium 164
eds.  J. Anton Zensus, G. B. Taylor, and J. M. Wrobel
ISBN  1-886733-64-3

Vol. CS-145 ASTRONOMICAL DATA ANALYSIS SOFTWARE AND SYSTEMS (ADASS) VII
eds.  Rudolf Albrecht, Richard N. Hook, and Howard A. Bushouse
ISBN  1-886733-65-1

Vol. CS-146 THE YOUNG UNIVERSE GALAXY FORMATION AND EVOLUTION AT
INTERMEDIATE AND HIGH REDSHIFT
eds.  S. D'Odorico, A. Fontana, and E. Giallongo
ISBN 1-886733-66-X

Vol. CS-147 ABUNDANCE PROFILES: DIAGNOSTIC TOOLS FOR GALAXY HISTORY
eds.  Daniel Friedli, Mike Edmunds, Carmelle Robert, and  Laurent Drissen 
ISBN  1-886733-67-8

Vol. CS-148 ORIGINS
eds.  Charles E. Woodward, J. Michael Shull, and Harley A. Thronson, Jr.
ISBN  1-886733-68-6

Vol. CS-149 SOLAR SYSTEM FORMATION AND EVOLUTION
eds. D. Lazzaro, R. Vieira Martins, S. Ferraz-Mello, J. Fernández, and 
C. Beaugé

 ISBN  1-886733-69-4

Vol. CS-150 NEW PERSPECTIVES ON SOLAR PROMINENCES, IAU Colloquium 167
eds.  David Webb, David Rust, and Brigitte Schmieder
ISBN  1-886733-70-8

Vol. CS-151 COSMIC MICROWAVE BACKGROUND AND LARGE SCALE STRUCTURES
OF THE UNIVERSE
eds.  Yong-Ik Byun and Kin-Wang Ng
ISBN  1-886733-71-6

Vol. CS-152 FIBER OPTICS IN ASTRONOMY III
eds.  S. Arribas, E. Mediavilla, and F. Watson
ISBN  1-886733-72-4

Vol. CS-153 LIBRARY AND INFORMATION SERVICES IN ASTRONOMY III -- (LISA III)
eds. Uta Grothkopf, Heinz Andernach, Sarah Stevens-Rayburn, 
and Monique Gomez
ISBN  1-886733-73-2
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Vol. CS-154 COOL STARS, STELLAR SYSTEMS AND THE SUN: 
Tenth Cambridge Workshop
eds.  Robert A. Donahue and Jay A. Bookbinder
ISBN  1-886733-74-0

Vol. CS-155 SECOND ADVANCES IN SOLAR PHYSICS EUROCONFERENCE: 
THREE-DIMENSIONAL STRUCTURE OF SOLAR ACTIVE REGIONS
eds.  Costas E. Alissandrakis and Brigitte Schmieder 
ISBN  1-886733-75-9

Vol. CS-156 HIGHLY REDSHIFTED RADIO LINES
eds.  C. L. Carilli, S. J. E. Radford, K. M. Menten, and G. I. Langston  
ISBN  1-886733-76-7

Vol. CS-157 ANNAPOLIS WORKSHOP ON MAGNETIC CATACLYSMIC VARIABLES
eds.  Coel Hellier and Koji Mukai  
ISBN  1-886733-77-5

Vol. CS-158 SOLAR AND STELLAR ACTIVITY: SIMILARITIES AND DIFFERENCES
eds.  C. J. Butler and J. G. Doyle
ISBN  1-886733-78-3

Vol. CS-159 BL LAC PHENOMENON
eds.  Leo O. Takalo and Aimo Sillanpää
ISBN  1-886733-79-1

Vol. CS-160 ASTROPHYSICAL DISCS: An EC Summer School
eds.  J. A. Sellwood and Jeremy Goodman 
ISBN  1-886733-80-5

Vol. CS-161 HIGH ENERGY PROCESSES IN ACCRETING BLACK HOLES
eds.  Juri Poutanen and Roland Svensson
ISBN  1-886733-81-3

Vol. CS-162 QUASARS AND COSMOLOGY
eds.  Gary Ferland and Jack Baldwin
ISBN  1-886733-83-X

Vol. CS-163 STAR FORMATION IN EARLY-TYPE GALAXIES
eds.  Jordi Cepa and Patricia Carral
ISBN  1-886733-84-8

Vol. CS-164 ULTRAVIOLET–OPTICAL SPACE ASTRONOMY BEYOND HST
eds. Jon A. Morse, J. Michael Shull, and Anne L. Kinney  
ISBN 1-886733-85-6

Vol. CS-165 THE THIRD STROMLO SYMPOSIUM: THE GALACTIC HALO
eds.  Brad K. Gibson, Tim S. Axelrod, and Mary E. Putman
ISBN 1-886733-86-4

Vol. CS-166 STROMLO WORKSHOP ON HIGH-VELOCITY CLOUDS
eds.  Brad K. Gibson and Mary E. Putman
ISBN 1-886733-87-2

Vol. CS-167 HARMONIZING COSMIC DISTANCE SCALES IN A POST-HIPPARCOS ERA
eds.  Daniel Egret and André Heck 
ISBN 1-886733-88-0
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Vol. CS-168 NEW PERSPECTIVES ON THE INTERSTELLAR MEDIUM
eds.  A. R. Taylor, T. L. Landecker, and G. Joncas
ISBN 1-886733-89-9

Vol. CS-169 11th EUROPEAN WORKSHOP ON WHITE DWARFS
eds.  J.-E. Solheim and E. G. Meištas
ISBN 1-886733-91-0

Vol. CS-170 THE LOW SURFACE BRIGHTNESS UNIVERSE, IAU Colloquium 171
eds.  J. I. Davies, C. Impey, and S. Phillipps
ISBN 1-886733-92-9

Vol. CS-171 LiBeB, COSMIC RAYS, AND RELATED X- AND GAMMA-RAYS
eds.  Reuven Ramaty, Elisabeth Vangioni-Flam, Michel Cassé, and Keith Olive
ISBN 1-886733-93-7

Vol. CS-172 ASTRONOMICAL DATA ANALYSIS SOFTWARE AND SYSTEMS (ADASS) VIII
eds.  David M. Mehringer, Raymond L. Plante, and Douglas A. Roberts
ISBN 1-886733-94-5

Vol. CS-173 THEORY AND TESTS OF CONVECTION IN STELLAR STRUCTURE: 
First Granada Workshop
ed.  Álvaro Giménez, Edward F. Guinan, and Benjamín Montesinos
ISBN 1-886733-95-3

Vol. CS-174 CATCHING THE PERFECT WAVE: ADAPTIVE OPTICS AND
INTERFEROMETRY IN THE 21st CENTURY, 
A Symposium held as a part of the 110th Annual Meeting of the ASP
eds.  Sergio R.  Restaino, William Junor, and Nebojsa Duric
ISBN 1-886733-96-1

Vol. CS-175 STRUCTURE AND KINEMATICS OF QUASAR BROAD LINE REGIONS
eds.  C. M. Gaskell, W. N. Brandt, M. Dietrich, D. Dultzin-Hacyan, 
and M. Eracleous
ISBN 1-886733-97-X

Vol. CS-176 OBSERVATIONAL COSMOLOGY: THE DEVELOPMENT OF GALAXY
SYSTEMS
eds.  Giuliano Giuricin, Marino Mezzetti, and Paolo Salucci
ISBN 1-58381-000-5

Vol. CS-177 ASTROPHYSICS WITH INFRARED SURVEYS: A Prelude to SIRTF
eds.  Michael D. Bicay, Chas A. Beichman, Roc M. Cutri, and Barry F. Madore
ISBN 1-58381-001-3

Vol. CS-178 STELLAR DYNAMOS: NONLINEARITY AND CHAOTIC FLOWS
eds.  Manuel Núñez and Antonio Ferriz-Mas
ISBN 1-58381-002-1

Vol. CS-179 ETA CARINAE AT THE MILLENNIUM
eds.  Jon A. Morse, Roberta M. Humphreys, and Augusto Damineli
ISBN 1-58381-003-X

Vol. CS-180 SYNTHESIS IMAGING IN RADIO ASTRONOMY II
eds.  G. B. Taylor, C. L. Carilli, and R. A. Perley
ISBN 1-58381-005-6

Vol. CS-181 MICROWAVE FOREGROUNDS
eds.  Angelica de Oliveira-Costa and Max Tegmark
ISBN 1-58381-006-4
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Vol. CS-182 GALAXY DYNAMICS: A Rutgers Symposium
eds.  David Merritt, J. A. Sellwood, and Monica Valluri
ISBN 1-58381-007-2

Vol. CS-183 HIGH RESOLUTION SOLAR PHYSICS: THEORY, OBSERVATIONS, 
AND TECHNIQUES
eds.  T. R. Rimmele, K. S. Balasubramaniam, and R. R. Radick
ISBN 1-58381-009-9

Vol. CS-184 THIRD ADVANCES IN SOLAR PHYSICS EUROCONFERENCE: 
MAGNETIC FIELDS AND OSCILLATIONS
eds.  B. Schmieder, A. Hofmann, and J. Staude
ISBN 1-58381-010-2

Vol. CS-185 PRECISE STELLAR RADIAL VELOCITIES, IAU Colloquium 170
eds.   J. B. Hearnshaw and C. D. Scarfe
ISBN 1-58381-011-0

Vol. CS-186 THE CENTRAL PARSECS OF THE GALAXY
eds.   Heino Falcke, Angela Cotera, Wolfgang J. Duschl, Fulvio Melia, and
Marcia J. Rieke
ISBN 1-58381-012-9

Vol. CS-187 THE EVOLUTION OF GALAXIES ON COSMOLOGICAL TIMESCALES
eds.  J. E. Beckman and T. J. Mahoney
ISBN 1-58381-013-7

Vol. CS-188 OPTICAL AND INFRARED SPECTROSCOPY OF CIRCUMSTELLAR MATTER
eds.  Eike W. Guenther, Bringfried Stecklum, and Sylvio Klose
ISBN 1-58381-014-5

Vol. CS-189 CCD PRECISION PHOTOMETRY WORKSHOP
eds.  Eric R. Craine, Roy A. Tucker, and Jeannette Barnes
ISBN 1-58381-015-3

Vol. CS-190 GAMMA-RAY BURSTS: THE FIRST THREE MINUTES
eds.  Juri Poutanen and Roland Svensson
ISBN 1-58381-016-1

          
Vol. CS-191 PHOTOMETRIC REDSHIFTS AND HIGH REDSHIFT GALAXIES

eds.  Ray J. Weymann, Lisa J. Storrie-Lombardi, Marcin Sawicki, and 
Robert J. Brunner
ISBN 1-58381-017-X

Vol. CS-192 SPECTROPHOTOMETRIC DATING OF STARS AND GALAXIES
ed.  I. Hubeny, S. R. Heap, and R. H. Cornett
ISBN 1-58381-018-8

Vol. CS-193 THE HY-REDSHIFT UNIVERSE: 
GALAXY FORMATION AND EVOLUTION AT HIGH REDSHIFT
eds.  Andrew J. Bunker and Wil J. M. van Breugel
ISBN 1-58381-019-6

Vol. CS-194 WORKING ON THE FRINGE: 
OPTICAL AND IR INTERFEROMETRY FROM GROUND AND SPACE
eds.  Stephen Unwin and Robert Stachnik
ISBN 1-58381-020-X

http://www.aspsky.org
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Vol. CS-195 IMAGING THE UNIVERSE IN THREE DIMENSIONS:
Astrophysics with Advanced Multi-Wavelength Imaging Devices
eds.  W. van Breugel and J. Bland-Hawthorn
ISBN 1-58381-022-6

Vol. CS-196 THERMAL EMISSION SPECTROSCOPY AND ANALYSIS OF DUST, DISKS,
AND REGOLITHS
eds.  Michael L. Sitko, Ann L. Sprague, and David K. Lynch
ISBN: 1-58381-023-4

Vol. CS-197 XVth IAP MEETING DYNAMICS OF GALAXIES: 
FROM THE EARLY UNIVERSE TO THE PRESENT
eds.  F. Combes, G. A. Mamon, and V. Charmandaris
ISBN: 1-58381-24-2

Vol. CS-198 EUROCONFERENCE ON “STELLAR CLUSTERS AND ASSOCIATIONS:
CONVECTION, ROTATION, AND DYNAMOS”
eds.  R. Pallavicini, G. Micela, and S. Sciortino
ISBN: 1-58381-25-0

Vol. CS-199 ASYMMETRICAL PLANETARY NEBULAE II: 
FROM ORIGINS TO MICROSTRUCTURES
eds.  J. H. Kastner, N. Soker, and S. Rappaport
ISBN: 1-58381-026-9

Vol. CS-200 CLUSTERING AT HIGH REDSHIFT
eds.  A. Mazure, O. Le Fèvre, and V. Le Brun
ISBN: 1-58381-027-7

  
Vol. CS-201 COSMIC FLOWS 1999: TOWARDS AN UNDERSTANDING OF LARGE-SCALE

STRUCTURES
eds.  Stéphane Courteau, Michael A. Strauss, and Jeffrey A. Willick
ISBN: 1-58381-028-5

Vol. CS-202 * PULSAR ASTRONOMY – 2000 AND BEYOND, IAU Colloquium 177
eds.  M. Kramer, N. Wex, and R. Wielebinski
ISBN: 1-58381-029-3

Vol. CS-203 THE IMPACT OF LARGE-SCALE SURVEYS ON PULSATING STAR
RESEARCH, IAU Colloquium 176
eds.  L. Szabados and D. W. Kurtz
ISBN: 1-58381-030-7

Vol. CS-204 THERMAL AND IONIZATION ASPECTS OF FLOWS FROM HOT STARS: 
OBSERVATIONS AND THEORY
eds.  Henny J. G. L. M. Lamers and Arved Sapar
ISBN: 1-58381-031-5

Vol. CS-205 THE LAST TOTAL SOLAR ECLIPSE OF THE MILLENNIUM IN TURKEY
eds.   W. C. Livingston and A. Özgüç
ISBN: 1-58381-032-3

Vol. CS-206 HIGH ENERGY SOLAR PHYSICS – ANTICIPATING HESSI
eds.  Reuven Ramaty and Natalie Mandzhavidze
ISBN: 1-58381-033-1

Vol. CS-207 NGST SCIENCE AND TECHNOLOGY EXPOSITION
eds.  Eric P. Smith and Knox S. Long
ISBN: 1-58381-036-6
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ATLAS VISIBLE AND NEAR INFRARED ATLAS OF THE ARCTURUS SPECTRUM
3727-9300 D 
eds. Kenneth Hinkle, Lloyd Wallace, Jeff Valenti, and Dianne Harmer 
ISBN: 1-58381-037-4 

Vol. CS-208 POLAR MOTION: HISTORICAL AND SCIENTIFIC PROBLEMS, 
IAU Colloquium 178
eds.  Steven Dick, Dennis McCarthy, and Brian Luzum
ISBN: 1-58381-039-0

Vol. CS-209 SMALL GALAXY GROUPS, IAU Colloquium 174
eds.  Mauri J. Valtonen and Chris Flynn
ISBN: 1-58381-040-4

Vol. CS-210 DELTA SCUTI AND RELATED STARS: Reference Handbook and Proceedings
of the 6th Vienna Workshop in Astrophysics
eds.  Michel Breger and Michael Houston Montgomery
ISBN: 1-58381-043-9

Vol. CS-211 MASSIVE STELLAR CLUSTERS
eds.  Ariane Lançon and Christian M. Boily
ISBN: 1-58381-042-0

Vol. CS-212 FROM GIANT PLANETS TO COOL STARS
eds.  Caitlin A. Griffith and Mark S. Marley
ISBN: 1-58381-041-2

Vol. CS-213 BIOASTRONOMY `99: A NEW ERA IN BIOASTRONOMY
eds.  Guillermo A. Lemarchand and Karen J. Meech
ISBN: 1-58381-044-7

Vol. CS-214 THE Be PHENOMENON IN EARLY-TYPE STARS, IAU Colloquium 175
eds.  Myron A. Smith, Huib F. Henrichs and Juan Fabregat
ISBN: 1-58381-045-5

Vol. CS-215 COSMIC EVOLUTION AND GALAXY FORMATION: 
STRUCTURE, INTERACTIONS AND FEEDBACK
The 3rd Guillermo Haro Astrophysics Conference
eds.  José Franco, Elena Terlevich, Omar López-Cruz, and Itziar Aretxaga
ISBN: 1-58381-046-3

Vol. CS-216 ASTRONOMICAL DATA ANALYSIS SOFTWARE AND SYSTEMS (ADASS) IX
eds.  Nadine Manset, Christian Veillet, and Dennis Crabtree
ISBN: 1-58381-047-1                      ISSN: 1080-7926

Vol. CS-217 IMAGING AT RADIO THROUGH SUBMILLIMETER WAVELENGTHS
eds.  Jeffrey G. Mangum and Simon J. E. Radford
ISBN: 1-58381-049-8

Vol. CS-218 MAPPING THE HIDDEN UNIVERSE: THE UNIVERSE BEHIND THE MILKY
WAY – THE UNIVERSE IN HI
eds.  Renée C. Kraan-Korteweg, Patricia A. Henning, and Heinz Andernach
ISBN: 1-58381-050-1

Vol. CS-219 DISKS, PLANETESIMALS, AND PLANETS
eds.  F. Garzón, C. Eiroa, D. de Winter, and T. J. Mahoney
ISBN: 1-58381-051-X
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Vol. CS-220 AMATEUR - PROFESSIONAL PARTNERSHIPS IN ASTRONOMY:
The 111th Annual Meeting of the ASP
eds.  John R. Percy and Joseph B. Wilson
ISBN: 1-58381-052-8

Vol. CS-221 STARS, GAS AND DUST IN GALAXIES: EXPLORING THE LINKS
eds.  Danielle Alloin, Knut Olsen, and Gaspar Galaz
ISBN: 1-58381-053-6

PUBLISHED: 2001

Vol. CS-222 THE PHYSICS OF GALAXY FORMATION
eds.  M. Umemura and H. Susa
ISBN: 1-58381-054-4

Vol. CS-223 COOL STARS, STELLAR SYSTEMS AND THE SUN: 
Eleventh Cambridge Workshop
eds. Ramón J. García López, Rafael Rebolo, and María Zapatero Osorio
ISBN: 1-58381-056-0

Vol. CS-224 PROBING THE PHYSICS OF ACTIVE GALACTIC NUCLEI BY
MULTIWAVELENGTH MONITORING
eds.  Bradley M. Peterson, Ronald S. Polidan, and Richard W. Pogge
ISBN: 1-58381-055-2

Vol. CS-225 VIRTUAL OBSERVATORIES OF THE FUTURE
eds.  Robert J. Brunner, S. George Djorgovski, and Alex S. Szalay
ISBN: 1-58381-057-9

Vol. CS-226 12th EUROPEAN CONFERENCE ON WHITE DWARFS
eds.  J. L. Provencal, H. L. Shipman, J. MacDonald, and S. Goodchild
ISBN: 1-58381-058-7

Vol. CS-227 BLAZAR DEMOGRAPHICS AND PHYSICS
eds. Paolo Padovani and C. Megan Urry
ISBN: 1-58381-059-5

Vol. CS-228 DYNAMICS OF STAR CLUSTERS AND THE MILKY WAY
eds.  S. Deiters, B. Fuchs, A. Just, R. Spurzem, and R. Wielen
ISBN: 1-58381-060-9

Vol. CS-229 EVOLUTION OF BINARY AND MULTIPLE STAR SYSTEMS
A Meeting in Celebration of Peter Eggleton’s 60th Birthday
eds.  Ph. Podsiadlowski, S. Rappaport, A. R. King, F. D’Antona, and L. Burderi
IBSN: 1-58381-061-7

Vol. CS-230 GALAXY DISKS AND DISK GALAXIES
eds.  Jose G. Funes, S. J. and Enrico Maria Corsini
ISBN: 1-58381-063-3

Vol. CS-231 TETONS 4: GALACTIC STRUCTURE, STARS, AND THE INTERSTELLAR
MEDIUM
eds.  Charles E. Woodward, Michael D. Bicay, and J. Michael Shull
ISBN: 1-58381-064-1

Vol. CS-232 THE NEW ERA OF WIDE FIELD ASTRONOMY
eds.  Roger Clowes, Andrew Adamson, and Gordon Bromage
ISBN: 1-58381-065-X
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Vol. CS-233 P CYGNI 2000: 400 YEARS OF PROGRESS
eds.  Mart de Groot and Christiaan Sterken
ISBN: 1-58381-070-6

Vol. CS-234 X-RAY ASTRONOMY 2000
eds.  R. Giacconi, S. Serio, and L. Stella
ISBN: 1-58381-071-4

Vol. CS-235 SCIENCE WITH THE ATACAMA LARGE MILLIMETER ARRAY (ALMA)
ed.  Alwyn Wootten 
ISBN: 1-58381-072-2

Vol. CS-236 ADVANCED SOLAR POLARIMETRY: THEORY, OBSERVATION, AND
INSTRUMENTATION, The 20th Sacramento Peak Summer Workshop
ed.  M. Sigwarth
ISBN: 1-58381-073-0

Vol. CS-237 GRAVITATIONAL LENSING: RECENT PROGRESS AND FUTURE GOALS
eds.  Tereasa G. Brainerd and Christopher S. Kochanek
ISBN: 1-58381-074-9

Vol. CS-238 ASTRONOMICAL DATA ANALYSIS SOFTWARE AND SYSTEMS X
eds.  F. R. Harnden, Jr., Francis A. Primini, and Harry E. Payne
ISBN: 1-58381-075-7

Vol. CS-239 MICROLENSING 2000: A NEW ERA OF MICROLENSING ASTROPHYSICS
ed. John Menzies and Penny D. Sackett
ISBN: 1-58381-076-5

Vol. CS-240 GAS AND GALAXY EVOLUTION,
 A Conference in Honor of the 20th Anniversary of the VLA
eds.  J. E. Hibbard, M. P. Rupen, and J. H. van Gorkom
ISBN: 1-58381-077-3

Vol. CS-241 CS-241  THE 7TH TAIPEI ASTROPHYSICS WORKSHOP ON 
COSMIC RAYS IN THE UNIVERSE
ed.  Chung-Ming Ko
ISBN: 1-58381-079-X

                    
Vol. CS-242 ETA CARINAE AND OTHER MYSTERIOUS STARS: 

THE HIDDEN OPPORTUNITIES OF EMISSION SPECTROSCOPY
eds.  Theodore R. Gull, Sveneric Johannson, and Kris Davidson
ISBN: 1-58381-080-3

Vol. CS-243 FROM DARKNESS TO LIGHT:
ORIGIN AND EVOLUTION OF YOUNG STELLAR CLUSTERS
eds.  Thierry Montmerle and Philippe André
ISBN: 1-58381-081-1

Vol. CS-244 YOUNG STARS NEAR EARTH: PROGRESS AND PROSPECTS 
eds.  Ray Jayawardhana and Thomas P. Greene 
ISBN:  1-58381-082-X

                    
Vol. CS-245 ASTROPHYSICAL AGES AND TIME SCALES 

eds.  Ted von Hippel, Chris Simpson, and Nadine Manset
ISBN:  1-58381-083-8
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Vol. CS-246 SMALL TELESCOPE ASTRONOMY ON GLOBAL SCALES, IAU Colloquium 183 
eds. Wen-Ping Chen, Claudia Lemme, and Bohdan Paczy½ski
ISBN:  1-58381-084-6

Vol. CS-247 SPECTROSCOPIC CHALLENGES OF PHOTOIONIZED PLASMAS
eds. Gary Ferland and Daniel Wolf Savin
ISBN:  1-58381-085-4

Vol. CS-248 MAGNETIC FIELDS ACROSS THE HERTZSPRUNG-RUSSELL DIAGRAM
eds.  G. Mathys, S. K. Solanki, and D. T. Wickramasinghe
ISBN: 1-58381-088-9

Vol. CS-249 THE CENTRAL KILOPARSEC OF STARBURSTS AND AGN:
THE LA PALMA CONNECTION
eds.  J. H. Knapen, J. E. Beckman, I. Shlosman, and T. J. Mahoney
ISBN: 1-58381-089-7

Vol. CS-250 PARTICLES AND FIELDS IN RADIO GALAXIES CONFERENCE
eds.  Robert A. Laing and Katherine M. Blundell
ISBN: 1-58381-090-0

Vol. CS-251 NEW CENTURY OF X-RAY ASTRONOMY
eds.  H. Inoue and H. Kunieda
ISBN: 1-58381-091-9

Vol. CS-252 HISTORICAL DEVELOPMENT OF MODERN COSMOLOGY
eds.  Vicent J. Martínez, Virginia Trimble, and María Jesús Pons-Bordería
ISBN: 1-58381-092-7

PUBLISHED: 2002

Vol. CS-253 CHEMICAL ENRICHMENT OF INTRACLUSTER AND INTERGALACTIC
MEDIUM
eds.  Roberto Fusco-Femiano and Francesca Matteucci
ISBN: 1-58381-093-5

Vol. CS-254 EXTRAGALACTIC GAS AT LOW REDSHIFT
eds.  John S. Mulchaey and John T. Stocke
ISBN: 1-58381-094-3

Vol. CS-255 MASS OUTFLOW IN ACTIVE GALACTIC NUCLEI: NEW PERSPECTIVES
eds.  D. M. Crenshaw, S. B. Kraemer, and I. M. George
ISBN: 1-58381-095-1

Vol. CS-256 OBSERVATIONAL ASPECTS OF PULSATING B AND A STARS
eds.  Christiaan Sterken and Donald W. Kurtz
ISBN: 1-58381-096-X

Vol. CS-257 AMiBA 2001: HIGH-Z CLUSTERS, MISSING BARYONS, AND CMB
POLARIZATION
eds.  Lin-Wen Chen, Chung-Pei Ma, Kin-Wang Ng, and Ue-Li Pen
ISBN: 1-58381-097-8

Vol. CS-258 ISSUES IN UNIFICATION OF ACTIVE GALACTIC NUCLEI
eds.  Roberto Maiolino, Alessandro Marconi, and Neil Nagar
ISBN: 1-58381-098-6
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Vol. CS-259 RADIAL AND NONRADIAL PULSATIONS AS PROBES OF STELLAR
PHYSICS, IAU Colloquium 185
eds.  Conny Aerts, Timothy R. Bedding, and Jørgen Christensen-Dalsgaard
ISBN: 1-58381-099-4

Vol. CS-260 INTERACTING WINDS FROM MASSIVE STARS
eds.  Anthony F. J. Moffat and Nicole St-Louis
ISBN: 1-58381-100-1

Vol. CS-261 THE PHYSICS OF CATACLYSMIC VARIABLES AND RELATED OBJECTS
eds.  B. T. Gänsicke, K. Beuermann, and K. Reinsch
ISBN: 1-58381-101-X

Vol. CS-262 THE HIGH ENERGY UNIVERSE AT SHARP FOCUS: CHANDRA SCIENCE, 
held in conjunction with the 113th Annual Meeting of the ASP
eds.  Eric M. Schlegel and Saeqa Dil Vrtilek
ISBN:  1-58381-102-8

Vol. CS-263 STELLAR COLLISIONS, MERGERS AND THEIR CONSEQUENCES
ed.  Michael M. Shara
ISBN:  1-58381-103-6

Vol. CS-264 CONTINUING THE CHALLENGE OF EUV ASTRONOMY:
CURRENT ANALYSIS AND PROSPECTS FOR THE FUTURE
eds.  Steve B. Howell, Jean Dupuis, Daniel Golombek, 
Frederick M. Walter, and Jennifer Cullison
ISBN: 1-58381-104-4

Vol. CS-265 T CENTAURI, A UNIQUE WINDOW INTO ASTROPHYSICS
eds.  Floor van Leeuwen, Joanne D. Hughes, and Giampaolo Piotto
ISBN: 1-58381-105-2

Vol. CS-266 ASTRONOMICAL SITE EVALUATION IN THE VISIBLE AND RADIO RANGE,
IAU Technical Workshop
eds.  J. Vernin, Z. Benkhaldoun, and C. Muñoz-Tuñón
ISBN: 1-58381-106-0

Vol. CS-267* HOT STAR WORKSHOP III: THE EARLIEST STAGES OF MASSIVE STAR
BIRTH
ed.  Paul A. Crowther
ISBN: 1-58381-107-9

Vol. CS-268 TRACING COSMIC EVOLUTION WITH GALAXY CLUSTERS
eds.  Stefano Borgani, Marino Mezzetti, and Riccardo Valdarnini
ISBN: 1-58381-108-7 

Vol. CS-269 THE EVOLVING SUN AND ITS INFLUENCE ON PLANETARY
ENVIRONMENTS
eds. Benjamín Montesinos, Álvaro Giménez, and Edward F. Guinan
ISBN: 1-58381-109-5

Vol. CS-270 ASTRONOMICAL INSTRUMENTATION AND THE BIRTH AND GROWTH OF
ASTROPHYSICS: A Symposium held in honor of Robert G. Tull
eds.  Frank N. Bash and Christopher Sneden
ISBN: 1-58381-110-9

Vol. CS-271 NEUTRON STARS IN SUPERNOVA REMNANTS
eds.  Patrick O. Slane and Bryan M. Gaensler
ISBN: 1-58381-111-7
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Vol. CS-272 THE FUTURE OF SOLAR SYSTEM EXPLORATION, 2003-2013
Community Contributions to the NRC Solar System Exploration Decadal Survey
ed.  Mark V. Sykes
ISBN: 1-58381-113-3

Vol. CS-273         THE DYNAMICS, STRUCTURE AND HISTORY OF GALAXIES
eds. G. S. Da Costa and H. Jerjen
ISBN: 1-58381-114-1 

Vol. CS-274 OBSERVED HR DIAGRAMS AND STELLAR EVOLUTION
eds.  Thibault Lejeune and João Fernandes
ISBN: 1-58381-116-8

Vol. CS-275 DISKS OF GALAXIES: KINEMATICS, DYNAMICS AND PERTURBATIONS
eds.  E. Athanassoula, A. Bosma, and R. Mujica
ISBN: 1-58381-117-6

Vol. CS-276 SEEING THROUGH THE DUST: 
THE DETECTION OF HI AND THE EXPLORATION OF THE ISM IN GALAXIES
eds.  A. R. Taylor, T. L. Landecker, and A. G. Willis
ISBN: 1-58381-118-4

Vol. CS 277 STELLAR CORONAE IN THE CHANDRA AND XMM-NEWTON ERA
eds.  Fabio Favata and Jeremy J. Drake
ISBN: 1-58381-119-2

Vol. CS 278 NAIC–NRAO SCHOOL ON SINGLE-DISH ASTRONOMY: 
TECHNIQUES AND APPLICATIONS
eds.  Snezana Stanimirovic, Daniel Altschuler, Paul Goldsmith, and Chris Salter
ISBN: 1-58381-120-6

Vol. CS 279 EXOTIC STARS AS CHALLENGES TO EVOLUTION, IAU Colloquium 187
eds.  Christopher A. Tout and Walter Van Hamme
ISBN: 1-58381-122-2

Vol. CS 280 NEXT GENERATION WIDE-FIELD MULTI-OBJECT SPECTROSCOPY
eds.  Michael J. I. Brown and Arjun Dey
ISBN: 1-58381-123-0

Vol. CS 281 ASTRONOMICAL DATA ANALYSIS SOFTWARE AND SYSTEM (ADASS) XI
eds.  David A. Bohlender, Daniel Durand, and Thomas H. Handley
ISBN: 1-58381-124-9 ISSN:   1080-7926

Vol. CS 282 GALAXIES: THE THIRD DIMENSION
eds.  Margarita Rosado, Luc Binette, and Lorena Arias
ISBN: 1-58381-125-7

Vol. CS 283 A NEW ERA IN COSMOLOGY
eds.  Nigel Metcalfe and Tom Shanks
ISBN: 1-58381-126-5

Vol. CS 284 AGN SURVEYS
eds.  R. F. Green, E. Ye. Khachikian, and D. B. Sanders
ISBN: 1-58381-127-3

Vol. CS 285 MODES OF STAR FORMATION AND THE ORIGIN OF FIELD POPULATIONS
eds.  Eva K. Grebel and Walfgang Brandner
ISBN: 1-58381-128-1



ASP CONFERENCE SERIES VOLUMES
Published by the Astronomical Society of the Pacific

________________________________________________ __________

PUBLISHED: 2003 (* asterisk means OUT OF PRINT)

Vol. CS 286 CURRENT THEORETICAL MODESL AND HIGH RESOLUTION SOLAR
OBSERVATIONS: PREPARING FOR ATST
eds. Alexei A. Pevtsov and Han Uitenbroek
ISBN: 1-58381-129-X

Vol. CS 287 GALACTIC STAR FORMATION ACROSS THE STELLAR MASS SPECTRUM
eds. J.M. De Buizer and N.S. van der Bliek
ISBN:1-58381-130-3 

Vol. CS 288 STELLAR ATMOSPHERE MODELING
eds. I. Hubeny, D. Mihalas and K. Werner
ISBN: 1-58381-131-1

Vol. CS 289 THE PROCEEDINGS OF THE IAU 8TH ASIAN-PACIFIC REGIONAL MEETING,
VOLUME 1
eds.  Satoru Ikeuchi, John Hearnshaw and Tomoyuki Hanawa
ISBN: 1-58381-134-6

Vol. CS 290 ACTIVE GALACTIC NUCLEI: FROM CENTRAL ENGINE TO HOST GALAXY
eds. S. Collin, F. Combes and I. Shlosman
ISBN: 1-58381-135-4

Vol. CS-291 HUBBLE’S SCIENCE LEGACY: 
FUTURE OPTICAL/ULTRAVIOLET ASTRONOMY FROM SPACE
eds.  Kenneth R. Sembach, J. Chris Blades, Garth D. Illingworth and 
Robert C. Kennicutt, Jr.
ISBN: 1-58381-136-2

Vol. CS-292 INTERPLAY OF PERIODIC, CYCLIC AND STOCHASTIC VARIABILITY IN
SELECTED AREAS OF THE H-R DIAGRAM
ed.  Christiaan Sterken
ISBN: 1-58381-138-9

Vol. CS-293 3D STELLAR EVOLUTION
eds.  S. Turcotte, S. C. Keller and R. M. Cavallo
ISBN: 1-58381-140-0

Vol. CS-294 SCIENTIFIC FRONTIERS IN RESEARCH ON EXTRASOLAR PLANETS
eds.  Drake Deming and Sara Seager
ISBN: 1-58381-141-9

Vol. CS-295 ASTRONOMICAL DATA ANALYSIS SOFTWARE AND SYSTEMS (ADASS) XII
eds.  Harry E. Payne, Robert I. Jedrzejewski and Richard N. Hook
ISBN: 1-58381-142-7

Vol. CS-296 NEW HORIZONS IN GLOBULAR CLUSTER ASTRONOMY
eds.  Giampaolo Piotto, Georges Meylan, S. George Djorgovski and 
Marco Riello
ISBN: 1-58381-143-5

Vol. CS-297 STAR FORMATION THROUGH TIME, A Conference to Honour Robert J.
Terlevich
eds.  Enrique Pérez, Rosa M. González Delgado and Guillermo Tenorio-Tagle
ISBN: 1-58381-144-3

Vol. CS-298 GAIA SPECTROSCOPY: SCIENCE AND TECHNOLOGY
ed.  Ulisse Munari
ISBN: 1-58381-145-1



ASP CONFERENCE SERIES VOLUMES
Published by the Astronomical Society of the Pacific

__________________________________________________________

PUBLISHED: 2003 (* asterisk means OUT OF PRINT)

Vol. CS-299 HIGH ENERGY BLAZAR ASTRONOMY,  An International Conference held to
Celebrate the 50th Anniversary of Tuorla Observatory
eds.  Leo O. Takalo and Esko Valtaoja
ISBN: 1-58381-146-X

Vol. CS-300 RADIO ASTRONOMY AT THE FRINGE, A Conference held in honor of Kenneth
I. Kellermann, on the occasion of his 65th Birthday
eds.  J. Anton Zensus, Marshall H. Cohen and Eduardo Ros
ISBN: 1-58381-147-8

Vol. CS-301 MATTER AND ENERGY IN CLUSTERS OF GALAXIES
eds.  Stuart Bowyer and Chorng-Yuan Hwang
ISBN: 1-58381-149-4

Vol. CS-302 RADIO PULSARS, In celebration of the contributions of Andrew Lyne, 
Dick Manchester and Joe Taylor – A Festschrift honoring their 60th Birthdays
eds.  Matthew Bailes, David J. Nice and Stephen E. Thorsett
ISBN: 1-58381-151-6

Vol. CS-303 SYMBIOTIC STARS PROBING STELLAR EVOLUTION
eds.  R. L. M. Corradi, J. Miko»ajewska and T. J. Mahoney
ISBN: 1-58381-152-4

Vol. CS-304         CNO IN THE UNIVERSE
eds. Corinne Charbonnel, Daniel Schaerer and Georges Meynet
ISBN: 1-58381-153-2

Vol. CS-305 International Conference on MAGNETIC FIELDS IN O, B AND A STARS: 
ORIGIN AND CONNECTION TO PULSATION, ROTATION AND MASS LOSS 
eds.  Luis A. Balona, Huib F. Henrichs and Rodney Medupe 
ISBN:  1-58381-154-0

Vol. CS-306 NEW TECHNOLOGIES IN VLBI
ed.  Y. C. Minh
ISBN: 1-58381-155-9

Vol. CS-307 SOLAR POLARIZATION 3
eds.  Javier Trujillo Bueno and Jorge Sanchez Almeida
ISBN: 1-58381-156-7

Vol. CS-308 FROM X-RAY BINARIES TO GAMMA-RAY BURSTS
eds.  Edward P. J. van den Heuvel, Lex Kaper, Evert Rol and 
Ralph A. M. J. Wijers
ISBN: 1-58381-158-3

PUBLISHED: 2004

Vol. CS-309 ASTROPHYSICS OF DUST
eds.  Adolf N. Witt, Geoffrey C. Clayton and Bruce T. Draine
ISBN: 1-58381-159-1

Vol. CS-310 VARIABLE STARS IN THE LOCAL GROUP, IAU Colloquium 193
eds.  Donald W. Kurtz and Karen R. Pollard
ISBN: 1-58381-162-1

Vol. CS-311 AGN PHYSICS WITH THE SLOAN DIGITAL SKY SURVEY
eds.  Gordon T. Richards and Patrick B. Hall
ISBN: 1-58381-164-8



ASP CONFERENCE SERIES VOLUMES
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PUBLISHED: 2004 (* asterisk means OUT OF PRINT)

Vol. CS-312 Third Rome Workshop on GAMMA-RAY BURSTS IN THE AFTERGLOW ERA
eds.  Marco Feroci, Filippo Frontera, Nicola Masetti and Luigi Piro
ISBN: 1-58381-165-6

Vol. CS-313 ASYMMETRICAL PLANETARY NEBULAE III: WINDS, STRUCTURE AND THE
THUNDERBIRD
eds.  Margaret Meixner, Joel H. Kastner, Bruce Balick and Noam Soker
ISBN: 1-58381-168-0

Vol. CS 314 ASTRONOMICAL DATA ANALYSIS SOFTWARE AND SYSTEMS (ADASS) XIII
eds.  Francois Ochsenbein, Mark G. Allen and Daniel Egret
ISBN: 1-58381-169-9 ISSN: 1080-7926

A LISTING OF IAU VOLUMES MAY BE FOUND ON THE NEXT PAGE



INTERNATIONAL ASTRONOMICAL UNION (IAU) VOLUMES
Published by the Astronomical Society of the Pacific

PUBLISHED: 1999 (* asterisk means OUT OF STOCK)

Vol. No. 190 NEW VIEWS OF THE MAGELLANIC CLOUDS
eds.  You-Hua Chu, Nicholas B. Suntzeff, James E. Hesser, and 
David A. Bohlender
ISBN: 1-58381-021-8

Vol. No. 191 ASYMPTOTIC GIANT BRANCH STARS
eds.  T. Le Bertre, A. Lèbre, and C. Waelkens
ISBN: 1-886733-90-2

Vol. No. 192 THE STELLAR CONTENT OF LOCAL GROUP GALAXIES
eds.  Patricia Whitelock and Russell Cannon
ISBN: 1-886733-82-1

Vol. No. 193 WOLF-RAYET PHENOMENA IN MASSIVE STARS AND STARBURST
GALAXIES
eds.  Karel A. van der Hucht, Gloria Koenigsberger, and Philippe R. J. Eenens
ISBN: 1-58381-004-8

Vol. No. 194 ACTIVE GALACTIC NUCLEI AND RELATED PHENOMENA
eds.  Yervant Terzian, Daniel Weedman, and Edward Khachikian
ISBN: 1-58381-008-0

PUBLISHED: 2000

Vol. XXIVA TRANSACTIONS OF THE INTERNATIONAL ASTRONOMICAL UNION 
REPORTS ON ASTRONOMY 1996-1999
ed.  Johannes Andersen
ISBN: 1-58381-035-8

Vol. No. 195 HIGHLY ENERGETIC PHYSICAL PROCESSES AND MECHANISMS FOR
EMISSION FROM ASTROPHYSICAL PLASMAS
eds.  P. C. H. Martens, S. Tsuruta, and M. A. Weber
ISBN: 1-58381-038-2

Vol. No. 197 * ASTROCHEMISTRY: FROM MOLECULAR CLOUDS TO PLANETARY
SYSTEMS
eds.  Y. C. Minh and E. F. van Dishoeck
ISBN: 1-58381-034-X

Vol. No. 198 THE LIGHT ELEMENTS AND THEIR EVOLUTION
eds.  L. da Silva, M. Spite, and J. R. de Medeiros
ISBN: 1-58381-048-X

PUBLISHED: 2001

IAU SPS ASTRONOMY FOR DEVELOPING COUNTRIES
Special Session of the XXIV General Assembly of the IAU
ed.  Alan H. Batten
ISBN: 1-58381-067-6

Vol. No. 196 PRESERVING THE ASTRONOMICAL SKY
eds.  R. J. Cohen and W. T. Sullivan, III
ISBN: 1-58381-078-1

Vol. No. 200 * THE FORMATION OF BINARY STARS
eds. Hans Zinnecker and Robert D. Mathieu
ISBN:  1-58381-068-4



INTERNATIONAL ASTRONOMICAL UNION (IAU) VOLUMES
Published by the Astronomical Society of the Pacific

PUBLISHED: 2001 (* asterisk means OUT OF STOCK)

Vol. No. 203 RECENT INSIGHTS INTO THE PHYSICS OF THE SUN AND HELIOSPHERE:
HIGHLIGHTS FROM SOHO AND OTHER SPACE MISSIONS
eds. Pål Brekke, Bernhard Fleck, and Joseph B. Gurman
ISBN:  1-58381-069-2

Vol. No. 204 THE EXTRAGALACTIC INFRARED BACKGROUND AND ITS COSMOLOGICAL
IMPLICATIONS
eds.  Martin Harwit and Michael G. Hauser
ISBN: 1-58381-062-5

Vol. No. 205 GALAXIES AND THEIR CONSTITUENTS AT THE HIGHEST ANGULAR
RESOLUTIONS
eds.  Richard T. Schilizzi, Stuart N. Vogel, Francesco Paresce, and 
Martin S. Elvis
ISBN: 1-58381-066-8

Vol. XXIVB TRANSACTIONS OF THE INTERNATIONAL ASTRONOMICAL UNION 
REPORTS ON ASTRONOMY
ed.  Hans Rickman
ISBN: 1-58381-087-0

PUBLISHED: 2002

Vol. No. 12 HIGHLIGHTS OF ASTRONOMY 
ed.  Hans Rickman
ISBN:  1-58381-086-2

Vol. No. 199 THE UNIVERSE AT LOW RADIO FREQUENCIES
eds.  A. Pramesh Rao, G. Swarup, and Gopal-Krishna
ISBN: 58381-121-4

Vol. No. 206 COSMIC MASERS: FROM PROTOSTARS TO BLACKHOLES
eds.  Victor Migenes and Mark J. Reid
ISBN: 1-58381-112-5

Vol. No. 207 EXTRAGALACTIC STAR CLUSTERS
eds.  Doug Geisler, Eva K. Grebel, and Dante Minniti
ISBN: 1-58381-115-X

PUBLISHED: 2003

Vol. XXVA TRANSACTIONS OF THE INTERNATIONAL ASTRONOMICAL UNION
REPORTS ON ASTRONOMY 1999-2002
ed. Hans Rickman
ISBN: 1-58381-137-0

Vol. No. 208 ASTROPHYSICAL SUPERCOMPUTING USING PARTICLE SIMULATIONS
eds.  Junichiro Makino and Piet Hut
ISBN: 1-58381-139-7

Vol. No. 209 PLANETARY NEBULAE: THEIR EVOLUTION AND ROLE IN THE UNIVERSE
eds.   Sun Kwok, Michael Dopita and Ralph Sutherland
ISBN: 1-58381-148-6

Vol. No. 210 MODELLING OF STELLAR ATMOSPHERES
eds.  N. Piskunov, W. W. Weiss and D. F. Gray
ISBN: 1-58381-160-5



INTERNATIONAL ASTRONOMICAL UNION (IAU) VOLUMES
Published by the Astronomical Society of the Pacific

PUBLISHED: 2003 (* asterisk means OUT OF STOCK)

Vol. No. 211 BROWN DWARFS
ed. Eduardo Martín
ISBN:  1-58381-132-X

Vol. No. 212 A MASSIVE STAR ODYSSEY: FROM MAIN SEQUENCE TO SUPERNOVA
eds. Karel A. van der Hucht, Artemio Herrero and César Esteban
ISBN:  1-58381-133-8

Vol. No. 214 HIGH ENERGY PROCESSES AND PHENOMENA IN ASTROPHYSICS
eds.  X. D. Li, V. Trimble and Z. R. Wang
ISBN: 1-58381-157-5

PUBLISHED: 2004

Vol. No. 213 BIOASTRONOMY 2002: LIFE AMONG THE STARS
eds.  Ray P. Norris and Frank H. Stootman
ISBN: 1-58381-171-0

Vol. No. 217 RECYCLING INTERGALACTIC AND INTERSTELLAR MATTER
eds.  Pierre-Alain Duc, Jonathan Braine and Elias Brinks
ISBN: 1-58381-166-4

Vol. No. 219 STARS AS SUNS: ACTIVITY, EVOLUTION AND PLANETS
eds.  A. K. Dupree and A. O. Benz
ISBN: 1-58381-163-X

Vol. No. 220 DARK MATTER IN GALAXIES
eds.  S. D. Ryder, D. J. Pisano, M. A. Walker and K. C. Freeman
ISBN: 1-58381-167-2

Vol. No. 221 STAR FORMATION AT HIGH ANGULAR RESOLUTION
eds.  Michael Burton, Ray Jayawardhana and Tyler Bourke
ISBN: 1-58381-161-3

Ordering information is available at the beginning of the listing
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